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Preface

This volume contains the papers presented at the 27th International Colloquium
on Automata, Languages and Programming (ICALP 2000), which took place at
the University of Geneva, Switzerland, July 9–15, 2000.

The volume contains 69 contributed papers, selected by the two program
committees from 196 extended abstracts submitted in response to the call for
papers: 42 from 131 submissions for track A (Algorithms, Automata, Complexity,
and Games) and 27 from 65 submissions for track B (Logic, Semantics, and
Theory of Programming). Moreover, the volume includes abstracts of a plenary
lecture by Richard Karp and of invited lectures by Samson Abramsky, Andrei
Broder, Gregor Engels, Oded Goldreich, Roberto Gorrieri, Johan H̊astad, Zohar
Manna, and Kurt Mehlhorn.

The program committees decided to split the EATCS best paper awards
among the following three contributions: Deterministic algorithms for k-SAT
based on covering codes and local search, by Evgeny Dantsin, Andreas Goerdt,
Edward A. Hirsch, and Uwe Schöning, Reasoning about idealized Algol using reg-
ular languages, by Dan R. Ghica and Guy McCusker, and An optimal minimum
spanning tree algorithm, by Seth Pettie and Vijaya Ramachandran.

The best student paper award for track A was given to Clique is hard to
approximate within n1−o(1), by Lars Engebretsen and Jonas Holmerin, and for
track B to On deciding if deterministic Rabin language is in Büchi class, by
Tomasz Fryderyk Urbanski.

We thank all of the authors who submitted papers, our invited speakers, the
external referees we consulted, and the members of the program committees,
who were:

Track A
• Peter Bro Miltersen, U. Aarhus
• Harry Buhrman, CWI Amsterdam
• Martin Dietzfelbinger, TU Ilmenau
• Afonso Ferreira, Inria Sophia Ant.
• Marcos Kiwi, U. Chile
• Jens Lagergren, KTH Stockholm
• Gheorghe Paun, Romanian Acad.
• Günter Rote, FU Berlin
• Ronitt Rubinfeld, NECI
• Amin Shokrollahi, Bell Labs
• Luca Trevisan, Columbia U.
• Serge Vaudenay, EPF Lausanne
• Emo Welzl, Chair, ETH Zürich
• Uri Zwick, Tel Aviv U.

Track B
• Rajeev Alur, U. Pennsylvania
• Rance Cleaveland, Stony Brook
• Pierpaolo Degano, U. Pisa
• Jose Fiadeiro, U. Lisbon
• Andy Gordon, Microsoft Cambridge
• Orna Grumberg, Technion Haifa
• Claude Kirchner, INRIA Nancy
• Ugo Montanari, Chair, U. Pisa
• Mogens Nielsen, U. Aarhus
• Catuscia Palamidessi, Penn. State
• Joachim Parrow, KTH Stockholm
• Edmund Robinson, QMW London
• Jan Rutten, CWI Amsterdam
• Jan Vitek, U. Geneva
• Martin Wirsing, LMU Munich
• Pierre Wolper, U. Liege



VI Preface

We gratefully acknowledge support from the Swiss National Science Founda-
tion, from the computer science department of the University of Geneva, from the
European agency INTAS, and from the EATCS. Finally, we would like to thank
the local arrangement committee members – Olivier Powell, Frédéric Schütz,
Danuta Sosnowska, and Thierry Zwissig – and Germaine Gusthiot for the sec-
retarial support.

July 2000 Emo Welzl, Track A Program Chair
Ugo Montanari, Track B Program Chair

José D. P. Rolim, General Chair
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Marcus Schaefer
Berry Schoenmakers
K.U. Schulz
Andreas Schulz
Philip Scott
Francesca Scozzari
Sebastian Seiber
Maria Jose Serna
Peter Sewell
Detlev Sieling
Riccardo Silvestri
Alex Simpson
Alistair Sinclair
Seppo Sippu
D. Sivakumar
Carl Smith
Warren Smith
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José Esṕırito Santo

Negation Elimination from Simple Equational Formulae . . . . . . . . . . . . . . . . . . 612
Reinhard Pichler



Table of Contents XV

Hardness of Set Cover with Intersection 1 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 624
V.S. Anil Kumar, Sunil Arya, H. Ramesh

Strong Inapproximability of the Basic k-Spanner Problem . . . . . . . . . . . . . . . . 636
Michael Elkin, David Peleg

Infinite Series-Parallel Posets: Logic and Languages. . . . . . . . . . . . . . . . . . . . . . . 648
Dietrich Kuske

On Deciding if Deterministic Rabin Language Is in Büchi Class . . . . . . . . . . . 663
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Abstract. It was previously known that Max Clique cannot be approx-
imated in polynomial time within n1−ε, for any constant ε > 0, unless
NP = ZPP. In this paper, we extend the reductions used to prove
this result and combine the extended reductions with a recent result of
Samorodnitsky and Trevisan to show that clique cannot be approximated
within n1−O(1/

√
log log n) unless NP ⊆ ZPTIME(2O(log n(log log n)3/2)).

1 Introduction

The Max Clique problem, i.e., the problem of finding in a graph G = (V, E) the
largest possible subset C of the vertices in V such that every vertex in C has edges
to all other vertices in C, is a well-known combinatorial optimization problem.
The decision version of Max Clique was one of the problems proven to be NP-
complete in Karp’s original paper on NP-completeness [10], which means that
we cannot hope to solve Max Clique efficiently, at least not if we want an exact
solution. Thus, attention has turned to algorithms producing solutions which
are at most some factor from the optimum value. It is trivial to approximate
Max Clique in a graph with n vertices within n—just pick any vertex as the
clique—and Boppana and Halldórsson [5] have shown that Max Clique can be
approximated within O(n/ log2 n) in polynomial time. It is an astonishing, and
unfortunate, result that it is hard to do substantially better than this. In fact,
the Max Clique problem cannot be approximated within n1−ε, for any constant
ε > 0, unless NP = ZPP. The first to explore the possibility of proving strong
lower bounds on the approximability of Max Clique were Feige et al. [8], who
proved a connection between Max Clique and probabilistic proof systems. Their
reduction was then improved independently by Bellare, Goldreich, and Sudan [3]
and Zuckerman [12]. As the final link in the chain, H̊astad [9] constructed a
probabilistic proof system with the properties needed to get a lower bound of
n1−ε.

Since the hardness result holds for any arbitrarily small constant ε, the next
logical step to improve the lower bound is to show inapproximability results for
non-constant ε. However, H̊astad’s proof of the existence of a probabilistic proof
system with the needed properties is very long and complicated. This has, until
now, hindered any advance in this direction, but recently, Samorodnitsky and

U. Montanari et al. (Eds.): ICALP 2000, LNCS 1853, pp. 2–12, 2000.
c© Springer-Verlag Berlin Heidelberg 2000
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Trevisan [11] constructed another probabilistic proof system with the needed
properties, but where the proof of correctness is much simpler. Armed with this
new construction, new results are within reach.

In this paper, we show that it is indeed impossible to approximate Max Clique
in polynomial time within n1−ε where ε ∈ O(1/

√
log log n), given that NP does

not admit randomized algorithms with slightly super-polynomial expected run-
ning time. To do this we first ascertain that the reductions from probabilistic
proof systems to Max Clique [8,3,12] work also in the case of a non-constant ε.
This has the additional bonus of collecting in one place the various parts of the
reduction, which were previously scattered in the literature. We also extend the
previously published reductions to be able to use the construction of Samorod-
nitsky and Trevisan [11], which characterizes NP in terms of a probabilistic
proof system with so called non-perfect completeness. To our knowledge, such
reductions have not appeared explicitly in the literature before.

When we combine the new reductions with the probabilistic proof system
of Samorodnitsky and Trevisan [11], we obtain the following concrete result
regarding the approximability of Max Clique:

Theorem 1. Unless NP ⊆ ZPTIME(2O(log n(log log n)3/2)), Max Clique on a
graph with n vertices cannot be approximated within n1−O(1/

√
log log n) in polyno-

mial time.

As a comparison, the best known polynomial time approximation algorithm [5],
approximates Max Clique within n1−O(log log n/ log n). We omit several proofs from
this extended abstract. They are contained in the full version of the paper,
available from the authors’ home page.1

2 Preliminaries

Definition 1. Let P be an NP maximization problem. For an instance x of P
let opt(x) be the optimal value. A solution y with weight w(x, y), is c-approximate
if it is feasible and w(x, y) ≥ opt(x)/c.

Definition 2. A c-approximation algorithm for an NP optimization problem P
is a polynomial time algorithm that for any instance x and any input y outputs
a c-approximate solution.

We use the wording to approximate within c as a synonym for to compute a
c-approximate solution.

Definition 3. Max Clique is the following maximization problem: Given a graph
G = (V, E) find the largest possible C ⊆ V such that if v1 and v2 are vertices
in C, then (v1, v2) is an edge in E.

1 http://www.nada.kth.se/˜enge/



4 L. Engebretsen and J. Holmerin

Definition 4. G-gap E3-Sat-5 is the following decision problem: We are given
a Boolean formula φ in conjunctive normal form, where each clause contains
exactly three literals and each literal occurs exactly five times. We know that
either φ is satisfiable or at most a fraction G of the clauses in φ are satisfiable
and are supposed to decide if the formula is satisfiable.

We know from [7] that G-gap E3-Sat-5 is NP-hard.

2.1 Previous Hardness Results

A language L is in the class NP if there exists a polynomial time Turing ma-
chine M , with the following properties:

– For instances x ∈ L, there exists a proof π, of size polynomial in |x|, such
that M accepts (x, π).

– For instances x /∈ L, M does not accept (x, π) for any proof π of size poly-
nomial in |x|.

Arora and Safra [2] used a generalization of the above definition of NP to de-
fine the class PCP[r, q], consisting of a probabilistically checkable proof system
(PCP) where the verifier has oracle access to the membership proof, is allowed
to use r(n) random bits and query q(n) bits from the oracle.

Definition 5. A probabilistic polynomial time Turing machine V with oracle
access to π is an (r, q)-restricted verifier if it, for every oracle π and every input
of size n, uses at most r(n) random bits and queries at most q(n) bits from the
oracle. We denote by V π the verifier V with the oracle π fixed.

Definition 6. A language L belongs to the class PCP[r, q] if there exists a
(r, q)-restricted verifier V with the following properties:

– For instances x ∈ L, Prρ[V π accepts (x, ρ)] = 1 for some oracle π.
– For instances x /∈ L, Prρ[V π accepts (x, ρ)] ≤ 1/2 for all oracles π.

Above, ρ is the random string of length r.

The connection between the approximability of Max Clique and PCPs was first
explored by Feige et al. [8], who showed that

NP ⊆ PCP[O(log n log log n), O(log n log log n)] (1)

and used this characterization of NP and a reduction to show that Max Clique
cannot be approximated within any constant unless

NP ⊆ DTIME(nO(log log n)). (2)

The assumption on NP needed to prove hardness result on the approximabil-
ity of Max Clique is closely related to the connection between the classes NP
and PCP[r, q] for various values of r and q. This connection was the subject of
intensive investigations leading to the following result of Arora et al. [1]:
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Theorem 2. NP = PCP[O(log n), O(1)].

A consequence of this result is that the abovementioned assumptions in the proof
of Feige et al. [8] could be weakened to P = NP.

A technical tool in the proof of Feige et al. [8] is the construction of a
graph GV,x, corresponding to a verifier in some proof system and some input x.

Definition 7. From a verifier V and some input x, we construct a graph GV,x

as follows: Every vertex in GV,x corresponds to an accepting computation of
the verifier. Two vertices in GV,x are connected if they correspond to consistent
computations. Two computations Π1 and Π2 are consistent if, whenever some
bit b is queried from the oracle, the answers are the same for both Π1 and Π2.

In the original construction, the number of vertices in GV,x was bounded by
2r(n)+q(n), where r(n) is the number of random bits used by the verifier and
q(n) is the number of bits the verifier queries from the oracle. Feige et al. sug-
gest in their paper that the bound on the number of vertices in GV,x could be
improved, and it was later recognized that the number of vertices can be bounded
by 2r(n)+f(n), where f(n) is the free bit complexity.

Definition 8. A verifier has free bit complexity f if the number of accepting
computations is at most 2f for any outcome of the random bits tossed by the
verifier.

Definition 9. A language L belongs to the class FPCPc,s[r, f ] if there exists
verifier V with free bit complexity f that given an input x and oracle access to π
tosses r independent random bits ρ and has the following properties:

– for instances x ∈ L, Prρ[V π accepts (x, ρ)] ≥ c for some oracle π.
– for instances x /∈ L, Prρ[V π accepts (x, ρ)] ≤ s for all oracles π.

We say that V has completeness c and soundness s.

To understand the intuition behind the free bit complexity of a proof system, it is
perhaps best to study the behavior of a typical verifier in a typical proof system.
Such a verifier first reads a number of bits, the free bits, from the oracle. From
the information obtained from those bits and the random string, the verifier
determines a number of bits, the non-free bits, that it should read next from the
oracle and the values these bits should have in order for the verifier to accept.
Finally, the verifier reads these bits from the oracle and check if they have the
expected values.

Theorem 3. Suppose that L ∈ FPCPc,s[r, f ]. Let x be some instance of L,
and construct the graph GV,x as in Definition 7. Then, there is a clique of size
at least c2r in GV,x if x ∈ L, and there is no clique of size greater than s2r if
x /∈ L.

Proof. First suppose that x ∈ L. Then there exists an oracle such that a frac-
tion c of all random strings make the verifier accept. The computations corre-
sponding to the same oracle are always consistent, and thus there exists a clique
of size at least c2r in GV,x.
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Now suppose that x /∈ L and that there is a clique of size greater than s2r

in GV,x. Since vertices corresponding to the same random string can never repre-
sent consistent computations, the vertices in the clique all correspond to different
random strings. Thus, we can use the vertices to form an oracle making the ver-
ifier accept with probability larger than s. This contradicts the assumption that
the PCP has soundness s.

Corollary 1. Suppose that NP ⊆ FPCPc,s[O(log n), f ] for some constants c,
s, and f . Then it is impossible to approximate Max Clique within c/s in polyno-
mial time unless P = NP.

Proof. Let L be some NP-complete language and x be some instance of L. Let
B be some polynomial time algorithm approximating Max Clique within c/s.

The following algorithm decides L: Construct the graph GV,x corresponding
to the instance x. Now run B on GV,x. If B determines that GV,x has a clique
containing more than s2r vertices, where r ∈ O(log(n)) is the number of random
bits used by the verifier, accept x, otherwise reject.

Since the number of random bits used by the verifier is logarithmic and the
number of free bits is a constant, the graph GV,x has polynomial size. Since B is
a polynomial time algorithm, the above algorithm also runs in polynomial time.

It is possible to improve on the above result by gap amplification. The simplest
form of gap amplification is to simply run a constant number of independent
runs of the verifier. If any of the rounds causes the verifier to reject, we reject,
otherwise we accept. This shows that, for any constant k,

FPCPc,s[r, f ] ⊆ FPCPck,sk [kr, kf ], (3)

for any functions c, s, r, and f , which strengthens Corollary 1 to

Corollary 2. Suppose that NP ⊆ FPCPc,s[O(log n), f ] for some constants c,
s, and f . Then it is impossible to approximate Max Clique within any constant
in polynomial time unless P = NP.

The above procedure can improve the inapproximability result from a specific
constant c/s to any constant, but to improve the inapproximability result from
nα to nα′

for some constants α and α′, we have to use a more sophisticated form
of gap amplification. Also, the concept of free bit complexity needs to be refined.
To see why the above procedure fails in this case, suppose that we have some
proof system which gives a graph GV,x with n = 2r+f vertices such that we can
deduce that it is impossible to approximate Max Clique within nα in polynomial
time. Put another way, this particular proof system has c/s = nα. Now we try
to apply the above gap amplification technique. Then we get a new graph GV ′,x
with 2kr+kf = nk vertices and a new inapproximability factor ck/sk = nkα.
Thus, we have failed to improve the lower bound. Obviously, it is not only the
free bit complexity of a proof system that is important when it comes to proving
lower bounds for Max Clique, but also the gap, the quotient of the soundness
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and the completeness. We see above that an exponential increase in the gap does
not give us anything if the free bit complexity and the number of random bits
increase linearly. Bellare and Sudan [4] recognized that the interesting param-
eter is f/ log s−1 in the case of perfect completeness. This parameter was later
named the amortized free bit complexity and denoted by f̄ . Note that the above
gap amplification does not change f̄ . Two methods which do improve the lower
bound in the case above by keeping down the number of random bits needed to
amplify the gap have appeared in the literature [3,12], and both prove the same
result: If every language in NP can be decided by a proof system with loga-
rithmic randomness, perfect completeness, and amortized free bit complexity f̄ ,
then Max Clique cannot be approximated within n1/(1+f̄)−ε in polynomial time,
unless NP = ZPP. The constructions are valid for any constant f̄ and some
arbitrarily small constant ε > 0, and they use the same principle as the above
gap amplification: They perform consecutive, although not independent, runs of
the verifier and accept if all runs accept.

2.2 A New Amortized Free Bit Complexity

For the case of non-perfect completeness, Bellare et al. [3] define the amortized
free bit complexity as f/ log(c/s). In this paper, we propose that this definition
should be modified.

Definition 10. The amortized free bit complexity for a PCP with free bit com-
plexity f , completeness c and soundness s is

f̄ =
f + log c−1

log(c/s)
. (4)

Note that both this definition and the previous one reduce to f/ log s−1 in the
case of perfect completeness, i.e., when c = 1. Note also that the above gap am-
plification does not change the amortized free bit complexity, neither with the
original definition nor with our proposed modification of the definition. However,
our proposed definition is robust also with respect to the following: Suppose that
we modify the verifier in such a way that it guesses the value of the first free bit.
This lowers the free bit complexity by one, and halves the completeness and the
soundness of the test. With our proposed definition, the amortized free bit com-
plexity does not change, while it decreases with the definition of Bellare et al. [3].
In the case of perfect completeness, the lower bound on the approximability in-
creases as the amortized free bit complexity decreases. This makes it dubious to
have a definition in the general case that allows the free bit complexity to be
lowered by a process as the above. Using our proposed definition of the free bit
complexity, we first establish that the construction of Zuckerman [12] works also
in the case of non-constant parameters:

Theorem 4. If NP ⊆ FPCP1,s[r, f ], then, for any r ∈ Ω(log n) and any R >
r, it is impossible to approximate Max Clique in a graph with N vertices within
N1/(1+f̄)−r/R in polynomial time unless

NP ⊆ coRTIME
(
2Θ(R+f̄+Rf̄)). (5)



8 L. Engebretsen and J. Holmerin

In the case where f̄ is some constant and r ∈ O(log n), this reduces to the well
known theorem that Max Clique cannot be approximated within n1/(1+f̄)−ε, for
any constant ε > 0, unless NP = ZPP. To see this, just choose R = r/ε above.
We also investigate the case of non-perfect completeness. By using the same
approach as above—performing consecutive, although not independent, runs of
the verifier and accepting if all runs accept—we obtain the following theorem,
which is implicit in the works of Bellare et al. [3] and Zuckerman [12]:

Theorem 5. If NP ⊆ FPCPc,s[r, f ], then, for any r ∈ Ω(log n), and any
R > r such that cD2R/2 > 2r, where D = (R + 2)f/ log s−1, Max Clique in
a graph with N vertices cannot be approximated within N1/(1+f̄)−(r+3)/(R+2) in
polynomial time unless

NP ⊆ BPTIME
(
2Θ(R+f̄+Rf̄)) (6)

Note that we in our applications choose R such that the term (r + 1)/R in the
above theorem is small.

When amplifying the gap of a PCP with non-perfect completeness, it seems
more natural to use an accept condition different from the above: Instead of
accepting when all runs of the verifier accept, accept when some fraction ν of
the runs accept. We investigate the consequences of this new condition and show
that using that condition we can construct a reduction without two-sided error
also in the case of non-perfect completeness. The parameters of interest turns
out to be

Fν =
f + (1 − ν) log(q − f + 1) + 1

−H(ν, s)
. (7)

where q is the number of query bits in the verifier, ν is a parameter which is
arbitrarily close to c, and

H(ν, s) = −ν log
ν

s
− (1 − ν) log

1 − ν

1 − s
. (8)

We can then prove the following theorem:

Theorem 6. Suppose every language in NP can be decided by a PCP with
completeness c, soundness s, query complexity q, and free bit complexity f . Let
µ and ν be any constants such that µ > 0 and s < ν < c. Let h = ((1 + µ)c −
µ− ν)/(1 − ν). Then, for any R > r, it is impossible to approximate Max Clique
in a graph with N = 2R+(R+2)Fν vertices within

N1/(1+Fν)−r/R−(log h−1)/R (9)

by algorithms with expected polynomial running time unless

NP ⊆ ZPTIME(2Θ(R+Fν+RFν)). (10)
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If Fν is a constant and r(n) ∈ O(log n), the above theorem says that Max Clique
is hard to approximate within N1/(1+Fν)−ε−o(1), for ν arbitrarily close to c if we
choose ν = (1+µ)c−2µ, µ small enough and R = r/ε and in the above theorem.

This might seem worse than in the case with two-sided error, where the
interesting parameter was f̄ = (f + log c−1)/ log(c/s) instead of Fν . When c =
1/2, s is small and ν is close to c, this is indeed the case—then Fν is about 2f̄ .
However, when c is close to 1, s is small and the PCP has reasonable low query
complexity, we expect f̄ and Fν to be close.

3 Hardness of Approximating Max Clique

In their recent paper, Samorodnitsky and Trevisan [11] give a new PCP for NP
with optimal amortized query complexity, 1 + ε for any constant ε > 0.

Theorem 7 (Implicit in [11]). For any positive integer k and any constants
ε > 0 and δ > 0,

NP ⊆ FPCP(1−ε)k2 ,2−k2+δ[O(log n), 2k]. (11)

This result implies that the test has free bit complexity ε, for any constant ε > 0.
Since the construction is much simpler than the construction of H̊astad [9], with
reasonable effort it is possible to work through the construction with a non-
constant ε. This yields the following theorem (we omit the proof):

Theorem 8. For any increasing function k(n) and any decreasing functions
ε(n) > 0 and δ(n) > 0, G-gap E3-Sat-5 has a PCP which has query complex-
ity q = k2 +2k, free bit complexity f = 2k, completeness c ≥ (1−ε)k2

, soundness
s ≤ 2−k2

+ δ, and uses

r ≤ C ′
G(log n + 3k) log

(
(2ε−1)δ−2) +

(
2k + k2 log ε−1)((2ε−1)δ−2)C′′

G (12)

random bits, for some constants C ′
G and C ′′

G.

When we combine the above theorem with Theorem 6, we obtain the proof of
Theorem 1

Proof (of Theorem 1). The proof is just a matter of finding suitable choices for
the parameters involved: q, f , s, c, k, and R. By putting ε = k−2 and δ = 2−k2

in Theorem 8, we get that c ≥ e−1, s ≤ 21−k2
, and

r ≤ C ′
G(log n + 3k) log(2k222k2

) + (2k + 2k2 log k)(2k222k2
)C′′

G . (13)

If we let

k(n) = c0
√

log log n, (14)

where c2
0 < 1/2C ′′

G, we get

k2 < (log log n)/2C ′′
G, (15)

22k2
< (log n)1/C′′

G , (16)
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which implies that r is dominated by the first term. If we substitute our choice
of k in this term, we obtain r = O(log n log log n). Now we set ν = (1 +µ)c−2µ,
where µ is some arbitrary constant such that s < ν < c. Then

−H(ν, s) = νk2 + O(1), (17)

Fν =
2k + O(log k)
νk2 + O(1)

=
2
νk

+ o(1/k). (18)

If we set R = r/Fν in Theorem 6 we get that

h =
(1 + µ)c − µ − ν

1 − ν
> µ (19)

and that it is impossible to approximate Max Clique in a graph with N =
2r/Fν+r+2Fν vertices within

N1/(1+Fν)−r/R−(log h−1)/R ≥ N1−2Fν−o(Fν) (20)

in polynomial time, unless

NP ⊆ ZPTIME(2Θ(r/F+F+r)) = ZPTIME(2Θ(log n(log log n)3/2)) (21)

Now, we want to express this ratio in terms of N . If we insert Eq. 18 in Eq. 20,
we get that

N1−2Fν−o(Fν) = N1−4/νk+o(1/k), (22)

and if we insert Eq. 14 into this we get that

N1−2Fν−o(Fν) = N1−4/νc0
√

log log n+o(1/
√

log log n). (23)

Since
√

log log N =
√

log log n(1 + o(1)),

o
(√

log log N
)

= o
(√

log log n
)

(24)

and

1√
log log N

=
1√

log log n
· 1

1 + o(1)

=
1√

log log n

(
1 − o(1)

)

=
1√

log log n
− o

(
1√

log log n

)
.

(25)

Thus,

N1−2Fν−o(Fν) = N1−c1/
√

log log N−o(1/
√

log log N), (26)

where c1 = 4/νc0.
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Note that we do not gain anything if we use Theorem 5 instead of Theorem 6.
In the former case we get

f̄ =
2k + O(1)
k2 + O(1)

=
2
k

+ o(1/k). (27)

and to get a reasonable value for r, we need to set k2 = O(log log n). Thus
we get the same hardness result, except for the constant, but with a stronger
assumption—NP 6⊆ BPTIME(·) instead of NP 6⊆ ZPTIME(·)—if we use
Theorem 5.

4 Future Work

An obvious way to improve this result would be to weaken the assumptions
on NP we used in our hardness result. Best of all, of course, would be to construct
deterministic reductions, since this would allow us to replace the probabilistic
complexity classes with deterministic ones in all our assumptions on NP. Until
this is done, an interesting open question is to determine the best definition of
the amortized free bit complexity. We have proposed that the definition should
be

f̄ =
f + log c−1

log(c/s)
. (28)

This definition works well in the sense that a PCP with one-sided error gives a
hardness result for Max Clique under the assumption that NP-complete prob-
lems cannot be decided with one-sided error in probabilistic polynomial time,
and similarly a PCP with two-sided error gives a hardness result for Max Clique
under the assumption that NP-complete problems cannot be decided with two-
sided error in probabilistic polynomial time.

However, we have seen in Theorem 6 that if one wants to use a PCP with two-
sided error to obtain hardness results under the assumption that NP-complete
problems cannot be decided with one-sided error in probabilistic polynomial
time, the interesting parameter is (close to) Fc, defined in Eq. 7. To establish
whether it is possible to improve this to our proposed definition of f̄ , or if Fc is
the best possible in this case is an interesting open question.

Trying to obtain an upper bound is also interesting, especially since it is
currently unknown how well the Lovász ϑ-function approximates Max Clique.
Feige [6] has shown that it cannot approximate Max Clique within n/2c

√
log n,

but, in light of H̊astad’s results [9] and the results of this paper, this does not
compromise the Lovász ϑ-function. It may very well be that it beats the combi-
natorial algorithm of Boppana and Halldórsson [5].
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Abstract. The independence number of a graph and its chromatic num-
ber are hard to approximate. It is known that, unless coRP = NP , there
is no polynomial time algorithm which approximates any of these quan-
tities within a factor of n1−ε for graphs on n vertices.
We show that the situation is significantly better for the average case.
For every edge probability p = p(n) in the range n−1/2+ε ≤ p ≤ 3/4,
we present an approximation algorithm for the independence number
of graphs on n vertices, whose approximation ratio is O((np)1/2/ logn)
and whose expected running time over the probability space G(n, p) is
polynomial. An algorithm with similar features is described also for the
chromatic number.
A key ingredient in the analysis of both algorithms is a new large devia-
tion inequality for eigenvalues of random matrices, obtained through an
application of Talagrand’s inequality.

1 Introduction

An independent set in a graph G = (V, E) is a subset of vertices spanning no
edges. The independence number of G, denoted by α(G), is the size of a largest
independent set in G. A coloring of G is a partition V = C1 . . . Ck of its vertex set
V , in which every part (color class) Ci forms an independent set. The chromatic
number χ(G) of G is the minimal possible number of colors in a coloring of G.

Independence number and chromatic number are essential notions in combi-
natorics and the problem of estimating these parameters is central in both graph
theory and theoretical computer science. Unfortunately, it turns out that both
of these problems are notoriously difficult. Computing the exact value of α(G)
or χ(G) is known to be NP-hard since the seminal paper of Karp [16].

Given these hardness results, one still hopes to approximate the above pa-
rameters within a reasonable factor in polynomial time. For a number f ≥ 1, we
say that an algorithm A approximates the independence number within factor
f over graphs on n vertices, if for every such graph G A outputs an independent
set I, whose size satisfies |I| ≥ α(G)/f . Similarly, A approximates the chromatic
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number within factor f for graphs on n vertices if for every such graph it outputs
a coloring with the number of colors k satisfying k ≤ fχ(G). We refer the reader
to a survey book [15] for a detailed discussion of approximation algorithms.

However, recent results have shown that in the worst case both computational
problems are also hard to approximate. H̊astad [14] showed that unless coPR =
NP , there is no approximation algorithm for the independence number whose
approximation ratio over graphs on n vertices is less than n1−ε for any fixed ε > 0.
Also, Feige and Kilian proved in [9] the same hardness result for the chromatic
number. In this paper we aim to show that the situation is significantly better
when one considers the average case and not the worst case. When discussing
the performance of an algorithm A in the average case, it is usually assumed
that a probability distribution on the set of all inputs of A is defined. The most
widely used probability measure on the set of all graphs on n vertices is the
random graph G(n, p). For an integer n and a function 0 ≤ p = p(n) ≤ 1, the
random graph G(n, p) is a graph on n labeled vertices 1, . . . , n, where each pair
of vertices (i, j) is chosen to be an edge of G independently and with probability
p. We say that a graph property P holds almost surely, or a.s. for brevity, in
G(n, p) if the probability that a graph G, drawn according to the distribution
G(n, p), has P tends to 1 as the number of vertices n tends to infinity.

As with many other graph parameters, it turns out that the average case is
much simpler to handle than the worst case for both independence and chromatic
numbers. Bollobás [5] and  Luczak [19] showed that a. s. the chromatic number
of G(n, p) satisfies χ(G) = (1 + o(1))n log2(1/(1 − p))/ log2 n for a constant p,
and χ(G) = (1 + o(1))np/(2 ln(np)) for C/n ≤ p(n) ≤ o(1). It follows easily
from these results that a.s. α(G(n, p)) = (1 − o(1)) log2 n/ log2(1/(1 − p)) for
a constant p, and α(G(n, p) = (1 − o(1))2 ln(np)/p for C/n ≤ p ≤ o(1). Also,
the greedy algorithm, coloring vertices of G one by one and picking each time
the first available color for a current vertex, is known to produce a.s. in G(n, p)
with p ≥ nε−1 a coloring whose number of colors is larger than the optimal one
by only a constant factor (see Ch. 11 of the monograph of Bollobás [4]). Hence
the largest color class produced by the greedy algorithm is a.s. smaller than the
independence number only by a constant factor.

Note however that the above positive statement about the performance of
the greedy algorithm hides in fact one quite significant point. While being very
successful in approximating the independence/chromatic number for most of
the graphs in G(n, p), the greedy algorithm may fail miserably for some ”hard”
graphs on n vertices. It is quite easy to fool the greedy algorithm by constructing
an example of a graph on n vertices, for which the ratio of the number of colors
used by the greedy algorithm and the chromatic number will be close to n.
Moreover, it has been shown by Kučera [17] that for any fixed ε > 0 there exists
a graph G on n vertices for which, even after a random permutation of vertices,
the greedy algorithm produces a. s. a coloring in at least n/ log2 n colors, while
the chromatic number of G is at most nε. Thus, we cannot say that the greedy
algorithm is always successful.
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In contrast, here our goal is to develop approximation algorithms which will
work relatively well for all graphs on n vertices and whose expected running time
will be polynomial in n. Given an algorithm A, whose domain is the set of all
graphs on n vertices, and a probability space G(n, p), the expected running time
of A over G(n, p) is defined as

∑
G Pr[G]RA(G), where the sum runs over all la-

beled graphs on n vertices, Pr[G] is the probability of G in G(n, p), and RA(G)
stands for the running time of A on G. Thus, while looking for an algorithm
A whose expected running time is polynomial, we can allow A to spend a su-
perpolynomial time on some graphs on n vertices, but it should be effective on
average.

The approach of devising deterministic algorithms with expected polynomial
time over some probability spaces has been undertaken by quite a few papers.
Some of them, e.g., [8], [20], [12] discuss coloring algorithms with expected poly-
nomial time. We wish to stress that the underlying probability spaces in all these
papers are different from G(n, p).

In this paper we present approximation algorithms for the independence num-
ber and the chromatic number, whose expected running time is polynomial over
the probability spaces G(n, p), when the edge probability p(n) is not too low.
We have the following results.

Theorem 1. For any constant ε > 0 the following holds. If the edge probability
p(n) satisfies n−1/2+ε ≤ p(n) ≤ 3/4, then there exists a deterministic algorithm,
approximating the independence number α(G) within a factor O((np)1/2/ log n)
and having polynomial expected running time over G(n, p).

Theorem 2. For any constant ε > 0 the following holds. If the edge probability
p(n) satisfies n−1/2+ε ≤ p(n) ≤ 3/4, then there exists a deterministic algorithm,
approximating the chromatic number χ(G) within a factor O((np)1/2/ log n) and
having polynomial expected running time over G(n, p).

Thus, in the most basic case p = 1/2 we get approximation algorithms
with approximation ratio O(n1/2/ log n) – a considerable improvement over best
known algorithms for the worst case [7], [13], whose approximation ratio is only
O(n/polylog(n)). Note also that the smaller the edge probability p(n), the better
the approximation ratio is in both our results.

Before turning to descriptions of our algorithms, we would like to say a
few words about combinatorial ideas forming the basis of their analysis. As
is typically the case with developing algorithms whose expected running time
is polynomial, we will need to distinguish efficiently between ”typical” graphs
in the probability space G(n, p), for which it is relatively easy to provide a
good approximation algorithm, and ”non-typical” ones, which are rare but may
be hard for approximating a desired quantity. As these rare graphs will have
an exponentially small probability in G(n, p), this will allow us to spend an
exponential time on each of them. This in turn will enable to approximate the
independence/chromatic number within the desired factor even for these graphs.

A separation between typical and non-typical instances will be made based
on the first eigenvalue of an auxiliary matrix, to be defined later. Thus we may
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say that our algorithms exploit spectral properties of random graphs. Spectral
techniques have proven very successful in many combinatorial algorithms. The
ability to compute eigenvalues and eigenvectors of a matrix in polynomial time
combined with understanding of the information provided by these parameters
can constitute a very powerful tool, capable of solving algorithmic problems
where all other methods failed. This is especially true for randomly generated
graphs, several successful examples of spectral techniques are [6], [2], [3]. A survey
[1] discusses several applications of spectral techniques to graph algorithms.

In order to show that bad graphs have an exponentially small probability
in G(n, p), we will prove a new large deviation result for eigenvalues of random
symmetric matrices. This result, bounding the tails of the distribution of the first
eigenvalue of a random symmetric matrix, is proven by applying the inequality
of Talagrand [22] and may be of an independent interest.

The rest of the paper is organized as follows. In Section 2 we provide technical
tools to be used in the the proof of correctness of our algorithms. In Section 3 we
present an algorithm for approximating the independence number. In Section 4
an algorithm for approximating the chromatic number is described. Section 5 is
devoted to concluding remarks.

We wish to note that our results are asymptotic in nature. Therefore all
usual asymptotic assumptions apply. In particular, we assume n to be large
enough whenever needed. We omit routinely all ceiling and floor signs. No serious
attempt is made to optimize constants involved.

2 Preliminaries

In this section we prove technical results needed for the analysis of our approx-
imation algorithms, to be proposed in the next two sections. In the first sub-
section we analyze the performance of the greedy algorithm on random graphs,
the second subsection is devoted to bounding the tails of the first eigenvalue of
a random matrix.

2.1 Greedy Algorithm on Random Graphs

Given a graph G = (V, E) and some fixed ordering of its vertices, the greedy
coloring algorithm proceeds by scanning vertices of G in the given order and
assigning the first available color for a current vertex. The greedy algorithm
has long been known to be a quite successful algorithm for almost all graphs
in G(n, p), if the edge probability p is not too small. For our purposes, we need
to prove that it is also extremely robust, i.e., uses an optimal up to a constant
factor number of colors with probability extremely close to 1. We will also prove
that the largest color class of the output of the greedy algorithm is of order of the
independence number with even higher probability. Throughout this section we
assume that the p(n) falls in the range of Theorems 1-2, i.e., satisfies n−1/2+ε ≤
p(n) ≤ 3/4 for some positive constant ε. We fix the natural order of the n
vertices, i.e., 1, 2, . . . , n.
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Lemma 1. The probability in G(n, p) that the largest color class, produced by
the greedy algorithm, has size less than ln n/(2p), is less than 2−n.

Proof. Set α0 = ln n
2p , t = n

2α0
. We call a family C = {C1, . . . , Ct} of t subsets

of V bad if
1. All Ci are pairwise disjoint;
2. For every vertex v ∈ V \⋃t

i=1 Ci and for every 1 ≤ i ≤ t, there is an edge
of G connecting v and Ci;

3. For every 1 ≤ i ≤ t, |Ci| < α0.
It is easy to see that if C1, . . . , Ct are the first t colors produced by the greedy

algorithm, then the family C = {C1, . . . , Ct} satisfies requirements 1, 2 above.
Thus, if the greedy algorithm fails to produce a color class of size at least α0
while running on a graph G, the first t colors of its output form a bad family in
G.

Fix a collection C = {C1, . . . , Ct} with all Ci being pairwise disjoint and of
size |Ci| < α0. A vertex v ∈ V \⋃t

i=1 Ci is stuck with respect to C if it satisfies
condition 2 above. The probability that v is stuck is

t∏
i=1

(1 − (1 − p)|Ci|) ≤ exp{−
t∑

i=1

(1 − p)|Ci|} ≤ e−t(1−p)α0
.

As the events that different vertices outside C are stuck are mutually indepen-
dent, we get

Pr[C bad] ≤ exp{−t(1 − p)α0 |V \
t⋃

i=1

Ci|} ≤ e−t(1−p)α0n/2 = (1 + o(1))e−tn1/2/2 .

Therefore the probability that G(n, p) contains a bad collection is at most
(

α0−1∑
i=1

(
n

i

))t

(1 + o(1))e−tn1/2/2 ≤ (1 + o(1))
(

n

α0

)t

e−tn1/2/2

≤ nne−tn1/2/2 ≤ nne− n3/2p
2 ln n < 2−n . 2

Lemma 2. The probability in G(n, p) that the greedy algorithm uses at least
4np/ ln n colors it at most 2−2np/ ln n.

Proof. The proof presented here is essentially identical to the proof of Theorem
11.14 of the monograph of Bollobás [4], where a somewhat stronger result is
proven for the case of a constant p.

Set k0 = 2np
ln n ,k1 = 2k0 = 4np

ln n . Denote by Ak the event that at least k colors
are used by the greedy algorithm in coloring G(n, p). Let also, for k ≤ j ≤ n, Bk

j

denote the event that vertex j gets color k. As obviously Ak+1 = ∪n
j=k+1B

k+1
j ,

we get for all k0 ≤ k ≤ k1

Pr[Ak+1|Ak] ≤
n∑

j=k+1

Pr[Bk+1
j |Ak] .
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Let us estimate now Pr[Bk+1
j |Ak] for j ≥ k + 1. Suppose C1, . . . , Ck are the

color classes produced by the greedy algorithm before coloring vertex j. Then

Pr[Bk+1
j |Ak] =

k∏
i=1

(1−(1−p)|Ci|) ≤ (1−(1−p)j/k)k ≤ e−(1−p)j/kk ≤ e−(1−p)n/kk .

Hence Pr[Ak+1|Ak] ≤ ne−(1−p)n/k0k0 = ne−(1−p)
ln n
2p k0 = (1 + o(1))ne−n−1/2k0 ≤

1
2 . We derive

Pr[Ak1 ] ≤
k1−1∏
k=k0

Pr[Ak+1|Ak] ≤
(

1
2

)k1−k0

= 2−k0 . 2

2.2 Large Deviation Result

In this subsection we present a new large deviation result, which will be needed
in the analysis of the algorithms. This result is also of independent interest. The
proof in this subsection will make use of the following powerful result, due to
Talagrand [22].

Let t1, . . . , tm be independent random variables and let S be the product
space (with the product measure) generated by t1, . . . , tm. Fix a set B ⊂ S. For
a non-negative number t, define Bt as follows

Bt = {x ∈ S|∀α = (α1, . . . , αm),∃y ∈ B s.t.
∑

xi 6=yi

|αi| ≤ t(
n∑

i=1

α2
i )1/2}.

Then Talagrand’s inequality gives:

Pr[Bt]Pr[B] ≤ e−t2/4 .

Given a graph G on n vertices and a number 0 < p < 1, we define a matrix
M = M(G, p) = (mij)n

i,j=1 as follows:

mij =
{

1, if i, j are non-adjacent in G,
−q/p, otherwise ,

(1)

where q = 1 − p. Let λ1(M) ≥ λ2(M) ≥ . . . ≥ λn(M) denote the eigenvalues of
M .

Lemma 3.
Pr[λ1(M) ≥ 4(n/p)1/2] ≤ 2−np/8 .

Proof. First notice that M(G, p) is a random symmetric matrix which can be
generated as follows. Consider

(
n
2

)
random variables mij , 1 ≤ i < j ≤ n, where

mij = 1 with probability q, and −q/p with probability p. Set mji = mij and
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mii = 1. This observation enables us to apply known results on eigenvalues of
random matrices. Füredi and Komlós proved implicitly in [11] that

E[λ1(M)] = 2
(

qn

p

)1/2

(1 + o(1)) .

Thus we need to bound the probability of deviation of the first eigenvalue from
its mean. Denote by m the median of λ1(M) and set B to be the set of all
matrices M with λ1(M) ≤ m. Clearly, Pr[B] = 1/2. Assume that for a positive
t, a matrix M0 satisfies λ1(M0) ≥ m + t. Then by Courant-Fisher’s theorem,
there is a vector x = (x1, . . . , xn) ∈ Rn with norm 1 such that

m + t ≤ xtM0x =
∑

1≤i<j≤n

2xixjm
0
ij +

n∑
i=1

x2
iim

0
ii = 1 +

∑
1≤i<j≤n

2xixjm
0
ij .

On the other hand, for any matrix M1 ∈ B we have

m ≥ xtM1x =
∑

1≤i<j≤n

2xixjm
1
ij +

n∑
i=1

x2
iim

1
ii = 1 +

∑
1≤i<j≤n

2xixjm
1
ij .

It follows that ∑
1≤i<j≤n

2xixj(m0
ij − m1

ij) ≥ t .

Set αij = 2xixj for 1 ≤ i < j ≤ n. Since x has norm 1, we get
∑

1≤i<j≤n α2
ij ≤

2(
∑n

i=1 x2
i )2 = 2. Moreover, since |m0

ij − m1
ij | ≤ 1 + q/p = 1/p,

∑
ij,m0

ij
6=m1

ij

|αij | ≥ tp ≥ tp√
2

(
∑

1≤i≤j≤n

α2
ij)1/2 .

This implies that M0 ∈ Btp/
√

2. By Talagrand’s inequality

Pr[λ1(M) ≥ m + t] ≤ Pr[Btp/
√

2] ≤ 1
Pr[B]e(tp)2/8 .

Given that Pr[B] = 1/2, it follows that

Pr[λ1(M) ≥ m + t] ≤ 2e−(tp)2/8.

Now set B = {M |λ1(M) ≤ m − t}. By a similar argument, we can show that if
λ1(M0) ≥ m, then M0 ∈ Btp/

√
2. This, again by Talagrand’s inequality, yields

Pr[λ1(M) ≤ m − t] ≤ 2e−(tp)2/8.

Together, we have

Pr[|λ1(M) − m| ≥ t] ≤ 4e−(tp)2/8 ,
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or equivalently
Pr[|λ1(M) − m| ≥

√
8t/p] ≤ 4e−t2 ,

The problem here is that the median m is not exactly the mean. However,
from what we have already proved, it is simple to show that they differ only by
O(1/p). Indeed, let X = λ1(M), Y = pX, let also m1 = pm be the median of
Y . Then we have Pr[|m1) − Y | ≥ t] ≤ 4e−t2/8. Therefore,

|m1 − E[Y ]| ≤ E[|m1 − Y |] ≤
∫ ∞

0
tPr[|Y − m1| ≥ t]dt ≤

∫ ∞

0
4te−t2/8dt = 16 ,

implying |E[X] − m| ≤ 16/p. Recalling our assumption about p(n), the claim of
the lemma follows directly. 2

What is the connection between λ1(M(G)) and α(G)? The answer is given
by the following simple lemma.

Lemma 4. Let M = M(G, p) be as defined in (1). Then λ1(M) ≥ α(G).

Proof. Let k = α(G). Then M contains a k by k block of all 1’s, indexed
by the vertices of an independent set of size k. It follows from interlacing that
λ1(M) ≥ λ1(1k×k) = k. 2

The reader has possibly noticed that λ1(M(G)) is an upper bound not only
for the independence number of G, but for its Lovász Theta-function ([18]).
Therefore our Lemma 3 provides in fact a large deviation result also for the
Theta-function. We get the following bound:

Lemma 5. Let p = p(n) satisfy p(n) = ω(1)/n. Then in G(n, p)

Pr[α(G) ≥ 4(n/p)1/2] ≤ Pr[θ(G) ≤ 4(n/p)1/2] ≤ 2−np/8 .

3 Approximating the Independence Number

We are now in position to present both of our approximation algorithms. In this
section we describe an algorithm for approximating the independence number,
while an algorithm for the chromatic number is described in the next section.
We assume that the algorithm is given a graph G on n vertices and the value of
the edge probability p(n). For a subset W ⊂ V we denote N(W ) = {v ∈ V \W :
∀w ∈ W, (v, w) 6∈ E(G)}.

Step 1. Run the greedy algorithm on G. Let I be a largest color class produced
by the greedy algorithm. If |I| < ln n/(2p), goto Step 5;
Step 2. Define matrix M = M(G, p) as given by (1). Compute λ1(M). If
λ1(M) ≤ 4(n/p)1/2, output I;
Step 3. For each W ⊂ V of size |W | = ln n/p, compute |N(W )|. If for no W ,
|N(W )| > (n/p)1/2, output I;
Step 4. Check all subsets of V of size (2n/p)1/2. If none of them is independent,
output I;
Step 5. Check all subsets of V and set I to be an independent set of the largest
size. Output I.



Independence Number and Chromatic Number in Polynomial Time 21

Let us first check that the output always approximates α(G) within a factor of
O((np)1/2/ log n). If an independent set is output at Step 2, its size satisfies |I| ≥
ln n/(2p), and due to Lemma 4 we know that α(G) ≤ λ1(M) ≤ 4(n/p)1/2. Hence
the approximation ratio for this case is O((n/p)1/2/(ln n/p)) = O((np)1/2/ ln n).
If I is output at Step 3, then G does not contain an independent set of size
(n/p)1/2+ln n/p ≤ 2(n/p)1/2, since no W has many non-neighbors. If I is output
at Step 4, we get that α(G) ≤ (2n/p)1/2, thus giving the desired approximation
ratio. Finally, if the output is produced at Step 5, it is the result of the exhaustive
search over all subsets of V , and thus its size is equal to α(G).

Now it remains to prove that the expected running time of the algorithm
is polynomial. We assume that the exhaustive search has running time 2n (in
fact better exponential bound is known, but we do not need it). Notice that
eigenvalues of an n by n matrix are computable in time polynomial in n. Clearly,
the cost of performing Steps 1 and 2 of the above algorithm is polynomial. The
only chance to get to Step 3 is to have a graph G with λ1(M(G, p)) > 4(n/p)1/2.
The probability of this event is at most 2−np/8 by Lemma 3. The complexity of
Step 3 is O(

(
n

ln n/p

)
). Therefore the expected amount of calculations performed

at Step 3 is of order at most(
n

ln n/p

)
2−np/8 ≤

(enp

ln n

)ln n/p

2−np/8 = o(1) ,

due to our assumption on p(n). Similarly, we get to Step 4 only if there exists a
set W of size |W | = ln n/p with N(W ) ≥ (n/p)1/2. The probability of this event
in G(n, p) is at most

(
n

ln n/p

)(
n

(n/p)1/2

)
(1 − p)(ln n/p)(n/p)1/2

= o(
(

n

(n/p)1/2

)−1

) .

As executing Step 4 requires
(

n
(n/p)1/2

)
operations, the expected number of oper-

ations performed at Step 4 is o(1). Finally, we get to Step 5 if either the greedy
algorithm outputs no color class of size at least ln n/(2p) (and the probability
of this event is at most 2−n by Lemma 1) or if G contains an independent set
of size (n/p)1/2, this happens with probability at most(

n

(2n/p)1/2

)
(1 − p)(

(2n/p)1/2

2 ) = o(2−n) .

Thus the expected complexity of Step 5 is also o(1). We can conclude that the
expected running time of the above algorithm over G(n, p) is dominated by the
cost of performing its first two steps (in fact, Step 2) and is therefore polynomial
in n. This proves Theorem 1.

4 Approximating the Chromatic Number

In this section we present an approximation algorithm for the chromatic number.
We assume again that the algorithm is given a graph G on n vertices and the
value of p as an input.
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Step 1. Run the greedy algorithm on G. Let C1 be the resulting coloring. If the
number of colors in C1 is at least 4np/ ln n goto Step 3;
Step 2. Define M = M(G, p) according to (1) and compute λ1(M). If λ1(M) ≤
4(n/p)1/2, output C1;
Step 3. If the number of vertices of G of degree at least 4np exceeds np goto
Step 7. Otherwise, color G by first coloring each vertex of degree at least 4np
by a separate color, and then running the greedy algorithm on the rest of the
graph and using fresh colors. Let C2 denote the obtained coloring.
Step 4. For each W ⊂ V of size |W | = ln n/p, compute |N(W )|. If for no W ,
|N(W )| ≥ n1/2/(p1/2 ln n) output C2;
Step 5. Check all subsets of V of size n1/2/(4p1/2 ln n). If none of them is
independent, output C2;
Step 6. Check whether there exist ln4 n pairwise disjoint independent sets of
size n1/2/(p1/2 ln n) each. If there is no such collection output C2;
Step 7. Find an optimal coloring by the exhaustive search and output it.

As the reader has possibly noticed, the above algorithm is quite similar to
that of Section 3. The algorithm of this section is however somewhat more com-
plicated. This distinction is caused by the fact that the bound of Lemma 1 is
much stronger than that of Lemma 2.

Let us verify that the above algorithm approximates χ(G) within a factor of
O((np)1/2/ ln n). If coloring C1 is output at Step 2, we get by Lemma 4 χ(G) ≥
n/α(G) ≥ n/λ1(M) ≥ (np)1/2/4. On the other hand, C1 has at most 4np/ ln n
colors. Thus in this case the approximation ratio is O((np)1/2/ ln n). Observe
that if G has at most np vertices of degree at least 4np, then the coloring C2,
produced at Step 3, uses at most np + 4np = 5np colors. If C2 is output at Step
4, then α(G) = O(n1/2/(p1/2 ln n)) and hence the approximation ratio in this
case is O(np/(n1/2p1/2 ln n)) = O((np)1/2/ ln n) as well. An identical argument
works for Step 5. If C2 is output at Step 6, we claim that χ(G) = Ω((np)1/2 ln n).
Indeed, let V = (C1, . . . , Ck) be an optimal coloring of G. Let k0 be the number
of color classes of size at least n1/2/(p1/2 ln n), then k0 ≤ ln4 n. Also, all color
classes are of size less than n1/2 ln3 n/p1/2. Thus the k0 large color classes cover
altogether at most n1/2 ln7 n/p1/2 � n vertices. The rest of the vertices are
covered by k − k0 color classes, each of size less than n1/2/(p1/2 ln n), implying
k ≥ k − k0 ≥ (1 − o(1))n/(n1/2/(p1/2 ln n)) = (1 − o(1))(np)1/2 ln n. Recalling
that C2 has O(np) colors, we get the desired approximation ratio. Finally, if we
ever get to Step 7, the output is found by the exhaustive search and is thus
optimal.

The expected running time of the above algorithm can be shown to be poly-
nomial in n similarly to the algorithm for the independence number. The only
notable difference is that here we use Lemma 2. We omit detailed calculations.

5 Concluding Remarks

In this paper we presented approximation algorithms for the independence num-
ber and the chromatic number of a graph. These algorithms were designed as
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to be efficient over the probability space G(n, p) of random graphs for various
values of p = p(n). For every p(n) in the range n−1/2+ε ≤ p(n) ≤ 0.75, both
our algorithms always achieve approximation ratio O((np)1/2/log(n)) and their
average running time is polynomial over G(n, p).

How good are our results? As stated in the introduction, their approxima-
tion ratio is much better than that of the best known algorithms for the worst
case. Still, the greedy algorithm, one of the simplest possible algorithms for find-
ing an independent set or a coloring, performs much better for a typical graph
than what is guaranteed by our approximation algorithms. There is some in-
dication, however, that the approximation ratio O((np)1/2/ log n) may be hard
to improve. Consider, for example, the basic case p = 1/2. Saks [21] suggested
the following interesting problem. Suppose G is a graph on n vertices which
has been generated either according to the distribution G(n, 1/2) or according
to the following distribution: choose first a random graph G(n, 1/2) and then
pick randomly a subset Q of size k and force it to be independent by erasing all
edges inside Q. We denote the last model of random graphs by G(n, 1/2, k). The
problem is to distinguish in polynomial time between the above two models. For
the case k = Θ(n1/2), Alon, Krivelevich and Sudakov [3] showed how to recover
the independent set of size k in G(n, 1/2, k), using spectral techniques, thus
clearly providing a tool for distinguishing between G(n, 1/2) and G(n, 1/2, k).
(See also [10] for a related result.) However, Saks’ question is still open for every
k = o(n1/2). Returning to our problem of developing efficient approximation
algorithms, note that if we are unable to distinguish between G(n, 1/2) and
G(n, 1/2, k) in polynomial time when k = o(n1/2), our algorithm should act
the same for both models. As the independence number is a.s. of order ln n in
the first model and is a.s. k in the second one, we cannot hope then to get an
algorithm with approximation ratio better than k/ ln n. This argument shows
that the question of Saks and the problem of developing good approximation
algorithms for the independence/chromatic number may be tightly connected.

An obvious open question is what can be done for smaller values of p, i.e., for
p � n−1/2. While our large deviation result (Lemma 3) keeps working for smaller
values of p as well, Step 3 of our algorithm for approximating the independence
number does not have polynomial expected time anymore (as

(
n

ln n/p

)
2−np/8

tends exponentially fast to infinity for p � n−1/2). Using again the greedy
algorithm as our main tool, we can give an algorithm whose approximation ratio
is O(np). We conjecture however that much better approximation algorithms
exist for sparse random graphs.

Spectral techniques combined with large deviation inequalities have played
an essential role in both of our algorithms. It appears that this machinery can be
used successfully to develop approximation algorithms with expected polynomial
time for other hard combinatorial problems as well. One possible candidate is the
problem of approximating the value of a maximum cut in a graph (MAXCUT).
We hope that the ideas of this paper can be used to devise algorithms, finding
almost optimal cuts in expected polynomial time for various values of the edge
probability p.
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Abstract. Safely adding computational effects to a multi-stage lan-
guage has been an open problem. In previous work, a closed type con-
structor was used to provide a safe mechanism for executing dynamically
generated code. This paper proposes a general notion of closed type as a
simple approach to safely introducing computational effects into multi-
stage languages. We demonstrate this approach formally in a core lan-
guage called Mini-MLBN

ref . This core language combines safely multi-stage
constructs and ML-style references. In addition to incorporating state,
Mini-MLBN

ref also embodies a number of technical improvements over pre-
viously proposed core languages for multi-stage programming.

1 Introduction

Many important software applications require the manipulation of open code
at run-time. Examples of such applications include high-level program genera-
tion, compilation, and partial evaluation [JGS93]. But having a notion of values
that includes open code (that is, possibly containing free variables) complicates
both the (untyped) operational semantics and type systems for programming
languages designed to support such applications. This paper advocates a simple
and direct approach for safely adding computational effects into languages that
manipulate open code. The approach capitalises on a single type constructor
that guarantees that a given term will evaluate to a closed value at run-time.
We demonstrate our approach in the case of ML-style references [MTHM97].

We extend recent studies into the semantics and type systems for multi-level
and multi-stage languages. Multi-level languages [GJ91,GJ96,Mog98,Dav96]
provide a mechanism for constructing and combining open code. Multi-stage
languages [TS97,TBS98,MTBS99,BMTS99,Tah99,Tah00] extend multi-level lan-
guages with a construct for executing the code generated at run-time. Multi-stage
programming can be illustrated using MetaML [TS97,Met00], an extension of
SML [MTHM97] with a type constructor 〈 〉 for open code. MetaML provides
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-| datatype nat = z | s of nat; (* natural numbers*)
datatype nat

-| fun p z x y = (y := 1.0) (* conventional program *)
| p (s n) x y = (p n x y; y := x * !y);

val p = fn : nat -> real -> real ref -> unit

-| fun p_a z x y = <˜y := 1.0> (* annotated program *)
| p_a (s n) x y = <˜(p_a n x y); ˜y:=˜x * !˜y>;

val p_a = fn : nat -> <real> -> <real ref> -> <unit>

-| val p_cg = (* code generator *)
fn n => <fn x y => ˜(p_a n <x> <y>)>;

val p_cg = fn : nat -> <real -> real ref -> unit>

-| val p_sc = p_cg 3; (* specialised code *)
val p_sc = <fn x y => (y:=1.0; y:=x*!y; y:=x*!y; y:=x*!y)>

: <real -> real ref -> unit>

-| val p_sp = run p_sc; (* specialised program *)
val p_sp = fn : real -> real ref -> unit

Fig. 1. Example of multi-stage programming with references in MetaML

three basic staging constructs that operate on this type: Brackets 〈 〉, Escape
˜ and Run run . Brackets defers the computation of its argument; Escape
splices its argument into the body of surrounding Brackets; and Run executes
its argument.

Figure 1 lists a sequence of declarations illustrating the multi-stage program-
ming method [TS97,BMTS99] in an imperative setting:

– p is a conventional “single-stage” program, which takes a natural n, a real
x, a reference y, and stores xn in y.

– p_a is a “two-stage” annotated version of p, which requires the natural n
(as before), but uses only symbolic representations for the real x and the
reference y. p_a builds a representation of the desired computation. When
the first argument is zero, no assignment is performed, instead a piece of
code for performing an assignment at a later time is generated. When the
first argument is greater than zero, code is generated for performing an as-
signment at a later time, and moreover the recursive call to p_a is performed
so that the whole code-generation is performed in full.

– p_cg is the code generator . Given a natural number, the code generator
proceeds by building a piece of code that contains a lambda abstraction, and
then using Escape performs an unfolding of the annotated program p_a over
the “dummy variables” <x> and <y>. This powerful capability of “evaluation
under lambda” is an essential feature of multi-stage programming languages.
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– p_sc is the specialised code generated by applying p_cg to a particular nat-
ural number (in this case 3). The generated (high-level) code corresponds
closely to machine code, and should compile into a light-weight subroutine.

– p_sp is the specialised program, the ultimate goal of run-time code genera-
tion. The function p_sp is a specialised version of p applied to 3, which does
not have unnecessary run-time overheads.

Problem Safely adding computational effects to multi-stage languages has been
an open problem1. For example, when adding ML-style references to a multi-
stage language like MetaML, one can have that “dynamically bound” variables
go out of the scope of their binder [TS00]. Consider the following MetaML2

session:

-| val a = ref <1>;
val a = ... : ref <int>
-| val b = <fn x => ˜(a:=<x>; <2>)>;
val b = <fn x => 2> : <int -> int>
-| val c = !a;
val c = <x> : <int>

In evaluating the second declaration, the variable x goes outside the scope of
the binding lambda, and the result of the third line is wrong, since x is not
bound in the environment, even though the session is well-typed according to
naive extensions of previously proposed type systems for MetaML. This form of
scope extrusion is specific to multi-level and multi-stage languages, and it does
not arise in traditional programming languages, where evaluation is generally
restricted to closed terms (e.g. see [Plo75] and many subsequent studies.) The
the problem lies in the run-time interaction between free variables and references.

Remark 1. In the type system we propose (see Figure 2) the above session is
not well-typed. First, ref <1> cannot be typed, because <1> is not of a closed
type. Second, if we add some closedness annotation to make the first line well-
typed, i.e. val a = ref [<1>], then the type of a becomes ref [<int>], and
we can no longer type a:=<x> in the third line. Now, there is no way to add
closedness annotations, e.g. a:=[<x>], to make the third line well-typed, in fact
the (close)-rule is not applicable to derive a: ref nat0; x: nat1 ` [〈x〉]: [〈nat〉]0 .

Contributions and organisation of this paper This paper shows that multi-
stage and imperative features can be combined safely in the same programming
1 The current release of MetaML [Met00] is a substantial language, supporting most

features of SML and a host of novel meta-programming constructs. In this release,
safety is not guaranteed for meta-programs that use Run or effects. We hope to
incorporate the ideas presented in this paper into the next MetaML release.

2 The observation made here also applies to λ© [Dav96].
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language. We demonstrate this formally using a core language, that we call
Mini-MLBN

ref , which extends Mini-ML [CDDK86] with ML-style references and3

– A code type constructor 〈 〉 [TS97,TBS98,Dav96].
– A closed type constructor [ ] [BMTS99], but with improved syntax borrowed

from λ� [DP96].
– A term construct run [TS97] typed with [ ].

The key technical result is type safety for Mini-MLBN
ref , i.e. evaluation of well-

typed programs does not raise an error (see Theorem 1). The type system of
Mini-MLBN

ref is simpler than some related systems for binding-time analysis (BTA),
and it is also more expressive than most proposals for such systems (Section 3).

In principle the additional features of Mini-MLBN
ref should not prevent us from

writing programs like those in normal imperative languages. This can be demon-
strated by giving an embedding of Mini-MLref into our language, omitted for
brevity. We expect the simple approach of using closed types to work in relation
to other computational effects, for example: only closed values can be packaged
with exceptions, only closed values can be communicated between processes.

Note on Previous Work The results presented here are a significant general-
isation of a recently proposed solution to the problem of assigning a sound type
to Run. The naive typing run : 〈t〉 → t of Run is unsound (see [TBS98]), since it
allows to execute an arbitrary piece of code, including “dummy variables” such
as <x>. The closed type constructor [ ] proposed in [BMTS99] allows to give
a sound typing run : [〈t〉] → t for Run, since one can guarantee that values of
type [τ ] will be closed. In this paper, we generalise this property of the closed
type constructor to a bigger set of types, that we call closed types, and we
also exploit these types to avoid the scope extrusion problem in the setting of
imperative multi-stage programming.

2 Mini-MLBN
ref

This section describes the syntax, type system and operational semantics of
Mini-MLBN

ref , and establishes safety of well-typed programs. The types τ and closed
types σ are defined as

τ ∈ T: : = σ | τ1 → τ2 | 〈τ〉 σ ∈ C: : = nat | [τ ] | ref σ

Intuitively, a term can only be assigned a closed type σ when it will evalu-
ate to a closed value (see Lemma 4). Values of type [τ ] are always closed,
but relying only on the close type constructor makes programming verbose
[MTBS99,BMTS99,Tah00]. The generalised notion of closed type greatly im-
proves the usability of the language (see Section 2.3). The set of Mini-MLBN

ref
3 Mini-MLBN

ref can incorporate also MetaML’s cross-stage persistence [TS97]. This can
be done by adding an up, similar to that of λBN [MTBS99], and by introducing a
demotion operation. This development is omitted for space reasons.
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terms is parametric in an infinite set of variables x ∈ X and an infinite set of
locations l ∈ L

e ∈ E: : = x | λx.e | e1 e2 | fix x.e | z | s e | (case e of z → e1 | s x → e2) |
〈e〉 | ˜e | run e | [e] | (let [x] = e1 in e2) |
ref e | ! e | e1: = e2 | l | fault

The first line lists the Mini-ML terms: variables, abstraction, application, fix-
point for recursive definitions, zero, successor, and case-analysis on natural num-
bers. The second line lists the three multi-stage constructs of MetaML [TS97]:
Brackets 〈e〉 and Escape ˜e are for building and splicing code, and Run is for ex-
ecuting code. The second line also lists the two “closedness annotations”: Close
[e] is for marking a term as being closed, and Let-Close is for forgetting these
markings. The third line lists the three SML operations on references, constants
l for locations, and a constant fault for a program that crashes. The constants l
and fault are not allowed in user-defined programs, but they are instrumental to
the operational semantics of Mini-MLBN

ref .

Remark 2. Realistic implementations should erase closedness annotations, by
mapping [e] to e and (let [x] = e1 in e2) to (let x = e1 in e2).

The constant fault is used in the rules for symbolic evaluation of binders,

e.g. we write
µ, e

n+1
↪→ µ′, v

µ, λx.e
n+1
↪→ µ′[x: = fault], λx.v

instead of
µ, e

n+1
↪→ µ′, v

µ, λx.e
n+1
↪→ µ′, λx.v

.

This more hygienic handling of scope extrusion is compatible with the identifi-
cation of terms modulo α-conversion, and prevents new free variable to appear
as effect of the evaluation (see Lemma 3). On the other hand, in implementa-
tions there is no need to use the more hygienic rules, because during evaluation
of a well-typed program (starting from the empty store) only closed values get
stored.

Note 1. We will use the following notation and terminology

– Term equivalence, written ≡, is α-conversion. Substitution of e for x in e′

(modulo ≡) is written e′[x: = e].
– m, n range over the set N of natural numbers. Furthermore, m ∈ N is iden-

tified with the set {i ∈ N|i < m} of its predecessors.
– f : A

fin→ B means that f is a partial function from A to B with a finite
domain, written dom(f).

– Σ: L
fin→ T is a signature (for locations only), written {li: ref σi|i ∈ m}.

– ∆, Γ : X
fin→ (T × N) are type-and-level assignments, written {xi: τni

i |i ∈ m}.
We use the following operations on type-and-level assignments:
{xi: τni

i |i ∈ m}+n ∆= {xi: τni+n
i |i ∈ m} adds n to the level of the xi;

{xi: τni
i |i ∈ m}≤n ∆= {xi: τni

i |ni ≤ n ∧ i ∈ m} removes the xi with level > n.
– µ: L

fin→ E is a store.
– Σ, l: ref σ, Γ, x: τn and µ{l = e} denote extension of a signature, assignment

and store respectively.
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Σ, ∆; Γ ` x: τn ∆(x) = τn

Σ, ∆; Γ ` x: τn Γ (x) = τn

Σ, ∆; Γ, x: τn
1 ` e: τ2

n

Σ, ∆; Γ ` λx.e: τ1 → τ2
n

Σ, ∆; Γ ` e1: τ1 → τ2
n Σ, ∆; Γ ` e2: τ1

n

Σ, ∆; Γ ` e1 e2: τ2
n

(fix)
Σ, ∆; Γ, x: τn ` e: τn

Σ, ∆; Γ ` fix x.e: τn Σ, ∆; Γ ` z: natn

Σ, ∆; Γ ` e: natn

Σ, ∆; Γ ` s e: natn

(case*)
Σ, ∆; Γ ` e: natn Σ, ∆; Γ ` e1: τn Σ, ∆, x: natn; Γ ` e2: τn

Σ, ∆; Γ ` (case e of z → e1 | s x → e2): τn

Σ, ∆; Γ ` e: τn+1

Σ, ∆; Γ ` 〈e〉: 〈τ〉n

Σ, ∆; Γ ` e: 〈τ〉n

Σ, ∆; Γ ` ˜e: τn+1

Σ, ∆; Γ ` e: [〈τ〉]n
Σ, ∆; Γ ` run e: τn

(close)
Σ, ∆≤n; ∅ ` e: τn

Σ, ∆; Γ ` [e]: [τ ]n
Σ, ∆; Γ ` e1: [τ1]n Σ, ∆, x: τn

1 ; Γ ` e2: τ2
n

Σ, ∆; Γ ` (let [x] = e1 in e2): τ2
n

Σ, ∆; Γ ` e: σn

Σ, ∆; Γ ` ref e: ref σn

Σ, ∆; Γ ` e: ref σn

Σ, ∆; Γ ` ! e: σn

(set)
Σ, ∆; Γ ` e1: ref σn Σ, ∆; Γ ` e2: σn

Σ, ∆; Γ ` e1: = e2: ref σn Σ, ∆; Γ ` l: ref σn Σ(l) = ref σ

(fix*)
Σ, ∆≤n, x: τn; ∅ ` e: τn

Σ, ∆; Γ ` fix x.e: τn (close*)
Σ, ∆; Γ ` e: σn

Σ, ∆; Γ ` [e]: [σ]n

Fig. 2. Type System for Mini-MLBN
ref

2.1 Type System

Figure 2 gives the rules for the type system of Mini-MLBN
ref . A typing judgement

has the form Σ, ∆; Γ ` e: τn, read “e has type τ and level n in Σ, ∆; Γ”. Σ
gives the type of locations which can be used in e, ∆ and Γ (must have disjoint
domains and) give the type and level of variables which may occur free in e.

Remark 3. Splitting the context into two parts (∆ and Γ ) is borrowed from
λ� [DP96], and allows us to replace the cumbersome closedness annotation
(close e with {xi = ei|i ∈ m}) of λBN [BMTS99] with the more convenient
[e] and (let [x] = e1 in e2). Informally, a variable x: τn declared in Γ ranges over
values of type τ at level n (see Definition 1), while a variable x: τn declared in
∆ ranges over closed values (i.e. without free variables) of type τ at level n.

Most typing rules are similar to those for related languages [Dav96,BMTS99],
but there are some notable exceptions:

– (close) is the standard rule for [e], the restricted context Σ, ∆≤n; ∅ in the
premise prevents [e] to depend on variables declared in Γ (like in λ� [DP96])
or variables of level > n. The stronger rule (close*) applies only to closed
types, and it is justified in Remark 5.

– (fix) is the standard rule for fix x.e, while (fix*) makes a stronger assumption
on x, and thus can type recursive definitions (e.g. of closed functions) that



Closed Types, an Approach to Safe Imperative Multi-stage Programming 31

are not typable with (fix). For instance, from ∅; f ′: [τ1 → τ2]n, x: τn
1 ` e: τ2

n

we cannot derive fix f ′.[λx.e]: [τ1 → τ2]n, while the following modified term
fix f ′.(let [f ] = f ′ in [λx.e[f ′: = [f ]]]) has the right type, but the wrong
behaviour (it diverges!). On the other hand, the stronger rule (fix*) allows
to type [fix f.λx.e[f ′: = [f ]]], which has the desired operational behaviour.

– There is a weaker variant of (case*), which we ignore, where the assumption
x: natn is in Γ instead of ∆.

– (set) does not assign to e1: = e2 type unit, simply to avoid adding a unit type
to Mini-MLBN

ref .

The type system enjoys the following basic properties:

Lemma 1 (Weakening).

1. If Σ, ∆; Γ ` e: τ2
n and x fresh, then Σ, ∆; Γ, x: τm

1 ` e: τ2
n

2. If Σ, ∆; Γ ` e: τ2
n and x fresh, then Σ, ∆, x: τm

1 ; Γ ` e: τ2
n

3. If Σ, ∆; Γ ` e: τ2
n and l fresh, then Σ, l: ref σ1, ∆; Γ ` e: τ2

n

Proof. Part 1 is proved by induction on the derivation of Σ, ∆; Γ ` e: τ2
n. The

other two parts are proved similarly.

Lemma 2 (Substitution).

1. If Σ, ∆; Γ ` e: τ1
m and Σ, ∆; Γ, x: τm

1 ` e′: τ2
n, then Σ, ∆; Γ ` e′[x: = e]: τ2

n

2. If Σ, ∆≤m; ∅ ` e: τ1
mandΣ, ∆, x: τm

1 ; Γ ` e′: τ2
n, thenΣ, ∆; Γ ` e′[x: =e]: τ2

n

Proof. Part 1 is proved by induction on the derivation of ∆; Γ, x: τm
1 ` e′: τ2

n.
Part 2 is proved similarly.

2.2 CBV Operational Semantics

Figure 3 gives the evaluation rules for the call-by-value (CBV) operational se-
mantics of Mini-MLBN

ref . Evaluation of a term e at level n can lead to

– a result v and a new store µ′, when we can derive µ, e
n
↪→ µ′, v,

– a run-time error, when we can derive µ, e
n
↪→ err, or

– divergence, when the search for a derivation goes into an infinite regress.

We will show that the second case (error) does not occur for well-typed pro-
grams (see Theorem 1). In general v ranges over terms, but under appropriate
assumptions on µ, v could be restricted to value at level n.

Definition 1. We define the set Vn ⊂ E of values at level n by the BNF

v0 ∈ V0: : = λx.e | z | s v0 | 〈v1〉 | [v0] | l

vn+1 ∈ Vn+1: : = x | λx.vn+1 | vn+1
1 vn+1

2 | fix x.vn+1 |
z | s vn+1 | (case vn+1 of z → vn+1

1 | s x → vn+1
2 ) |

〈vn+2〉 | run vn+1 | [vn+1] | (let [x] = vn+1 in vn+1) |
ref vn+1 | ! vn+1 | vn+1

1 : = vn+1
2 | l | fault

vn+2 ∈ Vn+2+ = ˜vn+1
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Normal Evaluation
We give an exhaustive set of rules for evaluation of terms e ∈ E at level 0

µ, x
0

↪→ err

µ, λx.e
0

↪→ µ, λx.e

µ, e1
0

↪→ µ′, λx.e µ′, e2
0

↪→ µ′′, v µ′′, e[x: = v]
0

↪→ µ′′′, v′

µ, e1 e2
0

↪→ µ′′′, v′

µ, e1
0

↪→ µ′, v 6≡ λx.e

µ, e1 e2
0

↪→ err

µ, e[x: = fix x.e]
0

↪→ µ′, v

µ, fix x.e
0

↪→ µ′, v
µ, z

0
↪→ µ, z

µ, e
0

↪→ µ′, v

µ, s e
0

↪→ µ′, s v

µ, e
0

↪→ µ′, z µ′, e1
0

↪→ µ′′, v

µ, (case e of z → e1 | s x → e2)
0

↪→ µ′′, v

µ, e
0

↪→ µ′, v 6≡ z | s e′

µ, (case e of z → e1 | s x → e2)
0

↪→ err

µ, e
0

↪→ µ′, s v µ′, e2[x: = v]
0

↪→ µ′′, v′

µ, (case e of z → e1 | s x → e2)
0

↪→ µ′′, v′

µ, e
1

↪→ µ′, v

µ, 〈e〉 0
↪→ µ′, 〈v〉

µ, ˜e
0

↪→ err

µ, e
0

↪→ µ′, [〈v〉] µ′, v
0

↪→ µ′′, v′

µ, run e
0

↪→ µ′′, v′

µ, e
0

↪→ µ′, v 6≡ [〈e′〉]
µ, run e

0
↪→ err

µ, e
0

↪→ µ′, v

µ, [e]
0

↪→ µ′, [v]

µ, e1
0

↪→ µ′, [v] µ′, e2[x: = v]
0

↪→ µ′′, v′

µ, (let [x] = e1 in e2)
0

↪→ µ′′, v′

µ, e1
0

↪→ µ′, v 6≡ [e]

µ, (let [x] = e1 in e2)
0

↪→ err

µ, e
0

↪→ µ′, v

µ, ref e
0

↪→ µ′{l = v}, l
l 6∈ dom(µ′)

µ, e
0

↪→ µ′, l

µ, ! e
0

↪→ µ′, v
µ′(l) ≡ v

µ, e
0

↪→ µ′, v 6≡ l ∈ dom(µ′)

µ, ! e
0

↪→ err

µ, e1
0

↪→ µ′, l µ′, e2
0

↪→ µ′′, v

µ, e1: = e2
0

↪→ µ′′{l = v}, l

µ, e1
0

↪→ µ′, v 6≡ l ∈ dom(µ′)

µ, e1: = e2
0

↪→ err
µ, l

0
↪→ µ, l µ, fault

0
↪→ err

Symbolic Evaluation

µ, e
0

↪→ µ′, 〈v〉
µ, ˜e

1
↪→ µ′, v

µ, e
0

↪→ µ′, v 6≡ 〈e′〉
µ, ˜e

1
↪→ err

µ, e
n+2
↪→ µ′, v

µ, 〈e〉 n+1
↪→ µ′, 〈v〉

µ, e
n+1
↪→ µ′, v

µ, ˜e
n+2
↪→ µ′, ˜v

In all other cases symbolic evaluation is applied to the immediate sub-terms from left to

right without changing level
µ, e1

n+1
↪→ µ′, v1 µ′, e2

n+1
↪→ µ′′, v2

µ, e1 e2
n+1
↪→ µ′′, v1 v2

and bound variables

that have leaked in the store are replaced by fault
µ, e

n+1
↪→ µ′, v

µ, λx.e
n+1
↪→ µ′[x: = fault], λx.v

Error Propagation

For space reasons, we omit the rules for error propagation. These rules follow the
ML-convention for exceptions propagation.

Fig. 3. Operational Semantics for Mini-MLBN
ref
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Remark 4. Values at level 0 can be classified according to the five kinds of types:

types τ1 → τ2 nat 〈τ〉 [τ ] ref σ

values λx.e z, s v0 〈v1〉 [v0] l

Because of 〈v1〉 the definition of value at level 0 involves values at higher levels.
Values at level > 0, called symbolic values, are almost like terms. The differences
between the BNF for Vn+1 and E is in the productions for 〈e〉 and ˜e:

– 〈vn+1〉 is a value at level n, rather than level n + 1
– ˜vn+1 is a value at level n + 2, rather than level n + 1.

Note 2. We will use the following auxiliary notation to describe stores:

– µ is value store ∆⇐⇒ µ: L
fin→ V0;

– Σ |= µ
∆⇐⇒ µ is a value store and dom(Σ) = dom(µ) and Σ; ∅ ` µ(l): σ0

whenever l ∈ dom(µ).

The following result establishes basic facts about the operational semantics,
which are independent of the type system.

Lemma 3 (Values). µ, e
n
↪→ µ′, v implies dom(µ) ⊆ dom(µ′) and FV(µ′, v) ⊆

FV(µ, e); moreover, if µ is a value store, then v ∈ Vn and µ′ is a value store.

Proof. By induction on the derivation of the evaluation judgement µ, e
n
↪→ µ′, v.

The following property justifies why a σ ∈ C is called a closed type.

Lemma 4 (Closedness). Σ, ∆+1; Γ+1 ` v0: σ0 implies FV(v0) = ∅.

Proof. By induction on the derivation of Σ, ∆+1; Γ+1 ` v0: σ0.

Remark 5. Let Vτ
∆= {v ∈ V0|Σ, ∆+1; Γ+1 ` v: τ0} be the set of values of

type τ (in a given context Σ, ∆+1; Γ+1). It is easy to show that the mapping
[v] 7→ v is an injection of V[τ ] into Vτ , and moreover it is represented by the term

open
∆= λx.(let [x] = x in x), i.e. open: [τ ] → τ and open [v]

0
↪→ v.

Note also that the Closedness Lemma implies the mapping [v] 7→ v is a bijection
when τ is a closed type. A posteriori, this property justifies the typing rule
(close*), which in turn ensures that term close

∆= λx.[x], representing the inverse
mapping v 7→ [v], has type σ → [σ].

Evaluation of Run at level 0 requires to view a value at level 1 as a term to be
evaluated at level 0. The following result says that this confusion in the levels is
compatible with the type system.

Lemma 5 (Demotion). Σ, ∆+1; Γ+1 ` vn+1: τn+1 implies Σ, ∆; Γ ` vn+1: τn.
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datatype nat
val p = fn : nat -> real -> real ref -> unit

val p_a = fn : nat -> <real> -> <real ref> -> <unit>
val p_cg = fn : nat -> <real -> real ref -> unit>
val p_sc = <fn x y => (y:=1.0; y:=x*!y; y:=x*!y; y:=x*!y)>

: <real -> real ref -> unit>

> val p_sp = run[p_sc]; (* specialised program *)
val p_sp = fn : real -> real ref -> unit

> val p_pg = fn n => let [n]=[n] in run[p_cg n]; (* program generator *)
val p_pg = fn : nat -> real -> real ref -> unit

Fig. 4. The Example Written in Mini-MLBN
ref

Proof. By induction on the derivation of Σ, ∆+1; Γ+1 ` vn+1: τn+1.

To fully claim the reflective nature of Mini-MLBN
ref we need also a Promotion

Lemma (which, however, is not relevant to the proof of Type Safety).

Lemma 6. Σ, ∆; Γ ` e: τn implies e ∈ Vn+1 and Σ, ∆+1; Γ+1 ` e: τn+1.

Finally, we establish the key result relating the type system to the operational
semantics. This result entails that evaluation of a well-typed program ∅; ∅ ` e: τ0

cannot raise an error, i.e. ∅, e
0

↪→ err is not derivable.

Theorem 1 (Safety). µ, e
n
↪→ d and Σ |= µ and Σ, ∆+1; Γ+1 ` e: τn imply

that there exist µ′ and vn and Σ′ such that d ≡ (µ′, vn) and Σ, Σ′ |= µ′ and
Σ, Σ′, ∆+1; Γ+1 ` vn: τn.

Proof. By induction on the derivation of the evaluation judgement µ, e
n
↪→ d.

2.3 The Power Function

While ensuring the safety of Mini-MLBN
ref requires a relatively non-trivial type

system, the power examples presented at the beginning of this paper can still
be expressed just as concisely as in MetaML. First, we introduce the following
top-level derived forms:

– val x = e; p stands for (let [x] = [e] in p), with the following derived rules
for typing and evaluation at level 0

Σ, ∆≤n; ∅ ` e: τ1
n

Σ, ∆, x: τn
1 ; Γ ` p: τ2

n

Σ, ∆; Γ ` (val x = e; p): τ2
n

µ, e
0

↪→ µ′, v

µ′, p[x: = v]
0

↪→ µ′′, v′

µ, (val x = e; p)
0

↪→ µ′′, v′
– a top-level definition by pattern-matching is reduced to one of the form

val f = e; p in the usual way (that is, using the case and fix constructs).
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Note that this means identifiers declared at top-level go in the closed part ∆
of a context Σ, ∆; Γ . We assume to have a predefined closed type real with a
function times ∗: real → real → real and a constant 1.0: real. Figure 4 reconsider
the example of Figure 1 used in the introduction in Mini-MLBN

ref :

– the declarations of p, p_a, p_cg and p_sc do not require any change;
– in the declaration of p_sp one closedness annotation has been added;
– p_pg is a program generator with the same type of the conventional program

p, but applied to a natural, say 3, returns a specialised program (i.e. p_sp).

3 Related Work

The problem we identify at the beginning of this paper also applies to Davies’s
λ© [Dav96], which allows open code and symbolic evaluation under lambda (but
has no construct for running code). Therefore, the naive addition of references
leads to the same problem of scope extrusion pointed out in the Introduction.

Mini-MLBN
ref is related to Binding-Time Analyses (BTAs) for imperative lan-

guages. Intuitively, a BTA takes a single-stage program and produces a two-stage
one (often in the form of a two-level program) [JGS93,Tah00]. Thiemann and
Dussart [TD] describe an off-line partial evaluator for a higher-order language
with first-class references, where a two-level language with regions is used to
specify a BTA. Their two-level language allows storing dynamic values in static
cells, but the type and effect system prohibits operating on static cells within
the scope of a dynamic lambda (unless these cells belong to a region local to
the body of the dynamic lambda). While both this BTA and our type system
ensure that no run-time error (such as scope extrusion) can occur, they provide
incomparable extensions.

Hatcliff and Danvy [HD97] propose a partial evaluator for a computational
metalanguage, and they formalise existing techniques in a uniform framework by
abstracting from dynamic computational effects. However, this partial evaluator
does not seem to allow interesting computational effects at specialisation time.
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Abstract. We describe SAFL, a call-by-value first-order functional lan-
guage which is syntactically restricted so that storage may be statically
allocated to fixed locations. Evaluation of independent sub-expressions
happens in parallel—we use locking techniques to protect shared-use
function definitions (i.e. to prevent unrestricted parallel accesses to their
storage locations for argument and return values). SAFL programs have
a well defined notion of total (program and data) size which we refer
to as ‘area’; similarly we can talk about execution ‘time’. Fold/unfold
transformations on SAFL provide mappings between different points on
the area-time spectrum. The space of functions expressible in SAFL is
incomparable with the space of primitive recursive functions, in partic-
ular interpreters are expressible. The motivation behind SAFL is hard-
ware description and synthesis—we have built an optimising compiler
for translating SAFL to silicon.

1 Introduction

This paper addresses the idea of a functional language, SAFL, which

– can be statically allocated—all variables are allocated to fixed storage loca-
tions at compile time—there is no stack or heap; and

– has independent sub-expressions evaluated concurrently.

While this concept might seem rather odd in terms of the capabilities of modern
processor instruction sets, our view is that it neatly abstracts the primitives
available to a hardware designer. Our desire for static allocation is motivated
by the observation that dynamically-allocated storage does not map well onto
silicon: an addressable global store leads to a von Neumann bottleneck which
inhibits the natural parallelism of a circuit. SAFL has a call-by-value semantics
since strict evaluation naturally facilitates parallel execution which is well suited
to hardware implementation.
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To emphasise the hardware connection we define the area of a SAFL program
to be the total space required for its execution. Due to static allocation we see
that area is O(length of program); similarly we can talk about execution time.
Fold/unfold transformations [1] at the SAFL level correspond directly to area-
time tradeoffs at the hardware level.

In this paper we are concerned with the properties of the SAFL language
itself rather than the details of its translation to hardware. In the light of this
and for the sake of clarity, we present an implementation of SAFL by means of
a translation to an abstract machine code which we claim mirrors the primitives
available in hardware. The design of an optimising compiler which translates
SAFL into hardware is presented in a companion paper [11]. A more practical
use of SAFL for hardware/software co-design is given in [9].

The body of this paper is structured as follows. Section 2 describes the SAFL
language and Section 3 describes an implementation on a parallel abstract ma-
chine. In Sections 4 and 5 we argue that SAFL is well suited for hardware
description and synthesis. Section 6 shows how fold/unfold transformations can
represent SAFL area-time tradeoffs. Finally, Sections 7 and 8 discuss more theo-
retical issues: how SAFL relates to Primitive Recursive functions and problems
concerning higher-order extensions. Section 9 concludes and outlines some future
directions.

Comparison with Other Work

The motivation for static allocation is not new. Gomard and Sestoft [2] describe
globalization which detects when stack or heap allocation of function parameters
can be implemented more efficiently with global variables. However, whereas
globalization is an optimisation which may in some circumstances improve per-
formance, in our work static allocation is a fundamental property of SAFL en-
forced by the syntactic restrictions described in Section 2.

Previous work on compiling declarative specifications to hardware has cen-
tred on how functional languages themselves can be used as tools to aid the
design of circuits. Sheeran’s muFP [12] and Lava [13] systems use functional pro-
gramming techniques (such as higher order functions) to express concisely the
repeating structures that often appear in hardware circuits. In this framework,
using different interpretations of primitive functions corresponds to various op-
erations including behavioural simulation and netlist generation. Our approach
takes SAFL constructs (rather than gates) as primitive. Although this restricts
the class of circuits we can describe to those which satisfy certain high-level prop-
erties, it permits high-level analysis and optimisation yielding efficient hardware.
We believe our association of function definitions with hardware resources (see
Section 4) to be novel.

Various authors have described silicon compilers (e.g. for C [4] and Oc-
cam [10]). Although rather beyond the scope of this paper, we argue that the
flexibility of functional languages provides much more scope for analysis and
optimisation.
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Hofmann [6] describes a type system which allows space pre-allocated for
argument data-structures to be re-used by in-place update. Boundedness there
means that no new heap space is allocated although stack space may be un-
bounded. As such our notion of static allocatability is rather stronger.

2 Formalism

We use a first-order language of recursion equations (higher order features are
briefly discussed in Section 8). Let c range over a set of constants, x over vari-
ables (occurring in let declarations or as formal parameters), a over primitive
functions (such as addition) and f over user-defined functions. For typograph-
ical convenience we abbreviate formal parameter lists (x1, . . . , xk) and actual
parameter lists (e1, . . . , ek) to ~x and ~e respectively; the same abbreviations are
used in let definitions. SAFL has syntax of:

– terms e given by:

e ::= c | x | if e1 then e2 else e3 | let ~x = ~e in e0 |
a(e1, . . . , earity(a)) | f(e1, . . . , earity(f))

– programs p given by:

p ::= fun f11(~x) = e11 and . . . and f1r1(~x) = e1r1
. . .
fun fn1(~x) = en1 and . . . and fnrn(~x) = enrn

.

We refer to a phrase of the form

fun f i1(~x) = ei1 and . . . and f iri(~x) = eiri

as a (mutually recursive) function group. The notation f ij just means the jth
function of group i. Programs have a distinguished function main (normally fnrn)
which represents an external world interface—at the hardware level it accepts
values on an input port and may later produce a value on an output port.

To simplify semantic descriptions we will further assume that all function
and variable names are distinct; this is particularly useful for static allocation
since we can use the name of the variable for the storage location to which it is
allocated.

We impose additional stratification restrictions1 on the eij occurring as bod-
ies of the f ij ; arbitrary calls to previous definitions are allowed, but recursion
(possibly mutual) is restricted to tail recursion to enforce static allocatability.
This is formalised as a well-formedness check. Define the tailcall contexts, T C by

T C ::= [ ] | if e1 then e2 else T C | if e1 then T C else e3
| let ~x = ~e in T C

1 Compare this with stratified negation in the deductive database world.
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The well-formedness condition is then that, for every user-function application
f ij(~e) within function definition fgk(~x) = egk in group g, we have that:

i < g ∨ (i = g ∧ ∃(C ∈ T C).egk = C[f ij(~e)])

The first part (i < g) is merely static scoping (definitions are in scope if previ-
ously declared) while the second part says that a call to a function in the same
group (i) as its definition (g) is only valid if the call is actually in tailcall context.

3 Implementing SAFL

We give a translation [[ · ]] of SAFL programs into an abstract machine code
which mirrors primitives available in hardware (its correctness relies on SAFL
restrictions). Each function definition corresponds to one block of code. In order
to have temporaries available we will assume that each expression and sub-
expression is labelled by a unique label number (or ‘occurrence’) from which a
storage location can be generated. Label names are assumed to be distinct from
variables so we can use the notation Mx and M` to mean the storage location
associated with variable x or label ` respectively. We use the notation ` : e to
indicate expression e has label `. The expression

if x=1 then y else f(x,y-1)

might then be more fully written as (temporarily using the notation e` instead
of ` : e used elsewhere):

(if (x`21=1`22)`2 then y`3 else (f(x`41,(y`421-1`422)`42)`4)`1

We write f.formals to stand for (Mx1 , . . . , Mxk
) where ~x is the tuple of formal

parameters of f (which are already assumed to be globally distinct from all other
variable names). Similarly, we will assume all functions f ij in group i leave their
result in the storage location Mfi∗.result—this this is necessary to ensure tailcalls
to other functions in group i behave as intended.2 (The notation i∗ in general
refers to a common resource shared by the members of function group i.)

In addition to the storage location as above, we need two other forms of
storage: for each function group i we have a location Li∗ to store the return
link (accessed by JSR and RET); and a semaphore Si∗ to protect its (statically
allocated) arguments, temporaries and the like from calls in competing PAR
threads by enforcing mutual exclusion.

The abstract instructions for the machine are as follows:

2 A type system would require that the result type of all functions in a group are
identical—because they return each others’ values—so Mfi∗.result has a well-defined
size.
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m := m′ Copy m′ to m.
(m1, . . . , mk) := (m′

1, . . . m
′
k) Copy the m′

i to the mi in any order.
m := PRIMOPa(m1, . . . mk) Perform the operation corresponding to built-in

primitive a.
LOCK (S) Lock semaphore S.

UNLOCK (S) Release semaphore S.
JMP(ep) Branch to function entrypoint ep—used for tail-

call.
JSR(m, ep) Store some representation of the point of call in

location m and branch to function entrypoint ep.
RET (m) Branch to the instruction following the point of

call specified by m.
COND(m, seq1, seq2) If location m holds a ‘true’ value then execute

opcode sequence seq1 otherwise seq2.
PAR(seq1, . . . , seqk) Execute opcode sequences seq1, . . . , seqk in paral-

lel, waiting for all to complete before terminating.

Instructions are executed sequentially, except that JSR, JMP and RET alter the
execution sequence. The PAR construct represents fork-join parallelism (each of
the operand sequences are executed) and COND the usual conditional (one of
the two operand sequences is executed).

Assuming e is a sub-expression of a function body of group g the compilation
function [[e]]gm gives an opcode sequence which evaluates e to storage location m
(we omit g for readability in the following—it is only used to identify tailcalls):

[[c]]m = m := c
[[x]]m = m := Mx

[[if (` : e1) then e2 else e3]]m =
[[e1]]M`;
COND(M`, [[e2]]m, [[e3]]m)

[[let (x1, . . . , xk) = (e1, . . . , ek) in e0]]m =
PAR([[e1]]Mx1 , . . . , [[ek]]Mxk

);
[[e0]]m

[[a(`1 : e1, . . . , `k : ek)]]m =
PAR([[e1]]M`1 , . . . , [[ek]]M`k);
m := PRIMOPa(M`1 , . . . , M`k)

[[f ij(`1 : e1, . . . , `k : ek)]]m =


PAR([[e1]]M`1 , . . . , [[ek]]M`k);
LOCK (Si∗);
Mfij .formals := (M`1 , . . . , M`k);
JSR(Li∗,EntryPt ij);
m := Mfi∗.result;
UNLOCK (Si∗)




if i < g

[[f ij(`1 : e1, . . . , `k : ek)]]m =


PAR([[e1]]M`1 , . . . , [[ek]]M`k);
Mfij .formals := (M`1 , . . . , M`k);
JMP(EntryPt ij)


 if i = g



42 A. Mycroft and R. Sharp

Finally we need to compile each function definition to a sequence of instruc-
tions labelled with the function name:

[[fun f ij(x1, . . . , xk) = eij ]] =




EntryPt ij :
[[eij ]]

i
Mfi∗.result;

RET (Li∗)




The above translation is näıve (often semaphores and temporary storage loca-
tions are used unnecessarily) but explains various aspects; an optimising compiler
for hardware purposes has been written [11].

Proposition 1. The translation [[e]] correctly implements SAFL programs in
that executing the abstract machine code coincides with standard eager evaluation
of e.

Note that the translation would fail if we use one semaphore-per-function instead
of one-per-group. Consider the program

fun f(x) = if x=0 then 1 else g(x-1)
and g(x) = if x=0 then 2 else f(x-1);
fun h(x,y) = x+y;
fun main() = h(f(8),g(9));

where there is then the risk that the PAR construct for the actual arguments
to h will simultaneously take locks on the semaphores for f and g resulting in
deadlock.

4 Hardware Synthesis Using SAFL

As part of the FLaSH project (Functional Languages for Synthesising Hardware)
[11], we have implemented an optimising silicon compiler which translates SAFL
specifications into structural Verilog. We have found that SAFL is able to express
a wide range of hardware designs; our tools have been used to build a small
commercial processor.3

The static allocation properties of SAFL allow our compiler to enforce a
direct mapping between a function definition:

f(~x) = e

and a hardware block, Hf , with output port, Pf , consisting of:

– a fixed amount of storage (registers holding values of the arguments ~x) and
– a circuit to compute e to Pf .

Hence, multiple calls to a function f at the source level corresponds directly
to sharing the resource Hf at the hardware level. As the FLaSH compiler syn-
thesises multi-threaded hardware, we have to be careful to ensure that multiple
3 We implemented the instruction set of the Cambridge Consultants XAP processor:
http://www.camcon.co.uk; we did not support the SIF instruction.
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accesses to a shared hardware resource will not occur simultaneously. We say that
resource, Hf , is subject to a sharing conflict if multiple accesses may occur con-
currently. Sharing conflicts are dealt with by inserting arbiters (cf. semaphores
in our software translation). Program analysis is used to detect potential sharing
conflicts—arbiters are only synthesised where necessary.

Our practical experience of using the FLaSH system to design and build real
hardware has brought to light many interesting techniques that conventional
hardware description languages cannot exploit. These are outlined below.

4.1 Automatic Generation of Parallel Hardware

Hammond [5] observes:

“It is almost embarrassingly easy to partition a program written in a
strict [functional] language [into parallel threads]. Unfortunately, the
partition that results often yields a large number of very fine-grained
tasks.”

He uses the word unfortunately because his discussion takes place in the context
of software, where fairly course-grained parallelism is required to ensure the
overhead of fork/join does not outweigh the benefits of parallel evaluation.

In contrast, we consider the existence of “a large number of very fine-grained
tasks” to be a very fortunate occurrence: in a silicon implementation, very fine-
grained parallelism is provided with virtually no overhead! The FLaSH compiler
produces hardware where all function arguments and let-declarations are eval-
uated in parallel.

4.2 Source-Level Program Transformation

We have found that source-level program transformation of SAFL specifications
is a powerful technique. A designer can explore a wide range of hardware imple-
mentations by repeatedly transforming an initial specification.

We have investigated a number of transformations which correspond to con-
cepts in hardware design. Due to space constraints we can only list the transfor-
mations here:

Resource Sharing vs Duplication: Since a single user-defined function cor-
responds to a single hardware block SAFL provides fine-grained control over
resource sharing/duplication.

Static vs Dynamic Scheduling: By default, function arguments are evalu-
ated in parallel. Thus compiling f(4)+f(5) will generate an arbiter to se-
quentialise access to the shared resource Hf. Alternatively we can use a
let-declaration to specify an ordering statically. The circuit corresponding
to let x=f(4) in x+f(5) does not require dynamic arbitration; we have
specified a static order of access to Hf.

Area-Time Tradeoffs: We observe that fold/unfold transformations corres-
pond directly to area-time tradeoffs at the hardware level. This can be seen
as a generalisation of resource sharing/duplication (see Section 6).
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Hardware-Software Partitioning: We have demonstrated [9] a source-source
transformation which allows us to represent hardware/software partitioning
within SAFL.

At the SAFL level it is relatively straightforward to apply these transformations.
Investigating the same tradeoffs entirely within RTL Verilog would require time-
consuming and error-prone modifications throughout the code.

4.3 Static Analysis and Optimisation

Declarative languages are more susceptible to analysis and transformation than
imperative languages. In order to generate efficient hardware, the FLaSH com-
piler performs the following high-level analysis techniques (documented in [11]):

Parallel Conflict Analysis is performed at the abstract syntax level, return-
ing a set of function calls which require arbitration at the hardware level.

Register Placement is the process of inserting temporary storage registers
into a circuit. The FLaSH compiler translates specifications into intermedi-
ate code (based on control/data flow graphs) and performs data-flow analysis
at this level in order to place registers. (This optimisation is analogous to
minimising the profligate use of M` temporaries seen in the software trans-
lation [[ · ]].)

Timing Analysis (with respect to a particular implementation strategy) is
performed through an abstract interpretation where functions and operators
return the times taken to compute their results.

4.4 Implementation Independence

The high level of specification that SAFL provides means that our hardware de-
scriptions are implementation independent. Although the current FLaSH com-
piler synthesises hardware in a particular style,4 there is the potential to develop
a variety of back-ends, targeting a wide range of hardware implementations.

In particular, we believe that SAFL would lend itself to asynchronous cir-
cuit design as the compositional properties of functions map directly onto the
compositional properties of asynchronous hardware modules. We plan to de-
sign an asynchronous back-end for FLaSH in order to compare synchronous and
asynchronous implementations.

5 A Hardware Example

In order to provide a concrete example of the benefits of designing hardware in
SAFL consider the following specification of a shift-add multiplier:

fun mult(x, y, acc) =
if (x=0 | y=0) then acc

else mult(x<<1, y>>1, if y.bit0 then acc+x else acc)
4 The generated hardware is synchronous with bundled data and ready signals.
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From this specification, the FLaSH compiler generates a hardware resource,
Hmult, with three data-inputs: (x, y and acc), a data-output (for returning the
function result), a control-input to trigger computation and a control-output
which signals completion. The multiplier circuit contains some control logic, two
1-place shifters, an adder and three registers which are used to latch data-inputs.
We trigger Hmult by placing argument values on the data-inputs and signalling
an event on the control-input. The result can be read from the data-output when
a completion event is signalled on the control-output.

These 3 lines of SAFL produce over 150 lines of RTL Verilog. Synthesising a
16-bit version of mult, using Mentor Graphics’ Leonardo tool, yields 1146 2-input
equivalent gates.5 Implementing the same algorithm directly in RTL Verilog took
longer to write and yielded an almost identical gate count.

6 Fold/Unfold for Area-Time Tradeoff

In section 4.2 we observed that the fold/unfold transformation [1] can be used
to trade area for time. As an example of this consider:

fun f x = ...
fun main(x,y) = g(f(x),f(y))

The two calls to f are serialised by mutual exclusion before g is called. Now use
fold/unfold to duplicate f as f’, replacing the second call to f with one to f’.
This can be done using an unfold, a definition rule and a fold yielding

fun f x = ...
fun f’ x = ...
fun main(x,y) = g(f(x),f’(y))

The second program has more area than the original (by the size of f) but runs
more quickly because the calls to f(x) and f’(y) execute in parallel.

Although the example given above is trivial, we find fold/unfold to be a use-
ful technique in choosing a hardware implementation of a given specification.
Note that fold/unfold allows us to do more than resource/duplication sharing
tradeoffs. For example, folding/unfolding recursive function calls before compil-
ing to synchronous hardware corresponds to trading the amount of work done
per clock cycle against clock speed—mult can be mechanically transformed into:

fun mult(x, y, acc) =
if (x=0 | y=0) then acc
else let (x’,y’,acc’) = (x<<1, y>>1,

if y.bit0 then acc+x else acc) in
if (x’=0 | y’=0) then acc’
else mult(x’<<1, y’>>1, if y’.bit0 then acc’+x’ else acc’)

which takes half as many clock cycles.
5 This figure includes the gates required for the three argument registers.
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7 Theoretical Expressibility

Here we consider the expressibility of programs in SAFL. Clearly in one sense,
each such program represents a finite state machine as it has a bounded number
of states and memory locations, and therefore is very inexpressive (but this
argument catches the essence of the problem no more than observing that a
personal computer is also a finite state automaton).

Consider the relation to Primitive Recursive (PR) functions. In the PR def-
inition scheme, suppose g and h are already shown to be primitive recursive
functions (of k and k + 1 arguments), then the definition of f

f(0, x1, . . . , xk) = g(x1, . . . , xk)
f(n + 1, x1, . . . , xk) = h(f(n, x1, . . . , xk), x1, . . . , xk)

is also primitive recursive of k+1 arguments.6 We see that the SAFL restrictions
require h to be the identity projection on its first argument, but that our defini-
tional scheme allows recursion more general than descent through a well-founded
order (n+1 via n eventually to 0 in the integer form above). In particular SAFL
functions may be partial.

Thus we conclude that, in practice, our statically allocatable functions rep-
resent an incomparable subset of general recursion than that subset specified by
primitive recursion. Note that we cannot use translation to continuation-passing
form where all calls are tailcalls because SAFL is first order (but see the next
section). Jones [7] shows the subtle variance of expressive power on recursion
forms, assignability and higher-order types.

As a slightly implausible aside, suppose we consider statically allocatable
functional languages where values can range over any natural number. In this
case the divergence from primitive recursion becomes even clearer—even if we
have an assertion that the statically allocated functional program is total then we
cannot in general transform it into primitive recursive form. To see this observe
that we can code a register machine interpreter as such a statically allocated
program with register machine program being Ackermann’s function.

8 Higher Order Extensions to SAFL

Clearly a simple addition of higher-order functions to SAFL would break static
allocatability by allowing recursion other than in the program structure. Con-
sider for example the traditional

let g(n,h) = if n=0 then 1 else n * h(n-1,h)
let f(n) = g(n,g)

trick to encode the factorial function in a form which requires O(n) space.7

6 In practice we widen this definition to allow additional intensional forms without
affecting the space of functions definable.

7 Of course one could use an accumulator argument to implement this in O(1) space,
but we want the statically allocatability rules to be intensional.
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A simple extension is to allow functions to be passed as values, and function
valued expressions to be invoked. (No closures can be constructed because of
the recursion equation syntax). One implementation of this is as follows: use a
control-flow analysis such as 0-CFA to identify possible targets of each indirect
call (i.e. call to a function-valued expression). This can be done in cubic time. We
then fault any indirect calls which are incompatible with the function definition
hierarchy in the original program—i.e. those with a function f ij containing a
possible indirect call to fgk where g ≥ i (unless the indirect call is in tailcall
context and g = i). Information from 0-CFA also permits a source-to-source
transformation to first-order using a case branch over the possible functions
callable at that point: we map the call e′(~e) where e′ can evaluate to g, h or i
into:

if e′=g then g(~e) else if e′=h then h(~e) else i(~e)

The problem with adding nested function definitions (or λ-expressions) is
that it is problematic to statically allocate storage for the resulting closures.
Even programs which use only tail-recursion and might at first sight appear
harmless, such as

fun r(x) = 〈some function depending on x〉
fun f(x,g) = if x=0 then g(0)

else f(x-1, r(x) ◦ g)

require unlimited store. Similarly, the translation to CPS (continuation passing
style) transforms any program into an equivalent one using only tailcalls, but at
the cost of increasing it to higher-order—again see [7] for more details.

One restriction which allows function closures is the Algol solution: functions
can be passed as parameters but not returned as results (or at least not beyond
the scope any of their free variables). It is well known that such functions can be
stack implemented, which in the SAFL world means their storage is bounded.
Of course we still need the 0-CFA check as detailed above.

9 Conclusions and Further Work

This paper introduces the idea of statically allocated functional languages which
are interesting in themselves as well as being apposite and powerful for expressing
hardware designs. However there remains much to be done to explore their uses
as hardware synthesis languages, e.g. optimising hardware compilation, type
systems, synchronous versus asynchronous translations, etc.

Currently programs support a ‘start and wait for result’ interface. We realise
that in real hardware systems we need to interact with other devices having
internal state. We are considering transactional models for such interfaces in-
cluding the use of channels. Forms of functional language input/output explored
in Gordon’s thesis [3] may be also be useful.
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Abstract. We establish that the algorithmic complexity of the min-
imum spanning tree problem is equal to its decision-tree complexity.
Specifically, we present a deterministic algorithm to find a minimum
spanning forest of a graph with n vertices and m edges that runs in time
O(T ∗(m, n)) where T ∗ is the minimum number of edge-weight compar-
isons needed to determine the solution. The algorithm is quite simple
and can be implemented on a pointer machine.

Although our time bound is optimal, the exact function describing it
is not known at present. The current best bounds known for T ∗ are
T ∗(m, n) = Ω(m) and T ∗(m, n) = O(m · α(m, n)), where α is a certain
natural inverse of Ackermann’s function.

Even under the assumption that T ∗ is super-linear, we show that if the in-
put graph is selected from Gn,m, our algorithm runs in linear time w.h.p.,
regardless of n, m, or the permutation of edge weights. The analysis uses
a new martingale for Gn,m similar to the edge-exposure martingale for
Gn,p.

Keywords: Graph algorithms; minimum spanning tree; optimal com-
plexity.

1 Introduction
The minimum spanning tree (MST) problem has been studied for much of this
century and yet despite its apparent simplicity, the problem is still not fully un-
derstood. Graham and Hell [GH85] give an excellent survey of results from the
earliest known algorithm of Bor̊uvka [Bor26] to the invention of Fibonacci heaps,
which were central to the algorithms in [FT87,GGST86]. Chazelle [Chaz97] pre-
sented an MST algorithm based on the Soft Heap [Chaz98] having complexity
O(mα(m, n) log α(m, n)), where α is a certain inverse of Ackermann’s function.
Recently Chazelle [Chaz99] modified the algorithm in [Chaz97] to bring down
the running time to O(m · α(m, n)). Later, and in independent work, a similar
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algorithm of the same running time was presented in Pettie [Pet99], which gives
an alternate exposition of the O(m · α(m, n)) result. This is the tightest time
bound for the MST problem to date, though not known to be optimal.

All algorithms mentioned above work on a pointer machine [Tar79] under
the restriction that edge weights may only be subjected to binary comparisons.
If a more powerful model is assumed, the MST can be computed optimally.
Fredman and Willard [FW90] showed that on a unit-cost RAM where the bit-
representation of edge weights may be manipulated, the MST can be computed
in linear time. Karger et al. [KKT95] presented a randomized MST algorithm
that runs in linear time with high probability, even if edge weights are only
subject to comparisons.

It is still unknown whether these more powerful models are necessary to
compute the MST in linear time. However, we give a deterministic, comparison-
based MST algorithm that runs on a pointer machine in O(T ∗(m, n)) time,
where T ∗(m, n) is the number of edge-weight comparisons needed to determine
the MST on any graph with m edges and n vertices. Additionally, by considering
our algorithm’s performance on random graphs, we show that it runs in linear
time w.h.p., regardless of edge-density or the permutation of edge weights.

Although our algorithm is optimal, its precise running time is not known at
this time. In view of recent results we can state that the running time of our
algorithm is O(m · α(m, n)). Clearly, its running time is also Ω(m).

In the next section we review some well-known MST results that are used
by our algorithm. In section 3 we prove a key lemma and give a procedure for
partitioning the graph in an MST-respecting manner. Section 4 gives an overview
of the optimal algorithm. Section 5 gives the algorithm and a proof of optimality.
In section 6 we show our algorithm runs in linear-time w.h.p. if the input graph
is selected at random. Sections 7 & 8 discuss related problems, open questions,
and the actual complexity of MST.

2 Preliminaries

The input is an undirected graph G = (V, E) where each edge is assigned a
distinct real-valued weight. The minimum spanning forest (MSF) problem asks
for a spanning acyclic subgraph of G having the least total weight. Throughout
the paper m and n denote the number of edges and vertices in the graph.

It is well-known that one can identify edges provably in the MSF using the
cut property, and edges provably not in the MSF using the cycle property. The
cut property states that the lightest edge crossing any partition of the vertex
set into two parts must belong to the MSF. The cycle property states that the
heaviest edge in any cycle in the graph cannot be in the MSF.

2.1 Boruvka Steps
The earliest known MSF algorithm is due to Bor̊uvka [Bor26]. It proceeds in a
sequence of stages, and in each stage it executes a Bor̊uvka step on the graph
G, which identifies the set F consisting of the minimum-weight edge incident
on each vertex in G, includes these edges to the MSF (by the cut property),
and then forms the graph G1 = G\F as the input to the next stage, where
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G\F is the graph obtained by contracting each connected component formed
by F . This computation can be performed in linear time. Since the number of
vertices reduces by at least a factor of two, the running time of this algorithm
is O(m log n).

Our optimal algorithm uses a procedure called Boruvka2(G; F, G′). This pro-
cedure executes two Boruvka steps on the input graph G and returns the con-
tracted graph G′ as well as the set of edges F identified for the MSF during
these two steps.

2.2 Dijsktra-Jarńık-Prim Algorithm
Another early MSF algorithm that runs in O(m log n) time is the one by Jarńık
[Jar30], re-discovered by Dijkstra [Dij59] and Prim [Prim57]. We will refer to
this algorithm as the DJP algorithm. Briefly, the DJP algorithm grows a tree
T , which initially consists of an arbitrary vertex, one edge at a time, choosing
the next edge by the following simple criterion: Augment T with the minimum
weight edge (x, y) such that x ∈ T and y 6∈ T . By the cut property, all edges in
T are in the MSF. We omit the proof of the following simple lemma.
Lemma 1. Let T be the tree formed after the execution of some number of steps
of the DJP algorithm. Let e and f be two arbitrary edges, each with exactly one
endpoint in T , and let g be the maximum weight edge on the path from e to f in
T . Then g cannot be heavier than both e and f .

2.3 The Dense Case Algorithm
The procedure DenseCase(G; F ) takes as input an n1-node, m1-edge graph G,
where m1 ≤ m and n1 ≤ n/ log(3) n, and returns the MSF F of G. It is not
difficult to see that the algorithms presented in [FT87,GGST86,Chaz97,Chaz99],
[Pet99] will find the MSF of G in O(n + m) time.

2.4 Soft Heap

The main data structure used by our algorithm is the Soft Heap [Chaz98]. The
Soft Heap is a kind of priority queue that gives us an optimal tradeoff between
accuracy and speed. It supports the following operations:

• MakeHeap(): returns an empty soft heap.
• Insert(S, x): insert item x into heap S.
• Findmin(S): returns item with smallest key in heap S.
• Delete(S, x): delete x from heap S.
• Meld(S1, S2): create new heap containing the union of items stored in S1

and S2, destroying S1 and S2 in the process.

All operations take constant amortized time, except for Insert, which takes
O(log( 1

ε )) time. To save time the Soft Heap allows items to be grouped together
and treated as though they have a single key. An item adopts the largest key of
any item in its group, corrupting the item if its new key differs from its original
key. Thus the original key of an item returned by Findmin (i.e. any item in the
group with minimum key) is no more than the keys of all uncorrupted items
in the heap. The guarantee is that after n Insert operations, no more than εn
corrupted items are in the heap. The following result is shown in [Chaz98].
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Lemma 2. Fix any parameter 0 < ε < 1/2, and beginning with no prior data,
consider a mixed sequence of operations that includes n inserts. On a Soft Heap
the amortized complexity of each operation is constant, except for insert, which
takes O(log(1/ε)) time. At most εn items are corrupted at any given time.

3 A Key Lemma and Procedure
3.1 A Robust Contraction Lemma

It is well known that if T is a tree of MSF edges, we can contract T into a single
vertex while maintaining the invariant that the MSF of the contracted graph
plus T gives the MSF for the graph before contraction.

In our algorithm we will find a tree of MSF edges T in a corrupted graph,
where some of the edge weights have been increased due to the use of a Soft Heap.
In the lemma given below we show that useful information can be obtained by
contracting certain corrupted trees, in particular those constructed using some
number of steps from the Dijkstra-Jarnik-Prim (DJP) algorithm. Ideas similar
to these are used in Chazelle’s 1997 algorithm [Chaz97], and more explicitly in
the recent algorithms of Pettie [Pet99] and Chazelle [Chaz99].

Before stating the lemma, we need some notation and preliminary concepts.
Let V (G) and E(G) be the vertex and edge sets of G. Let the G-weight of an
edge be its weight in graph G (the G may be omitted if implied from context).

For the following definitions, M and C are subgraphs of G. Denote by G ⇑ M
a graph derived from G by raising the weight of each edge in M by arbitrary
amounts (these edges are said to be corrupted). Let MC be the set of edges in
M with exactly one endpoint in C. Let G\C denote the graph obtained by con-
tracting all connected components induced by C, i.e. by replacing each connected
component with a single vertex and reassigning edge endpoints appropriately.

We define a subgraph C of G to be DJP-contractible if after executing the
DJP algorithm on G for some number of steps, with a suitable start vertex in
C, the tree that results is a spanning tree for C.

Lemma 3. Let M be a set of edges in a graph G. If C is a subgraph of G
that is DJP-contractible w.r.t. G ⇑ M , then MSF (G) is a subset of MSF (C) ∪
MSF (G\C − MC) ∪ MC .

Proof. Each edge in C that is not in MSF(C) is the heaviest edge on some cycle
in C. Since that cycle exists in G as well, that edge is not in MSF(G). So we
need only show that edges in G\C that are not in MSF(G\C − MC) ∪ MC are
also not in MSF(G).

Let H = G\C − MC ; hence we need to show that no edge in H − MSF (H)
is in MSF (G). Let e be the heaviest edge on some cycle χ in H (i.e. e ∈
H − MSF (H)). If χ does not involve the vertex derived by contracting C, then
it exists in G as well and e 6∈ MSF (G). Otherwise, χ forms a path P in G
whose end points, say x and y, are both in C. Let the end edges of P be (x, w)
and (y, z). Since H included no corrupted edges with one end point in C, the
G-weight of these edges is the same as their (G ⇑ M)-weight.
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Let T be the spanning tree of C ⇑ M derived by the DJP algorithm, Q be
the path in T connecting x and y, and g be the heaviest edge in Q. Notice that
P ∪ Q forms a cycle. By our choice of e, it must be heavier than both (x, y)
and (w, z), and by Lemma 1, the heavier of (x, y) and (w, z) is heavier than the
(G ⇑ M)-weight of g, which is an upper bound on the G-weights of all edges in
Q. So w.r.t. G-weights, e is the heaviest edge on the cycle P ∪ Q and cannot be
in MSF (G).

3.2 The Partition Procedure

Our algorithm uses the Partition procedure given below. This procedure finds
DJP-contractible subgraphs C1, . . . , Ck in which edges are progressively being
corrupted by the Soft Heap. Let MCi

contain only those corrupted edges with
one endpoint in Ci at the time it is completed.

Each subgraph Ci will be DJP-contractible w.r.t a graph derived from G
by several rounds of contractions and edge deletions. When Ci is finished it is
contracted and all incident corrupted edges are discarded. By applying Lemma
3 repeatedly we see that after Ci is built, the MSF of G is a subset of

i⋃
j=1

MSF (Cj) ∪ MSF


G\

i⋃
j=1

Cj −
i⋃

j=1

MCj


 ∪

i⋃
j=1

MCj

Below, arguments appearing before the semicolon are inputs; the outputs will
be returned in the other arguments. M is a set of edges and C={C1, . . . , Ck} is
a set of subgraphs of G. No edge will appear in more than one of M, C1, . . . , Ck.

Partition(G, maxsize, ε ; M, C)
All vertices are initially ‘‘live’’
M := ∅
i := 0
While there is a live vertex

Increment i
Let Vi := {v}, where v is any live vertex
Create a Soft Heap consisting of v’s edges (uses ε)
While all vertices in Vi are live and |Vi| < maxsize

Repeat
Find and delete min-weight edge (x, y) from Soft Heap

Until y 6∈ Vi (Assume w.l.o.g. x ∈ Vi)
Vi := Vi ∪ {y}
If y is live, insert each of y’s edges into the Soft Heap

Set all vertices in Vi to be dead
Let MVi be the corrupted edges with one endpoint in Vi

M := M ∪ MVi; G := G − MVi

Dismantle the Soft Heap
Let C := {C1, . . . , Ci} where Cz is the subgraph induced by Vz

Exit.

Initially, Partition sets every vertex to be live. The objective is to convert
each vertex to dead, signifying that it is part of a component Ci with ≤ maxsize
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vertices and part of a conglomerate of ≥ maxsize vertices, where a conglomerate
is a connected component of the graph

⋃
E(Ci). Intuitively a conglomerate is a

collection of Ci’s linked by common vertices. This scheme for growing compo-
nents is similar to the one given in [FT87].

We grow the Ci’s one at a time according to the DJP algorithm, except that
we use a Soft Heap. A component is done growing if it reaches maxsize vertices
or if it attaches itself to an existing component. Clearly if a component does
not reach maxsize vertices, it has linked to a conglomerate of at least maxsize
vertices. Hence all its vertices can be designated dead. Upon completion of a
component Ci, we discard the set of corrupted edges with one endpoint in Ci.

The running time of Partition is dominated by the heap operations, which
depend on ε. Each edge is inserted into a Soft Heap no more than twice (once
for each endpoint), and extracted no more than once. We can charge the cost of
dismantling the heap to the insert operations which created it, hence the total
running time is O(m log( 1

ε )). The number of discarded edges is bounded by the
number of insertions scaled by ε, thus |M | ≤ 2εm. Thus we have
Lemma 4. Given a graph G, any 0 < ε < 1

2 , and a parameter maxsize, Parti-
tion finds edge-disjoint subgraphs M, C1, . . . , Ck in time O(|E(G)| · log(1

ε )) while
satisfying several conditions:
a) For all v ∈ V (G) there is some i s.t. v ∈ V (Ci).
b) For all i, |V (Ci)| ≤ maxsize.
c) For each conglomerate P ∈ ⋃i Ci, |V (P )| ≥ maxsize.
d) |E(M)| ≤ 2ε · |E(G)|
e) MSF (G) ⊆ ⋃i MSF (Ci) ∪ MSF (G\(

⋃
i Ci) − M) ∪ M

4 Overview of the Optimal Algorithm

Here is an overview of our optimal MSF algorithm.
– In the first stage we find DJP-contractible subgraphs C1, C2, . . . , Ck with

their associated set of edges M =
⋃

i MCi
, where MCi

consists of corrupted
edges with one endpoint in Ci.

– In the second stage we find the MSF Fi of each Ci, and the MSF F0 of the
contracted graph G\(

⋃
i Ci) −⋃i MCi

. By Lemma 3, the MSF of the whole
graph is contained within F0 ∪⋃i(Fi ∪MCi). Note that at this point we have
not identified any edges as being in the MSF of the original graph G.

– In the third stage we find some MSF edges, via Bor̊uvka steps, and recurse
on the graph derived by contracting these edges.

We execute the first stage using the Partition procedure described in the
previous section.

We execute the second stage with optimal decision trees. Essentially, these
are hardwired algorithms designed to compute the MSF of a graph using an
optimal number of edge-weight comparisons. In general, decision trees are much
larger than the size of the problem that they solve and finding optimal ones
is very time consuming. We can afford the cost of building decision trees by
guaranteeing that each one is extremely small. At the same time, we make each
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conglomerate formed by the Ci to be sufficiently large so that the MSF F0 of the
contracted graph can be found in linear time using the DenseCase algorithm.

Finally, in the third stage, we have a reduction in vertices due to the Bor̊uvka
steps, and a reduction in edges due to the application of Lemma 3. In our opti-
mal algorithm both vertices and edges reduce by a constant factor, thus resulting
in the recursive applications of the algorithm on graphs with geometrically de-
creasing sizes.

4.1 Decision Trees

An MSF decision tree is a rooted binary tree having an edge-weight comparison
associated with each internal node (e.g. weight(x, y) < weight(w, z)). The left
child represents that the comparison is true, the right child that it is false.
Associated with each leaf is a spanning forest. An MSF decision tree is correct
if the edge-weight comparisons encountered on any path from the root to a leaf
uniquely identify the spanning forest at that leaf as the MSF. A decision tree is
optimal if it is correct and there exists no correct decision tree with lesser depth.

Using brute force search, the optimal MSF decision trees for all graphs on
≤ log(3) n vertices may be constructed and checked in o(n) time.

Our algorithm we will use a procedure DecisionTree(G; F), which takes as
input a collection of graphs G, each with at most log(3) n vertices, and returns
their minimum spanning forests in F using the precomputed decision trees.

5 The Algorithm
As discussed above, the optimal MSF algorithm is as follows. First, precompute
the optimal decision trees for all graphs with ≤ log(3) n vertices. Next, divide the
input graph into subgraphs C1, C2, ..., Ck, discarding the set of corrupted edges
MCi as each Ci is completed. Use the decision trees found earlier to compute
the MSF Fi of each Ci, then contract each connected component spanned by
F1 ∪ . . . ∪ Fk (i.e., each conglomerate) into a single vertex. The resulting graph
has ≤ n/ log(3) n vertices since each conglomerate has at least log(3) n vertices
by Lemma 4. Hence we can use the DenseCase algorithm to compute its MSF
F0 in time linear in m. At this point, by Lemma 3 the MSF is now contained in
the edge set F0 ∪ . . .∪Fk ∪MC1 ∪ . . . MCk

. On this graph we apply two Bor̊uvka
steps and then compute its MSF recursively. The algorithm is given below.

OptimalMSF(G)
If E(G) = ∅ then Return(∅)
Let ε := 1/8 and maxsize := log(3) |V (G)|
Partition(G, maxsize, ε; M, C)
DecisionTree(C; F)
Let k := |C| and let C = {C1, . . . , Ck}, F = {F1, . . . , Fk}
Ga := G\(F1 ∪ . . . ∪ Fk) − M
DenseCase(Ga; F0)
Gb := F0 ∪ F1 ∪ . . . ∪ Fk ∪ M
Boruvka2(Gb; F ′, Gc)
F := OptimalMSF(Gc)
Return(F ∪ F ′)
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Apart from recursive calls and using the decision trees, the computation
performed by OptimalMSF is clearly linear since Partition takes O(m log(1

ε ))
time, and owing to the reduction in vertices, the call to DenseCase also takes
linear time. For ε = 1

8 , the number of edges passed to the final recursive call is
≤ m/4 +n/4 ≤ m/2, giving a geometric reduction in the number of edges. Since
no MSF algorithm can do better than linear time, the bottleneck, if any, must
lie in using the decision trees, which are optimal by construction.

More concretely, let T (m, n) be the running time of OptimalMSF. Let
T ∗(m, n) be the optimal number of comparisons needed on any graph with
n vertices and m edges and let T ∗(G) be the optimal number of comparisons
needed on a specific graph G. The recurrence relation for T is given below. For
the base case note that the graphs in the recursive calls will be connected if
the input graph is connected. Hence the base case graph has no edges and one
vertex, and we have T (0, 1) equal to a constant.

T (m, n) ≤
∑

i

T ∗(Ci) + T (m/2, n/4) + c1 · m

It is straightforward to see that if T ∗(m, n) = O(m) then the above recur-
rence gives T (m, n) = O(m). One can also show that T (m, n) = O(T ∗(m, n)) for
many natural functions for T ∗ (including m · α(m, n)). However, to show that
this result holds no matter what the function describing T ∗(m, n) is, we need
to establish some results on the decision tree complexity of the MSF problem,
which we do in the next section.

5.1 Some Results for MSF Decision Trees

In this section we establish some results on MSF decision trees that allow us to
establish our main result that OptimalMSF runs in O(T ∗(m, n)) time.

Proving the following propositions is straightforward.

Proposition 1. T ∗(m, n) ≥ m/2.

Proposition 2. For fixed m and n′ > n, T ∗(m, n′) ≥ T ∗(m, n).

Proposition 3. For fixed n and m′ > m, T ∗(m′, n) ≥ T ∗(m, n).

We now state a property that is used by Lemmas 5 and 6.

Property 1. The structure of G dictates that MSF(G) = MSF(C1) ∪ . . .∪
MSF(Ck), where C1, . . . , Ck are edge-disjoint subgraphs of G.

If C1, . . . , Ck are the components returned by Partition, it can be seen that
the graph

⋃
i Ci satisfies Definition 1 since every simple cycle in this graph must

be contained in exactly one of the Ci.
The proof of the following lemma can be found in [PR99b].

Lemma 5. If Property 1 holds for G, then there exists an optimal MSF decision
tree for G which makes no comparisons of the form e < f where e ∈ Ci, f ∈ Cj

and i 6= j.

Lemma 6. If Property 1 holds for G, then T ∗(G) =
∑

i T ∗(Ci).
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Proof. (Sketch) Given an optimal decision tree T for G as in Lemma 5, we show
that T can be transformed into a ‘canonical’ decision tree T ′ for G of the same
height such that in T ′, comparisons for Ci precede comparisons for Ci+1, for each
i, and further, the subgraph of T ′ containing the comparisons within Ci consists
of isomorphic trees. This establishes the desired result since T ′ must contain a
path that is the concatenation of the longest path in an optimal decision tree
for each of the Ci. For details see [PR99b].
Corollary 1. Let the Ci be the components formed by Partition when applied
to G. Then

∑
i T ∗(Ci) = T ∗(G) ≤ T ∗(m, n).

Corollary 2. For any m and n, 2 · T ∗(m, n) ≤ T ∗(2m, 2n)
We can now solve the recurrence relation given in the previous section.

T (m, n) ≤
∑

i

T ∗(Ci) + T (m/2, n/4) + c1 · m

≤ T ∗(m, n) + T (m/2, n/4) + c1 · m (Corollary 1)
≤ T ∗(m, n) + c · T ∗(m/2, n/4) + c1 · m (assume inductively)
≤ T ∗(m, n)(1 + c/2 + 2c1) (Corollary 2 and Propositions 1, 2)
≤ c · T ∗(m, n) (for sufficiently large c; this completes the induction)

This gives us the desired theorem.
Theorem 1. Let T ∗(m, n) be the decision-tree complexity of the MSF problem
on graphs with m edges and n nodes. Algorithm OptimalMSF computes the MSF
of a graph with m edges and n vertices deterministically in O(T ∗(m, n)) time.

6 Performance on Random Graphs

Even if we assume that MST has some super-linear complexity, we show below
that our algorithm runs in linear time for nearly all graphs, regardless of edge
weights. This improves upon the expected linear-time result of Karp and Tarjan
[KT80], which depended on the edge weights being chosen randomly. Our result
may also be contrasted with the randomized algorithm of Karger et al. [KKT95],
which is shown to run in O(m) time w.h.p. by a proof that depends on the
permutation of edge weights and random bits chosen, not the graph topology.
Throughout this section α will denote α(m, n). Most proofs in this section are
omitted due to lack of space.
Theorem 2. With probability 1 − e−Ω(m/α2), the MST of a graph drawn from
Gn,m can be found in linear time, regardless of the permutation of edge weights.

In the next section we describe the edge-addition martingale for the Gn,m

model. In section 6.2 we use this martingale and Azuma’s inequality to prove
Theorem 2.

6.1 The Edge-Addition Martingale
We use the Gn,m random graph model, that is, each graph with n labeled vertices
and m edges is equally likely (the result can be extended to Gn,p). For analytical
purposes, we select a random graph by beginning with n vertices and adding one
edge at a time [ER61]. Let Xi be a random edge s.t. Xi 6= Xj for j < i, and
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Gi = {X1, . . . , Xi} be the graph made up of the first i edges, with G0 being the
graph on n vertices having no edges.

We prove that if g is any graph-theoretic function and gE(Gi) = E[g(Gm)|Gi],
then gE(Gi), for 0 ≤ i ≤ m is a martingale. We call this the edge-addition mar-
tingale in contrast to the edge-exposure martingale for Gn,p.

A martingale is a sequence of random variables Y0, Y1, . . . , Ym such that
E[Yi |Yi−1] = Yi−1 for 0 < i ≤ m.

Lemma 7. The sequence gE(Gi) = E[g(Gm) |Gi], for 0 ≤ i ≤ m, is a mar-
tingale, where g is any graph theoretic function, G0 is the edge-free graph on n
vertices, and Gi is derived from Gi−1 by adding a random edge not in Gi−1 to
Gi−1.

We now recall the well-known Azuma’s inequality (see, e.g., [AS92]).

Theorem 3. (Azuma’a Inequality.) Let Y0, · · · , Ym be a martingale with |Yi −
Yi−1| ≤ 1 for 0 < i ≤ m. Let λ > 0 be arbitrary. Then Pr[|Ym − Y0| > λ

√
m] <

e−λ2/2.

To facilitate the application of Azuma’s inequality to the edge-addition mar-
tingale we give the following lemma.

Lemma 8. Consider the sequence proved to be a martingale in Lemma 7. Let
g be any graph-theoretic function such that |g(G) − g(G′)| ≤ 1 for any pair of
graphs G and G′ of the form G = H ∪ {e} and G′ = H ∪ {e′}, for some graph
H. Then |gE(Gi) − gE(Gi−1)| ≤ 1, for 0 < i ≤ m.

6.2 Analysis

We define the excess of a subgraph H to be |E(H)|− |F (H)|, where F (H) is any
spanning forest of H. Let f(G) be the maximum excess of the graph made up of
intra-component edges, where the sets of components range over all possible sets
returned by the Partition procedure. (Recall that the size of any component is no
more than k = maxsize = log(3) n.)

Our key observation is that each pass of our optimal algorithm definitely
runs in linear time if f(G) ≤ m/α(m, n). To see this, note that if this bound
on f(G) holds, we can reduce the total number of intra-component edges to
≤ 2m/α in linear time using log α Bor̊uvka steps, and then, clearly, the MST of
the resulting graph can be determined in O(m) time. We show below that if a
graph is randomly chosen from Gn,m, f(G) ≤ m/α(m, n) with high probability.

Define fE(Gi) = E[f(Gm)|Gi]. The following lemma gives a bound on fE(G0);
its proof is straightforward.

Lemma 9. fE(G0) = o(m/α).
The following two lemmas establish the application of Azuma’s inequality to

the graph-theoretic function f .

Lemma 10. Let G = H ∪ {e} and G′ = H ∪ {e′} be two graphs on a set of
labeled vertices which differ by no more than one edge. Then |f(G)−f(G′)| ≤ 1.

Lemma 11. Let G be chosen from Gn,m. Then Pr[f(G) > m/α] < e−Ω(m/α2).
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Proof. (of Theorem 2.) We examine only the first log k passes of our optimal
algorithm, since all remaining passes certainly take o(m) time. Lemma 11 assures
us that the first pass runs in linear time w.h.p. However, the topology of the
graph examined in later passes does depend on the edge weights. Assuming the
Bor̊uvka steps contract all parts of the graph at a constant rate, which can easily
be enforced, a partition of the graph in one pass of the algorithm corresponds to
a partition of the original graph into components of size less than kc, for some
fixed c. Using kc in place of k does not affect Lemma 9, which gives the Theorem.

7 Discussion
An intriguing aspect of our algorithm is that we do not know its precise deter-
ministic running time although we can prove that it is within a constant factor
of optimal. Results of this nature have been obtained in the past for sensitiv-
ity analysis of minimum spanning trees [DRT92] and convex matrix searching
[Lar90]. Also, for the problem of triangulating a convex polygon, it was observed
in [DRT92] that an alternate linear-time algorithm could be obtained using opti-
mal decision trees on small subproblems. However, these earlier algorithms make
use of decision trees in more straightforward ways than the algorithm presented
here.

As noted earlier, the construction of optimal decision trees takes sub-linear
time. Thus, it is important to observe that the use of decision trees in our
algorithm does not result in a large constant factor in the running time, nor
does it result in an algorithm that is non-uniform.

It should be noted that the existence of a linear-time verification algorithm
for MST immediately implies a naive optimal MST algorithm that is obtained
by enumerating all possible algorithms, evaluating them incrementally, and ver-
ifying the outputs until we encounter the correct output. However, the constant
factor for this algorithm is astronomical, and it sheds no light on the relationship
between the algorithmic and decision-tree complexities of the problem.

8 Conclusion
We have presented a deterministic MSF algorithm that is provably optimal. The
algorithm runs on a pointer machine, and on graphs with n vertices and m edges,
its running time is O(T ∗(m, n)), where T ∗(m, n) is the decision-tree complexity
of the MSF problem on n-node, m-edge graphs. Also, on random graphs our
algorithm runs in linear time with high probability for all possible edge-weights.
Although the exact running time of our algorithm is not known, we have shown
that the time bound depends only on the number of edge-weight comparisons
needed to determine the MSF, and not on data structural issues.

Pinning down the function that describes the worst-case complexity of our
algorithm is the main open question that remains for the sequential complexity
of the MSF problem. A related question is the parallel work-time complexity of
this problem. In this context, resolved recently were the randomized work-time
complexity [PR99] and the deterministic time complexity [CHL99] of the MSF
problem on the EREW PRAM. An open question that remains here is to obtain
a deterministic work-time optimal parallel MSF algorithm.
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Abstract. Thorup recently showed that single-source shortest-paths
problems in undirected networks with n vertices, m edges, and edge
weights drawn from {0, . . . , 2w − 1} can be solved in O(n+m) time and
space on a unit-cost random-access machine with a word length of w
bits. His algorithm works by traversing a so-called component tree. Two
new related results are provided here. First, and most importantly, Tho-
rup’s approach is generalized from undirected to directed networks. The
resulting time bound, O(n + m logw), is the best deterministic linear-
space bound known for sparse networks unless w is superpolynomial
in log n. As an application, all-pairs shortest-paths problems in directed
networks with n vertices, m edges, and edge weights in {−2w, . . . , 2w}
can be solved in O(nm + n2 log logn) time and O(n + m) space (not
counting the output space). Second, it is shown that the component tree
for an undirected network can be constructed in deterministic linear time
and space with a simple algorithm, to be contrasted with a complicated
and impractical solution suggested by Thorup. Another contribution of
the present paper is a greatly simplified view of the principles underlying
algorithms based on component trees.

1 Introduction

The single-source shortest-paths (SSSP) problem asks, given a network N with
real-valued edge lengths and a distinguished vertex s in N called the source, for
shortest paths in N from s to all vertices in N for which such shortest paths
exist. It is one of the most fundamental and important network problems from
both a theoretical and a practical point of view. Actually, the more fundamental
and important problem is that of finding a shortest path from s to a single given
vertex t, but this does not appear to be significantly easier than solving the
complete SSSP problem with source s.

This paper considers mainly the important special case of the SSSP prob-
lem in which all edge lengths are nonnegative. The classic algorithm for this
special case is Dijkstra’s algorithm [5,6,24]. Dijkstra’s algorithm maintains for
every vertex v in N a tentative distance from s to v, processes the vertices
one by one, and always selects as the next vertex to be processed one whose
tentative distance is minimal. The operations that need to be carried out on
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the set of unprocessed vertices—in particular, identifying a vertex with mini-
mal key (= tentative distance)—are supported by the priority-queue data type,
and therefore an efficient implementation of Dijkstra’s algorithm essentially boils
down to an efficient realization of the priority queue.

Suppose that the graph underlying N is G = (V, E) and take n = |V | and
m = |E|. An implementation of Dijkstra’s algorithm with a running time of
O(n+m log n) is obtained by realizing the priority queue through a binary heap
or a balanced search tree. Realizing the priority queue by means of a Fibonacci
heap, Fredman and Tarjan [8] lowered the time bound to O(m + n log n). The
priority queues mentioned so far are comparison-based. In reality, however, edge
lengths are numeric quantities, and very frequently, they are or can be viewed
as integers. In the remainder of the paper, we make this assumption, which lets
a host of other algorithms come into play.

Our model of computation is the word RAM, which is like the classic unit-
cost random-access machine, except that for an integer parameter w ≥ 1 called
the word length, the contents of all memory cells are integers in the range
{0, . . . , 2w − 1}, and that some additional instructions are available. Specifi-
cally, the available unit-time operations are assumed to include addition and
subtraction, (noncyclic) bit shifts by an arbitrary number of positions, and bit-
wise boolean operations, but not multiplication (the restricted instruction set).
Our algorithm for undirected networks in addition assumes the availability of
a unit-time “most-significant-bit” (MSB) instruction that, applied to a positive
integer r, returns blog rc (all logarithms are to base 2). When considering an
instance of the SSSP problem with n vertices, we assume that w > log n, since
otherwise n is not a representable number. In the same vein, when nothing else
is stated, edge weights are assumed to be integers in the range {0, . . . , 2w − 1}.

We now discuss previous algorithms for the SSSP problem that work on the
word RAM, focusing first on deterministic algorithms. A well-known data struc-
ture of van Emde Boas et al. [23] is a priority queue that allows insertion and
deletion of elements with keys in {0, . . . , C} as well as the determination of an
element with minimal key in O(log log C) time per operation. This implies an
SSSP algorithm with a running time of O(n + m log w). In more recent work,
Thorup [18] improved this to O(n+m log log n), the best bound known for sparse
networks. Both algorithms, however, use 2Θ(w) space, which makes them imprac-
tical if w is larger than log n by a nonnegligible factor. A different algorithm by
Thorup [20] achieves O(n + m(log log n)2) time using linear space, O(n + m).
Algorithms that are faster for denser networks were indicated by Ahuja et al. [2],
Cherkassky et al. [4], and Raman [14,15,16]; their running times are of the forms
O(m + n(log n)Θ(1)) and O(m + nwΘ(1)). Some of these algorithms employ ran-
domization, multiplication, and/or superlinear space. Using randomization, an
expected running time of O(n+m log log n) can be achieved in linear space [19].

Our first result is a new deterministic algorithm for the SSSP problem that
works in O(n + m log w) time. The time bound is never better than that of
Thorup [18]. The new algorithm, however, works in linear space. For sparse
networks, the new algorithm is faster than all previous deterministic linear-
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space solutions unless w is superpolynomial in log n. We actually prove a more
general result: If the edges can be partitioned into b ≥ 2 groups such that the
lengths of the edges within each group differ by at most a constant factor, the
SSSP problem can be solved in O(n log log n + m log b) time. Our construction
implies that the all-pairs shortest-paths (APSP) problem in networks with n
vertices, m edges, and edge weights drawn from {−2w, . . . , 2w} can be solved in
O(nm + n2 log log n) time and O(n + m) space (not counting the output space).
No faster APSP algorithm is known for any combination of n and m. If m = ω(n)
and m = o(n log n), the new algorithm is faster than all previous algorithms.

In a remarkable development, Thorup [21] showed that the SSSP problem
can be solved in linear time and space for undirected networks. His algorithm
is all the more interesting in that it is not a new implementation of Dijkstra’s
algorithm. The vertices are still processed one by one, but the strict processing
in the order of increasing tentative distance is abandoned in favor of a more
permissive regime, the computation being structured with the aid of a so-called
component tree. Thorup provides two algorithms for constructing the component
tree. One uses the Q-heap data structure of Fredman and Willard [9] and works
in O(n + m) time, but is complicated and utterly impractical. The other one is
simple and conceivably practical, but its running time is O(mα(m, n)), where α
is an “inverse Ackermann” function known from the analysis of a union-find data
structure [17]. Our second result is a procedure for computing the component tree
of an undirected network that is about as simple as Thorup’s second algorithm,
but works in linear time and space.

2 Shortest Paths in Directed Networks

This section proves our main result:

Theorem 1. For all positive integers n, m and w with w > log n ≥ 1, single-
source shortest-paths problems in networks with n vertices, m edges, and edge
lengths in the range {0, . . . , 2w − 1} can be solved in O(n + m log w) time and
O(n + m) space on a word RAM with a word length of w bits and the restricted
instruction set.

Let us fix a network N consisting of a directed graph G = (V, E) and a length
function c : E → {0, . . . , 2w − 1} as well as a source s ∈ V and take n = |V | ≥ 2
and m = |E|. We assume without loss of generality that G is strongly connected,
i.e., that every vertex is reachable from every other vertex. Then m ≥ n, and we
can define δ(v) as the length of a shortest path in G from s to v, for all v ∈ V .
It is well-known that knowledge of δ(v) for all v ∈ V allows us, in O(m) time,
to compute a shortest-path tree of G rooted at s (see, e.g., [1, Section 4.3]), so
our task is to compute δ(v) for all v ∈ V .

Dijkstra’s algorithm for computing δ(v) for all v ∈ V can be viewed as
simulating a fire starting at s at time 0 and propagating along all edges at unit
speed. The algorithm maintains for each vertex v an upper bound d[v] on the
(simulated) time δ(v) when v will be reached by the fire, equal to the time when
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v will be reached by the fire from a vertex u already on fire with (u, v) ∈ E (∞ if
there is no such vertex). Whenever a vertex u is attained by the fire (u is visited),
the algorithm reconsiders d[v] for each unvisited vertex v with (u, v) ∈ E and, if
the current estimate d[v] is larger than the time d[u] + c(u, v) when v will be hit
by the fire from u, decreases d[v] to d[u] + c(u, v); in this case we say that the
edge (u, v) is relaxed. The simulated time is then stepped to the time of the next
visit of a vertex, which is easily shown to be the minimal d value of an unvisited
vertex.

Consider a distributed implementation of Dijkstra’s algorithm in which each
vertex v is simulated by a different processor Pv. The relaxation of an edge (u, v)
is implemented through a message sent from Pu to Pv and specifying the new
upper bound on δ(v). For each v ∈ V , Pv receives and processes all messages
pertaining to relaxations of edges into v, then reaches the simulated time d[v] and
visits v, and subsequently sends out an appropriate message for each edge out of
v that it relaxes. The implementation remains correct even if the processors do
not agree on the simulated time, provided that each message is received in time:
For each vertex v, a message specifying an upper bound of t on δ(v) should be
received by Pv before it advances its simulated time beyond t. If such a message
corresponds to the relaxation of an edge e = (u, v), it was generated and sent by
Pu at its simulated time t−c(e). Provided that messages have zero transit times,
this shows that for all e = (u, v) ∈ E, we can allow the simulated time of Pu to
lag behind that of Pv by as much as c(e) without jeopardizing the correctness
of the implementation. In order to capitalize on this observation, we define a
component tree as follows.

Take the level of each edge e ∈ E to be the integer i with 2i−1 ≤ c(e) < 2i

if c(e) > 0, and 0 if c(e) = 0. For each integer i, let Gi be the subgraph of G
spanned by the edges of level at most i. A component tree for N is a tree T ,
each of whose nodes x is marked with a level in the range {−1, . . . , w}, level(x),
and a priority in the range {0, . . . , n − 1}, priority(x), such that the following
conditions hold:

1. The leaves of T are exactly the vertices in G, and every inner node in T has
at least two children.

2. Let x and y be nodes in T , with x the parent of y. Then level(x) > level(y).
3. Let u and v be leaf descendants of a node x in T . Then there is a path from

u to v in Glevel(x).
4. Let u and v be leaf descendants of distinct children y and z, respectively, of

a node x in T . Then priority(y) < priority(z) or there is no path from u to
v in Glevel(x)−1.

The component tree is a generalization of the component tree of Thorup [21].
Let T = (VT , ET ) be a component tree for N and, for all x ∈ VT , let Gx be
the subgraph of Glevel(x) spanned by the leaf descendants of x. The conditions
imposed above can be shown to imply that for every x ∈ VT , Gx is a strongly
connected component (SCC) of Glevel(x), i.e., a maximal strongly connected sub-
graph of Glevel(x).
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We carry out a simulation of the distributed implementation discussed above,
imagining the processor Pv as located at the leaf v of T , for each v ∈ V . The rest
of T serves only to enforce a limited synchronization between the leaf processors,
as follows: For each integer i, define an i-interval to be an interval of the form
[r ·2i, (r+1)·2i) for some integer r ≥ 0. Conceptually, the algorithm manipulates
tokens, where an i-token is an abstract object labeled with an i-interval, for each
integer i, and a token is an i-token for some i. A nonroot node x in T occasionally
receives from its parent a token labeled with an interval I, interpreted as a
permission to advance its simulated time across I. If x has level i and is not a leaf,
it then splits I into consecutive (i − 1)-intervals I1, . . . , Ik and, for j = 1, . . . , k,
steps through its children in an order of nondecreasing priorities and, for each
child y, sends an (i − 1)-token labeled with Ij to y and waits for a completion
signal from y before stepping to its next child or to the next value of j. Once
the last child of x has sent a completion signal for the last token to x, x sends
a completion signal to its parent.

The root of T behaves in the same way, except that it neither generates
completion signals nor receives tokens from a parent; we can pretend that the
root initially receives a token labeled with the interval [0,∞). A leaf node v,
upon receiving a token labeled with an interval I from its parent, checks whether
d[v] ∈ I and, if so, visits v and relaxes all edges leaving v that yield a smaller
tentative distance. No “relaxation messages” need actually be generated; instead,
the corresponding decreases of d values are executed directly. Similarly, although
the simulation algorithm was described above as though each node in T has its
own processor, it is easily turned into a recursive or iterative algorithm for a
single processor.

Consider a relaxation of an edge (u, v) ∈ E and let x, y, and z be as in
condition (4) in the definition of a component tree. Then either priority(y) <
priority(z), in which case the simulated time of Pu never lags behind that of Pv,
or c(u, v) ≥ b2i−1c, where i = level(x). Since the synchronization enforced by
x never allows the simulated times of two processors at leaves in its subtree to
differ by more than 2i−1, our earlier considerations imply that the simulation is
correct, i.e., the value of δ(v) is computed correctly for all v ∈ V .

As described so far, however, the simulation is not efficient. It is crucial not
to feed tokens into a node x in T before the first token that actually enables a
leaf descendant of x to be visited, and also to stop feeding tokens into x after
the last leaf descendant of x has been visited. Thus each node x of T initially is
dormant , then it becomes active, and finally it becomes exhausted (except for
the root of T , which is always active). The transition of x from the dormant
to the active state is triggered by the parent of x producing a token labeled
with an interval that contains d[x], defined to be the smallest d value of a leaf
descendant of x. When the last leaf descendant of x has been visited, on the other
hand, x notifies its parent that it wishes to receive no more tokens and enters
the exhausted state. If x is an inner node, this simply means that x becomes
exhausted when its last child becomes exhausted.
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The following argument of Thorup [21] shows the total number of tokens
exchanged to be O(m): The number of tokens “consumed” by a node x in T of
level i is at most 1 plus the ratio of the diameter of Gx to 2i. The “contribution”
of a fixed edge in E to the latter ratio, at various nodes x on a path in T , is
bounded by

∑∞
j=0 2−j = 2. Since T has fewer than 2n nodes, the total number of

tokens is bounded by 2n+ 2m. In order to supply its children with tokens in the
right order without violating the constraints implied by the children’s priorities,
each inner node in T initially sorts its children by their priorities. Using two-
pass radix sort, this can be done together for all inner nodes in O(n) total time.
Taking the resulting sequence as the universe, each inner node subsequently
maintains the set of its active children in a sorted list and, additionally, in a van
Emde Boas tree [23]. The sorted list allows the algorithm to step to the next
active child in constant time, and the van Emde Boas tree allows it to insert
or delete an active child in O(log log n) time. As there are O(n) insertions and
deletions of active nodes over the whole simulation, the total time needed is
O(m + n log log n) = O(m log w). Since it is not difficult to implement the van
Emde Boas tree in space proportional to the size of the universe [22], the total
space needed by all instances of the data structure is O(n).

If we ignore the time spent in constructing T and in discovering nodes that
need to be moved from the dormant to the active state, the running time of the
algorithm is dominated by the contribution of O(m log w) identified above. We
now consider the two remaining problems.

2.1 Constructing the Component Tree

We show how to construct the component tree T in O(m min{n, log w}) time,
first describing a simple, but inefficient algorithm.

The algorithm maintains a forest F that gradually evolves into the component
tree. Initially F = (V, Ø), i.e., F consists of n isolated nodes. Starting from a
network N−1 that also contains the elements of V as isolated vertices and no
edges, the algorithm executes w+1 stages. In Stage j, for j = 0, . . . , w, a network
Nj is obtained from Nj−1 by inserting the edges in N of level j, computing the
SCCs of the resulting network, and contracting the vertices of each nontrivial
SCC to a single vertex. In F , each contraction of the vertices in a set U is
mirrored by creating a new node that represents U , giving it level j, and making
it the parent of each node in U . Suitable priorities for the vertices in U are
obtained from a topological sorting of the (acyclic) subgraph of Nj−1 spanned
by the vertices in U . So that the remaining edges can be inserted correctly later,
their endpoints are updated to reflect the vertex contractions carried out in
Stage j. The resulting tree is easily seen to be a component tree.

Assuming that w ≤ m, we lower the construction time from O(mw) to
O(m log w) by carrying out a preprocessing step that allows each stage to be
executed with only the edges essential to that stage. For each e = (u, v) ∈ E,
define the essential level of e to be the unique integer i ∈ {−1, . . . , w − 1} such
that u and v belong to distinct SCCs in Gi, but not in Gi+1. Starting with
E−1 = E and E0 = E1 = · · · = Ew−1 = Ø, the following recursive algorithm,
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which can be viewed as a batched binary search, stores in Ei the subset of the
edges in E of essential level i, for i = −1, . . . , w − 1. The outermost call is
BatchedSearch(−1, w).

procedure BatchedSearch(i, k):
if k − i ≥ 2 then

j := b(i + k)/2c;
Let Nj be the subnetwork of N spanned by the edges in Ei of level ≤ j;
Compute the SCCs of Nj ;
Move from Ei to Ej each edge with endpoints in distinct SCCs of Nj ;
Contract each SCC of Nj to a single vertex

and rename the endpoints of the edges in Ej accordingly;
BatchedSearch(i, j);
BatchedSearch(j, k);

The calls of BatchedSearch form a complete binary call tree of depth O(log w).
If a call BatchedSearch(i, k) is associated with its lower argument i, each edge
can be seen to belong to only one set Ei whose index i is associated with a
call at a fixed level in the call tree. Since all costs of a call BatchedSearch(i, k),
exclusive of those of recursive calls, are O(1 + |Ei|), the execution time of the
algorithm is O(w + m log w) = O(m log w). Moreover, it can be seen that at the
beginning of each call BatchedSearch(i, k), Ei contains exactly those edges in E
whose endpoints belong to distinct SCCs in Gi, but not in Gk. Applied to the
leaves of the call tree, this show the output of BatchedSearch to be as claimed.

We now use the original, simple algorithm, with the following modifications:
(1) Instead of renaming edge endpoints explicitly, we use an efficient union-find
data structure to map the endpoints of an edge to the nodes that resulted from
them through a sequence of node contractions. Over the whole construction, the
time needed for this is O(mα(m, n)) = O(m+n log log n) = O(m log w) [17]. (2)
In Stage j, for j = 0, . . . , w, Nj is obtained from Nj−1 by inserting each edge in
N that was not inserted in an earlier stage, whose endpoints were not contracted
into a common node, and whose level and essential level are both at most j. By
the definition of the essential level of an edge, each edge disappears through a
contraction no later than in the stage following its insertion, so that the total
cost of the algorithm, exclusive of that of the union-find data structure, comes
to O(m). On the other hand, although the insertion of an edge may be delayed
relative to the original algorithm, every edge is present when it is needed, so
that the modified algorithm is correct.

We now sketch how to construct the component tree in O(nm) time when
w ≥ n. Again, the basic approach is as in the simple algorithm. Starting with
a graph that contains the elements of V as vertices and no edges, we insert the
edges in E in an order of nondecreasing levels into a graph H, keeping track of the
transitive closure of H as we do so. The transitive closure is represented through
the rows and columns of its adjacency matrix, each of which is stored in a single
word as a bit vector of length n. It is easy to see that with this representation,
the transitive closure can be maintained in O(n) time per edge insertion. After
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each insertion of all edges of a common level, we pause to compute the strongly
connected components, contract each of these and insert a corresponding node in
a partially constructed component tree. This can easily be done in O(kn) time,
where k is the number of vertices taking part in a contraction. Over the whole
computation, the time sums to O(nm).

2.2 Activating the Nodes in the Component Tree

In order to be activated at the proper time, each nonroot node y in T needs
to place a “wakeup request” with its parent x. To this effect, each active node
x in T , on level i, say, is equipped with a calendar containing a slot for each
(i − 1)-interval of simulated time during which x is active. The calendar of x is
represented simply as an array of (pointers to) linked lists, each list containing
entries of all children of x requesting to be woken up at the corresponding (i−1)-
interval. Since the total number of tokens exchanged is O(m), calendars of total
size O(m) suffice, and the calendar of a node x can be allocated when x becomes
active.

The wakeup mechanism requires us to maintain d[y] for each dormant node y
in T with an active parent x; let us call such a node pre-active. We describe below
how to compute d[y] at the moment at which y becomes pre-active. Subsequent
changes to d[y], up to the point at which y becomes active, are handled as follows:
Whenever d[v] decreases for some vertex v ∈ V , we locate the single pre-active
ancestor y of v (how to do this is also described below) and, if appropriate, move
the entry of y in the calendar of its parent to a different slot (in more detail, the
entry is deleted from one linked list and inserted in another).

We list the leaves in T from left to right, calling them points, and associate
each node in T with the interval consisting of its leaf descendants. When a node
becomes pre-active, it notifies the last point v in its interval of this fact—we
will say that v becomes a leader. Now the pre-active ancestor of a point can
be determined by finding the leader of the point, the nearest successor of the
point that is a leader. In order to do this, we divide the points into intervals
of w points each and maintain for each interval a bit vector representing the
set of leaders in the interval. Moreover, we keep the last point of each interval
permanently informed of its current leader. Since T is of depth O(w) and the
number of intervals is O(n/w), this can be done in O(n) overall time, and now
each point can find its current leader in O(log w) time.

In order to compute d[y] when y becomes pre-active, we augment the data
structure described so far with a complete binary tree planted over each interval
and maintain for each node in the tree the minimum d value over its leaf descend-
ants. Decreases of d values are easily executed in O(log w) time, updating along
the path from the relevant leaf to the root of its tree. When a segment of length
r is split, we compute the minima over each of the new segments by following
paths from a leaf to the root in the trees in which the segment begins and ends
and inspecting the roots of all trees in between, which takes O(log w + r/w)
time. Since there are at most m decreases and n−1 segment splits and the total
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length of all segments split is O(nw), the total time comes to O(m log w). This
ends the proof of Theorem 1.

2.3 Extensions

If only b ≥ 2 of the w+1 possible edge levels 0, . . . , w occur in an input network N
with n vertices and m nodes, we can solve SSSP problems in N in O(n log log n+
m log b) time and O(n + m) space. For this, the “search space” of the algorithm
BatchedSearch should be taken to be the actual set of edge levels (plus, possibly,
one additional level needed to ensure strong connectivity), and the activation of
nodes in the component tree should use intervals of size b rather than w. This
changes all bounds of O(m log w) in the analysis to O(m log b), and all other
time bounds are O(m + n log log n). This also takes care of the case w > m that
was ignored in Section 2.1.

As observed by Johnson [12], the APSP problem in a strongly connected
network N with n vertices, m edges, edge lengths in {−2w, . . . , 2w}, and no
negative cycles can be solved with an SSSP computation in N and n − 1 SSSP
computations in an auxiliary network N ′ with n vertices, m edges, and edge
lengths in {0, . . . , n2w}. The SSSP computation in N can be carried out in
O(nm) time with the Bellman-Ford algorithm [3,7]. The SSSP computations in
N ′ can be performed with the new algorithm, but constructing the component
tree for N ′ only once. Disregarding the construction of the component tree and
the activation of its nodes, the new algorithm works in O(m + n log log n) time.
The node activation can be done within the same time bound by appealing to a
decrease-split-minimum data structure due to Gabow [10]; this connection was
noted by Thorup [21], who provides details. Since the component tree can be
constructed in O(nm) time, this proves the following theorem.

Theorem 2. For all positive integers n, m and w with w > log n ≥ 1, all-pairs
shortest-paths problems in networks with n vertices, m edges, edge lengths in the
range {−2w, . . . , 2w}, and no negative cycles can be solved in O(nm+n2 log log n)
time and O(n + m) space (not counting the output space) on a word RAM with
a word length of w bits and the restricted instruction set.

3 Shortest Paths in Undirected Networks

When the algorithm of the previous section is applied to an undirected net-
work, it is possible to eliminate the bottlenecks responsible for the superlinear
running time. As argued by Thorup [21], the node activation can be done in
O(n + m) overall time by combining the decrease-split-minimum data structure
of Gabow [10] with the Q-heap of Fredman and Willard [9]. The second bot-
tleneck is the construction of the component tree, for which we propose a new
algorithm.
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3.1 The Component Tree for Undirected Networks

In the interest of simplicity, we will assume that there are no edges of zero
length. This is no restriction, as all connected components of G0 can be replaced
by single vertices in a preprocessing step that takes O(n + m) time.

We begin by describing a simple data structure that consists of a bit vector
indexed by the integers 1, . . . , w and an array, also indexed by 1, . . . , w, of stacks
of edges. The bit vector typically indicates which of the stacks are nonempty. In
constant time, we can perform a push or pop on a given stack and update the
bit vector accordingly. Using the MSB instruction, we can also determine the
largest index, smaller than a given value, of a nonempty stack or, by keeping
the reverse bit vector as well, the smallest index, larger than a given value,
of a nonempty stack. In particular, treating the stacks simply as sets, we can
implement what [11] calls a neighbor dictionary for storing edges with their levels
as keys that executes each operation in constant time. Since only the level of a
key is relevant to the component tree, in the remainder of the section we will
assume that the length of an edge is replaced by its level and denote the resulting
network by N ′.

Following Thorup [21], we begin by constructing a minimum spanning tree
(MST) of N ′. Instead of appealing to the MST algorithm of Fredman and
Willard [9], however, we simply use Prim’s MST algorithm [6,13], which main-
tains a subtree T of N ′, initially consisting of a single node, processes the edges
in N ′ one by one, and always chooses the next edge to process as a shortest
edge with at least one endpoint in T . Aided by an instance of the dictionary
described above, we can execute Prim’s algorithm to obtain an MST TM of N ′

in O(m) time. We root TM at an arbitrary node. The significance of TM is that
a component tree for TM (with the original edge lengths) is also a component
tree for N .

The next step is to perform a depth-first search of TM with the aim of out-
putting a list of the edges of TM, divided into groups. Whenever the search
retreats over an edge e = {u, v} of length l, with u the parent of v, we want, for
i = 1, . . . , l − 1, to output as a new group those edges of length i that belong
to the subtree of v, i.e., the maximal subtree of TM rooted at v, and that were
not output earlier. In addition, in order to output the last edges, we pretend
that the search retreats from the root over an imaginary edge of length ∞. In
order to implement the procedure, we could use an initially empty instance of
the dictionary described in the beginning of the section and, in the situation
above, push e on the stack of index l after popping each of the stacks of index
1, . . . , l − 1 down to the level that it had when e was explored in the forward
direction (in order to determine this, simply number the edges in the order in
which they are encountered). Because of the effort involved in skipping stacks
that, although nonempty, do not contain any edges sufficiently recent to be out-
put, however, this would not work in linear time. In order to remedy this, we
stay with a single array of stacks, but associate a bit vector with each node in
TM. When the search explores an edge {u, v} of length l in the forward direction,
with u the parent of v, the dictionary of v is initialized to all-zero (denoting an
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empty set), and when the search retreats over {u, v}, the bit of index l is set in
the bit vector of u, which is subsequently replaced by the bitwise OR of itself and
the bit vector of v. Thus the final bit vector of v describes the part of the array
of stacks more recent than the forward exploration of {u, v}, so that, when the
search retreats over {u, v}, the relevant edge groups can be output in constant
time plus time proportional to the size of the output. Overall, the depth-first
search takes O(n) time.

Define the length of a group output by the previous step as the common
length of all edges in the group (their former level). We number the groups
consecutively and create a node of level equal to the group length for each group
and a node of level −1 for each vertex in V . Moreover, each group output when
the search retreats over an edge e, except for the longest group output at the
root, computes its parent group as the shortest group longer than itself among
the group containing e and the groups output when the search retreats over e,
and each vertex v ∈ V computes its parent group as a shortest group containing
an edge incident on v. This constructs a component tree for N in O(n+m) time.
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Abstract. Given a node x at depth d in a rooted tree LevelAncestor(x, i)
returns the ancestor to x in depth d − i. We show how to maintain
a tree under addition of new leaves so that updates and level ances-
tor queries are being performed in worst case constant time. Given a
forest of trees with n nodes where edges can be added, m queries and
updates take O(mα(m, n)) time. This solves two open problems (P.F.
Dietz, Finding level-ancestors in dynamic trees, LNCS, 519:32-40, 1991).
In a tree with node weights, min(x, y) report the node with minimum
weight on the path between the nodes x and y. We can substitute the
LevelAncestor query with min, without increasing the complexity for
updates and queries. Previously such results have been known only for
special cases (e.g. R.E. Tarjan. Applications of path compression on bal-
anced trees. J.ACM, 26(4):690-715, 1979).

1 Introduction

Given a collection of rooted trees and a node x in depth d, LevelAncestor(x, i)
returns the ancestor to x in depth d−i. We give a simple algorithm to preprocess
a tree in linear time so that queries can be answered in worst case constant time.
New leaves can be added to the tree (AddLeaf), so that each update and query
take worst case constant time. For a forest of trees with n nodes where new edges
may be added (Link), updates have amortized complexity O(a(l, n)) and queries
have worst case complexity O(l) time, where a is the row inverse Ackerman
function and l > 0 is an arbitrary integer. This matchs a RAM lower bound [1],
for word size Θ(log n). The results are presented in a self-contained manner, i.e.,
the results use classic techniques, but do not depend on any non-trivial data
structures.

In [9], Chazelle needs a specialized version of the problem: given two nodes x
and y, return the child of y which is an ancestor to x. An identical problem arises
in range query problems [17]. In [19], Harel and Tarjan give a quite involved
optimal algorithm for the level ancestor problems for a special kind of trees
with maximum height O(log n). The solution is used to find nearest common
ancestors of two nodes in a tree. In [21], level ancestors queries are used to
recognize breadth-first trees, and Dietz [10] studies the problem in connection
with persistent data structures.
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In [7], Berkman and Vishkin show how to preprocess a tree in linear time
so that level ancestors can be answered on-line in constant time, however, in-
troducing a constant 2228

. The solution in [7] is based on a reduction using an
Euler tour in the tree. Dietz [10] gave an amortized constant time per operation
algorithm for a tree that grows under addition of leaves. Doing this he uses an
approach different from [7]. Dietz partition the tree into heavy paths and uses
a fast search structure for small sets [13] in a two level system. The fast search
structure supports predecessor queries in constant time in a set with at most
O(log n) keys.

Our worst case optimal algorithm for adding leaves to a tree, and our optimal
result for maintaining a forest where new edges can be inserted, solve two open
problems stated by Dietz in [10]. The results that we present apply another
approach than Berkman, Vishkin and Dietz [7,10], and does not use a fast search
structure or introduce large constants. For a static tree and a tree which can
grow under the addition of leaves, we present a new shortcutting technique
and combine it with a version of Gabow and Tarjan’s [16] micro tree technique
similar to that it [4]. To maintain a forest under insertion of new edges, we use
Gabow’s α-scheme [14,15]. Doing this in a direct way introduce a more general
level ancestor problem where edges have associated weights. We show how to
solve this problem, still keeping the constants low.

1.1 Variants and Extensions

Let the nodes in the tree have weights associated. We can substitute the
LevelAncestor query with the queries below, without increasing the complexity
for updates and queries:

– min(x, y) : return the node with minimum weight on the path x · · · y.
– succ(x, y, d) : return the first node z on the path from x to y where

dist(x, z) ≥ d. Here dist is the sum of weights on the path between the two
nodes.

For the succ operation the weights must be polylogarithmically bounded in-
tegers, i.e., weight(v) = O((log n)c) for a constant c, to achieve the claimed
bounds. For larger weights we are dealing with the classic predecessor prob-
lem [5]. To achieve the claimed bounds for min, we need the ability to deter-
mine the rank of a weight in a small dynamic set. To do this we use the results
from [13].

In [9,26], Chazelle and Thorup (in a parallel computation model) show how
to insert m shortcut edges in a tree so that given any pair of nodes, a path
(using shortcut edges) of length at most O(α(m, n)) can be reported in a time
linear in the length of the path. Their results are optimal by a result of Yao [30].
For each shortcut edge (a, b) inserted, two (shortcut) edges (a, c), (c, d) already
exist. Their technique only applies to static trees, i.e., addition of new leafs is
not allowed. Using the shortcutting technique, min queries can be answered in
O(α(n, n)) time after linear time preprocessing. The problem of determining
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wheter a spanning tree is a minimum spanning tree for a graph, can be reduced
to the min query for a static tree. Using the shortcutting technique, an almost
linear time algorithm is achieved. As a direct application of the classic Union-
Find technique for disjoint sets, Tarjan [24] shows how to answer queries like
min for a forest, which can be updated under edge insertions. However, queries
are restricted to include the root of the tree, i.e. finding the minimum weight
from a node to the root. Linear time minimum spanning tree verification algo-
rithms [8,11,20] take advantage of the fact that all queries are known in advance.
This, combined with micro tree techniques [16] and [24], gives a linear time al-
gorithm. In [20] it was raised as an open question how to preprocess a tree in
linear time so that min queries could be answered in constant time. Finding the
minimum weight on just a path for a restricted domain (1 · · ·n) is sufficient to
find nearest common ancestor (NCA) in a tree (see [17]). Two optimal (almost)
identical algorithms for NCA in a static tree are given in [19,22], whereas [6]
solves the min path problem. In [18], Harel considers min queries in a forest
where new edges can be inserted as in [24]. He gives a linear time algorithm for
the case where all edge insertions are known in advance and the weights can be
sorted in linear time.

Summarizing : The static techniques for shortcutting are more general than
our techniques, but use optimal O(α(n, n)) time for each query compared to our
constant time complexity. Our techniques can handle addition of leaves in worst
case constant time. For the more general link command we support queries
between any pair of nodes in the tree, opposite to Tarjan, where one of the
nodes should be the root, thus somehow restricting the technique to off-line
problems. Furthermore, our techniques support the succ command as opposed
to both Tarjan’s and the static shortcutting techniques. The succ command
is used for LevelAncestor-like problems, and in the more general cases also
for successor/predecessor queries in a tree. In order to answer min queries in
constant time after linear time preprocessing we need non-comparison based
techniques [13].

1.2 Fully Dynamic Trees

In [23], Sleator and Tarjan give an algorithm to maintain a forest of trees under
insertion and deletion of new edges supporting min queries. Each operation is
supported in worst case O(log n) per operation. As trivial applications of top
trees [2,3] LevelAncestor and succ can also be supported in O(log n) worst case
time per operation. On a RAM with word size Θ(log n), we have the usual gap to
the Ω(log n/ log log n) lower bound [12] for fully dynamic tree problems. For the
results achieved in [23] and the applications of top trees [2] there is no restriction
on the node weights. Both algorithms are pointer algorithms [25] and optimal
for this model, since we for the static case have a trivial lower bound Ω(log h)
for queries in a tree with height h. A matching pointer algorithm upper bound
for the static problem is given by Tsakalidis and Van Leeuwen [27,28,29].



76 S. Alstrup and J. Holm

1.3 Outline

In section 2 we give a linear time algorithm to preprocess a tree so that level
ancestor queries can be answered in worst case constant time. Using the tech-
niques from section 2, we in section 3 show how to support AddLeaf . Given this
result in details, we sketch (because of lack of space) the remaining results in
section 4.

1.4 Preliminaries

Let T be a rooted tree with root node r = root(T ). The parent of a node v in T is
denoted by parent(v). The depth of v is d(v) = d(parent(v)) + 1, and d(r) = 0.
The nodes on the path from v to r are ancestors of v, and the nodes on the
path from parent(v) to r are proper ancestors of v. If w is an ancestor of v, then
v is a descendant of w. LevelAncestor(x, i) returns the ancestor y to x where
d(x)−d(y) = i. If such an ancestor does not exists the root r is returned (in this
paper we ignore this trivial case). The subtree rooted at v is the tree induced
by all descendants of v. The size of the subtree rooted at v is denoted s(v). The
length of a path between two nodes v, w is denoted dist(v, w) and is the number
of nodes on the unique simple path between v and w. If the nodes/edges have
weights, we let dist(v, w) denote the sum of weights on the path. The notation
d|a means that a = kd for an integer k. If such a k does not exist, we write d 6 |a.
We let log x denote log2 x. For the row inverse Ackerman function a and the
(functional) inverse Ackerman function α, we use the standard definition [15],
i.e., a(1, n) = O(log n), a(2, n) = O(log∗ n), etc.

2 Static Level-Ancestor

In this section we will show how to preprocess a tree in linear time and space, so
that level ancestor queries can be answered on-line in worst case constant time.
We do this by first introducing a simple algorithm which uses O(n log n) time
and space for preprocessing of a tree with n nodes, and then using micro trees
to reduce the time and space to linear.

2.1 Macro Algorithm

We define the rank of v, denoted r(v), to be the maximum integer i so that
2i | d(v) and s(v) ≥ 2i. Note that with this definition the rank of the root is
blog2 nc.

Observation 1. The number of nodes with rank ≥ i is at most bn/2ic.

The preprocessing algorithm consists of precomputing the depth, size and
rank of each node in the tree and then constructing the following two tables:

levelanc[v][x]: contains the x’th ancestor to v, for 0 ≤ x < 2r(v).
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jump[v][i]: contains the first proper ancestor to v whose depth is divisible by 2i,
for 0 ≤ i < log2(d(v) + 1).

The idea behind the algorithm is to use the jump[][] table a constant number of
times in order to reach a node w with a sufficiently large rank to hold the answer
to the level ancestor query in its table. The complete pseudocode for answering
level ancestor queries looks as follows:

LevelAncestor(v, x):
i := blog2(x + 1)c
d := d(v) − x
while 2(d(v) − d) ≥ 2i // max 4 times!

v := jump[v][i − 1]
return levelanc[v][d(v) − d]

Lemma 2. A tree with n nodes can be preprocessed in O(n log n) time and space,
allowing level ancestor queries to be answered in worst case constant time.

Proof. The depth and size of each node can be computed by a simple top-
down/bottom-up traversal of the tree. For any node v, r(v) can then be computed
as max{i : 2i | d(v) ∧ s(v) ≥ 2i}, in O(log n) time.

The levelanc[v][] table can for each v be constructed in O(2r(v)) time, by
following parent pointers. The total time to build the levelanc[][] table is there-
fore linear in the number of entries. By observation 1, the number of entries is
less than

∑
0≤i<log2 nb n

2i c2i ≤ n log2 n.
For any v and any i, 0 ≤ i < log2(d(v) + 1), we note that jump[v][i] =

parent(v) if 2i | d(parent(v)), and jump[v][i] = jump[parent(v)][i] otherwise. Thus
the jump[][] table can be computed by a simple top-down traversal of the tree,
and like above this takes linear time in the number of entries, which is O(n log n).

Now we only need to show that a LevelAncestor(v, x) query is computed
in worst case constant time. If x = 0 or x = 1 this is trivial, so assume that
x > 1. Let w be the ancestor of v with depth d = d(v) − x. Then w is the node
we should return. Setting i := blog2(x + 1)c as in the algorithm, we have that
among the x+1 nodes on the path from v to w, there are between 2 and 4 nodes
whose depth is divisible by 2i−1. Obviously the “while” loop finds the topmost
of these in at most four steps, and then it stops. After the loop, d(v) is divisible
by 2i−1, and since we know that v has descendants down to d(v)+2i−1, we must
also have s(v) ≥ 2i−1. Thus r(v) ≥ i − 1 and the levelanc[v][] table has length
≥ 2i−1. But since d(v) − d < 2i−1, we can now find w as levelanc[v][d(v) − d].
Thus, as desired, we have found w in at most a constant number of steps.

2.2 Hybrid Algorithm

In this section we will reduce the time and space complexity of our preprocessing
algorithm to linear by applying the following lemma, proved in the next section.
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Lemma 3. Given O(n) time and space for pre-preprocessing, we can preprocess
any tree T with at most 1

2 log2 n nodes in O(|T |) time, allowing level ancestor
queries to be answered in worst case constant time.

Let T be a tree with n ≥ 4 nodes, let r0 = blog2 log2 n − 1c and let M = 2r0 .
Now r0 and M are integers and 1

4 log2 n < M ≤ 1
2 log2 n. We define the set

of macro nodes in T to be the set of all nodes v in T with r(v) ≥ r0. By
observation 1 there are at most n/2r0 = n/M macro nodes in T .

Observation 4. Let v be a node with s(v) ≥ M , then there is a macro node
among the first M ancestors to v.

To enable finding the first macro node that is a proper ancestor to any node, we
introduce the following table:

jumpM[v]: contains the first proper ancestor of v whose depth is divisible by M .

The first proper macro node ancestor to a node v is then either jumpM[v] or
jumpM[jumpM[v]]. (The reason for not simply letting jumpM[v] point directly to
the node is to simplify section 3.2).

Let T/M denote the macro tree induced by the macro nodes of T . Since
M = Ω(log n), we can use the algorithm from the previous section to preprocess
T/M in O(n/M log(n/M)) = O(n) time and space to answer level ancestor
queries in constant time. The distance in T between any macro node and its
parent in the macro tree T/M is exactly M ; thus for any macro node v we can
in constant time find the macro node of least depth on the path in T from v to
LevelAncestor(v, x) by simply computing LevelAncestorT/M (v, b x

M c). (Even the
division takes constant time, since M = 2r0 is a power of 2). The distance from
this node to LevelAncestor(v, x) is less than M .

If there is a macro node on the path from v to w =LevelAncestor(v, x), we
therefore only need to find the first macro node that is ancestor to v and use the
algorithm for the macro tree to find a node with no macro nodes on the path
to w. The above discussion shows that this can be done in worst case constant
time. Thus all that remains to be shown is how to handle level ancestor queries
where there are no macro nodes on the path. The idea now is to partition T into
micro trees, in scuh a way that we can find any of the ancestors to a node v up
to the first macro node by looking in at most two micro trees. Specifically we
partition T into micro trees of size ≤ M , so that if |µ| < M for some micro tree
µ, then all descendants of root(µ) are in µ. The partition can be done in linear
time using one top-down traversal of the tree. A micro tree in this partition is
called full, if it has exactly M nodes. For any node v, let µ(v) denote the micro
tree containing v, and let µp(v) denote the micro tree µ(parent(root(µ(v)))).
From the definition of the partition it follows that µp(v) is a full tree, unless
root(T ) ∈ µ(v) (in which case µp(v) is undefined).

For each micro tree µ create a table levelancM[µ][] containing the first |µ|
ancestors to root(µ). Since the micro trees form a partition of T , this table has
exactly one entry for each node in T and thus size O(n). By observation 4 the
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levelancM[][] table for a full micro tree contains a macro node. It follows that
each ancestor of a node v up to the first macro node is contained in either µ(v),
µp(v) or levelancM[µp(v)][] as desired. By lemma 3, level ancestor queries can
now be answered in worst case constant time as follows.

LevelAncestor(v, x):
d := d(v) − x
w := jumpM[v]
if w is not a macro node

w := jumpM[w]
// Now w is the first macro node on the path from v to root(v).
if d(w) > d then

v := LevelAncestorT/M (w, bd(w)−d
M c)

// Now there are no macro nodes on the path from v.
if d(root(µ(v))) ≤ d then

return LevelAncestorµ(v)(v, d(v) − d)
v := parent(root(µ(v)))
// µ(v) is now a full micro tree.
if d(root(µ(v))) ≤ d then

return LevelAncestorµ(v)(v, d(v) − d)
return levelancM[µ(v)][d(root(µ(v))) − d]

We have thus proven the following:

Theorem 5. A tree can be preprocessed in linear time and space, allowing level
ancestor queries to be answered in worst case constant time.

2.3 Micro Algorithm

In this section we will show how to construct a set of tables in O(n) time, so
that we can preprocess any tree with at most N = b 1

2 log2 nc nodes, allowing
level ancestor queries to be answered in worst case constant time.

Let µ be the micro tree we want to preprocess. We number all the nodes of
µ in a top-down order and create a table nodetable[µ][i] containing the nodes
in µ with number i for each 0 ≤ i < |µ|. To represent the ancestor relation
efficiently, we use a single word anc[v] for each node v, where bit i is set if and
only if the node numbered i in µ is an ancestor of v. To find the xth ancestor
to v we now only need to find the index i of the xth most significant bit that
is set in anc[v] and then return nodetable[µ][i]. In order for this query to take
worst case constant time, we construct the following table which is completely
independent of µ:

bitindex[w][i]: contains the position of the ith most significant set bit in w,
for 0 ≤ w < 2N and 0 ≤ i < N . If only k < i + 1 bits of w are set,
bitindex[w][i] = k − (i + 1).

Given these tables, each level ancestor query is answered in worst case constant
time as follows:
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LevelAncestorµ(v, x):
i := bitindex[anc[v]][x]
if i > −1 return nodetable[µ(v)][i]

We are now ready to prove lemma 3:

Lemma. Given O(n) time and space for pre-preprocessing, we can preprocess
any tree T with at most 1

2 log2 n nodes in O(|T |) time, allowing level ancestor
queries to be answered in worst case constant time.

Proof. First, we must show how to create the bitindex[][] table. This can easily
be done, as bitindex[2j +k][0] = k, and bitindex[2j +k][i] = bitindex[k][i−1]
for 0 ≤ k < 2j < 2N and 0 < i < N . This means that we can start by
setting bitindex[0][i] := −(i + 1) for 0 ≤ i < N , and then keep doubling the
table size until we are done. This takes linear time in the number of entries,
which is N2N ≤ 1

2 log2 n2
1
2 log2 n = 1

2n
1
2 log2 n = O(n). This concludes the pre-

preprocessing.
To preprocess each micro tree µ with at most N nodes, we do as follows:

Traverse µ in any top-down order. Let i be the number of the node v in the
traversal. We set nodetable[µ][i] := v and if v is the root of µ we set anc[v] := 2i;
otherwise we set anc[v] := anc[parent(v)] + 2i.

3 Level Ancestor with AddLeaf

In this section we will extend the static level ancestor algorithm from the previous
section to support the AddLeaf operation in worst case constant time. We do
this in three steps: First we show that the macro algorithm can be extended to
support AddLeaf operations in worst case logarithmic time. Second, we show
that the selection of macro nodes in the hybrid algorithm can be done in worst
case constant time per AddLeaf . Finally we show that the micro algorithm can
be modified to allow AddLeaf operations in worst case constant time.

For both the micro- and macro algorithms we implicitly use the well-known
result that we can maintain a dynamically sized array supporting each of the
operations IncreaseLength (adding one to the length of the array) and LookUp
(returning the i’th element in the array) in worst case constant time.

3.1 Macro Algorithm

When a new leaf v is added to the tree T , we must make sure that the tables
levelanc[][] and jump[][] are updated correctly. For the node v jump[v][] can
be computed exactly as in the static case in O(log n) time and levelanc[v][]
have only one entry levelanc[v][0] = v. The addition of v does not influence
the jump[][] tables for any other node in the tree, but it may cause the rank of
blog2 nc of its ancestors to increase by one, which means that the levelanc[][]
tables for these ancestors should be doubled.
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If we just doubled the levelanc[][] tables as necessary, we would get an
algorithm with amortized complexity O(log n) per AddLeaf . Instead, when we
add a new leaf v to the structure, we extend the levelanc[w][] table for each
ancestor w to whose rank v may contribute. The rank of w can only be increased
when the number of nodes below w has doubled since the last increase; thus when
the rank is increased, the table already has the correct length. The new node
v has at most blog2(d(v) + 1)c ancestors whose rank it may contribute to, and
these are exactly the nodes in the jump[v][] table. Thus, when we add v as a
new leaf, only a logarithmic number of tables has to be extended. Using the
standard table-extending technique mentioned earlier, this can be done in worst
case logarithmic time.

The following macro algorithm for AddLeaf therefore runs in worst case
logarithmic time:

AddLeaf(v, p):
levelanc[v][0] := v
for i := 0 to log2(d(v) + 1) − 1 do

if 2i | d(p) then w := p else w := jump[p][i]
jump[v][i] := w
extend the levelanc[w][] table with one more ancestor to w.

As a final remark, we note that this algorithm can be run incrementally, divid-
ing each AddLeaf into O(log n) separate steps (one for each iteration of the
for-loop). The AddLeafSteps for different nodes can be mixed arbitrarily (how-
ever new leaves can only be added below fully inserted nodes) together with
LevelAncestor queries concerning fully inserted nodes. Each AddLeafStep and
LevelAncestor query still runs in worst case constant time, and this will be im-
portant in the next section.

3.2 Hybrid Algorithm

In order to extend the hybrid algorithm from section 2.2 to allow AddLeaf
operations, we must show how to maintain both the jumpM[] and levelancM[][]
tables. Adding a leaf to the tree does not change jumpM[w] for any node w, so we
only have to compute jumpM[v] for the new leaf v, and this takes constant time.

To maintain the levelancM[][] table when adding a leaf v with parent p in
the tree, we have two cases.

1. If |µ(p)| < M we must add v as a leaf in µ(p) and extend the levelancM[µ(p)][]
table.

2. Otherwise create a new micro tree µ(v) and set levelancM[µ(v)][0] := v.

The rest of the work is done either by the micro algorithm AddLeafµ de-
scribed in the next section or by the AddLeafStep algorithm from the previous
section. If each runs in worst case constant time, we can combine them into the
following hybrid algorithm running in worst case constant time:
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AddLeaf(v, p):
AddLeafµ(v, p)
if 2r0 | d(p) then jumpM[v] := p else jumpM[v] := jumpM[p]
Add-LeafStep(jumpM[v], jumpM[jumpM[v]])

Here it is assumed that it takes at most M AddLeafSteps to fully insert a
node in the macro tree. The algorithm assumes that we know the total number
of nodes and thus r0 and M ahead of time. However, using standard doubling
techniques, we can easily extend the algorithm to handle the case where the total
number of nodes is not known in advance.

Theorem 6. We can maintain a rooted tree supporting AddLeaf and Leve-
lAncestor operations in worst case constant time.

3.3 Micro Algorithm

When adding a leaf to a micro tree we only need to show how to update the
nodetable[][] and anc[] tables, since the bitindex[][] table depends only on the
size of M , and can be handled using standard doubling techniques. The full
micro algorithm for AddLeaf looks as follows:

AddLeafµ(v, p):
k := |µ|
extend nodetable[µ][] with v.
anc[v] := anc[p] + 2k

4 Link and Querie Variants

In this section we sketch how to support insertion of new edges in a forest of
rooted trees supporting level ancestor, min and succ queries. First we focus on
level ancestor. Let r be the root of a tree T and v a new node. The operation
AddRoot(v, r) inserts a new edge between the node v and r, making v the root of
the combined tree. Hence, the depth of all nodes in T increases by 1, and d(r) = 1
after the operation. Let A be the algorithm given in the last section supporting
addition of new leaves in a tree in constant time. It is simple to extend A, so
that the operation AddRoot(v, r) is supported in worst case constant time, using
an extendable array for all nodes added as roots to the tree. In general we have:

Theorem 7. We can maintain a dynamic forest of rooted trees supporting Add-
Leaf, AddRoot and LevelAncestor operations in worst case constant time.

In [14,15] Gabow gives an α-scheme to handle insertion of new edges in a
forest of rooted trees for connectivity-like queries. In order to use the α-scheme
one should provide an algorithm which handles AddLeaf and AddRoot oper-
ations. Given such an algorithm with constant time worst case complexity for
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updates and queries, the α-scheme (if it can be applied) gives an algorithm with
amortised complexity O(a(l, n)) for updates and worst case complexity O(l) for
queries. The approach is to essentially insert shortcut edges (corresponding to
path compression in Union-Find algorithms) in the tree. For connectivity this
is straightforward, since the goal is to report the root of the tree. For the level
ancestor problem, the shortcut edges introduce edges with weights in the tree.
The edge weights change the problem to the problem of answering succ queries.
However, by applying Gabow’s technique carefully, it is possible to limit the edge
weights to O((log n)2). In general we can handle edge weights of size O(polylogn)
using micro tree techniques. The basic idea is to use one level of micro trees to
reduce the edge weights from O(logk

2 n) to O(logk−1
2 n). Doing this k times only

increases space and time by a factor k.

Theorem 8. For any l > 0, we can maintain a forest with n nodes, supporting
Link in O(a(l, n)) amortized time and LevelAncestor in O(l) worst case time.

Using the edge weights reduction technique, the succ operation can be sup-
ported in a static tree and in dynamic forest in the same time as LevelAncestor,
if the edge weights are polylogarithmically bounded positive integers.

In order to answer min queries we use the following observation from the level
ancestor algorithm: Essentially the level ancestor algorithm consists of shortcut-
ting edges (from a jump table) and special treatment of micro trees. When
constructing a shortcutting edge we can in the same time associate the mini-
mum weight the shortcut edge covers reducing the problem to micro trees. In
order to use the micro tree techniques presented in this paper for min queries,
we need to know the rank for each weight in a micro tree. Since a micro tree has
at most O(log n) edges, we can use fast search structures [13] to find the rank of
any weight in constant time. Thus, we conclude, the min operation can be sup-
ported in a static tree and dynamic forest in the same time as LevelAncestor,
if non-comparison techniques are allowed.
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Abstract. Lax logical relations are a categorical generalisation of logi-
cal relations; though they preserve product types, they need not preserve
exponential types. But, like logical relations, they are preserved by the
meanings of all lambda-calculus terms. We show that lax logical relations
coincide with the correspondences of Schoett, the algebraic relations of
Mitchell and the pre-logical relations of Honsell and Sannella on Henkin
models, but also generalise naturally to models in cartesian closed cate-
gories and to richer languages.

1 Introduction

Logical relations and various generalisations are used extensively in the study of
typed lambda calculi, and have many applications, including

• characterising lambda definability [Pl73, Pl80, JT93, Al95];
• relating denotational semantic definitions [Re74, MS76];
• characterising parametric polymorphism [Re83];
• modelling abstract interpretation [Ab90];
• verifying data representations [Mi91];
• defining fully abstract semantics [OR95]; and
• modelling local state in higher-order languages [OT95, St96].

The two key properties of logical relations are

1. the so-called Basic Lemma: a logical relation is preserved by the meaning of
every lambda term; and

2. inductive definition: the type-indexed family of relations is determined by
the base-type components.
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It has long been known that there are type-indexed families of conventional
relations that satisfy the Basic Lemma but are not determined inductively in a
straightforward way. Schoett [Sc87] uses families of relations that are preserved
by algebraic operations to treat behavioural inclusion and equivalence of alge-
braic data types; he terms them “correspondences,” but they have also been
called “simulations” [Mi71] and “weak homomorphisms” [Gi68]. Furthermore,
Schoett conjectures (pages 280–81) that the Basic Lemma will hold when ap-
propriate correspondences are used between models of lambda calculi, and that
such relations compose. Mitchell [Mi90, Sect. 3.6.2] terms them “algebraic rela-
tions,” attributing the suggestion to Gordon Plotkin1 and Samson Abramsky,
independently, and asserts that the Basic Lemma is easily proved and (binary) al-
gebraic relations compose. But Mitchell concludes that, because logical relations
are easily constructed by induction on types, they “seem to be the important
special case for proving properties of typed lambda calculi.”

Recently, Honsell and Sannella [HS99] have shown that such relation families,
which they term “pre-logical relations,” are both the largest class of conventional
relations on Henkin models that satisfy the Basic Lemma, and the smallest class
that both includes logical relations and is closed under composition. They give
a number of examples and applications, and study their closure properties.

We briefly sketch two of their applications.

• The composite of (binary) logical relations need not be logical. It is an easy
exercise to construct a counter-example; see, for instance, [HS99]. But the
composite of binary pre-logical relations is a pre-logical relation.

• Mitchell [Mi91] showed that the use of logical relations to verify data rep-
resentations in typed lambda calculi is complete, provided that all of the
primitive functions are first-order. In [HS99], this is strengthened to allow
for higher-order primitives by generalising to pre-logical relations. Honsell,
Longley et al. [HL+] give an example in which a pre-logical relation is used
to justify the correctness of a data representation that cannot be justified
using a conventional logical relation.

In this work, we give a categorical characterisation of algebraic relations
(simulations, correspondences) between Henkin models of typed lambda calculi.
The key advantage of this characterisation is its generality. By using it, one can
immediately generalise from Henkin models to models in categories very different
from Set , and to languages very different from the simply typed lambda calculus,
for example to languages with co-products or tensor products, or to imperative
languages without higher-order constructs.

The paper is organised as follows. In Sect. 2, we recall the definition of logical
relation and a category theoretic formulation. In Sect. 3, we give our categorical
notion of lax logical relation, proving a Basic Lemma, with a converse. In Sect. 4,
we explain the relationship with pre-logical relations and in Sect. 5 give another
syntax-based characterisation. In Sect. 6 we consider models in cartesian closed
categories. In Sect. 7, we generalise our analysis to richer languages.
1 Plotkin recalls that the suggestion was made to him by Eugenio Moggi in a conver-

sation.
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2 Logical Relations

Let Σ be a signature of basic types and constants for the simply typed λ-calculus
with products [Mi90], generating a language L. We use σ and τ to range over
types in L. We denote the set of functions from a set X to a set Y by [X ⇒ Y ].

Definition 2.1. A model M of L in Set consists of

• for each σ, a set Mσ, such that Mσ→τ = [Mσ ⇒ Mτ ], Mσ×τ = Mσ × Mτ ,
and M1 = {∗};

• for each constant c of Σ of type σ, an element M(c) of Mσ.

A model extends inductively to send every judgement Γ ` t: σ of L to a function
M(Γ ` t: σ) from MΓ to Mσ, where MΓ is the evident finite product in Set .
These are “full” type hierarchies; larger classes of models, such as Henkin models
and cartesian closed categories, will be discussed later.

Definition 2.2. Given a signature Σ and two models, M and N , of the language
L generated by Σ, a (binary) logical relation from M to N consists of, for each
type σ of L, a relation Rσ ⊆ Mσ × Nσ such that

• for all f ∈ Mσ→τ and g ∈ Nσ→τ , we have f Rσ→τ g if and only if for all
x ∈ Mσ and y ∈ Nσ, if x Rσ y then f(x) Rτ g(y);

• for all (x0, x1) ∈ Mσ×τ and (y0, y1) ∈ Nσ×τ , we have (x0, x1) Rσ×τ (y0, y1)
if and only if x0 Rσ y0 and x1 Rτ y1;

• ∗ R1 ∗;
• M(c) Rσ N(c) for every constant c in Σ of type σ.

The data for a binary logical relation are therefore completely determined by its
behaviour on base types. The fundamental result about logical relations under-
lying all of their applications is the following.

Lemma 2.3 (Basic Lemma for Logical Relations). Let R be a binary log-
ical relation from M to N ; for any term t: σ of L in context Γ , if x RΓ y, then
M(Γ ` t: σ)x Rσ N(Γ ` t: σ)y,

where x RΓ y is an abbreviation for xi Rσi
yi for all i where σ1, . . . , σn is the

sequence of types in Γ . It is routine to define n-ary logical relations for an
arbitrary natural number n, in the spirit of Definition 2.2. The corresponding
formulation of the Basic Lemma holds for arbitrary n too.

We now outline a categorical formulation of logical relations [MR91, MS92];
this will be relaxed slightly to yield our semantic characterisation of algebraic
relations for typed lambda calculi with products.

The language L determines a cartesian closed term category, which we also
denote by L, such that a model M of the language L in any cartesian closed
category such as Set extends uniquely to a cartesian closed functor from L
to Set [Mi96, Sect. 7.2.6]; i.e., a functor that preserves products and exponentials
strictly (not just up to isomorphism). We may therefore identify the notion of
model of the language L in Set with that of a cartesian closed functor from L
to Set .
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Definition 2.4. The category Rel2 is defined as follows: an object (X, R, Y )
consists of a pair of sets X and Y , and a binary relation R ⊆ X × Y ; a map
from (X, R, Y ) to (X ′, R′, Y ′) is a pair of functions (f : X → X ′, g: Y → Y ′)
such that x R y implies f(x) R′ g(y):

X X ′

Y Y ′
?R ?R

′

-f

6
-g

6

Composition is given by ordinary composition of functions.

We denote the forgetful functors from Rel2 to Set sending (X, R, Y ) to X or to
Y by δ0 and δ1, respectively.

Proposition 2.5. Rel2 is cartesian closed, and the cartesian closed structure is
strictly preserved by the functor (δ0, δ1): Rel2 −→ Set × Set.

For example, (X0, R, Y0) ⇒ (X1, S, Y1) is ([X0 ⇒ X1], (R ⇒ S), [Y0 ⇒ Y1])
where f(R ⇒ S)g iff, for all x ∈ X0 and y ∈ Y0, xRy implies (fx)S(gy).

These properties of Rel2, combined with the fact that L is freely generated by
a signature for cartesian closed categories (i.e., is the generic model on a suitable
sketch [KO+97]), are the key to understanding logical relations categorically, as
shown by the following.

Proposition 2.6. To give a binary logical relation from M to N is equivalent
to giving a cartesian closed functor R: L → Rel2 such that (δ0, δ1)R = (M, N):

L Set × Set

Rel2

-
(M, N)

?
(δ0, δ1)

�������*
R

Proof. Given a binary logical relation, one immediately has the object function
of R: L → Rel2. The equation (δ0, δ1)R = (M, N) determines the behaviour of
R on arrows. The fact that, for any term t of type σ in context Γ , the pair(
M(Γ ` t: σ), N(Γ ` t: σ)

)
satisfies the condition making it an arrow in Rel2

from RΓ to Rσ follows from (and is equivalent to) the Basic Lemma.
The converse construction is given by taking the object part of a cartesian

closed functor R: L → Rel2. It is routine to verify that the two constructions are
mutually inverse.

This situation generalises to categories other than Set and Rel2, the central
point being that both categories are cartesian closed and (δ0, δ1) is a cartesian
closed functor. We outline the following important example which arises in do-
main theory to deal with logical relations in the context of least fixed points.
Let C be the category of ω-cpos with ⊥ and continuous maps, and M be the
class of admissible monos; then there is an evident cartesian closed functor from
Sub2(C, M), the category of admissible binary relations between cpos, to C ×C.
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A logical relation in this framework is then a cartesian closed functor from L to
Sub2(C, M) (coherent with appropriate models of L in C).

Obviously, one can define a category Reln of n-ary relations for an arbitrary
natural number n; Propositions 2.5 and 2.6 generalise routinely to arbitrary n.

3 Lax Logical Relations

In this section, we generalise the categorical notion of logical relation to what
we call a lax logical relation.

Definition 3.1. Given a signature Σ and the language L generated by Σ, and
two models M and N of L in Set, a (binary) lax logical relation from M to
N is a functor R: L → Rel2 that strictly preserves finite products and satisfies
(δ0, δ1)R = (M, N).

Note that exponentials are not necessarily preserved. Evidently, one can adapt
this definition to one for n-ary lax logical relations for arbitrary n.

The origin of our terminology is as follows. Any finite-product preserving
functor R: C → D between cartesian closed categories induces a family of lax
maps Appσ,τ : Rσ→τ −→ [Rσ ⇒ Rτ ], obtained by taking the Currying in D of
the composites

Rσ→τ × Rσ −→ R(σ→τ)×σ −→ Rτ

where the first map is determined by preservation of finite products, and the
second map is obtained by applying R to the evaluation map in C. This is an
instance of (op)lax preservation of structure, specifically, exponential structure.

The notion of Henkin model is closely related to this definition. A Henkin
model of the simply typed λ-calculus is a finite-product preserving functor from
L to Set such that the induced lax maps are injective. This is a kind of lax model,
but is not quite the same as giving a unary lax logical relation; nevertheless, it
is a natural and useful generalisation of the notion of model we have used, and
one to which our results routinely extend.

The Basic Lemma for logical relations extends to lax logical relations; in fact,
the lax logical relations can be characterised in terms of a Basic Lemma.

Lemma 3.2 (Basic Lemma for Lax Logical Relations). Let M and N be
models of L in Set. A family of relations Rσ ⊆ Mσ × Nσ for every type σ of L
determines a lax logical relation from M to N if and only if, for every term t: σ
of L in context Γ , if x RΓ y, then M(Γ ` t: σ)x Rσ N(Γ ` t: σ)y,

where x RΓ y is an abbreviation for xi Rσi
yi for all i when σ1, . . . , σn is the

sequence of types in Γ .

Proof. For the forward (only-if) direction, suppose Γ has sequence of types
σ1, . . . , σn. The expression Γ ` t: σ is a map in L from σ1 × · · · × σn to σ,
so R sends it to the unique map from Rσ1×···×σn

to Rσ in Rel2 that lifts the pair(
M(Γ ` t: σ), N(Γ ` t: σ)

)
:
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M(σ1 × · · · × σn) M(σ)

N(σ1 × · · · × σn) N(σ)
?

Rσ1×···×σn

?
Rσ

-M(Γ ` t: σ)

6

-N(Γ ` t: σ)

6

If xi Rσi yi for all i then (x1, . . . , xn) Rσ1×···×σn (y1, . . . , yn) because R preserves
finite products, and so the result is now immediate, as x ∈ M(σ1 × · · · × σn) =
(x1, . . . , xn) ∈ M(σ1) × · · · × M(σn) and similarly for y.

For the converse, first taking Γ to be a singleton, the condition uniquely
determines maps R(Γ ` t: σ): R(Γ ) → R(σ) in Rel2, giving a graph morphism
from L to Set such that (δ0, δ1)R = (M, N). Such a graph morphism is trivially
necessarily a functor. Taking Γ ` t: σ to be φ ` ∗: 1, where ∗ is the unique
constant of type 1, the condition yields ∗ R1 ∗, so R preserves the terminal object.
Taking Γ ` t: σ to be a: σ0, b: σ1 ` (a, b): σ0 × σ1 yields that if x0 Rσ0 y0 and
x1 Rσ1 y1, then (x0, x1) Rσ0×σ1 (y0, y1). And taking Γ ` t: σ to be a: σ0 × σ1 `
πi a: σi for i = 0, 1 give the converse. So R preserves finite products.

We conclude this section by showing how lax logical relations can be used
for the two applications of [HS99] previously discussed.

Definition 3.3. If R is a type-indexed family of binary relations from M to N
and S is a type-indexed family of binary relations from N to P , their composite
R ; S is defined component-wise; i.e., (R ; S)σ = Rσ ; Sσ

where ; on the right-hand side denotes the conventional composition of binary
relations.

Proposition 3.4. If R is a binary lax logical relation from M to N and S is a
binary lax logical relation from N to P , then R ; S is a lax logical relation from
M to P .

Proof. We must show that if R: L → Rel2 and S: L → Rel2 strictly preserve
finite products, then so does R ; S. But (x0, x1) (R ; S)σ×τ (y0, y1) if and only
if there exists (z0, z1) such that (x0, x1) Rσ×τ (z0, z1) and (z0, z1) Sσ×τ (y0, y1),
and that is so if and only if x0 (R ; S)σ y0 and x1 (R ; S)τ y1. The proof for a
terminal object is trivial.

Various other closure properties (such as closure with respect to conjunction
and universal and existential quantification) have been proved in [HS99] for pre-
logical relations; the results in the following section show that lax logical relations
also have these closure properties.

Definition 3.5. Let M and N be models of L in Set, and OBS be a set of types;
then M and N are said to be observationally equivalent with respect to OBS
(written M ≡OBS N) when, for all σ ∈ OBS and all closed t, t′: σ, M(t) = M(t′)
if and only if N(t) = N(t′).

Proposition 3.6. M ≡OBS N if and only if there exists a lax logical relation
from M to N which is one-to-one for every σ ∈ OBS.
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Proof. For the forward direction, consider the family of relations Rσ ⊆ Mσ ×Nσ

defined by aRσb if and only if there exists a closed term t: σ such that M(t) = a
and N(t) = b. This is one-to-one on observable types because of observational
equivalence and a lax logical relation because Rσ×τ = Rσ × Rτ .

For the converse, suppose Rσ ⊆ Mσ × Nσ determine a lax logical relation;
if σ ∈ OBS then, for all closed t: σ, M(t) Rσ N(t) by the Basic Lemma and
M(t) = M(t′) if and only if N(t) = N(t′) because Rσ is one-to-one.

4 Pre-logical Relations

We can use the Basic Lemma of Sect. 3 and the corresponding result of [HS99]
to see immediately that, for models as we defined them in Sect. 2, the notions
of lax logical relation and pre-logical relation coincide. However, in this section
we give a more direct exposition of the connection for a larger class of models.
In [HS99], the analysis is primarily in terms of the simply typed λ-calculus
without product types. But they mention the case of λ-calculi with products
and models that satisfy surjective pairing. Hence, consider models now to be
functors M : L → Set that strictly preserve finite products (but not necessarily
exponentials); these include Henkin models. Everything we have said about lax
logical relations extends routinely to this class of models.

Definition 4.1. A pre-logical relation from M to N consists of, for each type
σ, a relation Rσ ⊆ Mσ × Nσ such that

1. if x Rσ y and f Rσ→τ g, then Appσ,τfx Rτ Appσ,τgy, where maps Appσ,τ

are determined by finite-product preservation of M and N , respectively, as
discussed in Sect. 3;

2. M(c) Rσ N(c) for every constant c of type σ, where the constants are deemed
to include

• all constants in Σ,
• ∗: 1,
• (−,−): σ → τ → (σ × τ),
• π0 : σ × τ → σ and π1 : σ × τ → τ , and
• all instances of combinators Sρ,σ,τ : (ρ → σ → τ) → (ρ → σ) → ρ → τ

and Kσ,τ : σ → τ → σ.

Theorem 4.2. A type-indexed family of relations Rσ ⊆ Mσ × Nσ determines a
lax logical relation from M to N if and only if it is a pre-logical relation from
M to N .

Proof. For the second clause in the forward direction, treat all constants as maps
in L with domain 1. For the first clause, note that Rσ × Rσ→τ = Rσ×(σ→τ), so
applying functoriality of R to the evaluation map ev : σ × (σ → τ) −→ τ in L,
the result follows immediately.

For the converse, the second condition implies that, for all closed terms t,
M(t) R N(t); that fact, combined with the fact that every map in L is an un-
Currying of a closed term, plus the first condition, imply that R is a graph
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morphism making (δ0, δ1)R = (M, N), hence trivially a functor. Since ∗: 1 is a
constant and M(∗) = ∗ = N(∗), we have M(∗) R1 N(∗); so R preserves the ter-
minal object. Since (−,−) is a constant, it follows that if x0 Rσ0 y0 and x1 Rσ1 y1,
then (x0, x1) Rσ0×σ1 (y0, y1). The inverse holds because π0 and π1 are maps in
L. So R preserves finite products.

5 Another Syntax-Based Characterisation

The key point in the pre-logical characterisation above is that every map in the
category L is generated by the constants. In this section, we give an alternative
syntax-based characterisation that generalizes more directly to other languages.
For simplicity of exposition, we assume, as previously, that models preserve
exponentials as well as products.

Theorem 5.1. To give a lax logical relation from M to N is equivalent to giving,
for each type σ of L, a relation Rσ ⊆ Mσ × Nσ such that

1. if f R(σ×τ)→ρ g, then Curry(f) Rσ→τ→ρ Curry(g)
2. App R((σ→τ×σ)→τ App
3. if f0 Rσ→τ g0 and f1 Rσ→ρ g1, then (f0, f1) Rσ→(τ×ρ) (g0, g1)
4. π0 Rσ×τ→σπ0 and π1 Rσ×τ→τ π1
5. if f Rσ→τ g and f ′ Rτ→ρ g′, then (f ′ · f)Rσ→ρ(g′ · g)
6. id Rσ→σ id
7. x Rσ y if and only if x R1→σ y
8. M(c) Rσ N(c) for every base term c in Σ of type σ.

We chose the conditions above because the first four conditions seem particularly
natural from the perspective of the λ-calculus, the following two, which are about
substitution, are natural category theoretic conditions, the seventh is mundane,
and the last evident; cf. the “categorical combinators” of [Cu93].

Proof. For the forward direction, the relations Rσ are given by the object part of
the functor. The conditions follow immediately from the fact of R being a functor,
thereby having an action on all maps, and from the fact that it strictly preserves
finite products. For instance, there is a map in L from (σ → τ) × (σ → ρ) to
σ → (τ ×ρ), so that map is sent by R to a map in Rel2, and R strictly preserves
finite products, yielding the third condition. So using the definition of a map
in Rel2, and the facts that (δ0, δ1)R = (M, N) and that M and N are strict
structure preserving functors, we have the result.

For the converse, the family of relations gives the object part of the functor
R. Observe that the axioms imply

• (x0, x1) Rσ×τ (y0, y1) if and only if x0 Rσ y0 and x1 Rτ y1
• ∗ R1 ∗, where ∗ is the unique element of M1 = N1 = 1

So, R strictly preserves finite products providing it forms a functor. The data
for M and N and the desired coherence condition (δ0, δ1)R = (M, N) on the
putative functor determine its behaviour on maps. It remains to check that the
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image of every map in L actually lies in Rel2. But the conditions inductively
define the Currying of every map in L, so unCurrying by the fifth and seventh
conditions, the result follows. It is routine to verify that these constructions are
mutually inverse.

The result holds for the more general class of models we have discussed, but
an exposition would be encumbered by numerous occurrences of Appσ,τ . It is
routine to generalise Theorems 4.2 and 5.1 to n-ary relations for arbitrary n.

6 Models in Cartesian Closed Categories

Cartesian closed categories are a more general class of models for typed lambda
calculi. In this section, we consider a model to be a functor from L to a cartesian
closed category, strictly preserving finite products and exponentials.

To discuss “relations” in this context, we adopt the sub-scone approach de-
scribed in [La88, MR91, MS92, Al95]. Let C be a cartesian closed category, S
be a finitely complete cartesian closed category, and G: C → S be a functor that
preserves products (up to isomorphism). A typical example of a suitable func-
tor G is hom(1,−): C → Set, the global-elements functor; other examples may
be found in the references given above. Then these data determine a category
G-Rel2 of categorical (binary) relations on C as follows.

Let Rel2(S) be the category of binary relations on S with evident forgetful
functor Rel2(S) −→ S×S; then pulling back along G × G determines a category
G-Rel2 and a forgetful functor to C × C. In detail, the objects of G-Rel2 are
triples (a0, s, a1) where a0 and a1 are objects of C and s is a sub-object of
G(a0) × G(a1); the morphisms from (a0, s, a1) to (b0, t, b1) are triples (f0, q, f1)
such that fi: ai → bi in C, q: dom s → dom t in S, and the following diagram
commutes:

·

· G(a0) × G(a1)

G(b0) × G(b1)
?

q
?
G(f0) × G(f1)

-s

-t

-

-

Composition and identities are evident. The forgetful functors δi: G-Rel2 → C
for i = 0, 1 are defined by δi(a0, s, a1) = ai and similarly for morphisms.

Proposition 6.1. G-Rel2 is a cartesian closed category and the cartesian closed
structure is strictly preserved by (δ0, δ1): G-Rel2 −→ C × C; furthermore, this
functor is faithful.

Definition 6.2. Given a signature Σ and the language L generated by Σ, two
models M and N of L in a cartesian closed category C, and a category G-Rel2
of binary categorical relations on C, a (binary) lax logical relation from M to
N is a functor R: L −→ G-Rel2 that satisfies (δ0, δ1)R = (M, N) and strictly
preserves finite products.
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Lemma 6.3 (Basic Lemma for Categorical Lax Logical Relations). Let
M and N be models of L in a cartesian closed category C, S be a finitely com-
plete cartesian closed category, and G: C → S preserve finite products up to
isomorphism; then a family of sub-objects Rσ: · G(Mσ) × G(Nσ)-- for every
type σ of L determines a lax logical relation from M to N if and only if, for
every term t of L of type σ in context Γ , there exists a unique map q that makes
the following diagram commute:

·

· G(ΠiMσi) × G(ΠiNσi)

G(Mσ) × G(Nσ)

.......?
q

?
G

(
M(t)

)
× G

(
N(t)

)
-ΠiRσi

-Rσ

-

-

where σ1, . . . , σn is the sequence of types in Γ .

Proof. For the forward direction, R maps Γ ` t: σ to a map

·

· G(MΠiσi) × G(MΠiσi)

G(Mσ) × G(Nσ)
?

q
?
G

(
M(t)

)
× G

(
N(t)

)
-RΠiσi

-Rσ

-

-

The result follows because R, M and N preserve products.
In the converse direction, the morphism part of the functor is determined by

the assumed maps. Taking Γ ` t: σ to be a: σ0, b: σ1 ` (a, b): σ0 × σ1 shows that
Rσ0 × Rσ1 ≤ Rσ0×σ1 , using the fact that G, M and N all preserve products,
and taking Γ ` t: σ to be p: σ0 × σ1 ` πip: σi for i = 0, 1 shows the converse.
Finally, taking Γ ` t: σ to be ∅ ` ∗: 1 shows that R1 is the “true” sub-object of
G(M1) × G(N1). So R preserves products.

This result can be generalised: replace G-Rel2 and (δ0, δ1) by any category
D with finite products and a faithful finite-product preserving functor to C ×C.
This would amount to a lax version of Peter Freyd’s suggestion [Mi90, Sec-
tion 3.6.4] of studying logical relations as subcategories that respect cartesian-
closed (here, cartesian) structure, except generalised from subcategory to faithful
functor. But many applications require entailments to, or from, the “relations,”
and so a lax version of Hermida’s [He93] fibrations with structure to support a
(>,∧,⇒,∀) logic might be a more appropriate level of generality.

To consider composition of (binary) lax logical relations in this context, as-
sume first that S is the usual category of sets and functions; then the objects of
G-Rel2 are subsets of sets of the form G(a) × G(b).

Proposition 6.4. Composition of (binary) categorical lax logical relations can
be defined component-wise.

To allow recursion in L, consider again the category Sub2(C, M) discussed at
the end of Section 2, with C being the category of ω-cpos with ⊥ and M being
the admissible monos. Using the sconing functor G = C(1,−): C → Set gives
us a category G-Rel2 as above; because this is constructed as a pullback, there
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exists a strict finite-product preserving functor F from Sub2(C, M) to G-Rel2.
Given any logical relation functor R: L → Sub2(C, M), composing with F gives
a strict finite-product preserving functor from L to G-Rel2 (i.e., a lax logical
relation) between the original models. This shows how composition is supported
in the context of relations on ω-cpos.

More generally, if S is assumed to be a regular category [Bo94], a relational
composition can be defined. Any pre-sheaf category SetW , or indeed any topos,
is a regular category, so this is a mild assumption. An axiomatic treatment
of composition of generalized logical relations, including lax logical relations as
discussed here, can be found in [KO+97], which emerged from category theoretic
treatments of data refinement in which composition of refinements is crucial
[JH90, KP96, KP].

7 Generalising from the λ-Calculus

In Sect. 3, the fundamental facts that gave rise to our definition of lax logical
relation were the correspondence between the simply typed λ-calculus and carte-
sian closed categories, and the fact that a signature Σ gave rise to a cartesian
closed category L such that a model of Σ could be seen as a functor from L into
Set (or, more generally, any cartesian closed category) that strictly preserved
cartesian closed structure. So in generalising from the simply typed λ-calculus,
we generalise the latter fact. This may be done in terms of algebraic structure, or
equivalently (finitary) monads, on Cat . The central paper about that is Black-
well, Kelly and Power’s [BKP89]. We can avoid much of the subtlety here by
restricting our attention to maps that preserve structure strictly.

We shall first describe the situation for an arbitrary (finitary) monad T on
Cat extending finite-product structure. One requires Set (or, more generally, any
small category C) to have T -structure, L to be the free T -algebra generated by a
signature, and define a model M of L to be a strict T -algebra map, cf. [KO+97].

A natural general setting in which to define the notion of lax logical relation
involves assuming the existence of a small category E (with finite products) of
relations, and a strict finite-product preserving forgetful functor (δ0, δ1) from E
to C × C. One then adds to these data further categorical structure inside the
category of small categories and functors that strictly preserve finite products
to generalise the composition of binary relations. These definitions and related
results appear in [KO+97]. Here, we aim to state a Basic Lemma in familiar
terms, and so restrict attention to the special case that C = Set and E = Rel2.

A lax logical relation is a strict finite-product preserving functor from L into
Rel2 such that composition with (δ0, δ1) yields (M, N).

We can generalise the Basic Lemma to this level of generality as follows.

Lemma 7.1 (Basic Lemma for Lax Logical Relations with Algebraic
Structure). A family of relations Rσ ⊆ Mσ × Nσ for every type σ of L deter-
mines a lax logical relation from M to N if and only if, for every term t of L of
type σ in context Γ , if x RΓ y, then M(Γ ` t: σ)x Rσ N(Γ ` t: σ)y

The proof is exactly as in Sect. 3; similarly,
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Proposition 7.2. Binary lax logical relations (at the current level of generality)
compose component-wise.

In the above we have tacitly assumed that contexts are modelled by finite
products. In general, there is no need to make this assumption: contexts could
be modelled by a symmetric monoidal structure or, more generally, by a sym-
metric pre-monoidal structure, or Freyd structure. It would be straightforward
to generalise our analysis to include such possibilities, but it may be simpler to
deal with them case by case. For an analysis of the notion of lax logical relations
where contexts are modelled by a Freyd structure, see [KP99].

We next want to generalise Theorem 5.1. In order to do that, we need to
consider the formulation of finitary monads in terms of algebraic structure on
Cat , and we need to restrict to a particular class of such structures. The general
notion of algebraic structure, and the relevant results, appear in [KP93] and
[Po97], and we have included it in the Appendix. Using the notation of the
Appendix, we consider a special class of algebraic structure.

Definition 7.3. Algebraic structure (S, E) on Cat is discrete if S(c) = 0 when-
ever c is not a discrete category, i.e., whenever c is not the discrete category on
a finite set.

It follows from the definition that any discrete algebraic structure may be pre-
sented by two families of operations: object operations, which have algebras given
by functors of the form Ck −→ C, and arrow operations, which are given by nat-
ural transformations between object operations. One may put equations between
these to obtain all operations of any discrete algebraic structure, which are given
by functors Ck −→ CSk, where Sk is a small category.

Assuming Set has (S, E)-structure for some given discrete algebraic structure
(S, E), a model of an (S, E)-algebra in Set is a functor that strictly preserves
(S, E)-structure.

Examples of discrete algebraic structure have models given by small cat-
egories with finite products, with finite coproducts, with monoidal structure,
symmetric monoidal structure, a monad [Mo91], an endofunctor, a natural trans-
formation between endofunctors, or any combination of the above.

In order to extend Theorem 5.1, rather than give an analogue, we must in-
clude exponentials, although they are not instances of discrete algebraic structure
as we have defined it. So we henceforth assume that we are given discrete alge-
braic structure on Cat extending finite-product structure; that L is generated
by the simply typed λ-calculus, a signature, and the discrete algebraic structure;
that M and N are models of L in Set strictly preserving the algebraic structure,
and, restricting our definition above, that a lax logical relation from M to N is
a finite-product preserving functor from L to Rel2 such that composition with
(δ0, δ1) yields (M, N).

A methodology for extending Theorem 5.1 is as follows. Algebraic structure
on Cat is given by an equational presentation. That equational presentation has
operations defining objects and arrows. For each operation defining an arrow, one
adds an axiom to the list in the statement of Theorem 5.1 in the same spirit. For
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instance, to define a monoidal structure, one has operations that assign to each
pair of maps (f, g), a map f ⊗ g, and gives associative maps and their inverses,
and left and right unit maps and their inverses. So one would add axioms

• if f0 Rσ0→τ0 g0 and f1 Rσ1→τ1 g1 then (f0 ⊗ f1) R(σ0⊗σ1)→(τ0⊗τ1) (g0 ⊗ g1);
• a R(σ⊗τ)⊗ρ→σ⊗(τ⊗ρ) a, l R(σ⊗I)→σ l and r R(I⊗σ)→σ r;
• a−1 Rσ⊗(τ⊗ρ)→(σ⊗τ)⊗ρ a−1, l−1 Rσ→(σ⊗I) l−1 and r−1 Rσ→(I⊗σ) r−1.

Theorem 7.4. For any discrete algebraic structure on Cat extending finite-
product structure, to give a lax logical relation from M to N is equivalent to giving
a family of relations Rσ ⊆ Mσ × Nσ satisfying the conditions of Theorem 5.1
and also

• for any k-ary object operation O, if fi Rσi→τi
gi for all 1 ≤ i ≤ k, then

O(f1, . . . , fk) RO(σ1,...,σk)→O(τ1,...,τk) O(g1, . . . , gk)

• for any k-ary arrow operation O, we have

O(Mσ1, . . . , Mσk) Rγ O(Nσ1, . . . , Nσk)

where γ = dom O(σ1, . . . , σk) −→ cod O(σ1, . . . , σk)
• for any k-ary arrow operation O, if fi Rσi→τi gi for all 1 ≤ i ≤ k, then

dom O(f1, . . . , fk) Rβ dom O(g1, . . . , gk)

where β = dom O(σ1, . . . , σk) −→ dom O(τ1, . . . , τk), and similarly with dom
systematically replaced by cod.

The final two rules here may seem unfamiliar at first sight. An arrow operation
takes a k-ary family of objects to an arrow, so syntactically, takes a k-ary family
of types to an equivalence class of terms. That leads to our penultimate rule.
That a k-ary arrow operation is functorial means that every k-ary family of
arrows is sent to a commutative square. So we need rules to the effect that every
arrow in that square behaves as required. The penultimate rule above accounts
for two arrows of the square, and the final rule accounts for the other two,
where the domain of the commutative square is the arrow of the square uniquely
determined by the definitions.

Proof. Follow the proof of Theorem 5.1. The conditions show inductively that
for every arrow of the category freely generated by the given discrete algebraic
structure applied to the signature, one obtains an arrow in Rel .

Note that this allows for dropping exponentials, as well as adding various kinds of
structure such as finite co-products and tensor products. We hope this generality
will lead to interesting new applications.
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Appendix: Algebraic Structure on Categories

In ordinary universal algebra, an algebra is a set X together with a family of basic
operations σ: Xn → X, subject to equations between derived operations. In order to
define algebraic structure on categories, one must replace the set X by a category A.
One also replaces the finite number n by a finitely presentable category c. All finite
categories are finitely presentable, and finite categories are the only finitely presentable
categories we need in this paper. One also allows not only functions from the set
Cat(c, A) into the set of objects of A, but also functions from the set Cat(c, A) into
the set of arrows in A. These are subject to equations between derived operations.
It follows that the category of small such categories with structure and functors that
strictly preserve the structure is equivalent to the category of algebras, T -Alg, for a
finitary monad T on Cat.

All structures relevant to this paper are instances of a slightly more restricted sit-
uation: that of Cat-enriched algebraic structure. So we shall restrict to Cat-enriched
structures here. Let C denote the 2-category Cat of small categories. So C(A, B) de-
notes the category of functors from A to B. Let Cf denote the full sub-2-category of
C given by (isomorphism classes of) finitely presentable categories.

Definition A.1. A signature on C is a 2-functor S: ob Cf −→ C, regarding ob Cf as
a discrete 2-category.

For each c ∈ ob Cf , S(c) is called the category of basic operations of arity c. Using S,
we construct Sω: Cf −→ C as follows: set

S0 = J , the inclusion of Cf into C, and
Sn+1 = J +

∑
d∈ob Cf

C
(
d, Sn(−)

)
× S(d);

and define

σ0: S0 → S1 to be inj: J −→ J +
∑

d∈ob Cf
C

(
d, S0(−)

)
× S(d); and

σn+1: Sn+1 → Sn+2 to be J +
∑

d∈ob Cf
C

(
d, σn(−)

)
× S(d).

Then Sω = colimn<ω Sn, where the colimit exists because C is cocomplete, and it is
a colimit in a functor category with base C. In many cases of interest, each σn is a
monomorphism, so Sω is the union of {Sn}n<ω. For each c, we call Sω(c) the category
of derived c-ary operations.

A signature is typically accompanied by equations between derived operations. So
we say

Definition A.2. The equations of an algebraic theory with signature S are given
by a 2-functor E: ob Cf −→ C together with 2-natural transformations τ1, τ2: E −→
Sω

(
K(−)

)
, where K: ob Cf −→ Cf is the inclusion.

Definition A.3. Algebraic structure on C consists of a signature S, together with
equations (E, τ1, τ2).
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We generally denote algebraic structure by (S, E), suppressing τ1 and τ2.
We now define the algebras for a given algebraic structure.

Definition A.4. Given a signature S, an S-algebra consists of a small category A
together with a functor νc: C(c, A) −→ C

(
S(c), A

)
for each c.

So, an S-algebra consists of a carrier A and an interpretation of the basic operations of
the signature. This interpretation extends canonically to the derived operations, giving
an Sω

(
K(−)

)
-algebra, as follows.

• ν0: C(c, A) −→ C
(
S0(c), A

)
is the identity;

• using the fact that C(−, A) preserves colimits, to give a functor νn+1 from C(c, A)
to C

(
Sn+1(c), A

)
is equivalent to giving a functor from C(c, A) to C(c, A), which

we will make the identity, and, for each d in ob Cf , a functor from C(c, A) to
C

(
C(d, Sn(c)

)
, C

(
S(d), A)

)
or, equivalently, a functor from C(c, A) × C

(
d, Sn(c)

)
to C

(
S(d), A

)
which can be inductively defined by

C(c, A) × C
(
d, Sn(c)

)

C
(
Sn(c), A

)
× C

(
d, Sn(c)

)

C(d, A)

C
(
S(d), A

)

?
νn × id

?
comp

?
νd

Definition A.5. Given algebraic structure (S, E), an (S, E)-algebra is an S-algebra
that satisfies the equations, i.e., an S-algebra (A, ν) such that both legs of

C(c, A) C
(
Sω(Kc), A

)
C

(
E(c), A

)-νω -C(τ1c, A)
-

C(τ2c, A)

agree.

Given (S, E)–algebras (A, ν) and (B, δ), we define the hom-category

(S, E)-Alg
(
(A, ν), (B, δ)

)
to be the equaliser in C of

C(A, B)
∏

c
C(C(c, A), C(c, B))

∏
c
C(C(S(c), A), C(S(c), B))

∏
c
C(C(c, A), C(S(c), B))

?

{C(S(c), −)}c∈ob Cf

-∏
c
C(νc, C(S(c), B))

?

∏
c
C(C(c, A), δc)

-{C(S(c), −)}c∈ob Cf
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This agrees with our usual universal-algebraic understanding of the notion of homomor-
phism of algebras, internalising it to C. (S, E)-Alg can then be made into a 2-category
in which composition is induced by that in C. An arrow in (S, E)-Alg is a functor
F : A → B such that, for all finitely presentable c,

Fνc(−) = δc(F−): C(c, A) −→ C
(
S(c), B

)
i.e., a functor that commutes with all basic c-ary operations for all c.

A special case of the main result of [KP93] says

Theorem A.6. A 2-category is equivalent to (S, E)-Alg for algebraic structure (S, E)
on C if and only if there is a finitary 2-monad T on C such that the 2-category is
equivalent to T -Alg.

See [Po97] for an account directed towards a computer science readership.
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Abstract. We explain how recent developments in game semantics can
be applied to reasoning about equivalence of terms in a non-trivial frag-
ment of Idealized Algol (IA) by expressing sets of complete plays as
regular languages. Being derived directly from the fully abstract game
semantics for IA, our method of reasoning inherits its desirable theoret-
ical properties. The method is mathematically elementary and formal,
which makes it uniquely suitable for automation. We show that reason-
ing can be carried out using only a meta-language of extended regular
expressions, a language for which equivalence is formally decidable.
Keywords: Game semantics, Algol-like languages, regular languages

1 Introduction

Reynolds’s Idealized Algol (IA) is a compact language which combines the
fundamental features of procedural languages with a full higher-order procedure
mechanism. This combination makes the language very expressive. For example,
simple forms of classes and objects may be encoded in IA [14]. For these reasons,
IA has attracted a great deal of attention from theoreticians; some 20 papers
spanning almost 20 years of research were recently collected in book form [10].

A common theme in the literature on semantics of IA, beginning with [5], is
the use of putative program equivalences to test suitability of semantic models.
These example equivalences are intended to capture intuitively valid principles
such as the privacy of local variables, irreversibility of state-changes and repre-
sentation independence. A good model should support these intuitions.

Over the years, a variety of models have been proposed, each of which went
some way towards formalizing programming intuition: functor categories gave an
account of variable allocation and deallocation [11], relational parametricity was
employed to capture representation-independence properties [9], and linear logic
to explain irreversibility [8]. Recently, many of these ideas have been successfully
incorporated in an operationally-based account of IA by Pitts [12].
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A frustrating situation was created with the development of a fully abstract
game semantics for IA [1]. The full abstraction result means that the model
validates all correct equivalences between programs, but unfortunately the model
as originally presented is complicated, and calculating and reasoning within the
model is difficult.

In this paper, we show that if one restricts attention to the second-order
subset of IA, the games model can be simplified dramatically: terms now de-
note regular languages, and a relatively straightforward notation can be used to
describe and calculate with the simplified semantics. The fragment of IA which
we consider contains almost all the example equivalences from the literature,
and we are therefore able to validate them in a largely calculational, algebraic
style, using our semantics. We also obtain a decidability result for equivalence
of programs in this fragment.

The approach of game semantics, and therefore of this paper, has little
in common with the traditional semantics of IA. Intuitively it comes closest
to Reddy’s “object semantics” [13] and Brookes’s trace semantics for shared-
variable concurrent Algol [2]. Identifiers are not interpreted using an environ-
ment, variables are not interpreted using a notion of store and functions in the
language are not interpreted using a mathematical notion of function. Instead,
we are primarily concerned with behaviour, with all the possible actions that
can be associated with every such language entity. Meanings of phrases are then
constructed combinatorially according to the semantic rules of the language.

We believe our new presentation of game semantics is elementary enough to
be considered a potential “popular semantics” [16]; it should at least provide a
point of entry to game semantics for those who have previously found the subject
opaque. Moreover, the property of full abstraction together with the fact that
reasoning can be carried out in a decidable formal language suggest that our
approach constitutes a good foundation on which an automatic program checker
for IA and related languages can be constructed. The idea of using game se-
mantics to support automated program analysis has already been independently
explored in a more general framework by Hankin and Malacaria [3,4]. They used
such models to derive static analysis algorithms which can be described without
reference to games.

2 The IA Fragment

The principles of the programming language IA were laid down by John Reynolds
in an influential paper [15]. IA is a language that combines imperative features
with a procedure mechanism based on a typed call-by-name lambda calculus;
local variables obey a stack discipline, having a lifetime dictated by syntactic
scope; expressions, including procedures returning a value, cannot have side ef-
fects, i.e. they cannot assign to variables. We conform to these principles, except
for the last one. This flavour of IA is known as IA with active expressions and
has been analyzed extensively [18,1,8]. We consider only the recursion-free sec-
ond order fragment of this language, the fragment which has been used to give
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virtually all the significant equivalences mentioned in the literature. In addition,
we will only deal with finite data sets.

The data types of the language (i.e. types of data assignable to variables)
are a finite subset of the integers, and booleans:

τ ::= int | bool

The phrase types of the language are those of commands, variables and expres-
sions, plus function types.

σ ::= comm | var[τ ] | exp[τ ] , θ ::= σ | σ → θ

Note that we include only first-order function types here. We will consider only
terms of the form

ι1 : θ1, . . . , ιk : θk ` M : σ

that is, terms of ground type with free variables of arbitrary first-order type.
For the sake of simplicity in this paper, we also assume that M is β-normal,
so that it contains no λ-abstractions. Function application is restricted to free
identifiers ι. This last restriction can easily be removed, but at the expense of
undue notational overhead in the semantics.

The terms of the language are as follows. In type comm there are basic
commands skip, to do nothing, and Ω to diverge; in type exp[int] the finitary
fragment contains constants n belonging to a finite subset N of the set of integers;
and in type exp[bool] there are the constants true and false. There are term
formers for assignment to variables, V := E, dereferencing variables, !V , sequen-
tial composition of commands C; C ′, and sequential composition of a command
with an expression to yield a possibly side-effecting expression C; E. We have a
conditional operation if B then C else C ′, a while-loop while B do C, appli-
cation of first-order identifiers to arguments ιM1 . . . Mk, and the local-variable
declaration new[τ ] ι in C. Here, the free variable ι : var[τ ] of C becomes bound.
Finally, we assume the usual range of binary operations on integer and boolean
expressions.

3 Game Semantics of Idealized Algol

In game semantics, a computation is represented as an interaction between two
protagonists: Player (P) represents the program, and Opponent (O) represents
the environment or context in which the program runs. For example, for a pro-
gram of the form

ι : exp[int] → comm ` M : comm ,

Player will represent the program M ; Opponent represents the context, in this
case the non-local procedure ι. This procedure, if called by M , may in turn call
an argument, in which case O will ask P to provide this information.

The interaction between O and P consists of a sequence of moves, alternating
between players. In the game for the type comm, for example, there is an initial
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move run to initiate a command, and a single response done to signal termi-
nation. Thus a simple interaction corresponding to the command skip might
be

O: run (start executing)
P: done (immediately terminate).

In more interesting games, such as the one used to interpret programs like

ι : exp[int] → comm ` ι(0) : comm ,

there are more moves. Corresponding to the result type comm, there are the
moves run and done. The program needs to run the procedure ι, so there are
also moves runι and doneι to represent that; here the runι move is a move for
P, and doneι is a move for O. Finally, the procedure ι may need to evaluate its
argument. For this purpose, O has a move q1

ι , meaning “what is the value of the
first argument to ι?”, to which P may respond with an integer n, tagged as n1

ι

for the sake of identification.
Here is a sample interaction in the interpretation of the above term.
O: run (start executing)
P: runι (execute ι)
O: q1

ι (what is the first argument to ι?)
P: 01

ι (the argument is 0)
O: doneι (ι terminates)
P: done (whole command terminates).

In the above interaction, at the third move, O was not compelled to ask for the
argument to ι: if O represented a non-strict procedure, the move doneι would
be played immediately. Similarly, at the fifth move, O could repeat the question
qι to represent a procedure which calls its argument more than once.

Strategies. Using the above ideas, each possible execution of a program is repre-
sented as a sequence of moves in the appropriate game. A program can therefore
be represented as a strategy for P, that is, a predetermined way of responding to
the moves O makes. A strategy can also choose to make no response in a partic-
ular situation, representing divergence, so for example there are two strategies
for the game corresponding to comm: the strategy for skip responds to run
with done, and the strategy for Ω fails to respond to run at all.

Strategies are usually represented as sets of sequences of moves, so that a
strategy is identified with the collection of possible traces that can arise if P
plays according to that strategy. The fact that O can repeat questions, as we
remarked above, means that these sets are very often infinite, even for simple
programs. The strategy for the program ι(0), for example, is capable of supplying
the argument 0 to ι as often as O asks for it.

Interpretation of Variables. The type var[τ ] is represented as a game in
the following way. For each element x of τ there is an initial move write(x),
representing an assignment. There is one possible response to this move, ok ,
which signals successful completion of the assignment. For dereferencing, there
is an initial move read , to which P may respond with any element of τ .
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Here is an interaction in the strategy for

v : var[int] ` v :=!v + 1.

O: run
P: readv (get the value from v)
O: 3 (O supplies the value 3)
P: write(4)v (write 4 into v)
O: okv (the assignment is complete)
P: done (the whole command is complete)

In these interactions, O is not constrained to play a good variable in v, i.e. to
exhibit the expected causal dependency between reads and writes. For example,
in the game for terms of the form

c : comm, v : var[int] ` M : comm ,

we find interactions such as

run ·readv ·3v ·write(4)v ·okv ·runc ·donec ·readv ·7v · · ·

Here O has not played a good variable in v, but this freedom is necessary. Our
semantics must take care of the case in which ι is bound to a procedure which
also uses v, for example, the procedure v := 7.

There is one situation in which this kind of interference cannot happen:
when the variable v is made local. This has two effects. The local interaction
with v is guaranteed to exhibit “good variable” behaviour, and the interaction
with v is not an observable part of the programs behaviour. Therefore, the games
interpretation of new v in M is given by taking the set of sequences interpreting
M , considering only those in which O plays a good variable in v, and deleting
all the moves pertaining to v, to hide v from the outside.

Full abstraction. In [1], it was shown that games give rise to a fully abstract
model of IA, in the following sense. Say that an interaction is complete if and
only if it begins with an initial move and ends with a move which answers that
initial move. Thus, for example, run·runι is not complete but run·runι·doneι·done
is. Then we have the following theorem:

Theorem 1 (Full Abstraction for IA). For any Γ ` P, Q : θ, programs
P and Q are contextually equivalent in IA (P ≡ Q) if and only if the sets of
complete plays in the strategies interpreting P and Q are equal.

Note. In the above account, a very simple notion of game has been used. In
fact, games models require a great deal more machinery, including the notions
of justification pointer and questions and answers, in order for full abstraction
to be achieved. The key observation which makes the present paper possible is
that, for the interpretation of IA up to second-order types, this extra machinery
is redundant; it only comes into play at third-order and above.
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4 Regular Language Game Semantics

We will now give a simple presentation of the game semantics of our fragment of
IA. The key idea is that the set of complete plays in a strategy forms a regular
language, which leads to a compact notation for defining and manipulating these
infinite sets of sequences. We define a metalanguage based on regular expressions,
extended with two handy operations: intersection and hiding. Of course, these
extensions do not change the regular nature of the languages being defined.

Definition 1. The set RA of extended regular expressions over a finite alphabet
A is defined inductively as the smallest set for which:

Constants: ⊥, ε ∈ RA; if a ∈ A, then a ∈ RA;
Iteration: if R ∈ RA, R∗ ∈ RA;
Operators: if R, S ∈ RA, then R·S, R + S, R ∩ S ∈ RA;
Hiding: if R ∈ RA, A′ ⊆ A, then R |A′∈ RA;

The constant ⊥ denotes the empty language, while ε is the language consisting
only of the empty string. The constant a is the language consisting of the sin-
gleton sequence a. Hiding represents the operation of restricting a language to a
subset A \ A′ of the original alphabet A: the language L(R |A′) is the set of se-
quences in L(R), with all elements of A′ deleted. The other operations (iteration,
concatenation, union, intersection) are defined as usual.

Proposition 1. Every extended regular expression denotes a regular language.

We now give a regular language representation of the game semantics for IA.
An alphabet is associated with every type in IA. They represent a semantic “do-
main” over which regular languages will be constructed, using extended regular
expressions:

A[[int]] = N , A[[bool]] = {true, false}
A[[comm]] = {run, done},

A[[exp[τ ]]] = {q, v | v ∈ A[[τ ]]},

A[[var[τ ]]] = {read , v,write(v), ok | v ∈ A[[τ ]]},

A[[σ1 → σ2 → . . . → σk → σ]] = {ai | a ∈ A[[σi]], 1 ≤ i ≤ k} ∪ A[[σ]].

By ak we mean a lexical operation: the creation of a new symbol by tagging the
symbol a with the numeral k.

For a term of the form

ι1 : θ1, ι2 : θ2, . . . ιk : θk ` M : σ

we define the context alphabet to be the set
⋃

1≤j≤k

{aιj | a ∈ A[[θj ]]}
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that is, the union of the A[[θj ]] alphabets, every symbol tagged with the corre-
sponding identifier.

The semantics of a term M as above is then a regular language of a certain
form, defined as follows.

– If σ = comm, [[M ]] = run ·RM ·done.
– If σ = exp[τ ], [[M ]] =

∑
v∈A[[τ ]] q ·Rv

M ·v
– If σ = var[τ ],

[[M ]] =
∑

v∈A[[τ ]]

(read ·Rv
M ·v) +

∑
v∈A[[τ ]]

(write(v)·Sv
M ·ok)

where RM , Rv
M and Sv

M are regular languages over the context alphabet of the
term M . The idea is that, for M of type comm, for example, the regular language
RM is the set of interactions with the environment that need to take place for
M to terminate. Similarly, R3

M is the set of interactions that an expression M
must have with the environment to return a value of 3, and so on. For M of type
var[τ ], Rv

M denotes the interactions required for a value v to be read from M ,
and Sv

M denotes the interactions needed to write v into M .
These regular languages, denoted by RM , Rv

M , Sv
M , form the substance of

our interpretation of the language; the moves that bracket them, such as run,
done for commands, are merely delimiters to indicate that a complete play has
occurred. The definitions needed to interpret most of our language are given in
Table 1.

Table 1. Some semantic valuations

Rskip = ε RΩ = ⊥ Rv
v = ε Rv′

v = ⊥ (v 6= v′)

Rι:comm = runι · doneι Rv
ι:exp[τ ] = qι · vι

Rv
ι:var[τ ] = read ι · vι Sv

ι:var[τ ] = write(v)ι · ok ι

Rwhile B do C = (Rtrue
B · RM )∗ · Rfalse

B Rn
E1+E2 =

∑
n1+n2=n

Rn1
E1

· Rn2
E2

Rtrue
E1=E2 =

∑
n∈N

Rn
E1 ·Rn

E2 Rfalse
E1=E2

=
∑

n1 6=n2

Rn1
E1

·Rn2
E2

Rif B then C else C′ = Rtrue
B · RC + Rfalse

B · RC′ RC;C′ = RC · RC′

Rv
!V = Rv

V RV :=M =
∑

v

Rv
M · Sv

V

For instance, a trace of V := E consists of run and done surrounding the
effects of the assignment: first Rv

E which is the regular language denoting the
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interaction which leads the expression E to return value v, and then Sv
V which

is the regular language denoting the interaction required to write value v into
variable V .

A trace of a while-loop has the form: some number of repetitions of a trace
of the guard which produces true followed by a complete trace of the loop body,
then, finally, a single trace of the guard producing false. Using our semantics,
we can easily demonstrate the validity of a typical while-loop equivalence:

[[while true do C]]

= run ·(Rtrue
true ·RC

)∗ ·Rfalse
true ·done

= run ·(ε·RC)∗ ·⊥·done
= ⊥ = [[Ω]].

The semantics of a free identifier ι consist simply of querying the identifier. There
is no need to look up the identifier in an environment, because the tagging of the
trace with the name of the identifier ensures the proper correspondence between
each identifier and its effects. Therefore, a notion of environment is not needed
here at all.

The semantics of application and of local variables have been omitted from
Table 1 because they deserve additional explanation.

Application. Let ι be a free variable of type σ1 → σ2 → . . . → σk → comm,
and M1, . . . , Mk be terms of type σ1, . . . , σk. The interpretation of the appli-
cation ιM1 . . . Mk depends on the moves available, which depends on the types
σ1, . . . , σk. In the simplest case, when every σj is the type comm, we define

RιM1...Mk
= runι ·


 k∑

j=1

runj
ι · RMj

· donej
ι




∗

· doneι.

To illustrate a more complex case, we give the definition of the interpretation of
ιM where ι has type var[int] → exp[int].

Rv
ιM = qι ·

(∑
n

read1
ι · Rn

M · n1
ι +

∑
n

write(n)1ι · Sn
M · ok1

ι

)∗
· vι.

The large sums in this expression show that the environment chooses how to
read and write from the argument to ι, and that the term M determines what
behaviour results from such reading and writing.

In general, for a variable ι : σ1 → σ2 → . . . σk → comm:

RιM1...Mk
= runι ·


 k∑

j=1

ρj
ι [[Mj ]]




∗
·doneι

where ρj
ι is a relabeling operation that tags the initial and final moves of the

arguments Mj , the bracketing indicating a complete play, with the identifier
which is calling them and the position in which they are used:

ρj
ι (R) = R[wj

ι /w], for w ∈ {run, done, q, v, read ,write(v), ok | v ∈ A[[τ ]]}.
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Local variables. For the semantics of a local variable block, as in the original
game semantics, there are two things to do: restrict O’s behaviour to that of a
good variable, and hide the interaction with the local variable.

The regular language γτ
ι stipulates that the moves corresponding to ι have

good-variable behaviour. First, let A[[τ ]]ι be that part of the alphabet which
concerns the variable ι : var[τ ], that is,

A[[τ ]]ι = {read ι, vι,write(v)ι, ok ι | v ∈ A[[τ ]]}.

Let Bι = (
∑

x6∈A[[τ ]]ι x)∗ be the regular language containing all strings which
do not contain any elements of A[[τ ]]ι. If we assume that variables initially hold
some default value aτ , then good-variable behaviour is stipulated as follows.

γι
τ = Bι ·(read ι ·aτ

ι ·Bι)∗ ·

Bι ·

∑
v∈A[[τ ]]

(
write(v)ι ·ok ·Bι ·(read ι ·vι ·Bι)∗)




∗

For the sake of completeness, aint = 0 and abool = false. We can then give the
semantics of blocks as

Rnew[τ ] ι in M = (γτ
ι ∩ RM ) |A[[τ ]]ι .

Note that the same intersection and hiding can be used to define [[new[τ ] ι in M ]]
directly from [[M ]]: the bracketing moves, run and done, make no difference.

[[new[τ ] ι in M ]] = (γι
τ ∩ [[M ]]) |A[[τ ]]ι .

Theorem 2. Full abstraction. Two terms of the recursion free second order
finitary fragment of IA are equivalent (in full IA) if and only if the languages
denoted by them are equal:

For any Γ ` P, Q : θ, P ≡ Q ⇐⇒ [[P ]] = [[Q]].

Proof. We can show that the regular language denoted by a term of IA is equal
to the set of complete plays in the fully abstract game semantics [1], therefore the
full abstraction property is preserved. Note that language equivalence is asserted
outside the fragment we describe here; witnesses to some inequivalences may
belong to IA but not to the presented fragment. ut

5 Examples of Reasoning

At this point a skeptical reader may entertain doubts concerning our earlier claim
of simplicity. We have set up a formal notation of extended regular expressions
which includes rather complicated operations. However, the complications are
notational and not conceptual. Also, all the operations involved are defined effec-
tively so carrying them out is a mechanical process. We hope that the simplicity
of our approach will become clearer when we show examples of reasoning about
putative equivalences.
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Locality. This most simple of equivalences invalidates models of imperative
computation relying on a global store, traceable back to Scott and Strachey [17].
It says that a globally defined procedure cannot modify a local variable, and
it was first proved using the “possible worlds” model of Reynolds and Oles,
constructed using functor categories [11].

P : comm ` new x in P ≡ P

Proof.

[[new x in P ]] = (γx ∩ [[P ]]) |Ax

= (γx ∩ run ·runP ·doneP ·done) |Ax

= (run ·runP ·doneP ·done) |Ax

because no moves are tagged by x

= run ·runP ·doneP ·done
= [[P ]]

Snapback. This example captures the intuition that changes to the state are in
some way irreversible. A procedure executing an argument which is a command
inflicts upon the state changes that cannot be undone from within the procedure.
This is why, in the following, if procedure P uses its argument both sides will
fail to terminate; if procedure P does not use its argument the behaviour of each
side will be identical because of the locality of x, as seen above. The first model
to address this is sue correctly was O’Hearn and Reynolds’s interpretation of
IA using the polymorphic linear lambda calculus [8]. Reddy also addressed this
issue using a novel “object semantics” approach [13], but in a particular flavour
of IA known as interference-controlled Algol [6]. A further development of this
model, that also satisfies this equivalence, is O’Hearn and Reddy’s [7], a model
fully abstract for the second order subset.

P : comm → comm `
new x in P (x := 1); if !x = 1 then Ω else skip ≡ P (Ω)

Proof.

[[x := 1]] = run ·write(1)x ·okx ·done
[[P (x := 1)]] = run ·runP ·(run1

P ·write(1)x ·okx ·done1
P

)∗ ·doneP ·done

[[if !x = 1 then Ω else skip]] =
∑
n 6=1

run ·readx ·nx ·done

[[P (x := 1); if !x = 1 then Ω else skip]]

= run ·runP ·(run1
P ·write(1)x ·okx ·done1

P

)∗ ·doneP ·

∑

n 6=1

readx ·nx


·done

γx ∩ [[P (x := 1); if !x = 1 then Ω else skip]]
= run ·runP ·doneP ·readx ·0x ·done,
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because the only possibility to complete a trace in
∑

n 6=1 readx·nx is if the trace
in
(
run1

P ·write(1)x·okx·done1
P

)∗ is the empty trace. Otherwise, the good variable
property of x requires nx = 1x, which is banned by the set to which n is restricted
(n 6= 1). The meaning of the left hand term of the equivalence is therefore:

(γx ∩ [[P (x := 1); if !x = 1 then Ω else skip]]) |Ax

= run ·runP ·doneP ·done = [[P (Ω)]]

Parametricity. The intuition of parametricity is one of representation inde-
pendence. Procedures passed different but equivalent implementations of a data
structure or algorithm are not supposed to be able to distinguish between them.
Several such motivating examples are given by O’Hearn and Tennent [9], who
introduce a model constructed using a certain relation-preserving functor cate-
gory.

The specific example we give is of the equivalence of two implementations
of a toggle-switch: one which uses 1 for “on” and −1 for “off”, and one which
uses true and false. The semantic equations for negation and the inequality test
have not been spelled out but are the obvious ones.

P : comm → exp[bool] → comm `
new[int] x in x := 1; P (x := −!x)(!x > 0)

≡ new[bool] x in x := true ; P (x := not x)(!x)

Proof.

[[x := −!x]] =
∑
n∈N

run ·readx ·nx ·write(−n)x ·okx ·done

[[!x > 0]] =
∑
n>0

q ·readx ·nx ·true +
∑
n≤0

q ·readx ·nx ·false

[[x := 1; P (x := −!x)(!x > 0)]] = run ·write(1)x ·okx·

runP ·
(∑

n∈N
run1

P ·readx ·nx ·write(−n)x ·okx ·done1
P +

∑
n>0

q2
P ·readx ·nx ·true2

P +
∑
n≤0

q2
P ·readx ·nx ·false2

P




∗
·doneP ·done

γx
int ∩ [[x := 1; P (x := −!x)(!x > 0)]] =
= run ·write(1)x ·okx ·runP ·(ε + X + X ·Y + X ·Y ·X + . . .)·doneP ·done
= run ·write(1)x ·okx ·runP ·(X + (X ·Y )∗ ·(X + ε)

)·doneP ·done

where X=run1
P ·readx ·1x ·write(−1)x ·okx ·done1

P ·(q2
P ·readx ·(−1)x ·false2

P

)∗
and Y =run1

P ·readx ·(−1)x ·write(1)x ·okx ·done1
P ·(q2

P ·readx ·(1)x ·true2
P

)∗
Why this is the case should be intuitively clear. A value of 1 is written into x,
followed by negation only, which constrains all the plays to (+1)x and (−1)x



114 D.R. Ghica and G. McCusker

only. The reads and writes have to match with the good variable behaviour.
A fully formal proof is lengthier but trivial and mechanical. Restricting with
|A[[int]]x gives the following trace for the left hand side:

run ·runP ·(X ′ + (X ′ ·Y ′)∗ ·(X ′ + ε)
)·doneP ·done

where X ′ =run1
P ·done1

P ·(q2
P ·false2

P

)∗ and Y ′ =run1
P ·done1

P ·(q2
P ·true2

P

)∗
A similar calculation on the right hand side leads to the the same result.

6 Decidability and Complexity Issues

As we have seen, regular languages provide a semantics for the fragment of IA
described here. To manipulate regular languages we have introduced a formal
meta-language of extended regular expressions, which preserves regularity of the
language. All the operations we have used in formulating the semantic valuations
have been effectively given. Therefore, we can formulate the following obvious
result:

Theorem 3 (Decidability). Equivalence of two terms of the recursion free
second order finitary fragment of IA is decidable.

For the general problem of term equivalence the complexity bound appears to
be at least of exponential space, as is the case for regular expressions with in-
tersection [19]. However, the complexity bound for the general problem may not
be relevant for the kind of terms that arise in the model of IA, and particularly
for those that would be checked for equivalence in practice. This point, which
will be investigated in future work, is of the utmost importance if a tool is to be
developed based on our ideas.
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in Computer Science, pages 608–617, Kǒsice, Slovakia, Aug. 1994. Springer-Verlag,
Berlin. A version also published as Chapter 15 of [10].

19. L. J. Stockmeyer. The complexity of decision problems in automata theory and
logic. Technical Report MIT/LCS/TR-133, Massachusetts Institute of Technology,
Laboratory for Computer Science, July 1974.



The Measurement Process in Domain Theory

Keye Martin

Department of Mathematics, Tulane University, New Orleans, LA 70118, USA
Fax (504)865-5063

martin@math.tulane.edu
http://www.math.tulane.edu/˜martin

Abstract. We introduce the measurement idea in domain theory and
then apply it to establish two fixed point theorems. The first is an ex-
tension of the Scott fixed point theorem which applies to nonmonotonic
mappings. The second is a contraction principle for monotone maps that
guarantees the existence of unique fixed points.

1 Introduction

A measurement on a domain D is a Scott continuous map µ : D → [0,∞)∗

into the nonnegative reals in their reverse order which formalizes the notion
information content for objects in a domain. Intuitively, if x ∈ D is an informa-
tive object, then µx is the amount of information it contains. In another light,
we may think of µ as measuring the disorder in an object, or entropy, since
x v y ⇒ µx ≥ µy, that is, the more informative an object is, the smaller its
measure.

After giving a precise definition of measurement and several natural exam-
ples, we show the value of the idea by proving and then applying two fixed point
theorems. The first is an extension of the Scott fixed point theorem which applies
to nonmonotonic processes, like the bisection method and the r-section search.
The second is a contraction principle for monotone maps that guarantees the ex-
istence of unique fixed points, as opposed to the least fixed points that domain
theory usually provides.

2 Background

2.1 Domain Theory

A poset is a partially ordered set [1].

Definition 1. A least element in a poset (P,v) is an element ⊥ ∈ P such that
⊥ v x for all x ∈ P . Such an element is unique. An element x ∈ P is maximal
if (∀y ∈ P ) x v y ⇒ x = y. The set of maximal elements in a poset is written
max P .
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Definition 2. Let (P,v) be a poset. A nonempty subset S ⊆ P is directed if
(∀x, y ∈ S)(∃z ∈ S) x, y v z. The supremum of a subset S ⊆ P is the least of
all its upper bounds provided it exists. This is written

⊔
S. A dcpo is a poset in

which every directed subset has a supremum.

Definition 3. In a poset (P,v), a � x iff for all directed subsets S ⊆ D which
have a supremum, x v ⊔

S ⇒ (∃s ∈ S) a v s. We set ↓↓x = {a ∈ P : a � x}. An
element x ∈ P is compact if x � x. The set of compact elements in P is K(P ).

Definition 4. A subset B of a poset P is a basis for P if B ∩ ↓↓x contains a
directed subset with supremum x, for each x ∈ P .

Definition 5. A poset is continuous if it has a basis. A poset is algebraic if its
compact elements form a basis. A poset is ω-continuous if it has a countable
basis.

Definition 6. A domain is a continuous dcpo.

Definition 7. A subset U of a poset P is Scott open if

(i) U is an upper set: x ∈ U & x v y ⇒ y ∈ U , and
(ii) U is inaccessible by directed suprema: For every directed S ⊆ P with a

supremum, ⊔
S ∈ U ⇒ S ∩ U 6= ∅.

The collection of all Scott open subsets of P is called the Scott topology. It is
denoted σP .

Unless explicitly stated otherwise, all topological statements about posets are
made with respect to the Scott topology.

Proposition 1. A function f : D → E between dcpos is continuous iff

(i) f is monotone: x v y ⇒ f(x) v f(y).
(ii) f preserves directed suprema: For all directed S ⊆ D, f(

⊔
S) =

⊔
f(S).

2.2 Examples of Domains

Example 1. The interval domain is the collection of compact intervals of the real
line

IR = {[a, b] : a, b ∈ R & a ≤ b}
ordered under reverse inclusion

[a, b] v [c, d] ⇔ [c, d] ⊆ [a, b]

is an ω-continuous dcpo. The supremum of a directed set S ⊆ IR is
⋂

S, while
the approximation relation is characterized by I � J ⇔ J ⊆ int(I). A countable
basis for IR is given by {[p, q] : p, q ∈ Q & p ≤ q}.
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Definition 8. A partial function f : X ⇀ Y between sets X and Y is a function
f : A → Y defined on a subset A ⊆ X. We write dom(f) = A for the domain of
a partial map f : X ⇀ Y .

Example 2. The set of partial mappings on the naturals

[N ⇀ N] = { f | f : N ⇀ N }
becomes an ω-algebraic dcpo when ordered by extension

f v g ⇔ dom(f) ⊆ dom(g) & f = g on dom(f).

The supremum of a directed set S ⊆ [N → N] is
⋃

S, under the view that
functions are certain subsets of N × N, while the approximation relation is

f � g ⇔ f v g & dom(f) is finite.

The maximal elements of [N → N] are the total functions, that is, those functions
f with dom(f) = N.

Example 3. The Cantor set model is the collection of functions

Σ∞ = { s | s : {1, . . . , n} → {0, 1}, 0 ≤ n ≤ ∞ }
is also an ω-algebraic dcpo under the extension order

s v t ⇔ |s| ≤ |t| & ( ∀ 1 ≤ i ≤ |s| ) s(i) = t(i),

where |s| is written for the cardinality of dom(s). The supremum of a directed
set S ⊆ Σ∞ is

⋃
S, while the approximation relation is

s � t ⇔ s v t & |s| < ∞.

The extension order in this special case is usually called the prefix order. The
elements s ∈ Σ∞ are called strings over {0, 1}. The quantity |s| is called the
length of a string s. The empty string ε is the unique string with length zero. It
is the least element ⊥ of Σ∞.

Example 4. If X is a locally compact Hausdorff space, then its upper space

UX = {∅ 6= K ⊆ X : K is compact}
ordered under reverse inclusion

A v B ⇔ B ⊆ A

is a continuous dcpo. The supremum of a directed set S ⊆ UX is
⋂

S and the
approximation relation is A � B ⇔ B ⊆ int(A).
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Example 5. Given a metric space (X, d), the formal ball model [2]

BX = X × [0,∞)

is a poset when ordered via

(x, r) v (y, s) ⇔ d(x, y) ≤ r − s.

The approximation relation is characterized by

(x, r) � (y, s) ⇔ d(x, y) < r − s.

The poset BX is continuous. However, BX is a dcpo iff the metric d is complete.
In addition, BX has a countable basis iff X is a separable metric space.

3 Measurement

The set [0,∞)∗ is the domain of nonnegative reals in their opposite order.

Definition 9. A Scott continuous map µ : D → [0,∞)∗ on a continuous dcpo
D induces the Scott topology near X ⊆ D if for all Scott open sets U ⊆ D and
for any x ∈ X,

x ∈ U ⇒ ( ∃ ε > 0 ) x ∈ µε(x) ⊆ U,

where µε(x) = {y ∈ D : y v x & |µx − µy| < ε}. This is written µ → σX .

Definition 10. A measurement on a domain D is a Scott continuous mapping
µ : D → [0,∞)∗ with µ → σker µ where ker µ = {x ∈ D : µx = 0}.

The most useful properties of measurements in applications are as follows.

Proposition 2. If D is a domain with a measurement µ → σX , then

(i) For all x ∈ D and y ∈ X, x v y & µx = µy ⇒ x = y.
(ii) For all x ∈ D, µx = 0 ⇒ x ∈ max D.

(iii) For all x ∈ X and any sequence (xn) in D with xn v x, if µxn → µx, then⊔
xn = x, and this supremum converges in the Scott topology.

Proof For (i), we prove that y v x. Let U be a Scott open set around y. Then
there is ε > 0 with y ∈ µε(y) ⊆ U . But x v y and µx = µy hence x ∈ µε(y) ⊆ U .
Thus, every Scott open set around y also contains x, establishing y v x. (ii)
follows from (i). The proof of (iii) uses the same technique applied in (i) and
may be found in [3]. ut

Prop. 2 shows that measurements capture the essential characteristics of
information content. For example, (i) says that comparable objects with the
same amount of information are equal, (ii) says that an element with no disorder
in it (no partiality) must be maximal in the information order, and (iii) says that
if we measure an iterative process (xn) as computing an object x, then it actually
does calculate x. The common theme in each case is this: Any observation made
with a measurement is a reliable one.
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Example 6. Domains and their standard measurements.

(i) (IR, µ) the interval domain with the length measurement µ[a, b] = b − a.
(ii) ([N ⇀ N], µ) the partial functions on the naturals with

µf = |dom(f)|

where | · | : Pω → [0,∞)∗ is the measurement on the algebraic lattice Pω
given by

|x| = 1 −
∑
n∈x

1
2n+1 .

(iii) (Σ∞, 1/2|·|) the Cantor set model where | · | : Σ∞ → [0,∞] is the length of
a string.

(iv) (UX , diam) the upper space of a locally compact metric space (X, d) with

diam K = sup{d(x, y) : x, y ∈ K}.

(v) (BX, π) the formal ball model of a complete metric space (X, d) with π(x, r)
= r.

In each example above, we have a measurement µ : D → [0,∞)∗ on a domain
with ker µ = max D. In all cases except (iv), we also have µ → σD. In general,
there are existence theorems [3] for countably based domains, which show that
measurements usually exist. However, the value of the idea lies not in knowing
that they exist abstractly, but in knowing that particular mappings, like the ones
in the last example, are measurements.

4 Fixed Points of Nonmonotonic Maps

Definition 11. A splitting on a poset P is a function s : P → P with x v s(x)
for all x ∈ P.

Proposition 3. Let D be a domain with a measurement µ → σD. If I ⊆ D is
closed under directed suprema and s : I → I is a splitting whose measure

µ ◦ s : I → [0,∞)∗

is Scott continuous between dcpo’s, then

(∀x ∈ I)
⊔
n≥0

sn(x) is a fixed point of s.

Moreover, the set of fixed points fix(s) = {x ∈ I : s(x) = x} is a dcpo.
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Proof Let x ∈ I. By induction, (sn(x)) is an increasing sequence in I. The set I
is closed under directed suprema hence

⊔
n≥0 sn(x) ∈ I. Because s is a splitting,⊔

n≥0 sn(x) v s(
⊔

n≥0 sn(x)), while the fact that µ ◦ s and µ are both Scott
continuous allows us to compute

µs(
⊔
n≥0

sn(x)) = lim
n→∞ µsn+1(x) = µ(

⊔
n≥0

sn(x)).

By Prop 2, however, two comparable elements whose measures agree must in
fact be equal. Hence,

s(
⊔
n≥0

sn(x)) =
⊔
n≥0

sn(x).

To show that fix(s) is a dcpo one need only prove closure under suprema of
sequences because µ → σD [3]. The proof for sequences, however, uses the very
same methods employed above and is entirely trivial. ut
Example 7. Let f : R → R be a continuous map on the real line. Denote by
C(f) the subset of IR where f changes sign, that is,

C(f) = {[a, b] : f(a) · f(b) ≤ 0}.

The continuity of f ensures that this set is closed under directed suprema, and
the mapping

splitf : C(f) → C(f)

given by

splitf [a, b] =
{

left[a, b] if left[a, b] ∈ C(f);
right[a, b] otherwise,

is a splitting where left[a, b] = [a, (a + b)/2] and right[a, b] = [(a + b)/2, b]. The
measure of this mapping

µ splitf [a, b] =
µ[a, b]

2

is Scott continuous, so Proposition 3 implies that
⊔
n≥0

splitn
f [a, b] ∈ fix(splitf ).

However, fix(splitf ) = {[r] : f(r) = 0}, which means that iterating splitf is
a scheme for calculating a solution of the equation f(x) = 0. This numerical
technique is called the bisection method.

The major fixed point technique in classical domain theory, the Scott fixed point
theorem, cannot be used to establish the correctness of the bisection method:
splitf is only monotone in computationally irrelevant cases.



122 K. Martin

Proposition 4. For a continuous selfmap f : R → R which has at least one
zero, the following are equivalent:

(i) The map splitf is monotone.
(ii) The map f has a unique zero r and

C(f) = {[a, r] : a ≤ r} ∪ {[r, b] : r ≤ b}.

Proof We prove (i) ⇒ (ii). Let α < β be two distinct roots of f . Then by
monotonicity of splitf ,

splitn
f [α, β] v splitf [β] = [β],

for all n ≥ 0. Then [α] =
⊔

splitn
f [α, β] v [β], which proves α = β. Thus, f has

a unique zero r.
Now let [a, b] ∈ C(f) with a < r < b and set δ = max{r −a, b− r} > 0. Then

r − δ ≤ a < b ≤ r + δ. By the uniqueness of r,

f(r − δ) · f(a) > 0 and f(b) · f(r + δ) > 0,

and since [a, b] ∈ C(f), we have ȳ := [r − δ, r + δ] ∈ C(f). For the very same
reason, x̄ := [r − δ − δ/2, r + δ + δ/4] ∈ C(f). But then we have x̄ v ȳ and

splitf x̄ = [r − δ/8, r + δ + δ/4] 6v [r − δ, r] = splitf ȳ,

which means splitf is not monotone if f changes sign on an interval which
contains r in its interior. ut

That is, if splitf is monotone, then in order to calculate the solution r of
f(x) = 0 using the bisection method, we must first know the solution r.

Example 8. A function f : [a, b] → R is unimodal if it has a maximum value
assumed at a unique point x∗ ∈ [a, b] such that

(i) f is strictly increasing on [a, x∗], and
(ii) f is strictly decreasing on [x∗, b].

Unimodal functions have the important property that

x1 < x2 ⇒
{

x1 ≤ x∗ ≤ b if f(x1) < f(x2),
a ≤ x∗ ≤ x2 otherwise.

This observation leads to an algorithm for computing x∗. For a unimodal map
f : [a, b] → R with maximizer x? ∈ [a, b] and a constant 1/2 < r < 1, define a
dcpo by

Ix∗ = {x̄ ∈ IR : [a, b] v x̄ v [x∗]},

and a splitting by
maxf : Ix∗ → Ix∗

maxf [a, b] =
{

[l(a, b), b] if f(l(a, b)) < f(r(a, b));
[a, r(a, b)] otherwise,
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where l(a, b) = (b−a)(1−r)+a and r(a, b) = (b−a)r +a. The measure of maxf

is Scott continuous since µ maxf (x̄) = r · µ(x̄), for all x̄ ∈ Ix∗ . By Proposition 3,
⊔
n≥0

maxn
f (x̄) ∈ fix(maxf ),

for any x̄ ∈ Ix∗ . However, any fixed point of maxf has measure zero, and the
only element of Ix∗ with measure zero is [x∗]. Thus,

⊔
maxn

f [a, b] = [x∗], which
means that iterating maxf yields a method for calculating x∗. This technique is
called the r-section search.

Finally, observe that maxf is not monotone. Let -1 < α < 1 and f(x) =
1 −x2. The function f is unimodal on any compact interval. Since maxf [-1, 1] =
[-1, 2r − 1], we see that

maxf [-1, 1] v maxf [α, 1] ⇒ 1 ≤ 2r − 1 or r(α, 1) ≤ 2r − 1
⇒ 1 ≤ r or α + 1 ≤ r(α + 1)
⇒ r ≥ 1,

which contradicts r < 1. Thus, for no value of r is the algorithm monotone.

As further evidence of its applicability, notice that Prop. 3 also implies the Scott
fixed point theorem for domains with measurements µ → σD.

Example 9. If f : D → D is a Scott continuous map on a domain D with a
measurement µ → σD, then we consider its restriction to the set of points where
it improves

I(f) = {x ∈ D : x v f(x)}.

This evidently yields a splitting f : I(f) → I(f) on a dcpo with continuous
measure. By Proposition 3,

(∀x ∈ I(f))
⊔
n≥0

fn(x) is a fixed point of f.

For instance, if D is ω-continuous with basis {bn : n ∈ N}, then

µx = |{n : bn � x}|

defines a measurement µ → σD. Notice, however, that with this construction we
normally have ker µ = ∅.

5 Unique Fixed Points of Monotonic Maps

In the last section, we saw that measurement can be used to generalize the Scott
fixed point theorem so as to include important nonmonotonic processes. Now we
see that in can improve upon it for monotone maps as well, by giving a technique
that guarantees unique fixed points.
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Definition 12. Let D be a continuous dcpo with a measurement µ. A monotone
map f : D → D is a contraction if there is a constant c < 1 with

µf(x) ≤ c · µx

for all x ∈ D.

Theorem 1. Let D be a domain with a measurement µ such that

( ∀ x, y ∈ ker µ )( ∃ z ∈ D ) z v x, y.

If f : D → D is a contraction and there is a point x ∈ D with x v f(x), then

x? =
⊔
n≥0

fn(x) ∈ max D

is the unique fixed point of f on D. Furthermore, x? is an attractor in two
different senses:

(i) For all x ∈ ker µ, fn(x) → x? in the Scott topology on ker µ, and
(ii) For all x v x?,

⊔
n≥0 fn(x) = x?, and this supremum is a limit in the Scott

topology on D.

Proof First, for any x ∈ D and any n ≥ 0, µfn(x) ≤ cnµx, as is easy to prove by
induction. Given a point x v f(x), the monotonicity of f implies the sequence
(fn(x)) is increasing, while the continuity of µ allows us to compute

µ(
⊔

fn(x)) = lim
n→∞ µfn(x) ≤ lim

n→∞ cnµx = 0.

Hence, x? =
⊔

fn(x) ∈ ker µ ⊆ max D. But the monotonicity of f also gives
x? v f(x?). Hence, x? = f(x?) is a fixed point of f . We will prove its uniqueness
after (ii).

For (ii), let x v x?. By the monotonicity of f ,

(∀n ≥ 0) fn(x) v f(x?) = x?,

and since lim µfn(x) = µx? = 0, the fact that µ is a measurement yields⊔
n≥0

fn(x) = x?.

Now let x? be any fixed point of f . Then x? ∈ ker µ so there is z ∈ D with
z v x?, x

?. By (ii),
⊔

fn(z) = x? = x?. Thus, the fixed point x? is unique.
For (i), let x ∈ ker µ. Then fn(x) ∈ ker µ for all n ≥ 0. In addition, there is

an a v x, x?, so fn(a) v fn(x), x?. Now let U be a Scott open set around x∗.
Because µ is a measurement,

(∃ ε > 0) x? ∈ µε(x?) ⊆ U.

Since µfn(a) → 0, all but a finite number of the fn(a) are in U . But U is an
upper set, so the same is true of the fn(x). Hence, fn(x) → x?, in the Scott
topology on ker µ. ut

When a domain has a least element, the last result is easier to state.
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Corollary 1. Let D be a domain with least element ⊥ and measurement µ. If
f : D → D is a contraction, then

x? =
⊔
n≥0

fn(⊥) ∈ max D

is the unique fixed point of f on D. In addition, the other conclusions of Theo-
rem 1 hold as well.

All the domains that we have considered in this paper have the property that
(∀x, y ∈ D)(∃z ∈ D) z v x, y, and so Theorem 1 can be applied to them.

Example 10. Let f : X → X be a contraction on a complete metric space X
with Lipschitz constant c < 1. The mapping f : X → X extends to a monotone
map on the formal ball model f̄ : BX → BX given by

f̄(x, r) = (fx, c · r),

which satisfies
πf̄(x, r) = c · π(x, r),

where π : BX → [0,∞)∗ is the standard measurement on BX, π(x, r) = r. Now
choose r so that (x, r) v f̄(x, r). By Theorem 1, f̄ has a unique attractor which
implies that f does also because X ' ker π.

We can also use the upper space (UX , diam) to prove the Banach contraction
theorem for compact metric spaces by applying the technique of the last example.

Example 11. Consider the well-known functional

φ : [N ⇀ N] → [N ⇀ N]

φ(f)(k) =
{

1 if k = 0,
kf(k − 1) if k ≥ 1 & k − 1 ∈ dom f.

which is easily seen to be monotone. Applying µ : [N ⇀ N] → [0,∞)∗, we
compute

µφ(f) = |dom(φ(f))|
= 1 −

∑
k∈dom(φ(f))

1
2k+1

= 1 −

 1

20+1 +
∑

k−1∈dom(f)

1
2k+1




= 1 −

1

2
+

∑
k∈dom(f)

1
2k+2




=
1
2


1 −

∑
k∈dom(f)

1
2k+1




=
µf

2
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which means φ is a contraction on the domain [N ⇀ N]. By the contraction
principle, ⊔

n∈N

φn(⊥) = fac

is the unique fixed point of φ on [N ⇀ N], where ⊥ is the function defined
nowhere.

One wonders here about the potential for replacing metric space semantics with
an approach based on measurement and contractions.

6 Closing Remarks

There are many ideas left from the present discussion on measurement. Among
the most fundamental are the µ topology, the study of the topological structure
of ker µ, a discussion of how one extends measurements to higher order domains,
and the informatic derivative (the derivative of a map on a domain with respect
to a measurement). All of this can be found on the author’s webpage in [3].

References

1. S. Abramsky and A. Jung. Domain Theory. In S. Abramsky, D. M. Gabbay, T.
S. E. Maibaum, editors, Handbook of Logic in Computer Science, vol. III. Oxford
University Press, 1994

2. A. Edalat and R. Heckmann. A Computational Model for Metric Spaces. Theoret-
ical Computer Science 193 (1998) 53–73 .

3. K. Martin. A foundation for computation. Ph.D. thesis, Department of Mathemat-
ics, Tulane University, 2000.



Graph Transformation
as a Conceptual and Formal Framework

for System Modeling and Model Evolution

Gregor Engels and Reiko Heckel

University of Paderborn, Dept. of Computer Science, D 33095 Paderborn, Germany
{engels|reiko}@upb.de

Abstract. Distributed software systems are typically built according
to a three layer conceptual structure: Objects on the lowest layer are
clustered by components on the second layer, which themselves are lo-
cated at nodes of a computer network on the third layer. Orthogonal
to these three layers, an instance level and a type or schema level are
distinguished when modeling these systems. Accordingly, the changes a
system experiences during its lifetime can be classified as the system’s
dynamic behavior on the instance level and as the evolution of the sys-
tem on the schema level. This paper shows how concepts from the area of
graph transformation can be applied to provide a conceptual and formal
framework for describing the structural and behavioral aspects of such
systems.

Keywords: typed graph transformation, hierarchical graphs, system
modeling, model evolution

1 Introduction

The structure and characteristics of software systems have changed dramatically
during the last four decades. Starting with small programs in the 1960s and con-
tinuing with large monolithic systems in the 1970s, the 1980s faced a development
towards hierarchically structured subsystems or modules. Today, software sys-
tems represent complex, often dynamic networks of interacting components or
agents. In order to adapt to changing requirements and application contexts, and
supported by modern programming language features (as, e.g., Java RMI [36]),
middleware standards (like CORBA or DCOM [28,7]), and world-wide connec-
tivity, these components may evolve over time, and they may be down-loaded
and linked together while the system is executing.

Beside the development from monolithic and static towards distributed and
mobile applications, the process of software development has also changed. To-
day’s software development teams consist of developers with different expertise,
skills, and responsibilities. Due to resource management, organizational, or ad-
ministrative reasons, the development process itself may be distributed. More-
over, since complex systems can no longer be built from scratch, an incremental

U. Montanari et al. (Eds.): ICALP 2000, LNCS 1853, pp. 127–150, 2000.
c© Springer-Verlag Berlin Heidelberg 2000
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software development process is employed which is structured in several phases
like, for example, a requirements analysis, design, and implementation phase (cf.
[24]).

A major concern for the success of such a distributed, incremental process is
the maintenance of consistency in different dimensions: for instance, between the
behavior of different components of the system, between the concepts used by
different development teams in the project, or between the artifacts of different
phases of development.

An important means for achieving consistency in all dimensions is to build
a model. It can, for instance, facilitate formal verification of component inter-
action, form the basis for communication between teams, and serve as project
documentation where all relevant decisions are documented in order to trace
design choices between different phases of development. In particular, a require-
ments specification document is indispensable in which the functionality of the
software system to be built is stated. This document may represent a contract
between the customer and the software development team as well as a contract
within the team between software engineers being responsible for the analysis
and design tasks and the programmers being responsible for a correct and effi-
cient implementation.

Thus, the model has to be written in a language which is intuitively and easily
understandable by customers, in general not being computer scientists, as well
as by software engineers and programmers, hopefully being computer scientists.
Particularly, this means that the used specification or modeling language has to
provide language features which are on an appropriate abstraction level. Thus,
the language has to offer support to abstract from programming or even machine-
dependent details on the one hand and from unimportant real-world details on
the other hand (cf. Fig. 1).

real world

system 
model

program

analyse and 
design

code

abstracts from

abstracts from

Fig. 1. Role of a system model.

Often, informal diagrammatic modeling languages like the Unified Modeling
Language (UML) [27] are considered the first choice from this point of view:
They are visual and apparently easy to understand and, due to the use of var-
ious diagrams and special-purpose notations for different aspects, they provide
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good support for high-level specifications. However, as we can judge from our
own experience in teaching and modeling in UML, the language still lacks a clear
underlying conceptual model of the systems to be modeled [20]. But, an agree-
ment on such a conceptual model has to precede the definition of syntax and
semantics of a language, as only on this base appropriate language features, a
precise semantics, and adequate pragmatic guidelines on how to use the language
can be given.

Therefore, the aim of this paper is twofold. First, we want to contribute to
the understanding of the conceptual model underlying today’s software systems.
This shall be done by presenting a typical example of a mobile, distributed appli-
cation and by identifying three relevant dimensions. Second, we shall provide a
formalization of the conceptual model using concepts and results from the theory
of graph transformation systems. The basic idea is to model the system’s states
as graphs, and to specify its dynamic change by transformation rules.

In the theory of semantics, various formalisms have been developed for the
operational specification of concurrent, distributed and mobile systems. Most
of them are based on a notion of state much simpler than graphs. Among the
numerous term-based approaches we only mention process calculi like [42,3,34,43]
building on labeled transition systems and the Structured Operational Semantics
(SOS) paradigm [44], and approaches based on rewriting systems like [41,4]. In
Petri net-based approaches [46] the states of a system are modeled as sets or
multi-sets. These formalisms have been quite successful in modeling relevant
aspects of software systems, and they have developed a large body of theory
which can aid the developer in structuring, understanding, and verifying her
specifications.

Still, we believe that graphs and graph transformation are indispensable
means for providing an operational, conceptual and formal framework for to-
day’s software development. First, the states of object-oriented, distributed, and
mobile systems are most naturally represented as graphs modeling, e.g., object
structures, software architectures, network topologies, etc. Then, for describing
changes to these states like the insertion or deletion of objects or links, archi-
tectural or network reconfiguration, graphs have to be manipulated. Second, in
diagrammatic modeling languages, the abstract syntax of an individual model
is usually represented as a graph instead of a term or tree as in (textual) pro-
gramming languages. Thus, for translating one diagram language into another,
for defining the semantics of diagrams by reducing them to a normal form or by
animating them, graph-based techniques are needed where, in the case of textual
languages, term rewrite systems or SOS specifications may be used.

In this paper, we will be interested in the first issue of interpreting graphs
as states and graph transformation systems as “programs”. The second idea of
graphs as representing diagrams and graph transformation systems defining their
operational semantics is dealt with, for example, in [8,19]. In the next section, we
will discuss a simple application scenario of a distributed and mobile system. This
will serve for identifying the relevant dimensions of a conceptual framework for
expressing structural and behavioral aspects as well as the evolution of today’s
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software systems. Based on these investigations, in Sect. 3 we will use graph
transformation systems to formalize our conceptual framework making explicit
the consistency and orthogonality of its different dimensions. We close with a
summary and a discussion of further aspects of software development which are
not covered in the paper.

2 A Conceptual Model for Distributed and Mobile
Application

In this section, we discuss and analyze a concrete application scenario of a dis-
tributed system with mobile hardware components in order to identify the rele-
vant concepts and dimensions in modeling such systems. This conceptual model
shall provide the basis for the formal approach developed in Sect. 3.

Our application scenario is (a simplified version of) a distributed system from
the financial domain which uses Java cards (i.e., smartcards with a micropro-
cessor supporting the JavaCard runtime environment [35]) to handle financial
transactions (like the paying of bills) which require the coordination of services
from different providers (e.g., a shop and a bank). A customer possessing such a
smartcard may for instance, after purchasing some goods in a shop, use this card
to download a corresponding bill from a cash box. Later on, she may pay her bills
at a banking terminal. This terminal is one out of several hundreds, connected
via an intranet connection to the mainframe of the bank. Thus, the scenario
involves four different types of hardware components: cash boxes, smartcards,
banking terminals, and mainframes (cf. Fig. 2). Each hardware component has
a processor and memory, and can host and execute software components.

CashBox

SmartCard
BankingTerminal

MainFrame

Fig. 2. Sample application scenario.
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2.1 Hierarchical Structures

Fig. 3 shows a snapshot of the hardware architecture of the scenario on a more
abstract level. The diagram depicts five hardware components where the Smart-
Card component is linked to one of two BankingTerminal components which are
both connected to a MainFrame. The diagram is shown in a UML-like notation
[27], where instances i of class C are represented as i:C (or simply :C if the identity
is not of interest). The boxes are an iconic notation for hardware components
(called nodes) as it is known from UML deployment diagrams.

This hardware architecture forms the base layer of any running software
system. Each node is equipped with some software components, which interact
with each other locally (at one node) or remotely (between different nodes).
These software components form the second layer of a software system.

:Banking
Terminal

  :MainFrame

  :SmartCard

Intranet

Card Interface

hardware 
components

Intranet

hardware links  :CashBox

:Banking
Terminal

Fig. 3. Hardware architecture of the application scenario (snapshot).

The allocation of software components to nodes can be described by UML
deployment diagrams. A sample diagram is shown in Fig. 4 where the Smart-
Card hosts a BillCard component responsible for accepting a bill issued by the
Billing component of a CashBox as well as for storing this bill and transferring
it to a BankingTerminal for payment. Notice that software components may be
temporarily linked even if they reside on different nodes. A node may also host
several different software components as, for instance, the SmartCard which car-
ries a separate AuthCard component responsible for the authentication of the
card owner.

From a technical point of view, these diagrams are graphs with labeled (and
attributed) vertices and edges. The deployment diagram in Fig. 4 can even be
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  :CashBox

  :SmartCard

Card Interface

:BillCard

:AuthCard

:Billing

Fig. 4. Deployment diagram.

viewed as a kind of hierarchical graph where vertices representing hardware nodes
contain vertices representing software components. Due to the links between
software components running on different nodes, however, this hierarchy is not
strict, as sublayers of different subgraphs may be directly interconnected.

On top of the hardware architecture and component layers, a third layer can
be identified. These are the problem-domain objects (the objects doing the ac-
tual work) within software components. Fig. 5 provides an extended deployment
diagram which, in addition, depicts problem-domain objects like the :Bill and
:Customer located within the Billing component.

   ::CashBox

:Billing

:Bill

amount = a
:CustomerPays

processor

problem domain 
objects

software 
component

Fig. 5. Deployment diagram extended by problem-domain objects.
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That is, our conceptual framework for system modeling shall be based on
hierarchical graphs where at least three layers have to be distinguished (cf. Fig.
11). Moreover, we often encounter hierarchical structures even within any of
the three layers of objects, software components, and hardware architecture.
This multi-layered hierarchical graph structure forms the first dimension of our
conceptual framework.

2.2 Typed Structures

All diagrams discussed so far have shown individual snapshots of the application
scenario. In the world of programming, this corresponds to a state in the execu-
tion of a program which is specified in the program text by means of variables
and types. Analogously, in modeling we also distinguish between an instance and
a type level and demand that the instance level is consistent with the type level.

In the layer of problem-domain objects, the type level is provided by a class
diagram as depicted in Fig. 6. It defines three different classes and their associa-
tions where the multiplicity is restricted by appropriate cardinality constraints.
Classes are described by their names and by attribute definitions, whereas in-
stances of a class will have concrete values for these attributes.

Customer
name

Account

balance

Bill

amount
To

From

Has

Pays

**

11

11 **

**

0..1

**
11

Fig. 6. Problem-domain class diagram.

Analogously, the allowed software and hardware architectures on the instance
level may be determined by appropriate type definitions. Type definitions for
software architectures, also called architectural styles [51], determine a set of
admissible concrete architectures. Fig. 7 gives an example for the definition of
hardware architectural style using a hardware diagram on the type level. The
notation is similar to that of the class diagram in Fig. 6 but for the use of
the node icon. The xor-constraint ensures that a SmartCard instance is either
connected to a CashBox or to a BankingTerminal.

Hence, beside the hierarchical structure of the model we have identified a
second, orthogonal dimension of typing. The states of our conceptual model are



134 G. Engels and R. Heckel

 CashBox

 SmartCard
Banking
Terminal

MainFrame

0..1

0..1

0..1

11

**{xor}

0..1

Fig. 7. Hardware architecture (type level).

therefore multi-layered, non-strict hierarchical graphs typed over correspond-
ingly structured type graphs.

2.3 Instance Level Dynamics

So far, we have only dealt with the structural aspects of our model. In order to
provide semantics for distributed and mobile applications with dynamic recon-
figuration we have to specify operations for transforming this structure.

Dynamic change on the instance level is specified by transformation rules as
shown in Fig. 8. A rule consists of two object diagrams, the left- and the right-
hand side, where the former specifies the situation before the operation and the
latter the situation afterwards. The rule in Fig. 8 describes the operation of a
customer paying a bill from his account by transferring the required amount to
the specified target account. The transformation of object structures has to be
consistent with the typing in the sense that the constraints on the instance level
imposed by the type-level diagrams are preserved.

The object transformation shown in Fig. 8 can be seen as an abstract require-
ment specification of the operation payBill disregarding the constraints imposed
by the architectural layer. According to our scenario, Account and Bill objects
originally reside on different nodes. Therefore, the bill has to be transferred from
the cash box to the banking system by means of a SmartCard. The operations
required for downloading the bill onto the card are described in Fig. 9. When
the card is inserted into the cash box’s card reader, a hardware connection is
established. This triggers, after completion of an appropriate authentication pro-
tocol, the connection of the Billing with the BillCard component. Then, the bill
is stored in the BillCard component and the customer’s identity is recorded by
the Billing component of the cash box.

As indicated by the identities of the Customer and the Bill objects, these
objects are not simply copied from one component to the other but they are
actually shared after the operation. This is physically impossible, but object-
oriented middle-ware like CORBA [28] supports the sharing of objects (as well
as references between objects on different machines) through the concept of
proxies, i.e., local place-holders providing access to remote objects. As conceptual
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:Customer

:Account

balance = x
b:Bill

amount = a

To

From

Has Pays

:Account

balance = y

:Customer

:Account
balance =    
  x − a

:Account

Has

payBill(b)

balance =    
  y + a

Fig. 8. Object transformation rule.

framework for the application developer, our model should provide features (at
least) on the same level of abstraction as offered by state-of-the-art programming
technology. Of course, in order to allow for sharing on the instance level, also on
the type level it must be possible to share classes between different components
types.

Notice that we have described dynamic changes within all three layers of our
hierarchy and all but the first transformation are concerned with two layers at
the same time. Thus, not only the states of our systems are hierarchical, but
also the operations have to take care of the hierarchical structure, as they are
potentially not restricted to a single layer.

2.4 Type Level Evolution

The last point to be discussed in this section is the difference between the dy-
namic change on the instance level as described above and the evolution of the
system by changes on the type level. As systems have to be adapted to new
requirements, not only their configuration may change, but also it may be nec-
essary to introduce new types of hardware or to deploy new software components
containing objects of classes which have not been known before.

In our application scenario, a new component CashCard is downloaded on
the card in order to provide the additional service of using the card directly
for paying bills at a cash box. A corresponding Cashing component is needed
at cash boxes while banking terminals have to provide a CashCardService to
transfer virtual money to the card. On the hardware level, the evolution consists
in establishing a new kind of hardware connection in order to transfer bills from
the cash box to the banking system via the internet. The new types are shown
in the diagram of Fig. 10.
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  :CashBox

  :SmartCard

  ::CashBox

  :SmartCard

insertCard

  :CashBox

  :SmartCard

Billing

BillCard

  :CashBox

  :SmartCard

connect
Components

Billing

BillCard

:Billing

:BillCard

c:Customer

name = n

b :Bill

amount = a

b :Bill

amount = a

Pays

transferBill

:Billing

:BillCard

c:Customer

name = n

b :Bill

amount = a

name = n

c:Customer Pays

Fig. 9. Transformation of the instance level hierarchy.
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    CashBox
    MainFrame

  SmartCard

CardInterface

  Cashing

 CashCard

 AuthCard

 BankingSystem

Internet

    BankingTerminal

 CashCardService

 Billing

 BillCard

 AuthCardService

 BillCardService

CardInterface

Intranet

Fig. 10. Evolution of hardware and software architecture.

The overall framework is summarized in Fig. 11. It distinguishes between an
instance level and a type level. Within each level, a hierarchical structure of three
layers can be identified. For instance on the instance level, we have the problem-
domain objects on the first layer, which are distributed over a component-based
software architecture on the second layer, where software components are spread
over a network of hardware components on the third layer. Orthogonally to
these two dimensions of typing and hierarchical structures, we consider, as a
third dimension, the dynamic change on the instance level and the evolutionary
change on the type level, both in all of the three layers. The formalization and
consistent integration of these three dimensions is the subject of the next section.

3 Formalizing the Conceptual Model
with Graph Transformation Systems

In Sect. 2, we have analyzed the structures relevant for the modeling of dis-
tributed and mobile applications. In retrospect, in a single model we can iden-
tify the three dimensions of typing, dynamic and evolutionary change, and of the
hierarchy of objects, software and hardware components. In this section, these
three dimensions as well as their interdependencies shall be formalized.

We build upon concepts from the theory of graph transformation systems
which focus on the specification of systems where states are represented as graphs
and changes are specified by transformation rules (thus dynamic change is al-
ready present). Surveys on the state-of-the-art of theory and application of graph
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problem− domain objects

component− based 
software architecture

network of processors

instance level type level

instanceOf

instanceOf

instanceOf

problem− domain model

software architectural style

hardware architectural style

layers

Fig. 11. Instance and type level as well as the three-layered hierarchy of system models.

transformation can be found in the three handbook volumes [47,14,16]. A good
introductory text is [1].

Among the various formalizations of graph transformation, the “algebraic,
Double PushOut (DPO) approach” [18,10] is one of the most successful, mainly
because of its flexibility. In fact, since the basic definitions of rule and trans-
formation are based on diagrams and constructions in a category, they can be
used in a uniform way for a wide range of structures. Therefore, many results
can be proved once and for all using categorical techniques [17]. This flexibility
shall be exploited in the following in order to augment the original formalism
[18] with several levels of typing (in the spirit of the typed DPO approach [9]),
thus representing the hierarchy within a model and its evolution on the type
level.

3.1 Object Dynamics as Typed Graph Transformation

In this section, we are going to provide the formal semantics of the dynamic
change at the instance level conceptually discussed in Sect. 2.3. This includes
the concepts of typing as described in Sect. 2.2 as well as the transformation of
instances in a type-consistent way.

Graphs and typed graphs. The relation between diagrams on the type level and
diagrams on the instance level is formally captured by the concept of type and
instance graphs [9].

By graphs we mean directed unlabeled graphs G = 〈GV , GE , srcG, tarG〉
with set of vertices GV , set of edges GE , and functions srcG : GE → GV and
tarG : GE → GV associating with each edge its source and target vertex. A
graph homomorphism f : G → H is a pair of functions 〈fV : GV → HV , fE :
GE → HE〉 preserving source and target, that is, srcH◦fE = fV ◦srcG and tarH◦
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fE = fV ◦ tarG. The category of graphs and graph morphisms with composition
and identities defined componentwise on the underlying functions is denoted by
Graph.

Definition 1 (typed graphs). Given a graph TG, called type graph, a TG-
typed (instance) graph consists of a graph G together with a typing homomor-
phism g : G→ TG associating with each vertex and edge x of G its type g(x) = t
in TG. In this case, we also write x : t ∈ G. A TG-typed graph morphism between
two TG-typed instance graphs 〈G, g〉 and 〈H,h〉 is a graph morphism f : G→ H
which preserves types, that is, h ◦ f = g. The category of all instance graphs
typed over TG is denoted by GraphTG.

G

g

��
TG

G

f
++

g
!!CC

CC
CC

CC
H

h}}{{
{{

{{
{{

TG

Categorically speaking, GraphTG is the comma category (Graph ↓ TG) of
graphs over TG (see, e.g., [40]). This observation allows to inherit categorical
constructions from Graph to GraphTG. In particular, since the category of
graphs has all limits and colimits, the comma category GraphTG has all limits
and colimits as well, and their constructions coincide in Graph and GraphTG
up to the additional typing information.

Example 1 (type and instance graphs). Fig. 12 shows the class diagram of Fig. 6
as a type graph, as well as a corresponding instance graph. We use the UML-
like notation vertex:type for specifying instance graphs and their typing. The
name of the vertex may be omitted in which case the diagram represents an
isomorphism class of graphs. We do not formally deal with attributes in this
paper. For approaches to the transformation of attributed graphs the reader is
referred to [48,39,5].

Typed graph transformations. The DPO approach to graph transformation has
originally been developed for vertex- and edge-labeled graphs [18]. Here, we
present immediately the typed version [9].

According to the DPO approach, graph transformation rules (also called
graph productions), are specified by pairs of injective graph morphisms (L l←−
K

r−→ R), called rule spans. The left-hand side L contains the items that must be
present for an application of the rule, the right-hand side R those that are present
afterwards, and the context graph K specifies the “gluing items”, i.e., the objects
which are read during application, but are not consumed. The transformation
of graphs is defined by a pair of pushout diagrams, a so-called double pushout.

Definition 2 (DPO graph transformation). Given a type graph TG, a TG-
typed graph transformation rule is a pair p : s consisting of a rule name p and a
rule span s = (L l←− K r−→ R).
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Customer
name

Account

balance

Bill

amount
To

From

Has

Pays

:Account

balance = 5
b:Bill

amount = 3

To

From

Pays

:Account

balance = 0

:Customer

Has

:Customer
Has

Type graph TG

Instance graph GG

Typing
hom. g

name = Al

name = Tim

Fig. 12. Type and instance graph.

A double-pushout (DPO) diagram o is a diagram like below where (1) and
(2) are pushouts. Given a rule p : s like above the corresponding (direct DPO)

transformation from G to H is denoted by G
p/o
=⇒ H.

L

(1)oL

��

K

(2)

loo r //

oK

��

R

oR

��
G Dg

oo
h

// H

The DPO diagram o is a categorical way of representing the occurrence of a
rule in a bigger context. Assuming a simpler representation of rules, the same
situation can also be expressed in a more set-theoretic way. In fact, a graph
transformation rule can be represented (up to renaming) as a pair of graphs
with rule name p : L → R such that the union L ∪ R is defined (i.e., graphs L
and R live in the same name space). The span representation can be recovered
as p : L←↩ L∩R ↪→ R. That is, given that L∪R is defined, the interface graph
K, which is needed in the categorical setting for specifying the sharing between
L and R, can be reconstructed and is therefore omitted.

Then, a direct transformation from G to H (with G ∪H defined) using rule
p : L→ R is given by a graph morphism o : L ∪R→ G ∪H, called occurrence,
such that

– o(L) ⊆ G and o(R) ⊆ H, i.e., the left-hand side of the rule is embedded into
the pre-state and the right-hand side into the post-state
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– o(L\R) = G\H and o(R\L) = H \G, i.e., exactly that part of G is deleted
which is matched by elements of L not belonging to R and, symmetrically,
that part of H has been added which is matched by elements new in R.

Like in the categorical definition, the resulting graph H is only determined up
to isomorphism by the rule p : L→ R and the occurrence oL : L→ G.

Example 2 (typed graph transformation). Fig. 13 shows the span representation
of the object transformation rule of Fig. 8 as well as its application to the instance
graph in Fig. 12. Operationally speaking, the application of the rule proceeds
as follows. Given the occurrence oL of the left-hand-side in the given graph G
determined by the mapping of the b:Bill vertex, the application consists of two
steps: The objects of G matched by L \ l(K) are removed which leads to the
graph D without the bill. Then, the objects matched by R \ r(K) are added to
D leading to the derived graph H.

Gluing the graphs L and D over their common part K yields again the given
graph G, i.e., the left-hand square (1) forms a so-called pushout complement.
Only in this case the application is permitted. Similarly, the derived graph H is
the gluing of D and R over K, which forms the right-hand side pushout square
(2).

The same rewrite mechanism is used for the update of attributes: In order
change an attribute value, the attribute is deleted and re-generated with the new
value.

The formalization of deletion as “inverse gluing” implies that the application
of a rule can be described as an embedding of K = L ∩ R into a context by
means of the occurrence morphism oK : K → D (cf. Fig. 13). This implies that
only vertices in the image of L ∩R can be merged or connected to edges in the
context. These observations are reflected, respectively, in the identification and
the dangling condition of the DPO approach which characterize, given a rule
p : (L l←− K

r−→ R) and an occurrence oL : L → G of the left-hand side,
the existence of the pushout complement (1), and hence of a direct derivation1

G
p/o
=⇒ H. The identification condition states that objects from the left-hand side

may only be identified by the match if they also belong to the interface (and are
thus preserved). The dangling condition ensures that the structure D obtained
by removing from G all objects that are to be deleted is indeed a graph, that is,
no edges are left “dangling” without source or target node.

In this way, the DPO construction ensures the consistency of the transfor-
mation with the graph structure. Type consistency is ensured by the fact that
the transformation rules themselves are well-typed. Together with the typing of
the given graph G this induces the typing of the derived graph H.

1 The pushout (2) always exists since category GraphTG is cocomplete due to the
cocompleteness of Graph.
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Fig. 13. DPO graph transformation step.

3.2 Hierarchical Structures as Aggregated Graphs

In Sect. 2.3, we have pointed out the requirements for modeling the dynamic
change of the instance level hierarchy consisting of the object, software and
hardware component layers where, in general, each of these layers may be again
hierarchical. It has been observed that these hierarchies are not strict (neither on
the type nor on the instance level) in the sense that vertical sharing is allowed,
i.e., the refinement relation forms a directed acyclic graph (DAG) rather than a
tree. In this section, we outline an approach to formalize the transformation of
such structures.

Hierarchical graphs and their transformation have received much attention
in the graph transformation literature. The first formal account we are aware of
is [45]. Close to the conceptual model outlined in Sect. 2.1 is the approach of
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distributed graph transformation [52]. Distributed graphs are hierarchical graphs
with two layers only. Formally, they are diagrams in the category of graphs. That
means, a graph G representing the network topology is attributed with graphs
and graph morphisms modeling, respectively, the object structures contained in
the local components and relationships between them. The transformation of
these graphs is based on the double-pushout approach. As distributed graphs
also allow sharing of objects between different components, they would be a
natural candidate for formalizing our hierarchical models. However, they are
restricted to hierarchies of depth two (although the construction of diagrams in
the category of graphs could be iterated).

A new approach towards hierarchical graph transformation based on the
DPO transformation of hypergraphs (see, e.g., [13]) which allows hierarchical
graphs of arbitrary finite depth is proposed in [12]. Conceptually, hyperedges in
this approach represent components which contain other hypergraphs, and the
attachment vertices of a hyperedge represent ports through which the compo-
nents are connected. The drawback of this approach from our point of view is
its limitation to strict, tree-like hierarchies without vertical sharing.

More general concepts of hierarchical graphs allowing both vertical sharing
and multiple-layered structures have been proposed, for example, in [21,6] but
neither of them formally accounts for the transformation of these graphs. Sum-
marizing, none of the approaches we are aware of satisfies all the requirements
of Sect. 2 although many approaches contribute to some aspect of the overall
problem.

Instead of extending the underlying formalism as it is done in most ap-
proaches, we propose to model hierarchical graphs with vertical sharing by ag-
gregated graphs, i.e., graphs with distinguished aggregation edges representing
the refinement of vertices. This approach has the advantage of preserving the
theoretical results and semantic properties of the basic typed graph transforma-
tion approach. In particular, the concurrent semantics in terms of concurrent
traces, graph processes, and event structures (see [2] for a recent survey) is rele-
vant to our aim of developing a formal model for distributed and mobile systems.

For distinguishing between aggregation edges and ordinary edges in both
type and instance graphs, we introduce an additional level of typing, the meta
type level. In the meta type graph TG0 in Fig. 14 on the left two kinds of
edges are defined: ordinary edges and aggregation edges with a diamond head
designating the super-vertex. Since there is only one node representing all kinds
of vertices, TG0 is the most general type graph serving our purpose. It could be
further refined by separating the three layers of objects, software and hardware
components as shown in the same figure on the right. In fact, since the graph
TG1 on the right is itself typed over TG0, it could be used to provide another
level of typing (that we omit for the sake of simplicity). An analogous approach
can be found in the standardization of the UML by the OMG [27] based on the
Meta Object Facility [26], a meta modeling framework which provides four levels
of typing.
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Vertex
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Class
TG

TG11

00

Fig. 14. Meta type graphs.

Thus, graphs typed over TG0 represent graphs with aggregation edges. Since
the genuine type level is still missing, typed graphs with aggregation edges are
defined by replacing in Definition 1 the category of graphs and graph morphisms
with the category GraphTG0

of TG0-typed graphs. Given a TG0-typed graph
〈TG, tg0 : TG → TG0〉 representing a type graph with aggregation edges, we
build the comma category GraphTG0

↓ 〈TG, tg0〉 of TG0-typed graphs over
〈TG, tg0〉. Objects of this category are graphs with two levels of typing compat-
ible with the typing of TG as represented by the commutative diagram below
on the left.

G
g //

g0 !!DD
DD

DD
DD

TG

tg0

��
TG0

G g
//

g0 !!DD
DD

DD
DD

f

((
TG

tg0

��

H
h

oo

h0}}zz
zz

zz
zz

TG0

A morphism of 〈TG, tg0〉-typed graphs 〈G, g〉 and 〈H,h〉 is a graph morphism f
such that the diagram above on the right commutes. In particular, notice that
both the meta type graph TG0 and the type graph 〈TG, tg0〉 remain fixed, i.e.,
the only variation allowed is on the level of instances.

Example 3 (typed graph with aggregation). Fig. 15 shows a type graph with ag-
gregation edges which is itself an instance of the meta type graph TG1 in Fig. 14.
Notice the vertical sharing of the classes Customer and Bill between the Billing
and BillCard components as well as the link between the two components con-
tained in different nodes.

The transformation of 〈TG, tg0〉-typed graphs is defined by replacing in Def-
inition 2 the category GraphTG for a given type graph TG with the category
GraphTG0

↓ 〈TG, tg0〉 for a given TG0-typed type graph 〈TG, tg0〉. Due to
the notion of morphism, the transformation is restricted to the instance level
while the type level remains static. Notice again that the use of a comma cate-
gory does not only allow us to inherit the categorical structure relevant for the
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Billing:Component

CashBox:Node

Bill:Class

Customer:Class

BillCard:Component

SmartCard:Node

Pays

Fig. 15. A type graph with aggregation edges.

definition of transformation, but also to reestablish most theoretical results of
double-pushout graph transformation.

Example 4 (graph transformation rule with aggregation). A graph transforma-
tion rule conforming to the type graph of Fig. 15 is shown in Fig. 16. It represents
the formal counterpart of the lower rule transferBill in Fig. 9 (the context graph
is omitted). Here, the sharing of Bill and Customer between the Billing and the
BillCard components, which has been noted already in the type graph, occurs on
the level of instance graphs in the right-hand side of the rule rule.

Although the concept of meta typing allows us to represent graphs with aggre-
gation edges, additional constraints are required in order to exclude meaningless
structures. In particular, we have to require the acyclicity of aggregation edges
in the instance level graphs. Thus, given a TG0-typed type graph 〈TG, tg0〉, an
aggregated graph is a 〈TG, tg0〉-typed instance graph such that the aggregation
edges form a directed acyclic graph. Further, an aggregated graph transforma-
tion rule is a rule in GraphTG0

↓ 〈TG, tg0〉 which does not introduce a new

:Billing

b:Bill c:Customer

:BillCard

Pays

:Billing

b:Bill c:Customer

:BillCard

Pays

transferBill

Fig. 16. Graph transformation rule with aggregation.
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aggregation edge between two already existing vertices. This is enough to show
that the application of a rule on an aggregated graph yields again an aggregated
graph (i.e., it does not create cycles of aggregation edges), thus ensuring the
consistency between dynamic change and hierarchical structure.

Of course, other constraints may be added, for example, about the connec-
tions allowed between graphs within different nodes or between different layers
of the hierarchy (see, e.g., [21]). Such constraints, however, are highly applica-
tion dependent and they should not be part of the basic formalism. Instead,
a constraint language is required for specifying such constraints and verifying
the consistency of rules. The most prominent logical approach for specifying
graph properties [11] is based on second-order monadic logic. In contrast to the
first-order case, this allows the specification of path properties like the acyclicity
constraints mentioned above. A less powerful formalism for expressing integrity
constraints which is based on a graphical notation has been introduced in [33].

3.3 Model Evolution through Type Level Transformation

In the previous section, we have used meta typing in order to distinguish ordinary
and aggregation edges representing refinement in hierarchical graphs. We have
pointed out that, due to the notion of morphism between graphs with two levels
of typing, the transformation is restricted to the instance level while the type
level remains static. In this section, it is our aim to extend the transformation
to the type level. To this aim, we provide another construction of graphs with
two-level typing which yields the same notion of graphs but a more flexible kind
of morphism.

An arrow category C→ in a given category C has arrows a : A → A′ of C
as objects. A morphism between a : A→ A′ and b : B → B′ is a pair of arrows
〈f, f ′〉 in C such that the square below on the right commutes.

A

a

��
A′

A
f //

a

��

B

b

��
A′ f ′ // B′

The arrow category Graph→ over the category of graphs has graph morphisms
as objects. We may think of them as typing morphisms from instance graphs
to type graphs. With this intuition, morphisms of Graph→ consist of graph
morphisms both on the instance and the type level thus allowing the variation
of types as required for evolutionary change.

In order to preserve the hierarchical structure established through meta typ-
ing and to provide some control on the transformation of types, we build the
arrow category over the category of TG0-typed graphs. Thus, objects of this
category are arrows in GraphTG0

like below on the left, and arrows are pairs of
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arrows 〈fI , fT 〉 in GraphTG0
as shown on the right:

G
g //

g0 !!DD
DD

DD
DD

TG

tg0

��
TG0

G g
//

g0 ++

fI

++
TG

tg0

""FFFFFFFF fT

// TH
th0

||xxxxxxxx
H

h
oo

h0ss
TG0

Now we can define our ultimate notion of transformation, catering for hierar-
chical structures as well as for type-level evolution, by replacing the category of
TG-typed graphs in Definition 2 with the category Graph→

TG0
.

Transformation rules in this setting consist of two-level graphs. They modify
consistently the type and the instance level. The consistency between the two
levels of transformation and the meta typing realizing the hierarchical structure
is implicit in the commutativity of the above diagrams.

A more general approach to system evolution has been presented in [38]. In
addition to the evolution of type graphs, in [38] also the transformation rules
specifying dynamic change may be modified by application of higher-level evo-
lution rules. Thus, unlike in our approach, dynamic change and evolution form
orthogonal dimensions.

4 Conclusion

In this paper, we have proposed a conceptual framework for mobile and dis-
tributed applications. Three orthogonal dimensions of such systems have been
identified: A multi-layered, non-strict hierarchical graph structure, the typing of
instance graphs over type graphs, and the dynamic and evolutionary change
occurring, respectively, on the instance and the type level. This conceptual
framework is formalized using concepts of graph transformation, in particu-
lar, typed graph transformation systems according to the categorical double-
pushout (DPO) approach [18,9] and hierarchical graphs. The use of categorical
constructions like comma categories allows us to express the orthogonality and
consistency of the three dimensions while inheriting many theoretical results.

Our framework does not yet cover all important aspects of software develop-
ment. Some of these aspects have been investigated in the graph transformation
literature for simpler kinds of systems (e.g., without typing or hierarchical struc-
ture). In particular, the software development process with its different phases
of analysis, design, and implementation and the refinement steps between these
phases are subject of ongoing research (see, e.g., [29,25,37,53]). Horizontal struc-
turing techniques for models and programs like modules, views, or packages have
been studied, for example, in [31,30,32,49]. In order to support the transition
from design to implementation, high-level programming and modeling languages
based on graph transformation are developed (see, e.g., [23,50,22]).

Most of these approaches are neither consistent nor strictly orthogonal to
the conceptual framework presented her. It remains future work to identify the
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relation between the various concepts and to incorporate them into a consistent
overall model of software development.
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Abstract. We study the complexity of proving the Pigeon Hole Princi-
ple (PHP) in a monotone variant of the Gentzen Calculus, also known
as Geometric Logic. We show that the standard encoding of the PHP as
a monotone sequent admits quasipolynomial-size proofs in this system.
This result is a consequence of deriving the basic properties of certain
quasipolynomial-size monotone formulas computing the boolean thresh-
old functions. Since it is known that the shortest proofs of the PHP in
systems such as Resolution or Bounded Depth Frege are exponentially
long, it follows from our result that these systems are exponentially sepa-
rated from the monotone Gentzen Calculus. We also consider the mono-
tone sequent (CLIQUE) expressing the clique-coclique principle defined
by Bonet, Pitassi and Raz (1997). We show that monotone proofs for
this sequent can be easily reduced to monotone proofs of the one-to-one
and onto PHP, and so CLIQUE also has quasipolynomial-size monotone
proofs. As a consequence, Cutting Planes with polynomially bounded
coefficients is also exponentially separated from the monotone Gentzen
Calculus. Finally, a simple simulation argument implies that these re-
sults extend to the Intuitionistic Gentzen Calculus. Our results partially
answer some questions left open by P. Pudlák.

1 Introduction

One of the main approaches to attack the NP 6= co-NP question is that of
studying the length of proofs in propositional calculi. In a well-known result,
Cook and Reckhow [16] proved that if all propositional proof systems are not
polynomially bounded, that is, if they have families of tautologies whose shortest
proofs are superpolynomial in the size of the formulas, then NP 6= co-NP. In
spite of the simplicity of propositional proof systems such as the Hilbert Calculus
(Frege system) or the Gentzen sequent Calculus, we are admitedly far at present
from proving that these systems are not polynomially bounded. Surprisingly, one
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of the main difficulties is the lack of families of tautologies candidate to be hard
for these systems.

Nevertheless several important results have been obtained for less power-
ful but not trivial proof systems. Strong lower bounds are actually known for
systems such as Resolution [18,13,5,32,14], Bounded Depth Frege [1,4] and Poly-
nomial Calculus [28]. The common point among these results is the family of
formulas that is considered to give the exponential lower bounds. These formu-
las encode a basic combinatorial principle known as the Pigeon Hole Principle
(PHPm

n ), saying that there is no one-to-one mapping from a set of m elements
to a set of n elements, provided m > n. Resolution was the first proof system
for which an exponential lower bound was proved for the size of refutations of
the PHPn+1

n , a well-known result due to Haken [18]. This result was general-
ized to PHPm

n , for m linear in n, by Buss and Turan [13]. The same formula,
PHPn+1

n , was later used by Ajtai [1] to give a superpolynomial size lower bound
for a system that subsumes Resolution: Bounded Depth Frege. This result was
simplified and improved up to an exponential lower bound by Beame et al. [4].
The complexity of the PHPm

n is also well-studied in algebraic-style propositional
proof systems. Recently, Razborov [28] (see also [19]) showed that PHPm

n is also
hard for the Polynomial Calculus (notice that Riis [30] showed that a different
encoding of PHPn+1

n restricted to bijective maps has constant degree proofs in
the Polynomial Calculus). Actually one of the most interesting problems is to
know the exact complexity of Resolution refutations of PHPm

n , when m ≥ n2

log n

[6,12,29]. Thus, in spite of its simple combinatorial nature, PHPn+1
n is one of

the most commonly used principles to give proof complexity lower bounds. For
this reason, in studying the complexity of a new proof system, it is important to
consider the complexity of proving PHPn+1

n as a first step. After Haken’s lower
bound, it was conjectured that PHPn+1

n would also be hard to prove for more
powerful proof systems, such as Frege. The conjecture was refuted by Buss [9],
who exhibited polynomial-size proofs in Frege, or equivalently, in the Gentzen
Calculus. It is also known that PHPn+1

n has polynomial-size proofs in Cutting
Planes [17], and that the slightly weaker form PHP2n

n has quasipolynomial-size
proofs in Bounded Depth Frege [23,22].

Monotone proof systems, that is, proof systems restricted to propositional
formulas over the monotone basis {∧,∨}, were considered by Pudlák and Buss
[26], and more recently, by Pudlák [24], and Clote and Setzer [15]. There are
several alternative definitions of monotone proof systems. Here we consider the
Monotone Gentzen Calculus, called Geometric Logic in [24]. Although the only
monotone tautological formula is the true constant 1, Pudlák suggests the study
of tautological sequents of the form A → B, where A and B are boolean formulas
built over the monotone basis {∧,∨}. Several interesting combinatorial principles
can be put in this form; for example, PHPn+1

n .
The correpondence between circuit complexity classes and proof systems in-

spires new techniques to obtain both upper and lower bounds for proofs. Ex-
amples are the lower bound of Beame et. al. [4] for Bounded Depth Frege (also
known as AC0 Frege), in which they used an adaptation of Hastad’s Switch-
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ing Lemma, and the polynomial upper bound of Buss [10] for PHPm
n in Frege

(or NC1-Frege) using an NC1 circuit for addition. While strong lower bounds
for monotone circuits were given more than ten years ago (see [27,3]), non-
trivial lower bounds for monotone proof systems are not known yet. Hence,
one of the basic questions is whether PHPn+1

n can be used to obtain exponen-
tial lower bounds for these systems. This question is also important since the
(non-monotone) Frege proofs of PHPn+1

n given by Buss [9] formalize a counting
argument, and it is not clear how to formalize counting arguments into short
monotone proofs. See the paper by Pudlák [24] for a further discussion on this
topic (see also [15]).

In this work we exhibit quasipolynomial-size proofs of PHPn+1
n in the Mono-

tone Gentzen Calculus. To obtain this result, we consider quasipolynomial-
size monotone formulas to compute the boolean threshold functions. While
polynomial-size monotone formulas are known for these functions [33,2], Pudlák
remarks that it is not clear whether their basic properties have short monotone
proofs. First, Valiant’s construction [33] is probabilistic, and therefore, it does
not provide any explicit formula to work with. Second, the sorting network of
Ajtai, Komloś, and Szemeredi [2] makes use of expanders graphs, and there is
little hope that their basic properties will have short monotone proofs. Here we
address the difficulty raised by Pudlák by considering explicit quasipolynomial-
size monotone formulas thn

k (x1, . . . , xn) to compute threshold functions. We
show that the basic properties of thn

k (x1, . . . , xn) admit quasipolynomial-size
monotone proofs. In particular, we prove that for any permutation π the se-
quent thn

k (x1, . . . , xn) ` thn
k (xπ(1), . . . , xπ(n)) has quasipolynomial-size monotone

proofs.
We remark that our proofs can be made tree-like, but details are omitted

in this version. For non-monotone Gentzen Calculi, Kraj́ıček [20] proved that
tree-like proofs are as powerful as the unrestricted ones. But it is not known at
present whether this holds for the monotone case, as the same technique does
not apply.

We also consider the formula CLIQUEn
k expressing the (n, k)-Clique-Coclique

Principle, used by Bonet, Pitassi and Raz, and for which an exponentialy lower
bound in Cutting Planes with polynomially bounded coefficients (poly-CP) was
proved [8] (notice the difference with the Clique Principle with common variables
introduced by Kraj́ıček in [21], and used by Pudlák in [25] to obtain exponen-
tial lower bounds for Cutting Planes with unrestricted coefficients. The latter is
not a monotone tautology of the form A → B). We show that monotone proofs
for the monotone sequent obtained from the formula CLIQUEn

k can be reduced
to monotone proofs of the onto version of PHPk

k−1, which in turn can be eas-
ily reduced to the standard PHPk

k−1. This way, we obtain quasipolynomial-size
monotone proofs of CLIQUEn

k

Our results imply that Resolution, Bounded-depth Frege, and poly-CP are
exponentially separated from the (tree-like) Monotone Gentzen Calculus. Finally,
as remarked in [24], a simple simulation argument shows that every proof in
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the Monotone Gentzen Calculus, is also a proof in the Intuitionistic Gentzen
Calculus. Hence, all our results also hold for this system.

2 Preliminaries

A monotone formula is a propositional formula without negations. The Monotone
Gentzen Calculus (MLK), also called Geometric Logic [24], is obtained from
the standard Gentzen Calculus (LK [31]) when only monotone formulas are
considered, and the negation rules are ignored. As usual, a proof in MLK is a
sequence of sequents, or lines, of the form Γ ` ∆ each of which is either an initial
axiom, or has been obtained by a rule of MLK from two previous lines in the
sequence. The sequence constitutes a proof of the last sequent. When we restrict
the proofs in such a way that each derived sequent can be used only once as a
premise in a rule of the proof, we say that the system is tree-like.

The overall number of symbols used in a proof is the size of the proof. Let A
and B1, . . . , Bn be formulas, and let x1, . . . , xn be propositional variables that
may or may not occur in A. We let A(x1/B1, . . . , xn/Bn) denote the formula
that results from A when all occurrences of xi (if any) are replaced by Bi (re-
placements are made simultaneously). Observe that if A and B are monotone
formulas, then A(x/B) is also monotone. The non-monotone version of the fol-
lowing Lemma appears in [7,10] (monotonicity is only needed in part (v), and
the proof is straightforward).

Lemma 1. For every monotone formula A, the sequents (i) A, x ` A(x/1), (ii)
A ` x, A(x/0), (iii) A(x/1), x ` A, (iv) A(x/0) ` x, A, and (v) A(x/0) ` A(x/1),
have MLK-proofs of size quadratic in the size of A.

For every n and k ∈ {0, . . . , n}, let THn
k : {0, 1}n → {0, 1} be the boolean

function such that THn
k (a1, . . . , an) = 1 if and only if

∑k
i=1 ai ≥ k, for every

(a1, . . . , an) ∈ {0, 1}n. Each THn
k is called a threshold function. Valiant [33]

proved that every threshold function THn
k is computable by a monotone formula

of size polynomial in n. The proof being probabilistic, the construction is not
explicit. In the same paper, Valiant mentioned that a divide and conquer strat-
egy leads to explicit quasipolynomial-size monotone formulas for all threshold
functions. The same construction appears in the book by Wegener [35], and in
the more recent book by Vollmer [34]. Here we revisit that construction with a
minor modification. We define monotone formulas th1

0(x) := 1 and th1
1(x) := x,

and for every n > 1 and k ∈ {0, . . . , n}, define the formula

thn
k (x1, . . . , xn) :=

∨
(i,j)∈In

k

(thn/2
i (x1, . . . , xn/2) ∧ thn−n/2

j (xn/2+1, . . . , xn)),

where In
k = {(i, j) : 0 ≤ i ≤ n/2, 0 ≤ j ≤ n − n/2, i + j ≥ k} and n/2 is

an abbreviation for bn/2c. It is straightforward to prove that thn
k (x1, . . . , xn)

computes the boolean function THn
k . On the other hand, it is easy to prove, by

induction on n, that the size of thn
k (x1, . . . , xn) is bounded by nc log2(n) for some

constant c > 0; that is, the size of thn
k (x1, . . . , xn) is quasipolynomial in n.
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3 Basic Properties of Threshold Formulas

We establish a number of lemmas stating that the elementary properties of the
threshold formulas admit short MLK-proofs. Here, short means size polynomial
in the size of the formula thn

k (x1, . . . , xn), and therefore, size quasipolynomial
in n. The first properties are easy:

Lemma 2. For every n, m, k ∈ IN with m ≤ n/2, and k ≤ n − n/2, and
for every h, s ∈ IN with n ≥ h ≥ s, the sequents (i) ` thn

0 (x1, . . . , xn), (ii)
thn

n(x1, . . . , xn) ` ∧
i xi, (iii) thn/2

m (x1, . . . , xn/2) ∧ thn−n/2
k (xn/2+1, . . . , xn) `

thn
m+k(x1, . . . , xn), and (iv) thn

h(x1, . . . , xn) ` thn
s (x1, . . . , xn) have MLK-proofs

of size quasipolynomial in n.

In the next lemmas we give MLK-proofs of the basic properties relative to
the symmetry of the threshold formulas (Theorem 1 below).

Lemma 3. For every n, m, k, l ∈ IN, with 0 < m ≤ n, 0 ≤ k < n, and 0 ≤ l ≤ n,
the sequents

(i) thn
k+1(x1, . . . , xl/1, . . . , xn) ` thn

k (x1, . . . , xl/0, . . . , xn)
(ii) thn

m−1(x1, . . . , xl/0, . . . , xn) ` thn
m(x1, . . . , xl/1, . . . , xn)

have MLK-proofs of size quasipolynomial in n.

Proof : We first show (i). We use induction on n, where the base case is th1
1(1) `

th1
0(0). Assume without loss of generality that l ≤ n/2, that is, xl is in the first

half of the variables. Recall the definition of thn
k+1(x1, . . . , xl/1, . . . , xn):

∨
(i,j)∈In

k+1

(thn/2
i (x1, . . . , xl/1, . . . , xn/2) ∧ thn−n/2

j (xn/2+1, . . . , xn)).

Fix (i, j) ∈ In
k+1, let p = n/2, and let q = n − n/2. If i = 0, then j ≥ k + 1

and thq
j(xn/2+1, . . . , xn) ` thq

k(xn/2+1, . . . , xn) by part (iv) of Lemma 2. Since
` thp

0(x1, . . . , xl/0, . . . , xn/2) by part (i) of Lemma 2, right ∧-introduction gives
thq

j(xn/2+1, . . . , xn) ` thp
0(x1, . . . , xl/0, . . . , xn/2) ∧ thq

k(xn/2+1, . . . , xn), and so
thq

j(xn/2+1, . . . , xn) ` thn
k (x1, . . . , xl/0, . . . , xn) by a cut with part (iii) of Lemma

2. Left weakening and left ∧-introduction gives then thp
i (x1, . . . , xl/1, . . . , xn/2)∧

thq
j(xn/2+1, . . . , xn) ` thn

k (x1, . . . , xl/0, . . . , xn) as desired. If i > 0, we have
thp

i (x1, . . . , xl/1, . . . , xn/2) ` thp
i−1(x1, . . . , xl/0, . . . , xn/2) by induction hypoth-

esis on n. Therefore, easy manipulation using part (iii) of Lemma 2 as before gives
thp

i (x1, . . . , xl/1, . . . , xn/2)∧thq
j(xn/2+1, . . . , xn) ` thn

i−1+j(x1, . . . , xl/0, . . . , xn).
Finally, since i − 1 + k ≥ k, a cut with part (iv) of Lemma 2 gives the result.
The proof of (ii) is very similar. 2

Lemma 4. For every m, n, k, l ∈ IN with 1 ≤ k < l ≤ n, and m ≤ n, the
sequents

(i) thn
m(x1, . . . , xk/1, . . . , xl/0, . . . , xn) ` thn

m(x1, . . . , xk/0, . . . , xl/1, . . . , xn)
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(ii) thn
m(x1, . . . , xk/0, . . . , xl/1, . . . , xn) ` thn

m(x1, . . . , xk/1, . . . , xl/0, . . . , xn)

have MLK-proofs of size quasipolynomial in n.

Proof : Both proofs are identical. It is enough to prove (i) when k ≤ n/2 < l,
that is, when xk falls in the first half of the variables and xl falls in the sec-
ond half of the variables. The complete proof of (i) would then be a simple in-
duction on the recursive definition of thn

m(x1, . . . , xk/1, . . . , xl/0, . . . , xn) whose
base case is when k ≤ n/2 < l. Notice that the base case is eventually reached,
at latest, when n = 2. So assume k ≤ n/2 < l and recall the definition of
thn

m(x1, . . . , xk/1, . . . , xl/0, . . . , xn):
∨

(i,j)∈In
m

(thn/2
i (x1, . . . , xk/1, . . . , xn/2) ∧ thn−n/2

j (xn/2+1, . . . , xl/0, . . . , xn)).

Fix (i, j) ∈ In
m, let p = n/2, and let q = n − n/2. If i > 0, then Lemma

3 shows that thp
i (x1, . . . , xk/1, . . . , xn/2) ` thp

i−1(x1, . . . , xk/0, . . . , xn/2). Simi-
larly, thq

j(xn/2+1, . . . , xl/0, . . . , xn) ` thq
j+1(xn/2+1, . . . , xl/1, . . . , xn) whenever

j < n − n/2. From these two sequents, the result follows easily when i > 0
and j < n − n/2. Consider next the case in which either i = 0 or j = n −
n/2. If j = n − n/2, then thq

n−n/2(xn/2+1, . . . , xl/0, . . . , xn) is just provably
false by part (ii) of Lemma 2, and the result follows easily. If i = 0, then
thp

i (x1, . . . , xk/0, . . . , xn/2) is just provably true by part (i) of Lemma 2. On the
other hand, thq

j(xn/2+1, . . . , xl/0, . . . , xn) ` thq
j(xn/2+1, . . . , xl/1, . . . , xn) follows

by part (v) of Lemma 1, and the result follows too. 2

Lemma 5. For every m, n, i, j ∈ IN, with m ≤ n and 1 ≤ i < j ≤ n, the sequent
thn

m(x1, . . . , xi, . . . , xj , . . . , xn) ` thn
m(x1, . . . , xj , . . . , xi, . . . , xn) has MLK-proofs

of size quasipolynomial in n.

Proof : We split the property according to the four possible truth values of xi

and xj . Namely, we will give proofs of the following four sequents from which
the lemma is immediately obtained by the cut rule.

(i) thn
m(x1, . . . , xi, . . . , xj , . . . , xn), xi, xj ` thn

m(x1, . . . , xj , . . . , xi, . . . , xn),
(ii) thn

m(x1, . . . , xi, . . . , xj , . . . , xn), xi ` xj , thn
m(x1, . . . , xj , . . . , xi, . . . , xn),

(iii) thn
m(x1, . . . , xi, . . . , xj , . . . , xn), xj ` xi, thn

m(x1, . . . , xj , . . . , xi, . . . , xn),
(iv) thn

m(x1, . . . , xi, . . . , xj , . . . , xn) ` xi, xj , thn
m(x1, . . . , xj , . . . , xi, . . . , xn).

We only show (ii), the rest are similar. Two applications of Lemma 1 give
thn

m(x1, . . . , xi, . . . , xj , . . . , xn), xi ` xj , thn
m(x1, . . . , 1, . . . , 0, . . . , xn). Lemma 4

gives thn
m(x1, . . . , xi, . . . , xj , . . . , xn), xi ` xj , thn

m(x1, . . . , 0, . . . , 1, . . . , xn), and
two more applications of Lemma 1 again give thn

m(x1, . . . , 0, . . . , 1, . . . , xn), xi `
xj , thn

m(x1, . . . , xj , . . . , xi, . . . , xn). Finally, a cut between the last two sequents
gives (ii). The size of the proof is quasipolynomial since we are applying Theorem
1 on thn

m() whose size is quasipolynomial in n. 2

Since every permutation on {1, . . . , n} can be obtained as the composition
of (polynomially many) permutations in which only two elements are permuted
(transpositions), Lemma 5 easily implies the following theorem.
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Theorem 1. For every m, n ∈ IN, with m ≤ n, and for every permutation π
over {1, . . . , n} the sequent thn

m(x1, . . . , xn) ` thn
m(xπ(1), . . . , xπ(n)) has MLK-

proofs of size quasipolynomial in n.

The next two properties state that the smallest threshold formulas are prov-
ably equivalent to their usual formulas. The proof is omitted.

Lemma 6. For every n ∈ IN, the sequents

(i)
∨

i xi a` thn
1 (x1, . . . , xn);

(ii)
∨

i 6=j(xi ∧ xj) a` thn
2 (x1, . . . , xn);

have MLK-proofs of size polynomial in n.

The next lemma states that threshold functions split by cases:

Lemma 7. For every m, n ∈ IN with m even, m ≤ n, and n an exact power of
two, the sequents

(i) thn
m+1(x1, . . . , xn) ` thn/2

m/2+1(x1, . . . , xn/2), thn/2
m/2+1(xn/2+1, . . . , xn),

(ii) thn
m(x1, . . . , xn) ` thn/2

m/2+1(x1, . . . , xn/2), thn/2
m/2(xn/2+1, . . . , xn),

have MLK-proofs of size quasipolynomial in n.

Proof : We first prove (i). Fix i, j ≤ n/2 such that i+ j ≥ m+1. Since m is even,
either i ≥ m/2 + 1 or j ≥ m/2 + 1 for otherwise i + j ≤ m. In the former case
we get thn/2

i (x1, . . . , xn/2) ` thn/2
m/2+1(x1, . . . , xn/2), thn/2

m/2+1(xn/2+1, . . . , xn) by
part (iv) of Lemma 2 and the rule of right weakening. In the latter case we get
thn/2

j (xn/2+1, . . . , xn) ` thn/2
m/2+1(x1, . . . , xn/2), thn/2

m/2+1(xn/2+1, . . . , xn), and so
the rule of left ∧-introduction puts these together in a single sequent. Since this
happens for every i, j ≤ n/2 such that i+ j ≥ m+1, we get thn

m+1(x1, . . . , xn) `
thn/2

m/2+1(x1, . . . , xn/2), thn/2
m/2+1(xn/2+1, . . . , xn) as required. The proof of (ii) is

extremely similar. Given i, j ≤ n/2 such that i + j ≥ m, either i ≥ m/2 + 1
or j ≥ m/2. In the former case, as before using part (iv) of Lemma 2, we have
thn/2

i (x1, . . . , xn/2) ` thn/2
m/2+1(x1, . . . , xn/2), thn/2

m/2(xn/2+1, . . . , xn). In the latter

case prove thn/2
j (xn/2+1, . . . , xn) ` thn/2

m/2+1(x1, . . . , xn/2), thn/2
m/2(xn/2+1, . . . , xn)

as before. Manipulation as in part (i) gives property (ii). 2

4 Monotone Proofs of PHP

The Pigeon Hole Principle states that if n + 1 pigeons go into n holes, then
there is some hole with more than one pigeon sitting in it. It is encoded by the
following (non-monotone) formula

PHPn+1
n :=

n+1∧
i=1

n∨
j=1

pi,j →
n∨

k=1

n+1∨
i,j=1
i 6=j

(pi,k ∧ pj,k).
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Observe that the Pigeon Hole Principle can be obtained as a monotone sequent
simply replacing the symbol → above by the symbol `. From now on we refer
to the left part of the sequent as LPHPn, and to the right part of the sequent
as RPHPn. The sequent itself is denoted PHPn.

We first see that PHPn can be reduced to the case in which n is an exact
power of two. The proof of this lemma is easy and omitted.

Lemma 8. There exists a polynomial p(n) such that, for every m, S ∈ IN, if the
sequent PHPm has a MLK-proof of size at most S, then, for every n ≤ m, the
sequent PHPn has a MLK-proof of size at most S + p(n).

Theorem 2. The sequents PHPn have MLK-proofs of quasipolynomial-size.

Proof : We first outline the idea of the proof. From the antecedent of PHPn we
immediately derive that for each pigeon i there is at least one variable pi,j that
is true (thn+1

1 (pi,1, . . . , pi,n)). We deduce that among all variables grouped by
pigeons, at least n + 1 are true (thn(n+1)

n+1 (p1,1, . . . , p1,n, . . . , pn+1,1, . . . , pn+1,n)).
The symmetry of the threshold allows us to show that the same holds when the
variables are grouped by holes (thn(n+1)

n+1 (p1,1, . . . , pn+1,1, . . . , p1,n, . . . , pn+1,n)).
From this, at least one hole contains two pigeons (thn+1

2 (p1,i, . . . , pn+1,i) for some
i ∈ {1, . . . , n}), and this implies RPHPn.

According to Lemma 8, it is enough to give quasipolynomial size proofs of
PHPn when n+1 is a power of two, since there is always a power of two between
n and 2n. So let us assume n = 2r − 1 for some r ∈ IN. For technical reasons
in the proof we will consider a squared form (instead of rectangular form) of
PHPn where we assume the existence of an (n + 1)-st hole in which no pigeon
can go. So, we introduce n + 1 new symbols p1,n+1, . . . , pn+1,n+1 that will stand
for the constant 0. For every i ∈ {1, . . . , n + 1}, let pi = (pi,1, . . . , pi,n+1), and
let qi = (p1,i, . . . , pn+1,i) (hence qn+1 = (0, . . . , 0) is the sequence of n+1 zeros).
Consider the following four sequents.

LPHPn ` ∧n+1
i=1 thn+1

1 (pi) (1)∧n+1
i=1 thn+1

1 (pi) ` th(n+1)2

n+1 (p1, . . . , pn+1) (2)

th(n+1)2

n+1 (p1, . . . , pn+1) ` th(n+1)2

n+1 (q1, . . . , qn+1) (3)

th(n+1)2

n+1 (q1, . . . , qn+1) ` RPHPn (4)

In the next lemmas we show how to prove these sequents with quasipolynomial
size MLK-proofs. A MLK-proof of LPHPn ` RPHPn of size quasipolynomial in
n will follow by three applications of the cut rule. 2

Lemma 9. Sequent (1) has MLK-proofs of size polynomial in n.

Proof : For each i ∈ {1, . . . , n + 1} derive the sequents
∨n

j=1 pi,j ` ∨n
j=1 pi,j ∨ 0

using right weakening and right ∨-introduction. Then, n right ∧-introductions
and n left ∧-introductions give LPHPn ` ∧n+1

i=1 thn+1
1 (pi) by the definition of

LPHPn and a cut on part (i) of Lemma 6. The size of the whole proof is quadratic
in n. 2
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Lemma 10. Sequent (2) has MLK-proofs of size quasipolynomial in n.

Proof : Recall that n + 1 = 2r. Let N = (n + 1)2. The idea of this proof is
to successively pack the conjuncts of the antecedent into a unique threshold
formula, following a complete binary tree structure of height log2(n+1) = r. For
every w ∈ {0, 1}r, let pw = pw, where w is the position of w in the lexicographical
order on {0, 1}r. Thus, p0r

= p1 and p1r

= pn+1. For every w ∈ {0, 1}<r, let
pw = (pw0, pw1). Observe that pλ = (p1, . . . , pn+1), where λ is the empty word.
For each t ∈ {1, . . . , r}, we exhibit a MLK-proof of

∧
w∈{0,1}t

thN/2t

(n+1)/2t(pw) `
∧

w∈{0,1}t−1

thN/2t−1

(n+1)/2t−1(pw) (5)

of size quasipolynomial in n. Once we have all these proofs, we only have to cut
sequentially to obtain the lemma. We prove sequent 5. For a fixed t ∈ {1, . . . , r}
and a fixed w ∈ {0, 1}t−1, an application of part (iii) of Lemma 2 gives

thN/2t

(n+1)/2t(pw0) ∧ thN/2t

(n+1)/2t(pw1) ` thN/2t−1

(n+1)/2t−1(pw).

We put all these formulas in a unique conjunction using ∧-introduction to get
sequent 5. The size of the proof is clearly quasipolynomial in n. 2

Lemma 11. Sequent (3) has MLK-proofs of size quasipolynomial in n.

Proof : Immediate from Theorem 1 because q1, . . . , qn+1 is a permutation of
p1, . . . , pn+1. 2

Lemma 12. Sequent (4) has MLK-proofs of size quasipolynomial in n.

Proof : The idea of this proof is to unfold the threshold formula in the antecedent
into disjunctions of threshold formulas computing the number of pigeons going
into each hole. The unpacking process follows the structure of a complete binary
tree of height log2(n + 1) = r in reverse order of that of Lemma 10. We use
properties (i) and (ii) of Lemma 7 to perform this process.

Recall that n+1 = 2r. Let N = (n+1)2. Define qw = qw for every w ∈ {0, 1}r,
where w is defined as in the proof of Lemma 10. For every w ∈ {0, 1}<r, define
qw = (qw0, qw1). Observe that qλ = (q1, . . . , qn+1). For every t ∈ {0, . . . , r − 1}
and w ∈ {0, 1}t, properties (ii) and (i) of Lemma 7 give

thN/2t

(n+1)/2t(qw) ` thN/2t+1

(n+1)/2t+1+1(qw0), thN/2t+1

(n+1)/2t+1(qw1)

thN/2t

(n+1)/2t+1(qw) ` thN/2t+1

(n+1)/2t+1+1(qw0), thN/2t+1

(n+1)/2t+1+1(qw1).

Appropriate cuts and the definition of qw for w ∈ {0, 1}r show then that

thN
n+1(qλ) ` thn+1

2 (q1), thn+1
2 (q2), . . . , thn+1

2 (qn), thn+1
1 (qn+1).

Since qn+1 = (0, . . . , 0), we immediately have that thn+1
1 (qn+1) ` 0 by part

(ii) of Lemma 6, so that the result follows by a cut on 0 `, successive cuts on
part (iv) of Lemma 6, and right ∨-introduction. The size of the proof is again
quasipolynomial in n. 2
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5 Separation Results

A graph G is k-clique if there is a set of k nodes of G such that any two distinct
nodes of the set are connected by an edge, and no other edge is present in G. A
graph G is a k-coclique if there is a partition of the nodes of G into k disjoint
sets in such a way that any two nodes that belong to different sets are connected
by an edge, and no other edges are present in G.

The (n, k)-clique-coclique principle of [8] says that, given a set V of n nodes, if
G is a k-clique over V and H is a (k−1)-coclique over V , then there is an edge in
G that is not present in H. This principle may be stated as a monotone sequent
CLIQUEn

k as follows. For every l ∈ {1, . . . , k} and i ∈ {1, . . . , n}, let xli be a
propositional variable whose intended meaning is that i is the l-th largest node
of the fully connected set which forms a fixed k-clique over {1, . . . , n}. Similarly,
for every l ∈ {1, . . . , k − 1} and i ∈ {1, . . . , n}, let yli be a propositional variable
whose intended meaning is that the i-th node is in the l-th disjoint set of a fixed
(k − 1)-coclique over {1, . . . , n}. The principle is then expressed as follows

k∧
l=1

n∨
i=1

xli ∧
n∧

i=1

k−1∨
l′=1

yl′i `
k−1∨
t=1

k∨
l,l′=1
l 6=l′

n∨
i,j=1
i6=j

(xli ∧ xl′j ∧ yti ∧ ytj)∨
k∨

l,l′=1
l 6=l′

n∨
i=1

(xli ∧ xl′i).

As in [8], the reduction of CLIQUEn
k to PHPk−1 is accomplished by the substi-

tution of variable pl,l′ in PHPk−1 by the monotone formula
∨n

i=1(xli ∧ yl′i). The
details of the reduction are easy to work out in MLK, and are left to the long
version of the paper.

Corollary 1. The sequents CLIQUEn
k have MLK-proofs of quasipolynomial-

size.

Putting together our upper bounds for PHPn+1
n and for CLIQUEn

k with the
exponential lower bounds in Resolution [18], Bounded Depth Frege [1,4], and
poly-CP [8], we obtain the following separations result:

Theorem 3. Resolution, Bounded-Depth Frege and poly-CP are exponentially
separated from the Monotone Gentzen Calculus.

The Intuitionistic Gentzen Calculus forbids sequents with more than one for-
mula in their consequent (see [31] for a precise definition). As observed by Pudlák
[24], there is a simple simulation of the Monotone Gentzen Calculus by the In-
tuitionistic Gentzen Calculus. The simulation consists in replacing consequents
with more than one formula by the disjunction of these formulas. This simple
simulation implies that all our results also hold for the Intuitionistic Gentzen
Calculus.

In [24], Pudlák proves that the Intuitionistic Gentzen Calculus enjoys a fea-
sible interpolation property. It is also asked in [24] whether the feasible interpo-
lation can be made monotone. While we have been able to provide a quasipoly-
nomial upper bound for the size of intuitionisitic proofs of an encoding of the
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Clique-Coclique Principle, it is not clear whether the encoding of the Clique
Principle on which to apply the interpolation property (the one with common
variables as in [21]) enjoys the same upper bound. The reason is that the result-
ing sequent is not monotone anymore, and our reduction method does not apply.
On the other hand, a positive answer would imply that the disjointness property
for the Intuitionistic Gentzen Calculus would belong to P/poly−mP/poly. In
fact, the disjointness property would be computable by a (uniform) polynomial-
size circuit (see [11] for a proof of this fact), but would not be computable by
a monotone polynomial-size circuit, since otherwise, the Intuitionistc Gentzen
Calculus would admit the monotone feasible interpolation property.

Acknowledgments. We thank Maria L. Bonet for helpful comments and insights,
Pavel Pudlák for comments on a preliminary version and pointing out that our proofs
also holds for the tree-like case. Toni Pitassi has informed us that she obtained Theorem
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Abstract. The semantics of Statecharts macro steps, as introduced by
Pnueli and Shalev, lacks compositionality. This paper first analyzes the
compositionality problem and traces it back to the invalidity of the Law
of the Excluded Middle. It then characterizes the semantics via a par-
ticular class of linear, intuitionistic Kripke models, namely stabilization
sequences. This yields, for the first time in the literature, a simple fully-
abstract semantics which interprets Pnueli and Shalev’s concept of failure
naturally. The results not only give insights into the semantic subtleties
of Statecharts, but also provide a basis for developing algebraic theories
for macro steps and for comparing different Statecharts variants.

1 Introduction

Statecharts is a well-known design notation for specifying the behavior of em-
bedded systems [6]. It extends finite state machines by concepts of hierarchy
and concurrency. Semantically, a Statechart may respond to an event entering
the system by engaging in an enabled transition. This may generate new events
which, by causality, may in turn trigger additional transitions while disabling
others. The synchrony hypothesis ensures that one execution step, a so-called
macro step, is complete as soon as this chain reaction comes to a halt.

Pnueli and Shalev presented two equivalent formalizations of Statecharts’
macro-step semantics in a seminal paper [16]. However, their semantics violates
the desired property of compositionality. Huizing and Gerth [10] showed that
combining compositionality, causality, and the synchrony hypothesis cannot be
done within a simple, single-leveled semantics. Some researchers then devoted
their attention to investigating new variants of Statecharts, obeying just two of
the three properties. In Esterel [3] and Argos [15] causality is treated separately
from compositionality and synchrony, while in (synchronous) Statemate [8] and
UML Statecharts [7] the synchrony hypothesis is rejected. Other researchers
achieved combining all three properties by storing semantic information via pre-
orders [14,17] or transition systems [5,13]. However, no analysis of exactly how
much information is needed to achieve compositionality has been made, yet.

This paper first illustrates the compositionality defect of Pnueli and Shalev’s
semantics by showing that equality of response behavior is not preserved by
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the concurrency and hierarchy operators of Statecharts (cf. Sec. 2). The reason
is that macro steps abstract from causal interactions with a system’s environ-
ment, thereby imposing a closed-world assumption. Indeed, the studied problem
can be further traced back to the invalidity of the Law of the Excluded Middle.
To overcome the problem, we interpret Statecharts, relative to a given system
state, as intuitionistic formulas. These are given meaning as specific intuitionistic
Kripke structures [18], namely linear increasing sequences of event sets, called
stabilization sequences, which encode interactions between Statecharts and en-
vironments. In this domain, which is also characterized algebraically via semi-
lattices, we develop a fully-abstract macro-step semantics in two steps. First, we
study Statecharts without hierarchy operators. We show that in this fragment,
stabilization sequences naturally characterize the largest congruence contained
in equality of response behavior (cf. Sec. 3). In the second step, based on a
non-standard distributivity law and our lattice-theoretic characterization of the
intuitionistic semantics, we lift our results to arbitrary Statecharts (cf. Sec. 4).
We refer the reader to [12] for the proofs of our results.

2 Statecharts: Notation, Semantics, & Compositionality

Statecharts is a visual language for specifying reactive systems, i.e., concurrent
systems interacting with their environment. They subsume labeled transition
systems where labels are pairs of event sets. The first component of a pair is
referred to as trigger, which may include negated events, and the second as
action. Intuitively, a transition is enabled if the environment offers all events in
the trigger but not the negated ones. When a transition fires, it produces the
events specified in its action. Concurrency is introduced by allowing Statecharts
to run in parallel and to communicate by broadcasting events. Additionally, basic
states may be hierarchically refined by injecting other Statecharts.

t1

s1

s2

t2

s4

s3

t3

s6

s5

s56s34s12

t3

s6

s5

s56

t4 t5

s9s8

b / a b / a

s16 s14 s59 s79

b / a a / b a / b/ a

s7

Fig. 1. Two example Statecharts

As an example, the Statechart depicted in Fig. 1 on the left consists of an
and-state s16, which puts and-state s14 and or-state s56 in parallel. Similarly,
state s14 is a parallel composition of or-states s12 and s34. Each of these or-states
describes a sequential state machine and is refined by two basic states. In case
of s12, basic state s1 is the initial state which is connected to basic state s2 via
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transition t1. Here, s1 is the source state of t1, state s2 is its target state, “·”
symbolizes its empty trigger, and a is its action. Hence, t1 is always enabled in
the initial state, regardless of the events offered by the environment. Its firing
produces event a and switches the active state of s12 to s2. This initiates a causal
chain reaction, since the generation of a in turn triggers t3 which introduces
event b. As a consequence, t2 is enabled and fires within the same macro step.

The Statechart depicted in Fig. 1 on the right is like the one on the left, except
that and-state s14 is replaced by or-state s79. The latter state encodes a choice
regarding the execution of t4 and t5 from state s7. The trigger of t4 is b̄, i.e., t4
is triggered by the absence of event b. Starting with an environment offering no
event, thus assuming b to be absent, s59 can autonomously engage in t4. The
generation of a in turn triggers t3, which fires and produces b. However, t4 was
fired under the assumption that b is absent. Since Statecharts is a synchronous
language and no event can be both present and absent within a macro step,
this behavior is rejected as globally inconsistent. Thus, the response of s59 to the
empty environment is not an empty response but failure.

Statecharts Configurations and Step Semantics. We formalize the State-
charts language relative to a given set of active states. Let Π and T be count-
able sets of events and transition names, respectively. For every event e ∈ Π,
its negated counterpart is denoted by e. We define e =df e and write E for
{e | e ∈ E}. With every t ∈ T , we associate a transition trg(t)/act(t) consisting of
a trigger trg(t) ⊆fin Π∪Π and an action act(t) ⊆fin Π, where trg(t) and act(t) are
required to be finite sets. For simplicity we also write e1 · · · en/a1 · · · am for tran-
sition {e1, . . . , en}/{a1, . . . , am}. The syntax of Statecharts terms is the BNF
C ::= 0 | x | t | C‖C | C +C, where t ∈ T and x is a variable. Terms not contain-
ing variables are called configurations. Intuitively, the configuration 0 represents
a Statechart state with no outgoing transitions (basic state), C‖D denotes the
parallel composition of configurations C and D (and-state), and C+D stands for
the choice between executing C or D (or-state). The latter construct + coincides
with Statecharts’ hierarchy operator which reduces to choice on the macro-step
level; thus, we refer to operator + also as choice operator. In the standard visual
Statecharts notation, C +D is somewhat more restrictive in that it requires D to
be a choice of transitions; e.g., (t1‖t2) + (t3‖t4) is prohibited according to Stat-
echarts’ syntax, whereas it is a valid configuration in our setting. Semantically,
however, our generalization is inessential wrt. the semantics of Pnueli and Shalev
which underlies this work (cf. [12]). The set of all configurations is denoted by C
and ranged over by C and D. The set of “+”-free, or parallel, configurations is
written as PC. We call terms Φ[x] with a single variable occurrence x contexts
and write Φ[C] for the substitution of C for x in Φ[x]. Contexts of the form x‖C
and x + C are referred to as parallel contexts and choice contexts, respectively.
We tacitly assume that transition names are unique in every term, and we let
trans(C) stand for the set of transition names occurring in C.

Any Statechart in a given set of active states corresponds to a configuration.
For example, Statecharts s14 and s79, in their initial states (indicated by small
arrows in Fig. 1), correspond to C14 =df t1‖t2 and C79 =df t4 + t5, respectively.
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The Statecharts depicted in Fig. 1 are then formalized as C16 =df Φ56[C14]
and C59 =df Φ56[C79], respectively, where Φ56[x] =df x‖t3. Moreover, since tran-
sitions are uniquely named in configurations and thus may be associated with
their source and target states, one can easily determine the set of active states
reached after firing a set of transitions; see [16] for details. In this paper, we
do not consider interlevel transitions and state references which would require
an extension of our syntax for configurations. However, our semantics should be
able to accommodate these features, too.

To present the response behavior of a configuration C, as defined by Pnueli
and Shalev [16], we have to determine which transitions in trans(C) may fire to-
gether to form a macro step. A macro step comprises a maximal set of transitions
that are triggered by events offered by the environment or produced by the firing
of other transitions, that are mutually consistent (“orthogonal”), and that obey
causality and global consistency. A transition t is consistent with T ⊆ trans(C), in
signs t ∈ consistent(C, T ), if t is not in the same parallel component as any t′ ∈ T .
A transition t is triggered by a finite set E of events, in signs t ∈ triggered(C, E),
if the positive, but not the negative, trigger events of t are in E. Finally, we say
that t is enabled in C regarding a finite set E of events and a set T of transitions,
if t ∈ enabled(C, E, T ) =df consistent(C, T ) ∩ triggered(C, E ∪⋃t∈T act(t)). In-
tuitively, assuming transitions T are known to fire, enabled(C, E, T ) determines
the set of all transitions of C that are enabled by the actions of T and the envi-
ronment events in E. We may now present Pnueli and Shalev’s step-construction
procedure for causally determining macro steps:

procedure step-construction(C, E); var T := ∅;
while T ⊂ enabled(C,E, T ) do choose t ∈ enabled(C,E, T ) \ T ; T := T ∪ {t} od;
if T = enabled(C,E, T ) then (return T ) else (report failure)

This procedure nondeterministically computes, relative to configuration C and
finite environment E, those sets T of transitions that can fire together in a macro
step. Due to failures raised when detecting global inconsistencies, the construc-
tion might involve backtracking. The role of failures may be highlighted further
by a conservative extension of Pnueli and Shalev’s setting that includes an ex-
plicit failure event ⊥ ∈ Π. It will be instructive to study the semantics with and
without ⊥ in this paper. Now, for each set T returned by the above procedure,
we say that A =df E ∪⋃t∈T act(t) ⊆fin Π is a (step) response, in signs C ⇓E A.
When ⊥ is considered, we also require that ⊥ 6∈ A. If E = ∅, we simply write
C ⇓ A. Note that E may be modeled by a parallel context consisting of the
single transition ·/E, i.e., C ⇓E A iff (C‖ · /E) ⇓ A. This macro-step semantics
induces a natural equivalence relation ∼ over configurations, called step equiva-
lence, satisfying C ∼ D, whenever C ⇓E A iff D ⇓E A, for all E, A ⊆fin Π. For
simplicity, ∼ does not account for target states of transitions since these can be
encoded as event names.

The Compositionality Problem. The compositionality defect of the macro-
step semantics manifests itself in the fact that ∼ is not a congruence for the
configuration algebra. Consider Fig. 1 and assume that states s2, s4, s6, s8,
and s9 are all equivalent. It is easy to see that configurations C14 and C79 have
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the same response behavior. Both C14 ⇓E A and C79 ⇓E A are equivalent to
A = E ∪ {a}, no matter whether event b is present or absent in environment E.
However, Φ56[C14] = C16 6∼ C59 = Φ56[C79] since C16 ⇓ {a, b} but C59 6⇓ A, for
any A. Hence, the equivalence C14 ∼ C79 is not preserved by context Φ56[x].
Intuitively, C14 and C79 are identified because the response semantics does not
account for any interaction with the environment. It adopts the classic closed-
world assumption, stating that every environment event is either present from
the very beginning of a given macro step or will never arise. This eliminates the
possibility that events may be generated due to interactions with the environ-
ment, in this case event b in C16 ⇓ {a, b}. In short, a compositional macro-step
semantics does not validate the Law of the Excluded Middle b ∨ ¬b = true.
Since intuitionistic logic [18] differs from classic logic by refuting the Law of the
Excluded Middle, it is a good candidate framework for analyzing Statecharts
semantics. It should be stressed that the compositionality defect is mainly an
issue of operator ‖ and not of +, as we will see below.

Our goal is to characterize the largest congruence ', called step congruence,
contained in step equivalence, where C ' D, if Φ[C] ∼ Φ[D] for all contexts Φ[x].
Of course, C ' D iff [[C]]0 = [[D]]0, for [[C]]0 =df {〈A, Φ[x]〉 |Φ[C] ⇓ A}. However,
[[ · ]]0 is a syntactical characterization rather than a semantical characterization
which we will develop below. Note that we intend to achieve compositionality in
the (declarative) sense of a fully-abstract semantics and not in the (constructive)
sense of a denotational semantics.

3 Macro-step Semantics via Stabilization Sequences

We start off by investigating parallel configurations within parallel contexts.
We propose a novel semantics for this fragment, show its relation to Pnueli
and Shalev’s original semantics, and derive a full-abstraction result. Section 4
generalizes this result to arbitrary configurations within arbitrary contexts.

Our new interpretation of parallel configurations C, based on an “open-
world assumption,” is given in terms of finite increasing sequences of “worlds”
E0 ⊂ E1 ⊂ · · · ⊂ En. Each Ei ⊆fin Π \ {⊥} is the set of events generated or
present in the respective world. The required absence of ⊥ ensures that each
world is consistent. A sequence represents the interactions between C and a
potential environment during a macro step. Intuitively, the initial world E0 con-
tains all events e which are generated by those transitions of C that can fire au-
tonomously. When transitioning from world Ei−1 to Ei, some events in Ei\Ei−1
are provided by the environment, as reaction to the events validated by C when
reaching Ei−1. The new events destabilize world Ei−1 and may enable a chain
reaction of transitions in C. The step-construction procedure, which tracks and
accumulates all these events, then defines the new world Ei. Accordingly, we
call the above sequences stabilization sequences. The overall response of C after
n interactions with the environment is the set En.

The monotonicity requirement of stabilization sequences reflects the fact that
our knowledge of the presence and absence of events increases within the con-
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struction of a macro step. Each world contains the events assumed or positively
known to be present. Only if an event is not included in the final world, it is
known to be absent for sure; the fact that an event e is not present in a world
does not preclude e from becoming available later in the considered stabiliza-
tion sequence. This semantic gap between “not present” and “absent” makes the
underlying logic intuitionistic as opposed to classic.

Model-Theoretic Semantics for Parallel Configurations. Formally, a sta-
bilization sequence M is a pair (n, V ), where n ∈ N \ {0} is its length and V is
a state valuation, i.e., a monotonic mapping from the interval [0, . . . , n − 1] to
finite subsets of Π \ {⊥}. The final world V (n − 1) of M is denoted by M∗. We
shall assume that M is irredundant, i.e. V (i − 1) ⊂ V (i) for all 0 < i < n, and
identify sequences (1, V ) of length 1 with subsets V (0) ⊆fin Π \ {⊥}.

Definition 1. Let M = (n, V ) be a stabilization sequence and C ∈ PC. Then,
M is a sequence model of C, written M |= C, according to the following clauses:
(i) always M |= 0; (ii) M |= C‖D iff M |= C and M |= D; (iii) M |= E/A iff
{E ∩ Π ∩V (n− 1) = ∅ and E ∩Π ⊆ V (i)} implies A ⊆ V (i), for all 0 ≤ i < n.

Def. 1 is a shaved version of the standard semantics obtained when reading
C ∈ PC as an intuitionistic formula [18], i.e., when taking events to be atomic
propositions and replacing a by negation ¬a, concatenation of events and “‖”
by conjunction “∧”, and “/” by implication “⊃”. An empty trigger, an empty
action, and 0 are identified with true. Then, M |= C iff C holds for the intu-
itionistic Kripke structure M . In the sequel we write SM (C) for {M |M |= C}.

In our example C79 = b/a + b/a is step-congruent to C ′
79 = b/a ‖ b/a (cf.

Sec. 4) which may be identified with formula (¬b ⊃ a) ∧ (b ⊃ a). In classic logic,
C ′

79 is equivalent to the single transition C12 = ·/a corresponding to formula
true ⊃ a. As mentioned before, this is inadequate as both have different opera-
tional behavior, since C ′

79‖ a/b fails in the empty environment whereas C12‖ a/b
has step response {a, b}. In our intuitionistic semantics, the difference is faith-
fully witnessed by the stabilization sequence M = (2, V ), where V (0) = ∅ and
V (1) = {a, b}. Here, M is a sequence model of C ′

79 but not of C12.

Characterization of Pnueli and Shalev’s Semantics. We now show that
the step responses of a parallel configuration C, according to Pnueli and Shalev’s
semantics, can be characterized as particular sequence models of C, to which we
refer as response models. The response models of C are the sequence models of C
of length 1, i.e. subsets of Π \ {⊥} that do not occur as the final world of any
other sequence model of C except itself.

Definition 2. Let C ∈ PC. Then, M = (1, V ) ∈ SM (C) is a response model
of C if K∗ = M∗ implies K = M , for all K ∈ SM (C).

Intuitively, the validity of this characterization is founded in Pnueli and Shalev’s
closed-world assumption which requires a response to emerge from within the
considered configuration and not by interactions with the environment.
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Theorem 1. Let C ∈ PC and E, A ⊆fin Π. Then, C ⇓E A iff A is a response
model of C ‖ · /E.

Thm. 1 provides a simple model-theoretic characterization of operational step
responses; e.g., configuration a/a forces Pnueli and Shalev’s step-construction
procedure to fail. Indeed, the only sequence model of a/a of length 1 (and using
only event a) is A = {a}. But A is not a response model since it is the final world
of K = (2, V ) ∈ SM (a/a) with V (0) =df ∅ and V (1) =df A. Since a/a does not
have any response model, it can only fail. As another example, consider a/b ‖ b/a
which possesses the sequence models (2, V ), where V (0) =df ∅ and V (1) =df
{a, b}, and (1, V ′), where V ′(0) =df ∅. Only the latter is a response model, in
accordance with causality. Thus, (a/b ‖ b/a) ⇓ ∅ is the only response.

Full Abstraction. Sequence models also lead to a fully-abstract semantics for
parallel configurations within parallel contexts.

Theorem 2. Let C, D ∈ PC. Then, SM (C) = SM (D) iff ∀R ∈ PC ∀E, A⊆fin Π.
C‖R ⇓E A iff D‖R ⇓E A.

Hence, sequence models contain precisely the information needed to capture all
possible interactions of a parallel configuration with all potential environments.

Characterization of Sequence Models. Of course, Thm. 2 does not mean
that every set of stabilization sequences can be obtained from a (parallel) con-
figuration. In fact, in intuitionistic logic it is known that in order to specify
arbitrary linear sequences, nested implications are needed [18]. Configurations,
however, only use first-order implications and negations. Their sequence models
may be characterized by simple lattice structures which we refer to as behaviors.

Definition 3. An A-behavior C, for A ⊆fin Π, is a pair 〈F, I〉, where F ⊆ 2A\{⊥}

and I is a monotonic function that maps every B ∈ F to a set I(B) ⊆ 2B such
that B ∈ I(B) and I(B) is closed under intersection, i.e., B1, B2 ∈ I(B) implies
B1 ∩ B2 ∈ I(B), for all B ∈ F . Furthermore, C is called bounded, if A ∈ F .

It is not difficult to show that the pairs of initial and final states occurring
together in the sequence models of C ∈ PC induce a behavior. More precisely,
if A is the set of events mentioned in C, then the induced A-behavior Beh(C)
of C is the pair 〈F (C), I(C)〉, where

F (C) =df {E ⊆ A | ∃(n, V ) ∈ SM (C). V (n − 1) = E}
I(C)(B) =df {E ⊆ B | ∃(n, V ) ∈ SM (C). V (0) = E and V (n − 1) = B} .

Note that the response models B of C are precisely those B ∈ F (C) for which
I(C)(B) = {B}. As desired, we obtain the following theorem.

Theorem 3. ∀C, D ∈ PC. Beh(C) = Beh(D) iff SM (C) = SM (D).

In conjunction with Thm. 2 it is clear that equivalence in arbitrary parallel
contexts can as well be decided by behaviors: Beh(C) = Beh(D) iff ∀R ∈ PC
∀E, A ⊆fin Π. C‖R ⇓E A iff D‖R ⇓E A. In contrast to SM (C), however, Beh(C)
provides an irredundant representation of parallel configurations:
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Theorem 4. C is a (bounded) A-behavior iff there exists a configuration C ∈ PC
over events A (not using ⊥) such that C = Beh(C).

{a,b,c}

{b} {c}{a}

{ }

{a,b}

Fig. 2. Bounded
{a, b, c}-behavior

Summarizing, behaviors Beh(C), where C ∈ PC, yield
a model representation of SM (C). For each B in F (C),
the set I(C)(B) is a (∩,⊆) semi-lattice with maximal
element B. As a very simple example, consider C =df
bc/a ‖ ac/b ‖ a/a ‖ b/b ‖ c/c over events A = {a, b, c}. Its
corresponding bounded A-behavior Beh(C) is depicted in
Fig. 2. Since F (C) = {A}, we only have the (∩,⊆) semi-
lattice I(C)(A). Generally speaking, SM (C) is the set of se-
quences whose world-wise intersection with A are paths in
the lattice diagrams ending in maximal elements. Moreover,
the maximal elements are the classic solutions of C which
may become actual responses in suitable parallel contexts.

4 Generalizing the Full-Abstraction Result

In this section we reduce the problem of full abstraction for arbitrary configura-
tions in arbitrary contexts to that for parallel configurations in parallel contexts.

Reduction to Parallel Contexts. For extending the full-abstraction result
to arbitrary contexts, one must address a compositionality problem for + which
already manifests itself in Pnueli and Shalev’s semantics. Consider configurations
C =df a/b and D =df a/b ‖ a/a which have the same responses in all parallel
contexts. However, in the choice context Φ[x] = (·/e+x)‖·/a we have Φ[D] ⇓ {a}
but Φ[C] 6⇓ {a} (as Φ[C] ⇓ {a, e} only). This context is able to detect that D
is enabled by the environment ·/a while C is not. Hence, one has to take into
account whether there exists a transition in C that is triggered for a set A of
events. To store the desired information we use the triggering indicator ρ(C, A) ∈
B =df {ff, tt} defined by ρ(C, A) =df tt, if triggered(C, A) 6= ∅, and ρ(C, A) =df ff,
otherwise.

Lemma 1. Let C, D ∈ C. Then C ' D iff ∀P ∈ PC, A ⊆fin Π, b ∈ B. (C‖P ⇓ A
and ρ(C, A) = b) iff (D‖P ⇓ A and ρ(D, A) = b).

Thus, to ensure compositionality for arbitrary contexts we only need to record
[[C]]b1 =df {〈A, P 〉 |C‖P ⇓ A, ρ(C, A) = b, P ∈ PC}, for b ∈ B, instead of [[C]]0.
We may view [[C]]tt1 as the collection of active and [[C]]ff1 as the collection of passive
responses for C in parallel contexts, according to whether a transition of C takes
part in response A. By Lemma 1, C ' D iff [[C]]tt1 = [[D]]tt1 and [[C]]ff1 = [[D]]ff1 .

Reduction to Parallel Configurations. For eliminating the choice operator
from configurations we employ a distributivity law. However, the naive distribu-
tivity law C ' D for C =df (t1 + t2)‖t3 and D =df (t1‖t′3) + (t2‖ t′′3), where
transitions t′3 and t′′3 are identical to t3 except for their name, does in general
not hold. Consider ti =df aibi/ci, for 1 ≤ i ≤ 3, and assume that all events are
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mutually distinct. Then, in a context in which t2 is enabled but not t1, transi-
tion t3 in C is forced to interact with t2, while in D transition t′3 may run by
itself in the summand t1‖t′3. E.g., if E = {a2, a3} then D ⇓E {c3, a2, a3}, but
the only A with c3 ∈ A and C ⇓E A is A = {c2, c3, a2, a3}.

The naive distributivity law can be patched by adding configurations D1(t3)
and D2(t3) such that C ' t1‖D1(t3) + t2‖D2(t3). Here, Di(t3) must weaken t3
such that it disables t3, whenever ti is not enabled but t3−i is. A simple way
to achieve this is to define D1(t3) =df D1‖t′3 and D2(t3) =df D2‖t′′3 , where
Di =df aia3−ib3−i/⊥ ‖ bia3−ib3−i/⊥, for i ∈ {1, 2}. As desired, the “watchdog”
configuration Di satisfies for all parallel contexts P : Di‖P ⇓ A iff (i) P ⇓ A and
(ii) A triggers ti or does not trigger t3−i. It should be clear how this can be gen-
eralized, i.e., how one constructs for any C, D ∈ C a configuration watch(C, D)
such that P‖watch(C, D) ⇓ A iff (i) P ⇓ A and (ii) triggered(C, A) 6= ∅ or
triggered(D, A) = ∅.

Lemma 2. Let C1, C2, D ∈ C. Then, (C1 + C2)‖D ' (watch(C1, C2)‖C1‖D) +
(watch(C2, C1)‖C2‖D).

The fact that we have available an explicit failure event ⊥ makes this distribu-
tivity law particularly simple. The use of ⊥, however, is inessential as it can be
eliminated [12]. Now, by repeatedly applying distributivity we may push occur-
rences of operator + to the outside of configurations.

Lemma 3. Let C ∈ C. Then, there exists a finite index set ind(C) and Ci ∈ PC,
for i ∈ ind(C), such that C '∑i∈ind(C) Ci.

Hence, [[C]]1 = [[
∑
i∈ind(C) Ci]]1. Moreover, since an active response of a sum must

be an active response of one of its summands and since a passive response of
a sum always is a passive response of all of its summands, [[

∑
i∈ind(C) Ci]]tt1 =⋃

i∈ind(C)[[Ci]]
tt
1 and [[

∑
i∈ind(C) Ci]]

ff
1 =

⋂
i∈ind(C)[[Ci]]

ff
1 hold. Thus, we obtain:

Lemma 4. Let C, D ∈ C. Then, C ' D iff
⋃
i∈ind(C)[[Ci]]

tt
1 =

⋃
j∈ind(D)[[Dj ]]tt1

and
⋂
i∈ind(C)[[Ci]]

ff
1 =

⋂
j∈ind(D)[[Dj ]]

ff
1 .

Full-abstraction Result. Now, we are able to use our analysis of Sec. 3 to
phrase Lemma 4 in terms of behaviors. All we need to do is to replace the
parallel configuration P ∈ PC in every pair 〈A, P 〉 ∈ [[Ci]]1, for i ∈ ind(C), by
its behavior Beh(P ). It turns out that the pairs obtained in this way can be
uniquely determined from the behavior Beh(Ci) of Ci, for any i ∈ ind(C).

Definition 4. Let A ⊆fin Π. An A-behavior 〈F, I〉 is called an A-context for
C ∈ PC if (i) F = {A}, (ii) A ∈ F (C), and (iii) I(A) ∩ I(C)(A) = {A}.
Note that A-contexts for C are bounded behaviors, i.e., they can be represented
without ⊥. An A-context P of C represents a set of sequences that all end in
the final world A, in which also some sequence model of C must end and which
only have world A in common with the sequence models of C ending in A. These
properties imply C‖P ⇓ A, for every P with Beh(P ) = P. Hence, A-contexts P
are “relativized complements” of C wrt. the final response A.
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{a,b,c}

{a}

{a,c} {b,c}

{b} {c}

{ }

{a,b,c}{a,b,c}

{b,c}{a,c}
1 P2P

{a,b}

Fig. 3. {a, b, c}-contexts

Consider again example C from above, whose
sequence models SM (C) are described by the be-
havior of Fig. 2. To get the A-contexts of C, where
A = {a, b, c}, we must take the “complement”
of I(C)(A), i.e., all B ⊂ A that are missing in the
lattice of Fig. 2. As shown in Fig. 3, C has two A-
contexts P1 and P2 covering this complement; con-
figurations that denote them are P1 =df ·/ac ‖ b/b
and P2 =df ·/bc ‖ a/a, respectively. These provide
complete information since every A-context must be
contained in P1 or P2. For all C ∈ PC and b ∈ B we
are finally led to define [[C]]b2 =df {〈A,P〉 |A ⊆fin Π,
ρ(C, A) = b, P is A-context of C} and obtain as a
corollary to Lemma 4 and Thm. 2:

Theorem 5. Let C, D ∈ C. Then, C ' D iff
⋃
i∈ind(C)[[Ci]]

tt
2 =

⋃
j∈ind(D)[[Dj ]]tt2

and
⋂
i∈ind(C)[[Ci]]

ff
2 =

⋂
j∈ind(D)[[Dj ]]

ff
2 .

With Thm. 5 we have finally achieved our goal, as [[C]]2 is satisfactorily se-
mantical and finite. In combination with Lemma 2 it directly lends itself to
be applied for a model-based implementation of Pnueli and Shalev’s seman-
tics, which does not require backtracking for handling failure. Finally, it should
be stressed that the above theorem also holds if we restrict ourselves to “+”-
configurations of the form C +t, as in Statecharts, instead of permitting configu-
rations C +D, for arbitrary C, D ∈ C (cf. Sec. 2). We now return to the example
of Figs. 2 and 3. Let idB be the behavior 〈{B}, B 7→ {B}〉, for B ⊆ Π. We have
[[C]]tt2 = {〈{a, b, c},Pi〉 | i = 1, 2} and [[C]]ff2 = ∅. The same semantics can be gen-
erated as D1 + D2, where D1 = bc/a ‖ b/b ‖ a/a and D2 = ac/b ‖ b/b ‖ c/c, since
[[Di]]tt2 = {〈{a, b, c},Pi〉}, [[D1]]ff2 = {〈{a, b}, id{a,b}〉}, [[D2]]ff2 = {〈{b, c}, id{b,c}〉}.
Hence, [[D1]]tt2 ∪ [[D2]]tt2 = [[C]]tt2 and [[D1]]ff2 ∩ [[D2]]ff2 = ∅ = [[C]]ff2 . By Thm. 5,
C ' D1 + D2. A similar reasoning reveals C79 ' C ′

79 (cf. Sec. 3).

5 Discussion and Related Work

Our investigation focused on Pnueli and Shalev’s presentation of Statecharts and
its macro-step semantics. The elegance of their operational semantics manifests
itself in the existence of an equivalent declarative fixed point semantics [16].
However, as illustrated in [16], this equivalence is violated when allowing dis-
junctions in transition triggers. For example, the configurations (a ∨ b)/a and
a/a ‖ b/a do not have the same response behavior. This subtlety can now be
explained in our framework. In Pnueli and Shalev’s setting, a ∨ b is classically
interpreted as “throughout a macro step, not a or b.” In contrast, this paper
reads the configuration as “throughout a macro step not a or throughout b.”

Our framework can also be employed for analyzing various other variants of
Statecharts semantics, such as the one of Maggiolo-Schettini et al. [14] which in
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turn is inspired by the process-algebraic semantics presented in [17]. In [14] the
step-construction procedure cannot fail since a transition is only considered to
be enabled, if it is enabled in the sense of Pnueli and Shalev and if it does not
produce any event that violates global consistency. As an example, consider the
configuration C =df t1‖t2, where t1 =df a/b and t2 =df b/a. According to [14],
when C is evaluated for the empty environment, response {a} is obtained; in
Pnueli and Shalev’s semantics, however, the step construction fails. The dif-
ference can be explained in terms of stabilization sequences. While Pnueli and
Shalev take t1 to stand for the specification a ⊃ b and t2 for ¬b ⊃ a, Maggiolo-
Schettini et al. apply the interpretation a ⊃ (b ∨ ¬b) for t1 and ¬b ⊃ (a ∨ ¬a)
for t2. Indeed, as one verifies, {a} then is a response model of t1‖t2. Note again
that a ∨ ¬a is different from true in intuitionistic logic. Generalizing this exam-
ple, the transition semantics of [14] can be captured in terms of response models
by reading a transition E/A as formula E ⊃ (A ∨ ¬A), if our setting would be
extended to allowing disjunctions as part of actions.

Our intuitionistic approach is also related to recent work in synchronous
languages, especially for Berry’s Esterel [3]. In Esterel, causality was traditionally
treated separately from compositionality and synchrony as part of type-checking
specifications. If the (conservative) type checker found causality to be violated,
it rejected the specification under consideration. Otherwise, the specification’s
semantics could be determined in a very simple fashion; one may — in contrast
to Statecharts semantics — abstract from the construction details of macro
steps while preserving compositionality, as shown by Broy in [4]. Version 5 of
Esterel [2] replaced the treatment of causality by defining a semantics via a
particular Boolean logic that is constructive, as is intuitionistic logic.

Denotational semantics and full abstraction were also studied by Huizing et
al. [10,11] for an early and later-on rejected Statecharts semantics [9]. That se-
mantics does not consider global consistency, which makes their result largely
incomparable to ours. Finally, it should be mentioned that the lack of compo-
sitionality of Statecharts semantics inspired the development of new languages,
such as Alur et al.’s communicating hierarchical state machines [1].

6 Conclusions

To the best of our knowledge, this is the first paper to present a fully-abstract
Statecharts semantics for Pnueli and Shalev’s original macro-step semantics [16].
The latter semantics is non-compositional as it employs classic logic for inter-
preting macro steps. In contrast, our semantics borrows ideas from intuitionistic
logic. It encodes macro steps via stabilization sequences which we characterized
using semi-lattice structures, called behaviors. Behaviors capture the interactions
between Statecharts and their environments and consistently combine the no-
tions of causality, global consistency, and synchrony. Moreover, our approach sug-
gests a model-based implementation of Pnueli and Shalev’s semantics, thereby
eliminating the need to implement failure via backtracking.
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Abstract. We extend the algebraic approach of Meseguer and Monta-
nari from ordinary place/transition Petri nets to contextual nets, covering
both the collective and the individual token philosophy uniformly along
the two interpretations of net behaviors.

Introduction

Among the models for concurrency, place/transition Petri nets (pt nets), intro-
duced by Petri in [14] (see also [15]), are one of the most largely diffused, with
many interdisciplinary applications. The reasons of the success of the net model
probably reside in the simple formal description and natural characterization of
concurrent and distributed systems: the state of a system consists of a (multi)set
of distributed resources, its actions consume some of the resources available and
release fresh resources, thus affecting only local subsystems. In particular, a com-
putation can be described as a partial order of events such that two events in the
same computation are either causally dependent – when one could not have been
executed without a resource provided by the other – or concurrent – when they
could have happened in any order, because they affect independent subsystems.

Several extensions of the basic net paradigm have been considered in the lit-
erature that either increase the expressive power or give a better representation
of existing phenomena. This paper focuses on contextual nets, also known as nets
with read arcs, or condition arcs, or test arcs [4,13,8,21]. The underlying idea
is that of reading resources without consuming them, thus providing a way of
modeling multiple concurrent accesses to the same resource. With ordinary pt
nets such readings must be rendered as self-loops, and this imposes an unfortu-
nate sequentialization of concurrent readings. On the contrary, with contextual
nets, besides pre and post-sets transitions also have ‘contexts’, that is resources
that are necessary for the enabling, but not affected by the firing. Contextual
nets have found applications e.g., to transaction serializability in databases [16],
concurrent constraint programming [12], and asynchronous systems [20].

The extensive use of pt nets has given rise to different schools of thought
concerning their semantic interpretation. In particular, the main distinction is
drawn between collective and individual token philosophies (see e.g. [19]).
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According to the collective token philosophy (CTph), one should not distin-
guish among different tokens in the same place (i.e., among instances of the
same resource), because all such tokens are operationally equivalent. This view
disregards that tokens may have different origins and histories and may, there-
fore, carry different causality information. Selecting one instance rather than
another, can make the difference from being causally dependent or not on some
previous event. And this may well be a piece of information one does not want to
discard, which is the point of the individual token philosophy (ITph). Of course,
causal dependencies may influence the degree of concurrency in computations,
and therefore CTph and ITph lead to different concurrent semantics.

Independently of CTph and ITph, for contextual nets several different ap-
proaches have been proposed that differ for the way in which contexts are read.
For example, let us consider the nets N1, N2 and N3 in Figure 1 taken from [21].
(As usual, places are represented by circles, tokens by black bullets, transitions
by boxes, pre- and post-sets by directed weighted arcs, and contexts by undi-
rected weighted arcs, with unary weights always omitted.) According to [13], the
transitions t0 and t1 can fire concurrently in N1, but neither in N2 nor in N3,
since the basic assumption is that a token cannot be read and consumed in the
same step. In [8], instead, the concurrent step is allowed for all three nets, the ba-
sic assumption being that t0 and t1 can both start together and read the context
tokens, without needing them while the actions take place. Besides its possible
merits, we find this interpretation not fully convincing as, for instance, in N3 we
would end up in a state that cannot be reached by any firing sequence. The basic
assumption of [21] that firings have duration leads to consider ST-traces, where
explicit transition-starts and transition-ends events are fired. Hence N2 can start
t0 and then t1 before t0 completes, allowing the concurrent step {t0, t1}. On the
contrary, in N3 if either t0 or t1 starts, then the context for the other transition
is consumed and the concurrent step is forbidden. In this paper, we follow the
interpretation of [13] that fits better our understanding of contexts.

Collecting Tokens. The seminal paper [10] proposed an algebraic approach to
the analysis of net behaviors relying on the basic observation that the monoidal
structure of pt net states (i.e., the markings) can be lifted to the level of com-
putations so to obtain an algebraic initial model for concurrent net behaviors
according to the CTph.
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The algebraic net theory developed under the CTph is well consolidated, and
the relationships between its computational, algebraic and logical interpretations
are by now very clear [3]. Starting with the classical ‘token-game’ semantics,
many behavioral models for Petri nets have been proposed that follow the CTph.
In particular, the commutative processes of Best and Devillers [2] reconcile the
‘diamond’ equivalence on firing and step sequences, and express very nicely the
concurrency of the model. They also admit an exact algebraic representation
by means of the universal construction T ( ) that yields strictly symmetric strict
monoidal categories from the category of pt nets. More precisely, given a pt net
N , the objects of T (N) are the elements of the free commutative monoid over
the set of places, its arrows correspond to the commutative processes of N [10,5].

Surprisingly, the CTph semantics for contextual nets have received poor at-
tention in the literature. Whether because the problem has been underestimated,
or simply because the ITph is more fascinating, we cannot tell. In any case, we
think that it is useful to remove this discrepancy with the semantics of ordinary
pt nets. Moreover, although one can easily extend the diamond equivalence to
firing sequences on contextual nets, the formalization of a good algebraic model
is not at all straightforward. Inspired by a suggestion made by Meseguer in [9],
we give here a fully satisfactory treatment of this issue. The idea is to consider
monoidal categories with a commutative tensor product taken – differently from
the case of pt nets – over a non-free monoid of places. In particular, we regard
each token a as an atom that can emit several ‘negative’ particles a-, while keep-
ing track of the number of electrons around, i.e., as in [9], we assume that for
all k ∈ N, a = ak ⊗ k · a-, with ak a shorthand for a+···+ (+ applied k times).

Replacing context arcs on a with self-loop arcs on a-, we are able to give an
axiomatic construction of a monoidal category whose arrows between standard
markings (i.e., containing no negative particles) are (isomorphic to) the concur-
rent computations of the net according to the CTph. A key ingredient for this
result to hold is the so-called maximum sharing hypothesis, an axiom express-
ing that concurrent readings can always be seen as sharing the same token, a
fundamental idea in CTph.

Observing Causal Dependencies. Building on the notion of process intro-
duced by Goltz and Reisig in [7], several authors have shown that the semantics
of nets in the ITph can still be understood in terms of symmetric monoidal
categories. In particular, a simple variation of Goltz-Reisig processes called con-
catenable processes is introduced in [5] (see also [17]), which admits sequential
composition and yields a symmetric monoidal category P(N) for each net N .
Also several unfolding semantics (see e.g. [22,11]) have been proposed that give a
denotational interpretation of the interplay between concurrency, causality and
nondeterminism.

For contextual nets both the process and the unfolding approaches have been
studied [13,1], giving a satisfactory understanding of the computational model
via the introduction of asymmetric event structures. The algebraic approach,
however, has been pursued only in a recent paper by Gadducci and Monta-
nari [6] using match-share categories. There, the basic idea is that, together
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with symmetries, two additional auxiliary constructors must be present: one for
duplicating tokens and one for matching them. Read arcs can then be replaced
by self-loops, and reading without consuming modeled by duplicating the con-
text, firing the transition concurrently with an idle copy of the context, and
then matching the idle copy with the corresponding produced tokens. Multiple
concurrent access is achieved by producing via duplication – and then absorbing
via matching – enough copies of the context. In [6] a suitable axiomatization of
duplicators and matchers is introduced and proved to represent faithfully the
basic fact about concurrent access: steps sharing the same context, but other-
wise disjointly enabled, can execute concurrently or in any interleaved order with
no noticeable difference. The main problem of this approach is that the initial
model contains too many arrows and, therefore, in order to obtain a bijection
with contextual processes one has to carve a suitable subcategory. Although the
arrows of this subcategory can be characterized by inspecting their structure,
the lack of a global correspondence somehow weakens the framework.

We aim at improving the approach of [6], by noticing that unwanted arrows
are due to redundant information in the model. In fact, once a context token
is read by a transition we know the ‘real’ token it is connected to: the one
duplication was applied to. Hence, the match operation, needed for expressing
concurrent readings, does not add any further information and may introduce
inconsistent behaviors. For example, given two tokens in the place a, one can
first duplicate both and then match each copy of the first token with a copy of
the second token: The resulting arrow is meaningless from the computational
viewpoint. We overcome this problem by extending to the ITph the approach
proposed in the first part of the paper for the CTph. In particular, besides a+

and a- we introduce the term a- for each place a, with a = ak ⊗ k · a-.
Each context arc from a to t is then replaced by putting a- in the source of t

and a- in the target of t. This is necessary to avoid that contexts released by a
transition be consumed by another transition, and represents, in the ITph, a sort
of dual to the maximum sharing hypothesis. Then, we introduce symmetries on
markings, but regulate their use on the a+, a- and a- as to forbid the swapping of a
a+ and an adjacent a- or a-. This is actually the key of our proposal, as it prevents
that electrons may migrate from atom to atom, which is essentially what happens
in [6]. We impose this restriction by omitting the corresponding symmetries.
Putting such arrows back in the model would in fact result in a redundant
framework perfectly analogous to the one of match-share categories. Our main
result is that, again, the arrows between standard markings are in bijection with
a slight refinement of contextual processes, called strongly concatenable.

Structure of the Paper. In Section 1 we recall some basics about contextual nets
and the algebraic semantics of pt nets. In Sections 2 and 3 we define algebraic se-
mantics for contextual nets under both the CTph and the ITph, providing original
characterization results for commutative and strongly concatenable contextual
processes. We remark that in the absence of read arcs, our semantics coincide
with the classical ones.
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1 Preliminaries

1.1 Contextual Nets

Contextual nets were introduced for extending pt nets with the ‘read without
consume’ operation [4,13,8,21]. The states of contextual nets are called markings
and represent distributions of resources (tokens) in typed repositories (places).
Given the set of places S, markings can be seen as multisets u: S → N, where u(a)
denotes the number of tokens that place a carries in u. The set of finite multiset
on S if a free commutative monoid on S. We denote it by S⊕, and indicate
multiset inclusion, difference and union by ⊆, ⊕ and 	, respectively. For k a
natural number and u a multiset, k ·u is the multiset such that (k ·u)(a) = k ·u(a)
for all a. We denote by buc the underlying set of u, that can be seen as the
multiset such that buc(a) = 1 if u(a) > 0 and buc(a) = 0 otherwise.

Definition 1. A contextual net N is a tuple (S, T, ∂0, ∂1, ς), where S is the set
of places, T is the set of transitions, ∂0, ∂1: T → S⊕ are the pre and post-set
functions, and ς: T → S⊕ is the context function.

Informally, ∂0(t)⊕ς(t) is the minimum amount of resources that t requires to
be enabled. Of these resources, those in ∂0(t) are retrieved and consumed, while
those in ς(t) are just read and left on their repositories. When t has accomplished
its task, it returns ∂1(t) fresh tokens and releases the context. Only at this point
other transitions will be able to consume the tokens in ς(t), whereas they can
use the same context concurrently with t. Besides the usual assumption that ς(t)
and ∂0(t) ⊕ ∂1(t) are disjoint for each transition t, we assume that ς(t) is a set.

Definition 2. Let u and v be markings, and X a finite multiset of transitions
of a contextual net N = (S, T, ∂0, ∂1, ς). We say that u evolves to v under the
step X, in symbols u [X〉 v, if the transitions in X are concurrently enabled at
u, i.e.,

⌊⊕
t∈T ς(t)

⌋⊕⊕t∈T X(t) · ∂0(t) ⊆ u, and

v = u 	
(⊕

t∈T

X(t) · ∂0(t)

)
⊕
⊕
t∈T

X(t) · ∂1(t).

A step sequence from u0 to un is a sequence u0 [X1〉 u1 . . . un−1 [Xn〉 un.

Thus the execution of the step X requires that the marking u contains at least
all the tokens in the preconditions of transitions in X plus at least one token
for each place that is used as context by some transition in X. This matches
the intuition that a token can be used as context by many transitions at the
same time. From the concurrent point of view, the fact that transitions in X
are executed in a step means that they can be equivalently executed in any
order. Thus, likewise ordinary pt nets, step sequences for contextual nets can be
considered up to the equivalence induced by the diamond transformation relation
� defined by u [X ⊕ Y 〉 v � u [X〉 u1 [Y 〉 v for any step u [X ⊕ Y 〉 v (and

suitable u1). The diamond equivalence is the reflexive, symmetric, transitive and
sequences concatenation closure of the relation � .
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Definition 3. Given a contextual net N , the strictly symmetric strict monoidal
category of contextual commutative processes CCP(N) has the markings of N as
objects and its step sequences, taken modulo the diamond equivalence, as arrows.

In the ITph computations are commonly described in terms of structures rep-
resenting the causal relationships between event occurrences. In the case of nets,
this is fruitfully formalized through the following notion of process. We remark
that these notions are conservative extension of the corresponding notions for
ordinary pt nets, to which they reduce in the absence of read arcs.

Definition 4. A contextual process net is a finite, acyclic (w.r.t. the preorder
in which t precedes t′ if either ∂1(t) ∩ (∂0(t′) ∪ ς(t′)) 6= ∅ or ς(t) ∩ ∂0(t′) 6= ∅)
contextual net Θ such that (1) for all t ∈ TΘ, ∂0(t) and ∂1(t) are sets (as opposed
to multisets), and (2) for all pairs t0 6= t1 ∈ TΘ, ∂i(t0)∩∂i(t1) = ∅, for i = 0, 1.

Definition 5. A contextual process π of a contextual net N consists of a con-
textual process net Θ together with a pair of functions 〈πT , πS〉, where πT : TΘ →
TN and πS : SΘ → SN , that respect source, target and context, i.e., such that
∂N i ◦ πT = πS ◦ ∂Θi, for i = 0, 1, and ςN ◦ πT = πS ◦ ςΘ. Contextual processes
are considered up to isomorphisms.

1.2 Petri Nets Are Monoids

The paper [10] exploited the monoidal structure of markings to provide an al-
gebraic characterization of the concurrent computations of nets. The basic idea
was to lift the structure of states to the level of transitions, providing an al-
gebraic representation of concurrent firing. In turn, these ‘algebraic’ steps can
be sequentially concatenated in order to express more complex computations.
Since sequential composition endows computations with a categorical structure
– markings are objects, computations are arrows, and idle tokens are identities
– the parallel composition yields a tensor product. The interplay of parallel and
sequential composition regulated by functoriality of tensor products models a ba-
sic fact about concurrency, namely that concurrent transitions can occur in any
order. Under the CTph the tensor product can simply be commutative. Then,
each pt net N freely generates a strictly symmetric strict monoidal category
T (N) whose arrows are in bijection with the commutative processes of N [2].

Under the ITph the situation is more complex. In order to be able to model
causal dependencies one cannot consider multisets of transitions. The proposal
of Degano, Meseguer and Montanari was to introduce a non commutative tensor
product – while keeping markings as objects – together with suitable arrows
for exchanging the order in which transitions fetch and produce tokens [5]. Such
arrows are called symmetries, and are formalized categorically as the components
of a natural isomorphism. This approach leads to the construction of a (non
strictly) symmetric strict monoidal category P(N) for each net N , whose arrows
define the concatenable processes of N . A more concrete construction, Q(N), was
introduced in [18] in order to remove some deficiencies of the previous approach.
The main feature of Q(N), which captures the so-called strongly concatenable
processes, is that its objects are strings rather than multisets of tokens.
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(1) (u)+ ⊕ (u)-=u (5) ((u)-)-=∅

(2) ((u)-)+=(u)- (6) ((u)+)-=(u)-

(3) (u ⊕ v)+=(u)+ ⊕ (v)+ (7) (u ⊕ v)-=(u)- ⊕ (v)-

(4) (∅)+=∅ (8) (∅)-=∅

Fig. 2.

2 Collective Contexts

As explained in the Introduction, we build the algebraic theory over a non-free
monoid of places. In particular, apart from the commutative monoidal operation
⊕ with unit ∅, we consider other two operations ( )+ and ( )- that are ax-

iomatized as in Figure 2, where we omit the usual associativity, commutativity
and unit axioms for ⊕ . These mean precisely that ( )+ and ( )- are monoid
homomorphisms such that ( )+ ⊕ ( )- = id, ( )+ ◦ ( )- = ( )-, and ( )- ◦ ( )- = ∅.
Observe that (6) actually follows from (1), (7) and (5).

By these laws we can always eliminate consecutive applications of ( )+ and
( )-, except for sequences of ( )+. We shall write uk as a shorthand for ( )+ applied
k times to u and omit the parentheses. We assume u0 = u, but we remark that
in general u+ = u1 6= u. We call molecules the elements of this algebra. Given a
set S, we let µ(S) denote the set of molecules generated by S.

Lemma 1. For any natural number k and molecule u we have (uk)- = u-.

Proof. By induction, applying law (6).

Proposition 1. For any natural k, and molecule u, we have uk = uk+1 ⊕ u-

Proof. By law (1), we have uk = (uk)+ ⊕ (uk)-, and (uk)- = u- by Lemma 1.

Corollary 1. For any natural k and molecule u, we have u = uk ⊕ k · u-.

Of course we are interested in molecules centered on the places, these can be
of two forms, either ak or a-. From the computational point of view, the a- are
the basic contexts, which carry very little information, since the nucleus ak can
produce as many of them as needed. To understand this point, one can think of
the tokens as ticket rolls with unbounded number of tickets available. Readers
just take a ticket and return it after the use for recycle, whereas consumers must
retrieve the entire roll.

Definition 6. Given a contextual net N = (S, T, ∂0, ∂1, ς), we define the cat-
egory M(N) as the category with objects the molecules on S and with arrows
generated from the rules in Figure 3, modulo the axioms of strictly symmetric
strict monoidal categories in Figure 4.

We can now characterize contextual commutative processes algebraically.
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u ∈ µ(S)

idu: u → u

t ∈ T, ∂0(t) = u, ∂1(t) = v, ς(t) = w

t: u ⊕ w- → v ⊕ w-

α: u → v, β: v → w

α; β: u → w

α: u → v, β: w → z

α ⊕ β: u ⊕ w → v ⊕ z

Fig. 3.

α; (β; γ)=(α; β); γ α; idv=idu; α = α
α ⊕ (β ⊕ γ)=(α ⊕ β) ⊕ γ α ⊕ β=β ⊕ α α ⊕ id∅ = α

(α; β) ⊕ (γ; δ)=(α ⊕ γ); (β ⊕ δ) idu⊕v=idu ⊕ idv

Fig. 4.

Theorem 1. The category CCP(N) is isomorphic (via a monoidal functor) to
the full subcategory of M(N) whose objects are S⊕

N .

A very important property needed in the proof is what we call the maximum
sharing hypothesis, that can be expressed as below. This result contains the core
of the CTph, since it shows that whenever two or more tokens in the same place
a are used as contexts, we can always find an equivalent computation where only
one token is used (twice or more) as context.

Proposition 2. For any molecule u and natural numbers k and n, we have
un ⊕ uk = un+k ⊕ u.

Proof. By Corollary 1, we have un+k ⊕u = un+k ⊕uk ⊕k ·u-. By commutativity
(and associativity) of ⊕ we get un+k ⊕ u = un+k ⊕ k · u- ⊕ uk. By applying
Proposition 1 k times we have the result.

N
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t0 t2 t1

Fig. 5.

For instance, let us consider the net N in Fig-
ure 5. In M(N) we have three basic arrows
t0: a ⊕ c- → c-, t1: b ⊕ c- → c- and t2: c → ∅,
but neither t0, nor t1 can represent a commuta-
tive contextual process, since their sources and
targets are not elements of S⊕. To remedy this,
we must put t0 and t1 in an environment where
the c- become instances of a ‘complete’ token, as
idc+ ⊕ t0: a ⊕ c → c and idc+ ⊕ t1. The concur-
rent execution of t0 and t1 with shared context
is instead written as idc2 ⊕ t0 ⊕ t1. By the functoriality of ⊕ , we have that
idc2 ⊕ t0 ⊕ t1 = (idc+ ⊕ t0 ⊕ idb); (idc+ ⊕ t1) = (idc+ ⊕ t1 ⊕ ida); (idc+ ⊕ t0), (recall
that idc2 ⊕ idc- = idc+), i.e., t0 and t1 can execute in any order. Also interesting
is to observe that (idc+ ⊕ t0) ⊕ ((idc+ ⊕ t1); t2) = ((idc+ ⊕ t0); t2) ⊕ (idc+ ⊕ t1),
i.e., we have no causal information about the token consumed by t2: is it the one
read by t0, or the one read by t1?
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3 Individual Contexts

The maximum sharing hypothesis creates obvious problems when dealing with
the ITph, whose entire point is to be able to recognize how electrons are emitted
from tokens. For ordinary pt nets, the information about causality is recovered
in the algebraic setting by using (non strictly) symmetric strict monoidal cate-
gories, i.e., by introducing symmetries for controlling rearrangements of tokens
when composing processes. At the level of states we still have standard markings.
At the level of computations (arrows), however, the tensor product is not com-
mutative anymore, so that we are able to interpret correctly the flow of causality
through token histories. Thus, the first attempt to a uniform extension of the
CTph treatment of the previous section is to introduce symmetries on molecules.

There is however another problem to solve. Since the context ς(t) is modeled
by a self-loop on ς(t)-, two transitions with the same context can be concatenated
on it, as if one depended on the execution of the other. This spurious causal
dependency is to be avoided, as it gives rise to a wrong semantic model. We thus
choose to introduce a new kind of electrons, denoted by u- for representing used
(i.e., read) contexts. A transition t consume a forward copy of its context ς(t)-

and produces a backward copy ς(t)- that cannot be read by other transitions.
We call bimolecules the (generalized) markings of the algebra that includes also
the operator ( )- subject to a set of axioms formally identical to those involving
( )- in Figure 2. Given a set S, we write ν(S) for the set of bimolecules on S.

The final and key ingredient in our construction is to abandon the symmetry
of the monoidal categories involved. In a step similar to the one that brought
from strictly symmetric to symmetric categories, we choose (non symmetric)
monoidal categories to which we adjoin exactly and only the symmetries we need.
In this way, we are able to omit those symmetries that would cause migration of
electrons from atom to atom. In the following we shall build on the construction
Q(N) for pt nets and, therefore, take a non commutative monoid of objects.
We use the symbol ⊗ for the monoidal operation, which essentially amounts to
string concatenation. Given a string q, we denote by µ(q) its underlying multiset.

Definition 7. Given a contextual net N = (S, T, ∂0, ∂1, ς), we define the cate-
gory B(N) as the category with objects the bimolecules on S and with arrows gen-
erated from the rules in Figure 6, together with the symmetries γaχ,bκ : aχ ⊗bκ →
bκ⊗aχ and γaδ,cε : aδ⊗cε → cε⊗aδ, for a, b, c ∈ S with a 6= b, for χ, κ ∈ N∪{-, -},
and for δ, ε ∈ {-, -}. The arrows are taken modulo the axioms of strict monoidal
categories in Figure 7 (whenever the γ’s are defined) and the laws:

s; tp,q; s′ = tp′,q′ (9)
γaδ,aδ = idaδ⊗aδ , for δ ∈ {-, -} (10)

for any symmetries s: p′ → p and s′: q → q′, and any transition t: µ(p) → µ(q).

Note that we do not introduce the symmetries γak,a- and γak,a- that would
allow the electrons to flow from a nucleus to a different one. For example, starting
from a⊗a = a+⊗a-⊗a+⊗a- and applying the arrow a+⊗γa-,a+⊗a-, we would reach
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p ∈ ν(S)

idp: p → p

t ∈ T, ∂0(t) ⊕ ς(t)- = µ(p), ∂1(t) ⊕ ς(t)- = µ(q)

tp,q : p → q

p, q ∈ S⊗

γp,q : p ⊗ q → q ⊗ p

α: p → q, β: q → r

α; β: p → r

α: p → q, β: p′ → q′

α ⊗ β: p ⊗ p′ → q ⊗ q′

Fig. 6.

α; (β; σ)=(α; β); σ α; idq=idp; α = α (α; β) ⊗ (α′; β′)=(α ⊗ α′); (β ⊗ β′)
α ⊗ (β ⊗ σ)=(α ⊗ β) ⊗ σ α ⊗ id∅=id∅ ⊗ α = α idp⊗q=idp ⊗ idq

(α ⊗ β); γq,q′=γp,p′ ; (β ⊗ α) γp,q ; γq,p=idp ⊗ idq γp,q⊗r=(γp,q ⊗ idr); (idq ⊗ γp,r)

Fig. 7.

a+ ⊗ a+ ⊗ a- ⊗ a- = a+ ⊗ a ⊗ a-, which is problematic. In fact, our representation
invariant is that the electrons associated to a certain nucleus ak in a string q are
the first k electrons (either a- or a-) that appear in q to the right of ak. Thus, for
consistency, we want exactly k electrons between ak and the successive nucleus
an occurring in q. The absence of those symmetries maintains this invariant.

As for Q(N) in [18], we introduce an arrow tp,q for all the possible lin-
earizations p and q of the source and target of each transition t of N . Law (9),
considered originally in [18], establishes a link between all the instances of a sin-
gle t, guaranteeing both consistency and a sensible computational interpretation
for such arrows. Actually, (9) expresses that the collection of the instances of t
forms a natural transformation between suitable functors. The reader is referred
to [18] for a thorough discussion of this topic. Laws (10) make the instances of
electrons associated to the same nucleus indistinguishable from each other by
asserting that the order in they are used is immaterial.

To establish our representation result we need to refine contextual processes
in order to be able to concatenate them. As for similar cases in the literature,
this leads to introduce an ordering of the tokens in the source and target of the
process net, yielding the notion of strongly concatenable contextual processes.

Definition 8. Given a net N , a strongly concatenable contextual process is a
tuple (π, Θ,≺0,≺1), where π is a contextual process with underlying contextual
process net Θ, ≺0 and ≺1 are total orders on the minimal and maximal places
of Θ, respectively, such that a ≺0 b (resp. a ≺1 b) implies πS(a) = πS(b).

Likewise concatenable processes, a partial operation of sequential composition
can be defined. Provided the target of process π coincides with the source of
process π′, it merges the maximal places of π with the minimal places of π′

according to the orders ≺1 and ≺′
0. The parallel composition of two processes

consists of taking their disjoint union and extending the orders on minimal and
maximal places by taking a ≺i b whenever a belongs to the first process and
b to the second. It can be shown that with these two operations the strongly
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concatenable contextual processes of N form the arrows of a strict monoidal
category SCCP(N). Symmetries can be defined by taking a process that contains
just places (no transitions) with suitable orderings ≺0 and ≺1. Each place is
both minimal and maximal. These symmetries make SCCP(N) be a symmetric
monoidal category. Due to space limitation we cannot give more details here.
We refer to [18] for the presentation of the category of strongly concatenable
processes which is similar. We can now state the main result of the paper.

Theorem 2. The category SCCP(N) is isomorphic (via a symmetric monoidal
functor) to the full subcategory of B(N) whose objects are the elements of S⊗.

The proof is quite long and requires the introduction and the description
of the algebra of further kinds of processes that represent those arrows whose
sources and targets involve nuclei and electrons. In particular, we use suitable
inscriptions inside minimal and maximal places in order to represent the elec-
trons which have been moved away from the nuclei of their atoms and their
movements. However, such inscriptions are vacuous for processes whose source
and target are strings of places (as all the electrons are next to their nuclei), and
therefore we resort to strongly concatenable contextual process as in Theorem 2.

For example, let us consider again the net N in Figure 5. In B(N) we find
the basic arrows t′0: a⊗c- → c-, t′′0 : c- ⊗a → c-, t′1: b⊗c- → c-, t′′1 : c- ⊗b → c- and
t′2: c → ∅, with t′0 = γa,c- ; t′′0 and t′1 = γb,c- ; t′′1 . The concurrent execution of t0
and t1 with shared context can be written as (idc+ ⊗ γc-,a ⊗ idb); (idc2 ⊗ t′′0 ⊗ t′′1).
This time it differs from t′0 ⊗ idc2 ⊗t′′1 which, having source and target not in S⊗

N ,
does not correspond to any process. The concurrent execution of t0 and t1 with
different contexts can be instead written as α = idc+ ⊗ t′′0 ⊗ idc+ ⊗ t′′1 , and the
terms α; (idc ⊗ t′2) and α; (t′2 ⊗ idc) denote different processes: in the former t1
causes t2 and in the latter t0 causes t2.

Besides the fact that all the arrows of B(N) have a meaningful computa-
tional interpretation, a further advantage of the present approach with respect
to the match-share categories of [6] is that the arrows of the model category
corresponding to pure concatenable process can be distinguished just by looking
at their sources and targets, rather than by inspecting their construction.

Concluding Remarks and Future Work

Building on a illuminating suggestion of Meseguer in [9], we have shown a way
to extend the algebraic semantics of pt nets proposed in [10] to contextual
nets, both in the collective token and the individual token interpretation. The
constructions rely on the choice of a non-free monoid of objects, whose elements
we called molecules and bimolecules. Furthermore, in treating the individual
token philosophy, we have renounced to the symmetry of the monoidal category,
being then able to select only the symmetries consistent with our computational
interpretation in terms of strongly concatenable contextual processes.

Although we have worked only at the level of single nets, we believe that
our approach can be extended to constructions between categories of nets and
models, with restrictions analogous to those well-known in the literature [17,18].
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Abstract. Ordered binary decision diagrams (OBDDs) are nowadays
the most common dynamic data structure or representation type for
Boolean functions. Among the many areas of application are verifica-
tion, model checking, and computer aided design. For many functions it
is easy to estimate the OBDD size but asymptotically optimal bounds
are only known in simple situations. In this paper, methods for proving
asymptotically optimal bounds are presented and applied to the solution
of some basic problems concerning OBDDs. The largest size increase by
a synthesis step of π-OBDDs followed by an optimal reordering is de-
termined as well as the largest ratio of the size of deterministic finite
automata and quasi-reduced OBDDs compared to the size of OBDDs.
Moreover, the worst case OBDD size of functions with a given number
of 1-inputs is investigated.

1 Introduction and Results

Branching programs (BPs) are a well established representation type or compu-
tation model for Boolean functions. Its size is tightly related to the nonuniform
space complexity (see e.g. [14]). Hence, one is interested in exponential lower
bounds for more and more general types of BPs (for the latest breakthrough for
semantic linear depth BPs see [1]). In order to use variants of BPs as dynamic
data structure one needs a BP variant such that a list of important operations
(see e.g. [15]) can be performed efficiently. E.g., for verification, model checking,
and a lot of CAD applications we need an efficient test whether a representa-
tion has a satisfying input (satisfiability test) and an efficient test whether two
representations describe the same function (equality test). These are NP-hard
problems for general BPs.

Bryant [4] has presented π-OBDDs as a simple BP variant allowing effi-
cient algorithms for all important operations. Although we now have efficient
algorithms for more general and, therefore, more compact representation types,
π-OBDDs are used in most applications and the use of an OBDD package [13]
is nowadays a standard technique.
? Supported in part by DFG grant We 1066/8.
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Definition 1. Let Xn = {x1, . . . , xn} be a set of Boolean variables. A variable
ordering π on Xn is a permutation on {1, . . . , n} leading to the ordered list
xπ(1), . . . , xπ(n) of the variables.

Definition 2. A π-OBDD on Xn is a directed acyclic graph G = (V, E) whose
sinks are labeled by Boolean constants and whose non sink (or inner) nodes are
labeled by Boolean variables from Xn. Each inner node has two outgoing edges
one labeled by 0 and the other by 1. The edges between inner nodes have to respect
the variable ordering π, i.e., if an edge leads from an xi-node to an xj-node,
π−1(i) ≤ π−1(j) (xi precedes xj in xπ(1), . . . , xπ(n)). Each node v represents a
Boolean function fv : {0, 1}n → {0, 1} defined in the following way. In order
to evaluate fv(a), a ∈ {0, 1}n, start at v. After reaching an xi-node choose the
outgoing edge with label ai until a sink is reached. The label of this sink defines
fv(a). The size of the π-OBDD G is equal to the number of its nodes.

Bryant [4] has already shown that the minimal-size π-OBDD for a function f
is unique (up to isomorphism) and it is called the reduced π-OBDD (or shortly
the π-OBDD) for f . Its size is described by the following structure theorem [12].
In order to simplify the description we describe the theorem only for the special
case where π equals the identity id(i) = i.

Theorem 1. The number of xi-nodes of the id-OBDD for f is the number si

of different subfunctions f|x1=a1,... ,xi−1=ai−1 , a1, . . . , ai−1 ∈ {0, 1}, essentially
depending on xi (a function g depends essentially on xi if g|xi=0 6= g|xi=1).

It is a simple corollary that the number s∗
i of different subfunctions

f|x1=a1,... ,xi−1=ai−1 , a1, . . . , ai−1 ∈ {0, 1}, is a lower bound on the id-OBDD
size of f . Obviously, dlog s∗

i e is the one-way deterministic communication com-
plexity of f if Alice holds x1, . . . , xi−1 and Bob holds xi, . . . , xn. (See [5] and
[7] for the theory of communication complexity.) For non-constant functions the
id-OBDD size of f equals s1 + · · · + sn + 2. If many si have asymptotically the
same and the largest value, one-way communication complexity is not strong
enough to obtain asymptotically optimal bounds. Moreover, we have the free-
dom to choose an appropriate variable ordering for f . Let π-OBDD(f) denote
the π-OBDD size of f .

Definition 3. The OBDD size of f (denoted by OBDD(f)) is the minimum of
all π-OBDD(f).

Using Theorem 1 or one-way communication complexity a lot of exponential
lower bounds on the OBDD size of functions have been proved (see e.g. [15]).
But there are only a few functions whose OBDD size is asymptotically known
exactly. These are functions with linear OBDD size, symmetric functions, and
a few more functions. We develop lower bound methods for asymptotically op-
timal OBDD bounds and solve problems motivated from OBDD applications,
automata theory, and complexity theory.

In order to use OBDDs we have to transform a logical description of a func-
tion, e.g. a circuit, into an OBDD representation. This is done by a sequence
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of binary synthesis steps. A binary synthesis step computes a π-OBDD Gh for
h = f ⊗g (⊗ is a binary Boolean operation like AND or EXOR) from π-OBDDs
Gf and Gg for f resp. g. Bryant [4] has shown how this can be done in time
O(|Gf | · |Gg|) and he has presented an example that the result may need size
Θ(|Gf | · |Gg|). His example has two drawbacks. The chosen variable ordering
is bad for h, f , and g (and, therefore, such a synthesis step will not occur in
applications) and the functions f and g depend essentially on disjoint sets of
variables. It is not too hard to present an example without these drawbacks.
But this is nevertheless not the answer to the question about the worst case
for the binary synthesis problem. If a binary step leads to a π-OBDD much
larger than the given π-OBDDs, all recent OBDD packages start to look for
a better variable ordering. Although the search for an optimal OBDD variable
ordering is NP-hard [2] and this holds even for the corresponding approxima-
tion problems for arbitrary constant factors [11], heuristic algorithms like sifting
[10] often lead to very good results. Hence, the main step is a binary synthesis
step followed by reordering. This leads to the problem whether it is possible
that OBDD(h) = Θ(π-OBDD(f) · π-OBDD(g)) for functions f and g essen-
tially depending on all considered variables. (Here we should mention the folk-
lore result (see [15]) that OBDD(h) may be exponential even if OBDD(f) and
OBDD(g) are linear but the linear size only is possible for different variable or-
derings.) In Section 4, we solve the problem by representing an example where
π-OBDD(fn) = Θ(n), π-OBDD(gn) = Θ(n), and OBDD(hn) = Θ(n2). This
surely is the less surprising answer but the lower bound proof for the OBDD size
of hn has some interesting features.

Some applications [9] work with a restricted variant of π-OBDDs which may
be called leveled π-OBDDs or quasi-π-OBDDs (π-QOBDDs).

Definition 4. A π-QOBDD is a π-OBDD with the additional property that each
edge leaving an xπ(i)-node, i < n, reaches an xπ(i+1)-node.

We are interested in QOBDDs also because of their tight relationship to
deterministic finite automata (DFAs) for so-called Boolean languages L where
L ⊆ {0, 1}n for some n. It is an easy exercise to verify for Lf = f−1(1) that
DFA(Lf ) ≤ id-QOBDD(f) ≤ DFA(Lf ) + n. Hence, id-QOBDDs and DFAs are
almost the same. For general regular languages consisting of strings of different
lengths it makes no sense to discuss different “variable orderings” or permu-
tations of the input string. For Boolean languages, a π-DFA may apply the
reordering π to all inputs of length n. The above inequality can be generalized
to π-DFA(Lf ) ≤ π-QOBDD(f) ≤ π-DFA(Lf ) + n. Moreover, it is obvious that
π-QOBDD(f) ≤ (n + 1) · π-OBDD(f) and this bound is tight for the constant
functions (syntactically depending on n variables). It is also not too difficult
to see that π-QOBDD(f) = Θ(n · π-OBDD(f)) for some function f essentially
depending on all n variables.

Definition 5. The multiplexer MUXn (or direct storage access function DSAn)
is defined on n + k variables ak−1, . . . , a0, x0, . . . , xn−1 where n = 2k.
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MUXn(a, x) = x|a| where |a| is the number whose binary representation equals
(ak−1, . . . , a0).

Let π be the variable ordering (ak−1, . . . , a0, x0, . . . , xn−1). Then
π-OBDD(MUXn) = OBDD(MUXn) = 2n + 1. The π-OBDD starts with a
complete binary tree on the a-variables. For the path where |a| = i it is suf-
ficient to test xi. For the π-OBDD we need i extra nodes before the xi-node
and n − 1 extra nodes before each of the sinks. Hence, π-QOBDD(MUXn) =
1
2n2 + 7

2n − 1 = Θ(n · π-OBDD(MUXn)). But in order to compare the size of
OBDDs and QOBDDs (and DFAs for Boolean languages with reordering) we ask
whether QOBDD(fn) = Θ(n ·OBDD(fn)) for functions fn essentially depending
on n variables. This is the question whether the possibility of OBDDs to omit
the test of variables may save a size factor of Θ(n).

Since it is the main rule of thumb for the variable ordering problem to test
control or address variables (like the a-variables of MUXn) before the data vari-
ables (like the x-variables of MUXn), it was a well-established conjecture that
the considered variable ordering π is optimal for QOBDDs for MUXn and that
QOBDD(MUXn) = Θ(n2). In Section 2, we prove the surprising result that
QOBDD(MUXn) = Θ(n2/ log n). Section 3 provides a function fn essentially
depending on n variables such that QOBDD(fn) = Θ(n · OBDD(fn)) proving
that the freedom of OBDDs to omit tests may indeed decrease the size by a
factor of Θ(n).

In Section 5, we investigate the dependence of the OBDD size on the size of
f−1

n (1). Let N(a(n)) be the number of Boolean functions f where |f−1
n (1)| ≤

a(n). The standard counting argument proves the existence of functions fn

where |f−1
n (1)| ≤ a(n) such that its OBDD size and even its circuit size is

Ω
(

log N(a(n))/ log log N(a(n))
)
. On the other hand, obviously OBDD(fn) ≤

O(na(n)) for these functions. For a(n) = 2n, the lower bound of size 2n/n is
optimal (see [15]). For a(n) = 1, the upper bound of size n is optimal. The
question is how large can we choose a(n) such that we can define functions fn

where |f−1
n (1)| ≤ a(n) and OBDD(fn) = Θ(n a(n)). We describe such functions

for polynomially increasing a(n).

2 QOBDDs and DFAs for the Multiplexer

In this section, we determine the size of QOBDDs and DFAs with reordering for
the representation of the multiplexer.

Theorem 2. QOBDD(MUXn) = Θ(n2/ log n).

Sketch of proof. First, we prove for some variable ordering π that the
π-QOBDD size of MUXn is O(n2/ log n). Let m := k − blog kc + 1. The vari-
able ordering π is given by ak−1, . . . , ak−m, x0, . . . , xn−1, ak−m−1, . . . , a0. The
x-variables are partitioned to 2m groups such that the indices of the vari-
ables of each group agree in their binary representation in the m most sig-
nificant bits. The size of each group is n/2m. We start with a complete bi-
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nary tree of the first m a-variables. The tree has 2m leaves and 2m − 1 in-
ner nodes. Then we test the x-variables of group G0. Only the subfunction
where ak−1 = · · · = ak−m = 0 essentially depends on these variables. For all
other groups we need xi-nodes, since we consider QOBDDs. Hence, we need
one complete binary tree with 2n/2m

leaves and 2n/2m − 1 inner nodes and
(2m − 1)n/2m < n further nodes which could be eliminated in OBDDs. One leaf
can be replaced by the 0-sink. The same arguments work for the next group.
Here the width for the first group is 2n/2m

and the total width is bounded by
2 · 2n/2m

+ 2m − 2. The crucial argument is the following one. We can merge the
2n/2m

nodes for the case (ak−1, . . . , ak−m) = (0, . . . , 0, 0) with the 2n/2m

nodes
for the case (ak−1, . . . , ak−m) = (0, . . . , 0, 1). We only have to store the data
vector namely the x-vector. The result only depends on the further address bits.
The width after the tests of the x-variables of group G2m−1 equals 2n/2m − 1.
The size of the last k − m levels is bounded by 22k−m

. The total size is bounded
above by 2m − 1 + 22k−m

+ n(2 · 2n/2m

+ 2m − 2) ≤ n2m + 2n2n/2m

+ 22k−m

.
By the choice of m, 2n/ log n ≤ 2m ≤ 4n/ log n, and we obtain an upper bound
of O(n2/ log n). For the lower bound for arbitrary variable orderings π it is suf-
ficient to prove a lower bound of size Ω(n/ log n) on the size of Ω(n) x-levels
of π-QOBDDs. By standard lower bound techniques it can be shown that the
xi-level of a π-QOBDD representing MUXn has a size of Ω(n/ log n) if xi be-
longs to the second quarter of all x-variables with respect to π (for more details
see [3]). 2

This result implies by the discussion in Section 1 the same result for DFAs
with reordering. We only want to mention here that we can get similar results
for so-called zero-supressed BDDs (ZBDDs) which are used in many applications
(see e.g. [8]). This is the first example of a function (moreover, a ”natural”
function) and of BDD models of practical relevance that the rule of thumb
”control variables before data variables” is wrong.

3 The Maximal Size Gap between OBDDs, QOBDDs
and DFAs

We look for functions fN essentially depending on all their N variables such that
the size gap of OBDDs on one hand and QOBDDs and DFAs with reordering
on the other hand is a factor of Θ(N) which is by the discussion in Section 1
the largest possible gap. For such a function it is necessary that many edges
in the optimal OBDD omit many tests. Therefore, the multiplexer has been
considered as a good candidate. But the result of Section 2 implies that the
multiplexer only leads to a gap of Θ(N/ log N). The multiplexer has many more
data variables than address variables. We can prove the largest possible gap for
a function fN on N = n2 +2n variables, among them n2 control or address vari-
ables (here called selection variables) s0, . . . , sn2−1 and only 2n data variables
x0, y0, . . . , xn−1, yn−1 which lead to n2 data pairs xiyj , 0 ≤ i, j ≤ n − 1. The
data pairs are partitioned to n blocks Bm, 0 ≤ m ≤ n−1, such that Bm contains
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all pairs xiyi+m (the indices are computed mod n). We consider the following
ordering p0, . . . , pn2−1 of the pairs. The pair pk where k = in + j equals xjyi+j ,
i.e., we start with the pairs from B0, followed by the pairs from B1, . . . In each
block we start with the pair containing x0, followed by the pair containing x1,
and so on. The main property is that the distance between two pairs containing
xi equals n and the distance between two pairs containing yi is at least n−1. Fi-
nally, we define fN by fN (s, x, y) =

∨
0≤k≤n2−1 s0 . . . sk−1skpk, i.e., the s-vector

selects with its first zero which pair has to be evaluated.

Theorem 3. OBDD(fN )=Θ(N) while QOBDD(fN )=Θ(N2) and DFA(fN )=
Θ(N2).

Sketch of proof. It is obvious that the OBDD size of fN for the “natural” vari-
able ordering s0, . . . , sn2−1, x0, . . . , xn−1, y0, . . . , yn−1 equals 2n2+n+2 = Θ(N)
and that fN essentially depends on all its variables. This implies OBDD(fN ) =
Θ(N) and the upper bounds for the other models.

In the following we present a sketch of the proof for the lower bound on the
QOBDD size (for more details see [3]). This implies the lower bound for DFAs
with reordering. We fix an arbitrary variable ordering π. There are n2/24 levels
where a selection variable is tested and the number of already tested selection
variables is at least n2/8 and less than n2/6. It is sufficient to prove that each
of these levels has a size of Ω(n2).

We fix one of the described levels and use the following notation. The sets
T (x), T (y), and T (s) contain the x-, y-, and s-variables, resp., which are tested
before the considered levels. The sets R(x), R(y), and R(s) contain the corre-
sponding remaining variables. Let T (x, y) := T (x)∪T (y). We distinguish whether
the size of T (x, y) is small, large, or medium.

Case 1: |T (x, y)| ≤ 1
9n (small size).

Case 2: There are at least 2 log n variables in T (x) (or T (y)) such that for
each of these variables xi there is a pair pk = xiyj where sk ∈ R(s) (large size).

Remark: This case is called “large size”, since one of the conditions |T (x)| ≥
1
6n + 2 log n and |T (y)| ≥ 1

6n + 2 log n is sufficient for Case 2.
Case 3: Not Case 1 or Case 2 (medium size).
If |T (x, y)| is small, we can argue similarly to the case of the natural variable

ordering. If it is large, we have to store too much information on the data vari-
ables like in the case of the multiplexer. The most difficult case is the case where
T (x, y) is of medium size. We assume that |T (x)| ≥ 1

18n (the other case can be
handled similarly). There is a subset T ′(x) of T (x) of size 1

18n − 2 log n ≥ 1
20n

(for large n) such that sk ∈ T (s) for all pairs pk = xiyj where xi ∈ T ′(x). The
condition |T (y)| < 1

6n + 2 log n ≤ 1
5n (for large n) implies for each xi ∈ T ′(x)

the existence of at least 4
5n pairs pk = xiyj such that sk ∈ T (s) and yj ∈ R(y).

We have partitioned the set of all pairs p0, . . . , pn2−1 into n blocks B0, . . . ,
Bn−1 such that Bi = {pin, . . . , pin+n−1}.

Claim 1. There are 7
9n good blocks, i.e., blocks each containing at least 1

200n
of the chosen pairs.
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Now we investigate the set P of the Ω(n2) chosen pairs pk belonging to the 7
9n

good blocks. For each such pair pk = xiyj we know that sk ∈ T (s), xi ∈ T (x),
and yj ∈ R(y). Moreover, we define a subfunction gk of fN by assigning the
following values to the tested variables. We assign the value 0 to sk and the
value 1 to all other variables in T (s). We assign the value 1 to xi and the value 0
to all other variables in T (x, y). The function gk has a prime implicant consisting
of yj and perhaps some s-variables. It is possible that gk = gl, k 6= l, but then
we have some implications on the set T (s).

Claim 2. If k < l and gk = gl, then sk+1, . . . , sl−1 ∈ T (s) and the pairs pk and
pl contain the same y-variable.

Since each variable is contained in exactly one pair in each block, gk = gl

implies that pk and pl belong to different blocks.

Claim 3. There are less than 1
2n blocks containing some pk ∈ P such that

gk = gl for some pl ∈ P and l 6= k.

¿From Claim 1 and Claim 3 we conclude that there are at least ( 7
9 − 1

2 )n =
5
18n blocks each containing 1

200n pairs such that all the corresponding Ω(n2)
subfunctions gk are different. This implies the lower bound Ω(n2) on the size of
the level. 2

With similar arguments we can prove that ZBDD(fN ) = Θ(N2).

4 The Maximal Size Increase of a π-OBDD Synthesis
Step with Optimal Reordering

In this section, we prove that the synthesis of π-OBDDs essentially depend-
ing on the same set of variables can lead to a multiplicative size increase (like
the well-known result for DFAs) and that this result even holds if the syn-
thesis can be followed by an optimal reordering. The functions are defined
on n + 2k variables x0, . . . , xk−1, y0, . . . , yk−1, z0, . . . , zn−1 where n = 2k. Let
fn(x, y, z) = MUXn(x, z) and gn(x, y, z) = MUXn(y, z). These functions do not
depend essentially on all variables. Nevertheless, we first investigate fn, gn, and
hn = fn ⊕gn. Afterwards, we define modified functions f∗

n, g∗
n, and h∗

n = f∗
n ⊕g∗

n

depending essentially on all variables and having similar properties. The function
hn is defined by

hn(x, y, z) =
∨

0≤i,j≤n−1

(|x| = i) ∧ (|y| = j) ∧ (zi ⊕ zj).

Theorem 4. Let π∗ be the variable ordering x0, . . . , xk−1, y0, . . . , yk−1,
z0, . . . , zn−1. Then π∗-OBDD(fn) = π∗-OBDD(gn) = 2n + 1 but OBDD(hn) =
Ω(n2), i.e., a synthesis step followed by optimal reordering can lead to a multi-
plicative size increase.
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zi

zi

aj

aq

zi

each containing
2r blocks

n2−r rows

2c blocks each containing n2−c columns

zt

· · ·

ap

zi ⊕ aj · · · zi ⊕ al · · · zi ⊕ zm

ap ⊕ aj · · · ap ⊕ al · · · ap ⊕ zm

aq ⊕ aj · · · aq ⊕ al · · · aq ⊕ zm

zm· · ·al

zt ⊕ aj · · · zt ⊕ al · · · zt ⊕ zm

Fig. 1a) A macroscopic view b) A microscopic view

We prove a lower bound of size Ω(n2) by proving that each of Ω(n) levels
has size Ω(n). The interesting aspect is that there is not necessarily a block of
Ω(n) levels each of size Ω(n). It may happen that small levels and large levels
occur in a rather irregular order. Nevertheless, we are able to bound the number
of small levels in a sufficient way. This is the first proof of an asymptotically
optimal OBDD lower bound in such a situation.

Sketch of proof of Theorem 4. The upper bounds are obvious. For the lower
bound proof we fix an arbitrary variable ordering π. First, we visualize the situ-
ation after the test of some variables. We do not use the communication matrix,
since we believe that a different representation better supports the counting of
different subfunctions essentially depending on some specific z-variable. Again
we use the notation T (x), T (y), and T (z) for the sets of already tested variables.
Let r := T (x) and c := T (y). Then we have 2r partial x-addresses which parti-
tion the set of all z-variables into 2r blocks of size n2−r each. Two z-variables
zi and zj belong to the same block if the binary representations of i and j agree
in the positions belonging to variables in T (x). In the same way we obtain 2c

blocks of size n2−c each corresponding to the variables in T (y). We consider
the following n×n-matrix. The rows correspond to the z-variables and they are
ordered blockwise with respect to the 2r row blocks. In each block we order the
variables according to the canonical ordering with respect to the vector describ-
ing the value of the x-variables which have not been tested yet. The columns
also correspond to the z-variables and they are ordered blockwise with respect to
the 2c column blocks. The entry at the zi-row and the zj-column equals zi ⊕ zj .
Our aim is to prove a lower bound on the size of the zi-level of the π-OBDD
representing hn. For this reason it is sufficient to investigate those 2r + 2c − 1
assignments to the variables in T (x, y) where at least one of the partial addresses
allows the value i. In Fig. 1a) the corresponding blocks are shaded. Our aim is to
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count the number of different subfunctions essentially depending on zi. First, we
consider the subfunctions for some fixed assignment to the variables in T (x, y).
This leads to a submatrix of the matrix considered above (see Fig. 1b)). In our
example the submatrix contains the zi-row but not the zi-column. It is called a
zi-row-rectangle. Variables zj ∈ T (z) are replaced by aj . This zi-row-rectangle
is a description of the considered subfunction of hn. Let s be the number of
different variables from T (z) which correspond to a column or row of the consid-
ered submatrix. Then we obtain exactly 2s different subfunctions all essentially
depending on zi. Similar results hold for zi-column-rectangles.

Is it possible to obtain the same subfunction for different assignments to the
variables from T (x, y) ? This happens iff the a-entries are replaced in such a way
by constants that two zi-rectangles are equal. We assume that r < k or c < k (if
r = c = k, all address variables have been tested which leads to an easy subcase).
A zi-row-rectangle Ri differs from a zi-column-rectangle Ci, since Ri contains
entries essentially depending on zi exactly in the zi-row while this happens in Ci

exactly in the zi-column. Now we consider w.l.o.g. two zi-row-rectangles Ri and
R′

i. If Ri contains a zm-column, it contains a column where all entries essentially
depend on zm. This cannot happen in R′

i where at most one row can depend
essentially on zm. Hence, two different zi-row-rectangles agree iff all z-variables
corresponding to the columns have already been tested and the corresponding
vectors are equal. The only-if-part follows from the consideration of the case
|x| = i. The if-part follows, since the remaining assignments to x-variables and
z-variables belonging to rows of the block have the same influence on Ri and R′

i.
Summarizing we can conclude that we are able to determine the size of each

z-level of a π-OBDD representing hn. We still have to prove that Ω(n) z-levels
have size Ω(n). The first and last z-levels can be very small. We concentrate on
the levels where the z-variables at the positions n/2+1, . . . , 3n/4 of the variable
ordering on the z-variables are tested.

Case 1. There is no block such that all corresponding row variables have
already been tested. (The same arguments work for the column variables.)

We consider the zi-column-rectangles. Let rj be the number of T (z)-variables
belonging to the jth row block, 1 ≤ j ≤ 2r. The sum of all rj is at least n/2
(by the choice of the considered levels) and our lower bound arguments lead to
the lower bound

∑
1≤j≤2r 2rj on the size of the considered zi-level. This lower

bound is minimal if the sum of all rj is equal to n/2 and all rj are equal to n
2 /2r.

This leads to the lower bound 2r2n/2r+1
. As long as n/2r+1 ≥ 2, this exponent

decreases at least by 1 if r is increased by 1. In these cases the lower bound is
decreasing with r. This happens as long as r + 2 ≤ log n. Hence, we obtain an
Ω(n) bound on the size of the zi-level.

Case 2. Not Case 1 and r ≤ log n − log log n (or c ≤ log n − log log n).
There is a zi-column-rectangle where all n2−r z-variables corresponding to

the rows of the rectangle have already been tested. This leads to a lower bound
of size 2n2−r ≥ n.

Case 3. r ≥ log n − c∗ (or c ≥ log n − c∗) for some constant c∗ (c∗ = 8 is
appropriate in this proof).
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We have 2r zi-column-rectangles and at least n/4 z-variables which have not
been tested. Each row block contains n2−r z-variables. Hence, there are at least
1
42r = Ω(n) zi-column-rectangles such that at least one row variable has not
been tested. For each of these rectangles we obtain a lower bound of size 1 and
we have shown above that the different zi-column-rectangles cannot agree and
describe different subfunctions. Altogether, we obtain also in this case a lower
bound of size Ω(n).

We obtain the proposed Ω(n2) lower bound if Ω(n) of the n/4 considered
levels belong to one of the three cases. Hence, we only have to consider the
situation where n/4 − o(n) of the considered levels do not fulfil the assumptions
of one of the three cases. We assume w.l.o.g. that on n/8 − o(n) of these levels
the condition c ≤ r holds. On these levels, log n − log log n < c ≤ r < log n − c∗.
Only to simplify the notation we assume that N = log log n is an integer. We
consider the levels where r = log n− log log n+ t has a fixed value. In particular,
1 ≤ t ≤ log log n − c∗. We have 2r = 2tn/ log n zi-column-rectangles. Since at
least n/4 z-variables have not been tested, there are at least 2r−2 zi-column-
rectangles such that some corresponding row variable has not been tested. Let
m be the number of already tested z-variables belonging to the column block
containing zi. This leads to the lower bound 1

42r2m. If m ≥ log log n − t, the
lower bound is of size Ω(n). We have 2c column blocks of size n2−c each. Hence,
there are at most 2c(log log n − t) ≤ 2r(log log n − t) bad z-levels where we have
not proved an Ω(n) bound. Let n ≥ 4. Then the number of bad levels can be
estimated by

∑
1≤t<N−c∗ 2t n

log n (N − t) ≤ n
log n (c∗ + 2)2−c∗2N = (c∗ + 2)2−c∗n.

For c∗ = 8 these are at most 10
256n bad levels out of 1

8n − o(n) levels. Hence, also
in this situation we have proved the existence of Ω(n) levels whose size is Ω(n).
This implies the proposed Ω(n2) bound. 2

In a last step, we have to generalize our results to functions essentially depending
on all their variables (for details see [3]).

5 On the Maximal OBDD Size with Respect
to the Number of 1-Inputs

For the construction of a function fn,k with |f−1
n (1)| =

(
n
k

)
and OBDD(fn,k) =

Θ(n|f−1
n (1)|) we use the construction of Kovari, Sós, and Turán [6] for the solu-

tion of the well-known problem of Zarankiewicz. Their result can be explained as
follows. Let n = p2 for some odd prime p. Let U := {0, . . . , n−1} be the universe
which is partitioned to p blocks B0, . . . , Bp−1 where Bi = {ip, . . . , ip + p − 1}.
Then it is possible to define explicitly sets A0, . . . , An−1 with the following prop-
erties:
- |Ai| = p for all i,
- |Ai ∩ Aj | ≤ 1 for all i 6= j,
- |Ai ∩ Bj | = 1 for all i and j,
- for all i ∈ Bk and j ∈ Bl where k 6= l there exists some m such that i, j ∈ Am.
For the definition of fn,k we consider for each choice of 0 ≤ i1 < i2 < · · · < ik ≤ n



Asymptotically Optimal Bounds for OBDDs 197

the set Ai1,...,ik
defined as the union of all Aij

, 1 ≤ j ≤ k, and the correspond-
ing minterm mi1,...,ik

on {x0, . . . , xn−1} which computes 1 iff xi = 1 exactly for
all i ∈ Ai1,...,ik

. The function fn,k computes 1 iff one of the minterms mi1,...,ik

computes 1.
Theorem 5. Let k be a constant. Then |f−1

n (1)| ≤ (
n
k

)
and OBDD(fn,k) =

Θ(n
(
n
k

)
).

Proof. By definition, |f−1
n,k(1)| ≤ (

n
k

)
. (For large n, even |f−1

n,k(1)| =
(
n
k

)
.) This

implies the upper bound n
(
n
k

)
+ 2 on the OBDD size of fn,k, since at most

(
n
k

)
of all assignments to some set of variables can be different from the constant 0.

For the lower bound proof we fix a variable ordering π and investigate the
set P of all 1-paths namely all computation paths pi1,... ,ik

corresponding to the
minterms mi1,... ,ik

. The proof strategy is the following one. We identify a set
P ′ ⊆ P such that two different paths from P ′ have been split before or at level
1
3n, i.e., there is a node where one path chooses the 0-edge and the other one
chooses the 1-edge. Afterwards, we identify a subset of P ′ such that two paths
from this subset cannot share a node on the levels 1

3n, . . . , 2
5n. We ensure that

the size of this subset is Ω(N) for N =
(
n
k

)
. This proves the lower bound.

First we remark that |Ai1,... ,ik
∩ Ai| ≤ k, if i 6∈ {i1, . . . , ik}. This has the

following consequences. Since (for large n) p ≥ k + 2, the inputs from f−1
n,k(1)

have a Hamming distance of at least 2 and each 1-path contains n inner nodes.
Moreover, an input a′ which is the characteristic vector of A′ such that |A′∩Ai| ≥
k + 1 and Ai 6⊆ A′ has the property that fn,k(a′) = 0.

As next step, we prove that many 1-paths split early. Let I contain the
indices of the first 1

3n variables according to π. The average size of all Bi ∩ I
equals 1

3p and (for large n) there are two different blocks Bi and Bj such that
|Bi∩I| ≥ 1

4p and |Bj ∩I| ≥ 1
4p. There are at least

(
p/4
k

)(
p/4
k

)
= Ω(N) (remember

that k is a constant) possibilities to choose k elements i1, . . . , ik from Bi ∩ I and
k elements j1, . . . , jk from Bj ∩ I. We identify each such choice with a unique
minterm. The pair (ir, jr) determines by the properties of the A-sets uniquely
a set Amr

such that ir, jr ∈ Amr
. Since Am1,... ,mk

∩ Bi = {i1, . . . , ik} and
Am1,... ,mk

∩Bj = {j1, . . . , jk}, different choices lead to different 1-paths. Let P ′

be the set of the chosen Ω(N) 1-paths. Let us consider two different of these
1-paths or minterms. They correspond to the choices i1, . . . , ik, j1, . . . , jk and
i′1, . . . , i′k, j′

1, . . . , j′
k and w.l.o.g. i1 6∈ {i′1, . . . , i′k}. The variable xi1 is tested on

one of the first 1
3n levels and the first minterm chooses a 1-edge on this level and

the second one a 0-edge. Hence, the paths from P ′ split before or at level 1
3n.

As final step, we prove that many 1-paths from P ′ do not merge again before
level 2

5n. Let I∗ contain the indices of the first 2
5n variables according to π. Let

r be the number of rich sets Ai, i.e., sets where |Ai ∩ I∗| ≥ p − k. We prove
by contradiction that r ≤ p − k − 1. We assume that |Ai1 ∩ I∗| ≥ p − k, . . . ,
|Aip−k

∩I∗| ≥ p−k. Since |Ai1 ∩Ai2 | ≤ 1, |(Ai1 ∪Ai2)∩I∗| ≥ (p−k)+(p−k−1).
In the same way, we conclude (for large n) that |(Ai1 ∪ · · · ∪ Aip−k

) ∩ I∗| ≥
(p − k) + (p − k − 1) + · · · + 1 ≥ 1

2 (p − k)2 > 2
5n in contradiction to |I∗| = 2

5n.
Let P ′′ ⊆ P be the set of 1-paths corresponding to sets Ai1,... ,ik

such that
all Air are poor, i.e., not rich. The number of rich A-sets has been shown to be
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at most p − k − 1. Hence, we have more than n − p poor sets and more than(
n−p

k

)
sets Ai1,... ,ik

consisting of poor sets only. Since n−p = n−o(n) and k is a
constant, |P ′′| >

(
n−p

k

)
= N −o(N). P ′ and P ′′ are subsets of P where |P | = N ,

|P ′| = Ω(N), and |P ′′| = N − o(N). Hence, |P ′ ∩ P ′′| = Ω(N). We consider two
different paths p1 and p2 from P ′ ∩P ′′. They have split before or at level 1

3n. We
assume w.l.o.g. that p1 and p2 correspond to Ai1,... ,ik

and Aj1,... ,jk
and split on

the xi-level, i ∈ I, where i ∈ Ai1,... ,ik
(w.l.o.g. i ∈ Ai1) and i 6∈ Aj1,... ,jk

. Now
we assume that p1 and p2 share the node v on one of the levels between 1

3n and
2
5n. Then the path p∗ following p2 from the source to v and p1 from v also is a
1-path corresponding to an input a′ which is the characteristic vector of some
set A′. Since Ai1 is poor, at least k+1 variables xr, r ∈ Ai1 , are tested positively
on p∗, namely on that part of p1 which starts at v. Hence, |A′ ∩ Ai1 | ≥ k + 1.
Since xi is tested negatively on p∗, namely on that part of p2 which stops at v,
Ai1 6⊆ A′ and fn,k(a′) = 0 (as shown above) in contradiction to the construction
of p∗ as 1-path. This proves Theorem 5. 2
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Abstract. While deterministic finite automata seem to be well under-
stood, surprisingly many important problems concerning nondetermin-
istic finite automata (nfa’s) remain open. One such problem area is the
study of different measures of nondeterminism in finite automata. Our
results are:
1. There is an exponential gap in the number of states between unam-

biguous nfa’s and general nfa’s. Moreover, deterministic communi-
cation complexity provides lower bounds on the size of unambiguous
nfa’s.

2. For an nfa A we consider the complexity measures adviceA(n) as the
number of advice bits, ambigA(n) as the number of accepting com-
putations, and leafA(n) as the number of computations for worst
case inputs of size n. These measures are correlated as follows (as-
suming that the nfa A has at most one “terminally rejecting” state):
adviceA(n), ambigA(n) ≤ leafA(n) ≤ O(adviceA(n) · ambigA(n)).

3. leafA(n) is always either a constant, between linear and polynomial
in n, or exponential in n.

4. There is a language for which there is an exponential size gap be-
tween nfa’s with exponential leaf number/ambiguity and nfa’s with
polynomial leaf number/ambiguity. There also is a family of lan-
guages KONm2 such that there is an exponential size gap between
nfa’s with polynomial leaf number/ambiguity and nfa’s with ambi-
guity m.

Keywords: finite automata, nondeterminism, limited ambiguity, de-
scriptional complexity, communication complexity.

1 Introduction

In this paper the classical models of one-way finite automata (dfa’s) and their
nondeterministic counterparts (nfa’s) are investigated. While the structure and
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fundamental properties of dfa’s are well understood, this is not the case for nfa’s.
For instance, we have efficient algorithms for constructing minimal dfa’s, but the
complexity of approximating the size of a minimal nfa is still unresolved (whereas
finding a minimal nfa solves a PSPACE complete problem). Hromkovič, Seibert
and Wilke [HSW97] proved that the gap between the length of regular expres-
sions and the number of edges of corresponding nfa’s is between n log2 n and
n log n, but the exact gap is unknown. Another principal open question is to
determine whether there is an exponential gap between two-way deterministic
finite automata and two-way nondeterministic ones. The last partially success-
ful attack on this problem was done in the late seventies by Sipser [S80], who
established an exponential gap between determinism and nondeterminism for
so-called sweeping automata (the property of sweeping is essential [M80]).
Our main goal is to contribute to a better understanding of the power of non-
determinism in finite automata [MF71]. We focus on the following problems:

1. The best known method for proving lower bounds on the size of minimal nfa’s
is based on nondeterministic communication complexity [H97]. All other
known methods are special cases of this method. Are there methods that
provide better lower bounds at least for some languages? How can one prove
lower bounds on the size of unambiguous nfa’s (unfa’s), that is nfa’s which
have at most one accepting computation for every word?

2. It is a well known fact that there is an exponential gap between the sizes
of minimal dfa’s and nfa’s for some regular languages. This is even known
for dfa’s and unfa’s. But, it is open whether there exists an exponential gap
between unfa’s and nfa’s, i.e., whether unambiguousness is a real restriction
on nondeterminism.

3. The degree of nondeterminism is measured in the literature in three different
ways. Let A be an nfa. The first measure adviceA(n) equals the number of
advice bits for inputs of length n, i.e., the maximum number of nondeter-
ministic guesses in computations for inputs of length n. The second measure
leafA(n) determines the maximum number of computations for inputs of
length n. ambigA(n) as the third measure equals the maximum number of
accepting computations for inputs of length at most n. Obviously the second
and third measure may be exponential in the first. The question is whether
the measures are correlated.

To attack these problems we establish some new bridges between automata the-
ory and communication complexity. This approach leads to contributions in the
study of the tradeoff between the size and the degree of nondeterminism of nfa’s.
Communication complexity theory contains deep results about the nature of non-
determinism (see e.g., [KNSW94] and [HS96]) using the combinatorial structure
of the communication matrix. These results can be applied to finite automata.
Our main contributions are as follows:

1. Let cc(L) resp. ncc(L) denote the deterministic resp. nondeterministic com-
munication complexity of L. First we show that there are regular languages L
for which there is an exponential gap between 2ncc(L) and the minimal size of
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nfa’s for L. This means, that the lower bound method based on communica-
tion complexity may be very weak. Then we show as a somewhat surprising
result that 2

√
cc(L)/k −2 is a lower bound on the size of nfa’s with ambiguity

k for L. We furthermore show that rank(M)1/k − 1 is a lower bound for the
number of states for nfa’s with ambiguity k, where M is a communication
matrix associated with L. It is possible that this lower bound is always bet-
ter than the first, see [KN97] for a discussion of the quality of the so-called
rank lower bound on communication complexity.
As a corollary we show that there is a sequence of regular languages NIDm

such that the size of a minimal nfa is linear in m, while the size of every
unfa for NIDm is exponential in m.

2. We establish (assuming that the nfa A has at most one “terminally rejecting”
state) the relation

adviceA(n), ambig(n)A ≤ leafA(n) ≤ O(adviceA(n) · ambigA(n)).

Furthermore we show that leafA(n) is always either a constant, between
linear and polynomial, or at least exponential in the input length.

3. We show that there is a regular language such that there is an exponential
gap between the size of nfa’s with exponential ambiguity, and nfa’s with
polynomial ambiguity. This result is obtained by showing that small nfa’s
with polynomial ambiguity for the Kleene closure (L#)∗ imply small unfa’s
that work correctly on a polynomial fraction of inputs.
Furthermore we describe a sequence of languages KONm2 such that there is
an exponential size gap between nfa’s with polynomial ambiguity and nfa’s
with ambiguity m. KONm is a candidate for proving a size gap between nfa’s
with polynomial ambiguity and nfa’s with arbitrary constant ambiguity, even
when this ambiguity is larger than the optimal nfa size m.

This paper is organized as follows. In section 2 we give the basic definitions and
fix the notation. Section 3 is devoted to the investigation of the relation between
the size of nfa’s and communication complexity, and it includes the results of 1).
Section 4 is devoted to the study of the relation between different measures of
nondeterminism in finite automata, and presents the remaining results.

2 Definitions and Preliminaries

We consider the standard models of (one-way) finite automata (dfa’s) and (one-
way) nondeterministic finite automata (nfa’s). For every automaton A, L(A)
denotes the language accepted by A. The number of states of A is called the size
of A and denoted sizeA. For every regular language L we denote the size of the
minimal dfa for L by s(L) and the size of minimal nfa’s accepting L by ns(L).
For any nfa A and any input x we use the computation tree TA,x to represent all
computations of A on x. Obviously the number of leaves of TA,x is the number
of different computations of A on x.
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The ambiguity of an nfa A on input x is the number of accepting computations
of A on x, i.e., the number of accepting leaves of TA,x. If the nfa A has ambiguity
one for all inputs, then A is called an unambiguous nfa (unfa) and uns(L) denotes
the size of a minimal unfa accepting L. More generally, if an nfa A has ambiguity
at most k for all inputs then A is called a k-ambiguous nfa and nsk(L) denotes
the size of a minimal k-ambiguous nfa accepting L.
For every nfa A we measure the degree of nondeterminism in the following ways.
Let Σ denote the alphabet of A. For every input x ∈ Σ∗ and for every computa-
tion C of A on x we define advice(C) as the number of nondeterministic choices
during the computation C, i.e., the number of nodes on the path of C in TA,x

which have more than one successor. Then

adviceA(x) = max{advice(C)|C is a computation of A on x}

and adviceA(n) = max{advice(x)|x ∈ Σn}.

For every x ∈ Σ∗ we define leafA(x) as the number of leaves of TA,x and set

leafA(n) = max{leaf(x)|x ∈ Σn}.

For every x ∈ Σ∗ we define ambigA(x) as the number of accepting leaves of TA,x

and set

ambigA(n) = max{ambig(x)|x ∈ Σ≤n}.

Since a language need not contain words of all lengths we define ambiguity over
all words of length at most n which makes the measure monotone. Observe that
the leaf and advice measures are monotone as well.
Note that different definitions have been used by other authors, see
e.g. [GKW90], [GLW92], where the number of advice bits is maximized over
all inputs and minimized over all accepting computations on those inputs. In
this case there are nfa’s which use more than constant but less than linear (in
the input length) advice bits, but this behavior is not known to be possible for
minimal nfa’s.
To prove lower bounds on the size of finite automata we shall use two-party
communication complexity. This widely studied measure was introduced by Yao
[Y79] and is the subject of two monographs [H97], [KN97]. Let L ⊆ X × Y be a
(possibly infinite) language. A two-party communication protocol works on two
computers CI and CII with unbounded computational power and a communi-
cation link between them. At the beginning of the computation CI receives an
input x ∈ X, and CII an input y ∈ Y . Then the computers exchange binary
messages according to a fixed protocol until one of them knows whether xy ∈ L.
cc(L) resp. ncc(L) is the minimum over all deterministic resp. nondeterminis
tic protocols of the worst case number of bits exchanged for any input. Note
that for X, Y = Σ∗ this definition yields the uniform version of communication
complexity [DHRS97], for X, Y = {0, 1}n the standard version. Unless stated
otherwise we use X, Y = Σ∗.
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A one-way protocol P is a protocol, in which only one message is sent from CI

to CII , who is then able to compute the answer. The one-way communication
complexity of L is the communication complexity of the best one-way protocol for
L. The message complexity mc(P ) for a deterministic one-way protocol P counts
the number of different messages sent by P . The message complexity of L is the
message complexity of the best one-way protocol for L. The nondeterministic
message complexity of L, nmc(L), is the minimum over all nondeterministic
protocols recognizing L of the number of messages exchanged over all inputs. It
is well known [PS84] that for nondeterministic communication one-way protocols
are optimal.
Bounded ambiguity protocols have been investigated in [Y91], [L90], [KNSW94],
protocols with bounded advice in [HS96],[K98].

3 Communication Complexity and Finite Automata

Ďurǐs, Hromkovič, Rolim, and Schnitger [DHRS97] (see also [H86]) observed that
the minimal number of states of a dfa recognizing L can be characterized by the
communication complexity of L.

Fact 1 For every regular language L: mc(L) = s(L).

The lower bound s(L) ≥ mc(L) can easily be generalized to nondeterministic
and probabilistic automata.
Nondeterministic communication complexity seems to provide the best lower
bounds on ns(L). All previously known techniques like the fooling set approach
are special cases of this approach. Moreover the fooling set method, which covers
all previous efforts in proving lower bounds on ns(L), can (for some languages)
provide exponentially smaller lower bounds than the method based on nonde-
terministic communication complexity [DHS96].
The first question is therefore whether nmc(L) can be used to approximate
ns(L). Unfortunately this is not possible.

Lemma 1 There exists a regular language PART such that

ns(PART ) ≥ 2Ω(
√

nmc(PART )).

Proof Sketch: Let PART = {xyz : |x| = |y| = |z| = n, and x 6= z ∨ x = y}.
First we describe a nondeterministic protocol for PART using O(n2) messages.
Players CI and CII compute the lengths lI , lII of their input. CI communicates
lI and CII rejects when lI + lII 6= 3n. So we assume that lI + lII = 3n in the
following.
Case 1: lI ≤ n.
CI chooses a position 1 ≤ i ≤ lI and communicates i, xi, lI . CII accepts, if
xi 6= zi. Otherwise CII accepts if and only if y = z.
Note that if x 6= z, then there is an accepting computation. If however x = z,
then CII accepts iff y = z, that is iff x = y.
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The other cases n < lI ≤ 2n and 2n < lI ≤ 3n are handled similarly using O(n2)
messages.
We give the following lower bound on ns(PART ). Assume that the input is
xyx. Then the nfa A has to test whether x = y. A can be simulated by a
2 round nondeterministic protocol, where CI holds x and CII holds y, using
communication 2 log sizeA. Then sizeA must be at least 2n/2. ut
To find lower bound methods for ns(L) that provide results at most polynomially
smaller than ns(L) is one of the central open problems on finite automata. In
the following we concentrate on lower bounds for nfa’s with constant ambiguity.
Even for unambiguous automata no nontrivial method for proving lower bounds
has been known up to now.
To present our method we represent regular languages as communication matri-
ces of infinite size. For an alphabet Σ and sets X, Y ⊆ Σ∗ the communication
matrix of a language L is the infinite Boolean matrix M(L, Σ, X, Y ) = {ax,y}
for x ∈ X, y ∈ Y , where ax,y = 1 iff xy ∈ L. We will use the shorter notation
M(L), where Σ, X, Y are clear from the context.
In [DHRS97] it was proved that the number of different rows of M(L) equals
mc(L) which in turn equals s(L). Since the number of different rows is finite for
all regular languages we can define rankQ(M(L)) as the rank of M(L) over the
rational numbers Q.

Theorem 1 For every regular L ⊆ Σ∗

a) uns(L) ≥ rankQ(M(L))
b) nsk(L) ≥ rankQ(M(L))1/k − 1.

c) nsk(L) ≥ 2
√

cc(L))/k − 2.

Proof: Let A be an optimal unfa for L. A can be simulated by a one-way non-
deterministic protocol as follows: CI simulates A on its input and communicates
the obtained state. CII continues the simulation and accepts/rejects accordingly.
Obviously the number of messages is equal to sizeA and the protocol works with
unambiguous nondeterminism.
It is easy to see that the messages of the protocol correspond to sizeA subma-
trices of the matrix M(L) covering all ones exactly once. Hence the rank is at
most sizeA and we have shown a), which is related to the rank lower bound on
communication complexity [MS82].
For b) observe that the above simulation induces a cover of the ones in M(L) so
that each one is covered at most k times. By the following fact from [KNSW94]
we are done:

Fact 2 Let κr(M) denote the minimal size of a set of submatrices covering the
ones of a Boolean matrix M so that each is covered at most r times. Then

(1 + κr(M))r ≥ rank(M).

For the other claim again simulate A by a one-way k-ambiguous nondeterministic
protocol with sizeA messages.
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Results of [KNSW94] (see also [L90], [Y91]) imply that a k-ambiguous nonde-
terministic one-way protocol with m messages can be simulated by a determin-
istic two-way protocol with communication log(mk + 1) · k · log(m + 2). Thus
cc(L) ≤ log(sizek

A +1) ·k · log(sizeA +2) ≤ log2((sizeA +2)k) and c) follows. ut
Before giving an application of the lower bound method we point out that nei-
ther 2

√
cc(L)) nor rankQ(M(L)) is a lower bound method capable of proving

polynomially tight lower bounds on the minimal size of unfa’s for all languages.
In the first case this is trivial, in the second case it follows from a modification
of a result separating rank from communication complexity (see [KN97]). But
the lower bounds may still be pseudopolynomial.
Now we apply theorem 1 in order to prove an exponential gap between ns(L)
and uns(L) for a regular language.
Corollary 1 There is a language NIDm with the following properties:
a) NIDm can be recognized by an nfa A with ambiguity O(m) and size O(m)
b) Any nfa with ambiguity k for NIDm has size at least 2m/k − 1, and in
particular any unfa for NIDm must have 2m states.
c) No nfa with ambiguity o(m/ log m) for NIDm has polynomial size in m.

Proof: Let NIDm = {u ∈ {0, 1}∗|∃i : ui 6= ui+m}.
a) First the nfa guesses a residue i modulo m, and then checks whether there is
a position p ≡ i mod m with up 6= up+m.
b) Observe that the submatrix spanned by all words u and v with u, v ∈ {0, 1}m

is the “complement” of the 2m ×2m identity matrix. The result now follows from
parts a) and b) of theorem 1.
c) is an immediate consequence of b). ut

4 Degrees of Nondeterminism in Finite Automata

It is easy to see that adviceA(n) ≤ leafA(n) ≤ 2O(adviceA(n)) and also that
ambigA(n) ≤ leafA(n) for every nfa A. The aim of this section is to investigate
whether stronger relations between these measures hold.

Lemma 2 For all nfa A either
a) adviceA(n) ≤ sizeA and leafA(n) ≤ sizesizeA

A or
b) adviceA(n) ≥ n/sizeA − 1 and leafA(n) ≥ n/sizeA − 1.

Proof: If some reachable state q of A belongs to a cycle in A and if q has two
edges with the same label originating from it such that one of these edges belongs
to the cycle, then adviceA(n) ≥ (n − sizeA)/sizeA ≥ n/sizeA − 1. Otherwise
for all words all states with a nondeterministic decision are traversed at most
once. ut
Our next lemma relates the leaf function to ambiguity. A state q of an nfa A
is called terminally rejecting, if there is no word and no computation of A, such
that A accepts when starting in q, i.e., δ∗(q, v) contains no accepting state for
any word v. Clearly there is at most one terminally rejecting state in a minimal
automaton, because otherwise these states can be joined reducing the size. Call
all other states of A undecided.
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Lemma 3 Every nfa A with at most one terminally rejecting state satisfies

leafA(x) ≤ ambigA(|x| + sizeA) · |x| · sizeA + 1

for all x.

Proof: Let k = ambigA(|x| + sizeA). If the computation tree consists only
of nodes marked with the terminally rejecting state, then the tree consists of
just one leaf and the claim is trivial. For the general case, consider a level of
the computation tree of A on x that is not the root level. Assume that the
level contains more that k · sizeA nodes labeled with undecided states (called
undecided nodes). Then one undecided state q must appear at least k + 1 times
on this level. There are k + 1 computations of A on a prefix of x such that q is
reached. If q is accepting, then the prefix of x is accepted with k+1 computations,
a contradiction, since ambigA is monotone. If q is rejecting, but undecided, then
there is a word v of length at most sizeA such that v is accepted by some
computation of A starting in q. But then the prefix of x concatenated with v is
accepted by at least k + 1 computations, a contradiction.
Thus each level of the tree that is not the root level contains at most k · sizeA

undecided nodes. Overall there are at most |x| · k · sizeA + 1 undecided nodes.
Observe that each node has at most one terminally rejecting child. Thus the
number of terminally rejecting leaves is equal to the number of undecided nodes
that have a terminally rejecting child. Hence the number of terminally rejecting
leaves is at most the number of undecided nodes minus the number of undecided
leaves. Thus the overall number of leaves is at most the number of terminally
rejecting leaves plus the number of undecided leaves which is at most the number
of undecided nodes. So overall there are at most k · |x| · sizeA + 1 leaves. ut

Theorem 2 Every nfa A with at most one terminally rejecting state satisfies

adviceA(n), ambigA(n) ≤ leafA(n) ≤ O(ambigA(n) · adviceA(n)).

Especially for any such unfa: adviceA(n) = Θ(leafA(n)).

Proof: Observe that for all n: ambigA(n) = Ω(ambigA(n+O(1))), since ambigA

is monotone and at most exponential. ut
Next we further investigate the growth of the leaf function.

Lemma 4 For every nfa A either leafA(n) ≤ (n · sizeA)sizeA or leafA(n) ≥
2Ω(n).

Proof: Assume that an nfa A contains some state q, such that q can be entered
on two different paths starting in q, where each path is labeled with the same
word w. It is not hard to show that in this case there are two different paths
from q to q labeled with a word w of length size2

A − 1. Then the computation
tree of uwm (where u leads from the starting state to q) has at least 2m ≥
2(n−sizeA)/size2

A leafs, where n = |uwm|.
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Now assume that A does not contain such a state. Then for each nondeterministic
state q (i.e., a state with more than one successor for the same letter) and any
computation tree the following holds: If q is the label of a vertex v, then q appears
in each level of the subtree of v at most once.
We prove by induction over the number k (k ≤ sizeA) of different nondetermin-
istic states in a computation tree that the number of leafs is at most (n ·sizeA)k.
The claim is certainly true if there are no nondeterministic states.
Assume that there are k nondeterministic states, with some state q1 appearing
first in the tree. Observe that no level in the entire computation tree contains
q1 more than once.
For each occurence of q1 in the computation tree fix some child, so that the
overall number of leaves is maximized. We get a tree with one nondeterministic
state less, and by the induction hypothesis this tree has at most (n · sizeA)k−1

leaves.
Since q1 appears at most once on each level and since there are at most sizeA

children of q1 on each level, there are at most (n · sizeA)k leaves. ut
Lemma 2 and 4 give us

Theorem 3 For all A: leafA(n) is bounded by a constant, or is between linear
and polynomial in n, or is 2Θ(n).

Now we consider the difference between polynomial and exponential ambiguity
resp. polynomial and exponential leaf number. We show that languages which
have small automata of polynomial ambiguity are related to the concatenation of
languages having small unfa’s. If the language is a Kleene closure, then one unfa
accepts a large subset. Compare [GKW90], where Kleene closures are shown to
be recognizable as efficient by nfa’s with constant advice as by dfa’s.

Theorem 4 a) Let L be an infinite regular language and A some nfa for L
with polynomial ambiguity. Then there are k ≤ sizeA languages Li such that
L1 · · ·Lk ⊆ L, Li is recognizable by an unfa with O(sizeA) states, and

|L1 · · ·Lk ∩ Σn|
|L ∩ Σn| = Ω(1) for infinitely many n.

b) Let L = (K#)∗ for a regular language K not using the letter # and let A be
some nfa for L with polynomial ambiguity. Then for all m there is an unfa A′

with O(sizeA) states that decides L′ ⊆ L such that for infinitely many n

|L′ ∩ (Σm ∩ K)#)n|
|((Σm ∩ K)#)n| = Ω(1/poly(n)).

Proof Sketch: a) Define the ambiguity graph of A in the following way: the
nodes are the (reachable) states of A and there is an edge from qi to qj if there
are two paths from qi to qj in A with the same label sequence. Note that the
ambiguity graph is acyclic iff the ambiguity of A is polynomially bounded as we
have seen in the proof of lemma 4.
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We construct now a unfa Ai,j,k which accepts those words that lead in A from qi

to qj and then via one edge to qk. Here we assume that the longest path from qi

to qk in the ambiguity graph consists of one edge and qj is reachable from qi in
A, but not in the ambiguity graph. Moreover, we demand that there is an edge
in A from qj to qk.
The states of Ai,j,k are the states reachable in A from qi, but not reachable in
the ambiguity graph from qi, plus the state qk. The edges are as in A except
that the only edges to qk come from qj . qi is the start. Accepting state is qk.
Li,j,k is the language accepted by Ai,j,k.
Now consider the words w ∈ L ∩ Σn. Each such word is accepted on some path
in A leading from q0 to some accepting state qa. Fix one such accepting state so
that a constant fraction of all words w is accepted and make the other accepting
states rejecting. On an accepting path for w the states appear without violating
the topological ordering of the ambiguity graph. So we may fix a sequence of
states q0, qi1 , . . . , qa so that w ∈ L0,i1,i2Li2,i3,i4 · · ·Li2k−2,i2k−1,a. Since there are
only finitely many such sequences we are done.
b) Similar to a) we get k languages L1, . . . , Lk decidable by small unfa’s Ai,
such that |L1···Lk∩((Σm∩K)#)n|

|((Σm∩K)#)n| = Ω(1) for infinitely many n.
A partition of the letters of words in (Σm#)n is given by mapping the nm letters
to the k unfa’s. There are at most

(
n

k−1

) · (m+1)k−1 possible partitions. So some
partition must be consistent with accepting paths for a fraction of 1/poly(n) of
((Σm ∩ K)#)n. Fix one such partition. Then for each words w ∈ (Σm#)n an
unfa is responsible for some prefix u, followed by a concatenation of words of
the form #Σm, and finally a word of the form #v. For all i we fix a prefix ui, a
suffix vi, and states qi, q

′
i entered when reading the first and final occurence of

#, such that as many words from ((Σm ∩K)#)n as possible are accepted under
this fixing. At least a fraction of size−k/2O(mk) = 1/poly(n) of ((Σm ∩ K)#)n

has accepting paths consistent with this fixing.
If any Ai accepts less than a polynomial fraction (compared to the projection
of (Σm ∩ K)#)n to the responsibility region of Ai) then overall less than a
polynomial fraction is accepted. Hence one Ai can be found, where from qi a
polynomial fraction of words in (Σm∩K)#)n/k leads to non-terminally rejecting
states in Ai. Making one non-terminally rejecting state reached by a # edge
accepting and removing the original accepting states yields an unfa that accepts
the desired subset for infinitely many n. ut
Corollary 2 There is a family of languages KLm such that KLm can be recog-
nized by an nfa with advice Θ(n), leaf 2Θ(n) and size poly(m), while every nfa
with polynomial leaf number/ambiguity needs size 2Ω(m) to recognize KLm.

Proof: Let LNDISJm = {x1 · · ·xm · y1 · · · ym|xi, yi encode elements from a
size m32 universe and the sets ∪ixi and ∪iyi intersect nontrivially}. Then let
KLm = (LNDISJm#)∗.
Given a polynomial ambiguity nfa for KLm we get an unfa accepting a fraction
of 1/poly(n) of (LNDISJm#)n for infinitely many n by theorem 4b). Then we
simulate the unfa by a nondeterministic communication protocol, where player
CI receives all x and player CII all y inputs. The protocol needs O(n · log sizeA)
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bits to decide correctly on a 1/poly(n) fraction of (LNDISJm#)n and has un-
ambiguous nondeterminism. A result from [HS96] implies that this task needs
communica tion Ω(nm) and thus sizeA ≥ 2Ω(m). ut
So we have a strong separation between the size of automata with polynomial
ambiguity and the size of automata with exponential ambiguity. The situation
seems to be more complicated, if one compares constant and polynomial ambi-
guity. Here we can only show that there is a family KONm2 of languages with
small size nfa’s of polynomial ambiguity, while nfa’s of ambiguity m are expo-
nentially larger. In the following theorem we describe a candidate for a language
that has efficient nfa’s only when ambigui ty is polynomial. Furthermore the lan-
guage exhibits an almost optimal gap between the size of unfa’s and polynomial
ambiguity nfa’s. In the (omitted) proof the rank of the communication matrix
of KONm is shown to be large by a reduction from the disjointness problem.

Theorem 5 Let KONm = {0, 1}∗0Mm0{0, 1}∗, where Mm contains all words
in {0, 1}∗ with a number of ones that is divisible by m. KONm can be recognized
by an nfa A with ambigA(n), leafA(n) = Θ(n) and size m + 2, while any nfa
with ambiguity k for KONm needs at least 2(m−1)/k − 2 states.

For every m the language KONm2 of theorem 5 can be recognized with size
O(m2), leaf number and ambiguity Θ(n), and advice Θ(n), while every m−ambi-
guous nfa has size 2Ω(m). We conjecture that the language KONm cannot be
decided by nfa’s with constant ambiguity (even larger than m) and size poly(m).

5 Conclusions and Open Problems

We have shown that communication complexity can be used to prove size lower
bounds for nfa’s with small ambiguity. This approach is limited, because for
nontrivial bounds ambiguity has to be smaller than the size of a minimal nfa.
Is it possible to prove lower bounds for automata with arbitrarily large constant
ambiguity, when small equivalent polynomial ambiguity automata exist?
In this context, it would be also of interest to investigate the fine structure of
languages with regard to constant ambiguity. At best one could show exponential
differences between the number of states for ambiguity k and the number of
states for ambiguity k + 1. Observe however, that such an increase in power
is impossible provided that the size of unfa’s does not increase substantially
under complementation [K00]. Analogous questions apply to polynomial and
exponential ambiguity.
Are there automata with nonconstant but sublinear ambiguity? A negative an-
swer establishes theorem 3 also for ambiguity as complexity measure.
Other questions concern the quality of communication as a lower bound method.
How far can rank resp. 2

√
cc(L) be from the minimal unfa size? Note that the

bounds are not polynomially tight. Are there alternative lower bound methods?
Finally, what is the complexity of approximating the minimal number of states
of an nfa?
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Abstract. A long standing open problem in the theory of (Mazurkie-
wicz) traces has been the question whether LTL (Linear Time Logic)
is expressively complete with respect to the first order theory. We solve
this problem positively for finite and infinite traces and for the simplest
temporal logic, which is based only on next and until modalities. Similar
results were established previously, but they were all weaker, since they
used additional past or future modalities. Another feature of our work is
that our proof is direct and does not use any reduction to the word case.
Keywords Temporal logics, Mazurkiewicz traces, concurrency

1 Introduction

Nowadays, it is widely accepted that we need to develop methods to verify crit-
ical systems. For this, we need formal specifications for the expected behaviors
of systems. Most often, these formal specifications are given by temporal logics
formulae. The task is even harder when considering concurrent systems. Indeed,
the usual approach is to reduce concurrent systems to sequential ones by consid-
ering linearizations of concurrent executions. This allows to use techniques and
tools developed for sequential systems but introduces a combinatorial explosion
which has then to be fought by all means. Instead, one could try to work directly
on concurrent systems and this explains why a lot of research has been devoted
recently to the study of temporal logics for concurrency. A major aim is to find a
temporal logic which is expressive enough to ensure that all desired specification
can be formalized.

For sequential systems, Kamp’s Theorem [8] states that the linear time logic
has the same expressive power as the first order theory of words. Originally
Kamp used future and past modalities, but it was established later by Gabbay’s
separation theorem [6] that past modalities can be avoided.

Trace theory, initiated by Mazurkiewicz is one of the most popular set-
tings to study concurrency. See [3] for the general background of trace the-
ory, and in particular [13] for traces and logic and [7] for infinite traces. It
is no surprise that various temporal logics for traces have been extensively
studied [1,10,11,12,14,15,16]. A long standing open problem [4,17] was to know
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whether LTL (the basic linear temporal logic) is expressively complete with re-
spect to the first order theory of finite and infinite traces.

The first completeness result for traces is from Ebinger [4]. He proved that a
linear temporal logic with both past and future modalities is expressively com-
plete for finite traces but his approach did not cope with infinite traces. Then,
Thiagarajan and Walukiewicz [17] proved the completeness both for finite and
infinite traces of LTrL, a linear temporal logic with future modalities and past
modalities in the restricted form of past constants. These two results were ob-
tained using a reduction to the word case. In [9] it was claimed that LTL is
expressively complete for finite traces, but the proof contained a serious mis-
take. The expressive completeness for a pure future temporal logic (LTLf ) was
first established in [2]. The result holds for finite and infinite traces, but LTLf

contains new filter modalities in addition to the usual next and until modalities.
Thus, the problem of the expressive completeness of the basic linear temporal
logic was still open.

In this paper, we solve this problem positively. Previous expressive com-
pleteness results for words and for traces are now formal corollaries of our main
theorem. It should be noted that, contrary to most previous works, our proof
does not use any reduction to the word case. Instead, we extend the new proof
introduced by Wilke for finite words [18] which is based on the well-known fact
that first order languages are aperiodic. We follow here the same approach as
in [2]. In the former paper filter modalities were used to express some special
products of trace languages. Our new proof is a substantial revision of the pre-
vious one. We are now able to express the products mentioned above directly
with basic formulae without using the filter modalities.

2 Preliminaries

By (Σ, I) we mean a finite independence alphabet where Σ denotes a finite
alphabet and I ⊆ Σ × Σ is an irreflexive and symmetric relation called the
independence relation. The complementary relation D = (Σ×Σ)\I is called the
dependence relation. The monoid of finite traces M(Σ, I) is defined as a quotient
monoid with respect to the congruence relation induced by I, i.e., M(Σ, I) =
Σ∗/{ ab = ba | (a, b) ∈ I }. We also write M instead of M(Σ, I). For A ⊆ Σ we
denote by MA the submonoid of M(Σ, I) generated by A:

MA = M(A, I ∩A×A) = {x ∈ M(Σ, I) | alph(x) ⊆ A}.
A trace x ∈ M is given by a congruence class of a word a1 · · · an ∈ Σ∗ where

ai ∈ Σ, 1 ≤ n. By abuse of language, but for simplicity we denote a trace x by
one of its representing words a1 · · · an. The number n is called the length of x, it
is denoted by |x|. For n = 0 we obtain the empty trace, it is denoted by 1. The
alphabet alph(x) of a trace x is the set of letters occurring in x. A trace language
is a subset L ⊆ M. The concatenation is defined as usual:

KL = {xy ∈ M | x ∈ K, y ∈ L}.
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Every trace a1 · · · an ∈ M can be identified with its dependence graph. This
is (an isomorphism class of) a node–labeled, acyclic, directed graph [V,E, λ],
where V = {1, . . . , n} is a set of vertices, each i ∈ V is labeled by λ(i) = ai,
and there is an edge (i, j) ∈ E if and only if both i < j and (λ(i), λ(j)) ∈ D.
In pictures it is common to draw the Hasse diagram only. Thus, all redundant
edges are omitted. For instance, let (Σ,D) = a b c, i.e., I = {(a, c), (c, a)}.
Then the trace x = abcabca is given by

a a a

b b

c c

@@R @@R��� ���

@@R @@R���

An infinite trace is an infinite dependence graph [V,E, λ] such that for all
j ∈ V the set ↓ j = {i ∈ V | i ≤ j} is finite. A real trace is a finite or
infinite trace. The set of real traces is denoted by R(Σ, I) or simply by R. For
a real trace x = [V,E, λ] the alphabet is alph(x) = λ−1(V ) and the alphabet at
infinity is defined by the set of letters occurring infinitely many times in x, i.e.,
alphinf(x) = {a ∈ Σ | |λ−1(a)| = ∞}. See [7] for details about infinite traces.
Usually we consider real trace languages. If we speak about finitary languages,
then we refer to subsets of M. As for finite traces, if A ⊆ Σ is a subalphabet
then we let RA = {x ∈ R | alph(x) ⊆ A}.

By min(x) and max(x) we refer to the minimal and maximal letters in the
dependence graph. (We shall use the notation max(x) only for finite traces x ∈
M.) In the example above min(x) = {a} and max(x) = {a, c}. Formally:

min(x) = {a ∈ Σ | x ∈ aR},
max(x) = {a ∈ Σ | x ∈ Ma}.

For B ⊆ Σ and #∈ {⊆,=,⊇, 6=} we define:

I(B) = {a ∈ Σ | ∀b ∈ B : (a, b) ∈ I},
D(B) = {a ∈ Σ | ∃b ∈ B : (a, b) ∈ D},

(Min # B) = {x ∈ R | min(x) # B},
(Max # B) = {x ∈ M | max(x) # B}.

Note that (Max # B) denotes a finitary language, whereas (Min # B) is a real
trace language. If B happens to be a singleton, then we usually omit braces, e.g.
we write I(b) or (Max = b).

3 Temporal Logic for Traces

The syntax of the temporal logic LTL(Σ) is defined as follows. There are a
constant symbol ⊥ representing false, the logical connectives ¬ (not) and ∨ (or),
for each a ∈ Σ a unary operator 〈a〉, called next-a, and a binary operator U,
called until. Formally, the syntax is given by:
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ϕ ::= ⊥ | ¬ϕ | ϕ ∨ ϕ | 〈a〉ϕ | ϕU ϕ,

where a ∈ Σ.
The semantics is usually defined by saying when some formula ϕ is satisfied

by some real trace z at some configuration (i.e., finite prefix) x; hence by defining
(z, x) |= ϕ. Since our temporal logic uses future modalities only, we have (z, x) |=
ϕ if and only if (y, 1) |= ϕ, where y is the unique trace satisfying z = xy.
Therefore, we do not need to deal with configurations and it is enough to say
when a trace satisfies a formula at the empty configuration, denoted simply by
z |= ϕ. This is done inductively on the formula as follows:

z 6|= ⊥,
z |= ¬ϕ if z 6|= ϕ,
z |= ϕ ∨ ψ if z |= ϕ or z |= ψ,
z |= 〈a〉ϕ if z = ay and y |= ϕ,
z |= ϕU ψ if z = xy, x ∈ M, y |= ψ, and x = x′x′′, x′′ 6= 1 implies x′′y |= ϕ.

As usual, we define LR(ϕ) = {x ∈ R | x |= ϕ}. We say that a trace language
L ⊆ R is expressible in LTL(Σ), if there exists a formula ϕ ∈ LTL(Σ) such that
L = LR(ϕ).

Equivalently, we can define inductively the language LR(ϕ) as follows:

LR(⊥) = ∅
LR(¬ϕ) = R \ LR(ϕ)

LR(ϕ ∨ ψ) = LR(ϕ) ∪ LR(ψ)
LR(〈a〉ϕ) = aLR(ϕ)

LR(ϕU ψ) = LR(ϕ) U LR(ψ)

where the until operator U is defined on real trace languages by

LUK = {xy | x ∈ M, y ∈ K, and x = x′x′′, x′′ 6= 1 implies x′′y ∈ L}.
Remark 1. For comparison let us mention that the syntax and semantics of the
logics LTrL defined in [17] and LTLf defined in [2] are very similar. For LTrL, the
difference is only that there is in addition for each letter a ∈ Σ a constant 〈a−1〉>.
Since the constant 〈a−1〉> refers to the past, we need to use configurations to
define its semantics: It holds (z, x) |= 〈a−1〉> if and only if a ∈ max(x). For
LTLf , the difference is that for each subalphabet B ⊆ Σ there is in addition a
modality 〈B∗〉ϕ whose semantics is given by z |= 〈B∗〉ϕ if z = xy, x ∈ MB , and
y |= ϕ. It is not clear whether there is a direct translation of LTrL or LTLf to
LTL; or between LTrL and LTLf .

The following operators are standard abbreviations. They serve as macros.

> := ¬⊥ true,
a := 〈a〉> for a ∈ Σ,
A :=

∨
a∈A〈a〉> for A ⊆ Σ,

Xϕ :=
∨

a∈Σ〈a〉ϕ neXt ϕ,
stop := ¬X> termination,
Fϕ := > U ϕ future or eventuallyϕ,
Gϕ := ¬F¬ϕ globally or alwaysϕ.
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Example 1. LR(stop) = {1}, LR(F stop) = M and for A ⊆ Σ we have:

RA = LR(¬F(Σ \A)),
MA = LR(F stop ∧ ¬F(Σ \A)),

(Min = A) = LR(¬(Σ \A) ∧ ∧
a∈A a),

(Max ⊇ A) = LR(
∧

a∈A F〈a〉stop),
(alphinf = A) = LR(FG¬(Σ \A) ∧ ∧

a∈A GF a).

Remark 2. Later we shall perform an induction on the size of Σ leading to
formulae ϕ ∈ LTL(A) for A ⊆ Σ. Such a formula may be interpreted over RA

or over R and we have LRA
(ϕ) = LR(ϕ) ∩ RA. Hence LRA

(ϕ) is expressible
in LTL(Σ). Another trivial observation is that if ψ ∈ LTL(Σ), then we can
construct a formula ψA ∈ LTL(A) such that LR(ψ) ∩ RA = LRA

(ψA).

We will also use an induction on |Σ| when the graph (Σ,D) is not connected.
Then we find a partition of the alphabet Σ = Σ1 ∪ Σ2 with Σ1 × Σ2 ⊆ I and
each trace x ∈ R can be split into two independent traces x1 and x2 over Σ1 and
Σ2 with x = x1x2 = x2x1. The following lemma can be shown by induction.

Lemma 1. Assume that Σ = Σ1 ∪ Σ2 with Σ1 × Σ2 ⊆ I. Let Ri = RΣi
and

ϕi ∈ LTL(Σi) for i = 1, 2. Then LR(ϕ1 ∧ ϕ2) = LR1(ϕ1) · LR2(ϕ2).

4 First-Order Logic

The first order theory of traces is given by the syntax of FO(Σ,<):

ϕ ::= Pa(x) | x < y | ¬ϕ | ϕ ∨ ϕ | (∃x)ϕ,

where a ∈ Σ and x, y ∈ Var are first order variables. Given a trace t = [V,E, λ]
and a valuation of the free variables into the vertices σ : Var → V , the semantics
is obtained by interpreting the relation < as the transitive closure of E and the
predicate Pa(x) by λ(σ(x)) = a. Then we can say when (t, σ) |= ϕ. If ϕ is a
closed formula (a sentence), then the valuation σ has an empty domain and we
define the language LR(ϕ) = {t ∈ R | t |= ϕ}. We say that a trace language
L ⊆ R is expressible in FO(Σ,<) if there exists some sentence ϕ ∈ FO(Σ,<)
such that L = LR(ϕ).

Passing from a temporal logic formula to a first order one is not very difficult.
It is well-known or belongs to folklore. The transformation relies on the fact that
a prefix (configuration) p of a trace t can be defined by its maximal vertices.
Such a set of maximal vertices is bounded by the maximal number of pairwise
independent letters in Σ. Therefore, a prefix inside a trace can be defined using
a bounded number of first order variables.

Proposition 1. If a trace language is expressible in LTL(Σ), then it is express-
ible in FO(Σ,<).
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5 Aperiodic Languages

Recall that a finite monoid S is aperiodic, if there is some n ≥ 0 such that
sn = sn+1 for all s ∈ S. A finitary trace language L ⊆ M is aperiodic, if
there exists a morphism to some finite aperiodic monoid h : M → S such that
L = h−1(h(L)). Since our considerations include infinite traces, we have to
extend the notion of an aperiodic language to real trace languages such that it
becomes equivalent for finitary languages.

Let h : M → S be a morphism to some finite monoid S. For x, y ∈ R, we say
that x and y are h-similar, denoted by x ∼h y if either x, y ∈ M and h(x) = h(y)
or x and y have infinite factorizations in non-empty finite traces x = x1x2 · · ·,
y = y1y2 · · · with xi, yi ∈ M \ {1} and h(xi) = h(yi) for all i. According to the
definition of h-similarity, we never have x ∼h y when x is finite and y is infinite.
We denote by ≈h the transitive closure of ∼h which is therefore an equivalence
relation. An equivalence class is denoted by [x]≈h

= {y ∈ R | y ≈h x}. For a
finite trace x ∈ M we have [x]≈h

= h−1(h(x)) and the monoid M is covered
by at most |S| classes. Using a Ramsey-type argument we can show that R \ M

is covered by at most |S|2 classes. Therefore, {[x]≈h
| x ∈ R} defines a finite

partition of R of cardinality at most |S|2 + |S|. A real trace language L ⊆ R

is recognized by h if it is saturated by ∼h, i.e., x ∈ L implies [x]≈h
⊆ L for

all x ∈ R. A real trace language L ⊆ R is aperiodic if it is recognized by some
morphism to some finite and aperiodic monoid.

In order to prove the main theorem we shall use the equivalence between
FO(Σ,<)–definability and aperiodic languages.

Theorem 1 ([4,5]). A finitary trace language (real trace language resp.) over
an independence alphabet (Σ, I) is expressible in FO(Σ,<) if and only if it is
aperiodic.

We conclude this section by some easy results which will be useful later. The
first proposition will allow us to use an induction on the size of the alphabet Σ.

Proposition 2. Let L ⊆ R be a language recognized by the morphism h : M → S
into a finite monoid S and let A ⊆ Σ. Then, L∩ RA and L∩ MA are recognized
by the restriction h�MA

of h to MA.

Then, we consider the case where the dependence alphabet (Σ,D) is non-
connected. A kind of Mezei’s Theorem holds for real trace languages too:

Proposition 3. Let L ⊆ R be a language recognized by the morphism h : M → S
into a finite monoid S. Assume that Σ = Σ1 ∪ Σ2 with Σ1 × Σ2 ⊆ I and let
Mi = MΣi , Ri = RΣi and hi = h�Mi for i = 1, 2. Then, L is a finite union of
products L1 · L2 where Li ⊆ Ri is recognized by hi for i = 1, 2.

Let h : M → S be a morphism to some finite monoid S and let L ⊆ R. For
s ∈ S we define L(s) = {x ∈ R | h−1(s)x ∩ L 6= ∅}.

Proposition 4. If L is recognized by h then L =
⋃

s∈S h
−1(s) · L(s) and for

each s ∈ S, the language L(s) is recognized by h.
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6 Composition of LTL Languages

In the next section we will prove that each aperiodic trace language is expressible
in LTL(Σ) using some induction. For this, we will write an aperiodic language
as a finite union of products of simpler languages. By induction, the simpler
languages will be shown to be expressible in LTL(Σ). Then we have to prove
that their products and unions are still expressible in LTL(Σ). Since union cor-
responds with disjunction, the only problem is with concatenation. Though it
is true in general that the product of languages expressible in LTL(Σ) is still
expressible in LTL(Σ), we do not have a direct proof for this general result.
Actually, this becomes a consequence of our main theorem since aperiodic trace
languages are closed under product. In this section we show that some special
products of expressible languages are still expressible in LTL(Σ). We state now
two crucial composition lemmas. The proof techniques are similar, for lack of
space we show the proof of Lemma 3 only.

Lemma 2. Let b ∈ Σ, B = Σ \{b} and Π = MB ∩ (Max ⊆ D(b)). Let L1, L2 ⊆
R and L3 ⊆ (Min = b) be trace languages expressible in LTL(Σ). Then the
language (L1 ∩Π)(L2 ∩ MI(b))L3 is expressible in LTL(Σ).

Lemma 3. Let b ∈ Σ and B = Σ \{b}. Let L1 ⊆ R and L2 ⊆ RB be expressible
in LTL(Σ). Then the language (L1 ∩ (Max ⊆ {b}))L2 is expressible in LTL(Σ).

Proof. The product (Max ⊆ {b})RB is unambiguous and we have

(L1 ∩ (Max ⊆ {b}))L2 = (L1 ∩ (Max ⊆ {b}))RB ∩ (Max ⊆ {b})L2.

1) We first show that (L1 ∩ (Max ⊆ {b}))RB is expressible in LTL(Σ). This is
done by induction on the formula which defines L1. The cases ⊥ and ϕ ∨ ψ are
trivial.
• ¬ϕ : Since the product (Max ⊆ {b})RB is unambiguous, we have

(LR(¬ϕ) ∩ (Max ⊆ {b}))RB = (Max ⊆ {b})RB \ (LR(ϕ) ∩ (Max ⊆ {b}))RB .

Moreover (Max ⊆ {b})RB is the set (Alphinf ⊆ B), which is expressible in
LTL(Σ) by the formula FG¬b.
• 〈a〉ϕ: The language (LR(〈a〉ϕ) ∩ (Max ⊆ {b}))RB is equal to the language
a
(

(LR(ϕ) ∩ (Max ⊆ {b}))RB ∩ (a−1(Max = b))RB

)
. We conclude by induction

since we have (a−1(Max = b))RB = LR(ψ) with

ψ =
∨

a=b0 b1 ··· bk=b

F〈b1〉 · · ·F〈bk〉(¬F b)

where the disjunction ranges over all simple paths from a to b in the graph of
the dependence alphabet (Σ,D).
• ϕU ψ : This case follows by induction from the formula

(LR(ϕU ψ) ∩ (Max ⊆ {b}))RB =(
LR(ϕ) ∩ (Max ⊆ {b})

)
RB U

(
LR(ψ) ∩ (Max ⊆ {b})

)
RB .



218 V. Diekert and P. Gastin

2) Next, if ϕ ∈ LTL(Σ) is a formula such that LR(ϕ) ⊆ RB then we have
(Max ⊆ {b}) · LR(ϕ) = LR((F b) U ϕ).

7 Kamp’s Theorem for Real Traces

Theorem 2. A finitary trace language (real trace language resp.) is expressible
in FO(Σ,<) if and only if it is expressible in LTL(Σ).

By Proposition 1 and Theorem 1 it is enough to show that all aperiodic
languages in R(Σ, I) are expressible in LTL(Σ). The overall strategy is as in [2],
but we must not use any filter operator. The filter operators allowed us to express
directly a language of type MAL(ϕ) for A ⊆ Σ and ϕ ∈ LTL. This simplified the
proof considerably, but cannot be used here. We can circumvent these difficulties
thanks to the results of the previous section.

Let Q be a finite set of states. We denote by Trans(Q) the monoid of map-
pings from Q to Q. The multiplication is the composition (in reverse order) of
mappings: (fg)(x) = g(f(x)); and the unit element is the identity idQ. We will
use the fact that every finite monoid S can be realized as a submonoid of some
Trans(Q) where |Q| ≤ |S|. Indeed, it suffices to consider the right action of S
over itself. More precisely, if we define χ(s) ∈ Trans(S) by χ(s)(t) = ts then it
is easy to see that χ : S → Trans(S) is an injective morphism.

We deduce that every aperiodic trace language can be recognized by some
morphism h : M(Σ, I) → S ⊆ Trans(Q) where S is aperiodic. We show by
induction on (|Q], |Σ|) that all languages recognized by h are expressible in
LTL(Σ). We use the following well-founded lexicographic order on N2 for this
induction: (m,n) < (m′, n′) if and only if m < m′ or m = m′ and n < n′.

First, assume that h(a) = idQ for all a ∈ Σ, which is in particular the case
when |Q| = 1. If L ⊆ R is recognized by h then L is one of the sets ∅, R, M or
R \ M which are respectively defined by the formulas ⊥, >, F stop, and GX>.
This shows the basis case of the induction.

Second, assume that h(b) 6= idQ for some b ∈ Σ. The crucial observation here
is that h(b) is no permutation of Q. Indeed, since S is aperiodic, there exists
some n such that h(b)n = h(b)n+1. If h(b) were a permutation then it would be
invertible and the last equality would imply h(b) = idQ, a contradiction. Hence,
h(b)(Q) = Q′ for some Q′ ⊂ Q with |Q′| < |Q|.

We let B = Σ \ {b} and we define two subsets of M:

Π = {x ∈ MB | max(x) ⊆ D(b)},
Γ = {x ∈ MB | min(x) ⊆ D(b)}.

The notation Π is chosen since Πb are exactly the pyramids of M where the
unique maximal element is b. It should be noted that (Πb)∗ and (Γb)∗ are free
submonoids of M, both being infinitely generated if D(b) 6= {b}.

By ∆ we denote the subset of real traces x which are either in Mb or which
can be factorized into an infinite product of finite traces such that all factors
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except the first belong to Γb, that is, ∆ = Mb(Γb)∞. The set ∆, which plays a
key-role, admits the following unambiguous decomposition:

∆ = ΠMI(b)b(Γb)∞.

This decomposition is best visualized by the following picture; it is in some sense
the guide for the modular construction of a formula defining the language L∩∆.

Π MI(b)
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b b b b b
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The core of the proof is now the following proposition.

Proposition 5. Let L ⊆ R be recognized by h. Then, L ∩ ∆ is expressible in
LTL(Σ).

The proof of this proposition will be given later in Section 7.1. Here we show
how it is used in the proof of Theorem 2. We start with two corollaries.

Corollary 1. Assume that (Σ,D) is connected and let L ⊆ R be recognized by
h. Then the language L ∩ (Alphinf = Σ) is expressible in LTL(Σ).

Proof. Since (Σ,D) is connected, we have (Alphinf = Σ) ⊆ ∆. Therefore,

L ∩ (Alphinf = Σ) = (L ∩∆) ∩ (Alphinf = Σ).

By Proposition 5 we know that L∩∆ is expressible in LTL(Σ) and we conclude
easily since (Alphinf = Σ) = LR(∧a∈Σ GF a).

Corollary 2. Let c ∈ Σ, C = Σ \ {c} and let L ⊆ R be recognized by h. Then
the language L ∩ (Alphinf ⊆ C) is expressible in LTL(Σ).

Proof. We claim that L ∩ (Alphinf ⊆ C) is the finite union

⋃
u,v∈S

((
(h−1(u)∩ (Max ⊆ {b})) · (h−1(v)∩MB)

)
∩ (Max ⊆ {c})

)
· (L(uv)∩RC)

We will now apply Lemma 3 twice in order to conclude the proof of Corollary 2.
We fix some u, v ∈ S. First, by Propositions 2 and 4 we know that K2 =
L(uv) ∩ RC is recognized by the morphism h �MC

and L2 = h−1(v) ∩ MB is
recognized by the morphism h�MB

. By induction on the size of the alphabet, we
deduce that L2 and K2 are expressible in LTL(B) and LTL(C) respectively. By
Remark 2 they are also expressible in LTL(Σ).
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Second, note that (Max ⊆ {b}) ⊆ ∆ ∪ {1}. Hence,

h−1(u) ∩ (Max ⊆ {b}) = (h−1(u) ∩ (∆ ∪ {1})) ∩ (Max ⊆ {b}).

By Proposition 5, the language L1 = h−1(u)∩(∆∪{1}) is expressible in LTL(Σ).
Applying once Lemma 3 we deduce first that

K1 = (L1 ∩ (Max ⊆ {b})) · L2 = (h−1(u) ∩ (Max ⊆ {b})) · (h−1(v) ∩ MB)

is expressible in LTL(Σ). Next, applying a second time Lemma 3 we deduce that
(K1 ∩ (Max ⊆ {c})) ·K2 is expressible in LTL(Σ). Therefore, L∩ (Alphinf ⊆ C)
is expressible in LTL(Σ).

In order to conclude the proof of Theorem 2, we use the following proposition.

Proposition 6. Assume that (Σ,D) is non-connected and let L ⊆ R be recog-
nized by h. Then L is expressible in LTL(Σ).

Proof. Assume that Σ = Σ1∪Σ2 with Σ1×Σ2 ⊆ I and let Mi = MΣi
, Ri = RΣi

and hi = h�Mi
for i = 1, 2. By Proposition 3, L is a finite union of products

L1 · L2 where Li ⊆ Ri is recognized by hi for i = 1, 2. By induction on the
size of the alphabet, we deduce that L1 and L2 are expressible in LTL(Σ1) and
LTL(Σ2) respectively. Using Lemma 1, we deduce that L1 · L2 is expressible in
LTL(Σ).

7.1 Proof of Proposition 5

Let us first show that the set (Γb)∞ is expressible in LTL(Σ).

Lemma 4. The real trace language (Γb)∞ is expressed by the formula

(Min ⊆ D(b)) ∧
(

stop ∨ F〈b〉stop ∨ GF(Min = b)
)

where we write simply (Min ⊆ D(b)) and (Min = b) instead of the corresponding
LTL(Σ) formula.

Now, recall that h(b)(Q) = Q′. Each s ∈ h((Γb)∗) maps the subset Q′ to Q′.
Hence we may define two subsets T, T ′ ⊆ Trans(Q′) by T = {s�Q′ | s ∈ h(Γb)}
and T ′ = {s�Q′ | s ∈ h((Γb)∗)}. Since h((Γb)∗) is a submonoid of S, the set T ′ is
a monoid. Moreover, the monoid T ′ is generated by T and is aperiodic since S
is aperiodic.

By T ∗ we denote the free monoid generated by the finite set T (here T
is viewed as an alphabet). Accordingly, T∞ means the set of finite or infinite
words over the alphabet T . The inclusion T ⊆ T ′ induces a canonical morphism
e : T ∗ → T ′ which is called the evaluation.

The mapping σ : Γb → T , defined by the restriction σ(x) = h(x)�Q′ , induces
a morphism σ : (Γb)∗ → T ∗ between free monoids. The mapping σ is also
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extended to infinite sequences σ : (Γb)ω → Tω, so finally we have σ : (Γb)∞ →
T∞.

Since T ′ is a submonoid of Trans(Q′) and |Q′| < |Q|, we may use induction
(Although we might have |T | > |Σ|). More precisely, we may assume that every
language K ⊆ T∞ which is recognized by the morphism e is expressible in
LTL(T ). The following lemma allows us to make use of this induction step.

Lemma 5. Let K ⊆ T∞ be a word language expressible in LTL(T ). Then the
real trace language σ−1(K) ⊆ (Γb)∞ is expressible in LTL(Σ).

Proof. The statement of the lemma corresponds to Lemmas 5 and 9 in [2]. The
proof of Lemma 5 given there can be translated to our situation without any
difficulty. It is therefore omitted.

Lemma 6. Let L ⊆ R be recognized by h. Then L ∩ b(Γb)∞ is expressible in
LTL(Σ).

Proof. We define the language K ⊆ T∞ with respect to the language L by

K = {σ(x) ∈ T∞ | bx ∈ L ∩ b(Γb)∞}.
It was shown in [2, Lem. 6]1 that L∩b(Γb)∞ = bσ−1(K) and that K is recognized
by the morphism e : T ∗ → T ′.

Now, it is easy to conclude the proof. Since |Q′| < |Q| and K is recognized by
e : T ∗ → T ′ ⊆ Trans(Q′), we know by induction that K is expressible in LTL(T ).
Using Lemma 5, we deduce that σ−1(K) is expressible in LTL(Σ). Therefore,
L ∩ b(Γb)∞ = bσ−1(K) is expressible in LTL(Σ).

We are now ready to complete the proof of Proposition 5. Let L ⊆ R be a
real trace language recognized by the morphism h. We claim that

L ∩∆ =
⋃

u,v∈S

(h−1(u) ∩Π)(h−1(v) ∩ MI(b))(L(uv) ∩ b(Γb)∞).

Indeed, let t = xyz with x ∈ h−1(u), y ∈ h−1(v) and z ∈ L(uv) for some
u, v ∈ S. Then h(xy) = uv and we deduce from Proposition 4 that t = xyz ∈
L. Conversely, let t ∈ (L ∩ ∆). Using the unambiguous factorization ∆ =
ΠMI(b)b(Γb)∞, we can write t = xyz with x ∈ Π, y ∈ MI(b) and z ∈ b(Γb)∞. If
we let u = h(x) and v = h(y) then we get z ∈ L(uv) which concludes the proof
of the claim.

By Proposition 4, we know that L(uv) is recognized by h, hence by Lemma 6
the language L3 = L(uv) ∩ b(Γb)∞ ⊆ (Min = b) is expressible in LTL(Σ). By
Proposition 2, the languages L1 = h−1(u) ∩ MB and L2 = h−1(v) ∩ MB are
recognized by the restriction of h to MB . Hence, by induction on the size of the
alphabet, they are expressible in LTL(B), and also in LTL(Σ) by Remark 2. Since
1 In [2] we used a slightly different notion of h-similarity, but the proof given there

applies in fact to the definition as it is used here.
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Π∪MI(b) ⊆ MB , we have h−1(u)∩Π = L1 ∩Π and h−1(v)∩MI(b) = L2 ∩MI(b).
Using Lemma 2, we deduce that

(L1 ∩Π)(L2 ∩ MI(b))L3 = (h−1(u) ∩Π)(h−1(v) ∩ MI(b))(L(uv) ∩ b(Γb)∞)

is expressible in LTL(Σ).
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Abstract. Interval Temporal Logic (ITL) is a formalism for reasoning about time
periods. To date no one has proved completeness of a relatively simple ITL de-
ductive system supporting infinite time and permitting infinite sequential iteration
comparable to ω-regular expressions. We have developed a complete axiomati-
zation for such a version of quantified ITL over finite domains and can show
completeness by representing finite-state automata in ITL and then translating
ITL formulas into them. Here we limit ourselves to finite time. The full paper
(and another conference paper [15]) extends the approach to infinite time.

1 Introduction

Interval Temporal Logic (ITL) [6,9,10] is a temporal logic which includes a basic con-
struct for the sequential composition of two formulas as well as an analog of Kleene
star. Within ITL, one can express both finite-state automata and regular expressions. Its
notation makes it suitable for logic-based modular reasoning involving periods of time,
refinement [2], sequential composition using assumptions and commitments based on
fixpoints of various temporal operators [12, 14] and for executable specifications [11].
Various imperative programming constructs are expressible in ITL and projection be-
tween time granularities is available (but not considered here). Zhou Chaochen, Hoare
and Ravn [21] have developed an ITL extension called Duration Calculus for hybrid
systems. Several researchers have looked at ITL decision procedures and axioms sys-
tems. However, previously there was no known complete axiom system for a version
of ITL over both finite and ω-words having no artificial restrictions on interval con-
structs. We present a natural and complete axiomatization for a subset of quantified ITL
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for finite time in which variables are limited to finite domains. The completeness proof
describes an ITL decision procedure within ITL itself. In the full paper (and another
conference paper [15]) infinite time is considered.

We build on the work of Siefkes [19] who proved the completeness of an axiom-
atization of the Second-Order Theory of Successor (S1S) and Kesten and Pnueli [7]
who did likewise for Quantified Propositional Temporal Logic (QPTL) with past-time
operators. Our approach follows Kesten and Pnueli’s technique of reducing temporal
formulas to finite-state automata as part of a decision procedure. These automata are
themselves represented and manipulated in ITL. The ITL axiom system and complete-
ness proof vary substantially from Kesten and Pnueli’s. This reflects differences be-
tween conventional temporal logics and an interval-based one.

Our results offer a natural yet complete axiom system for a nontrivial subset of ITL
and show how ITL can itself encode the decision procedure. Automata are more compo-
sitional than temporal logic tableaux which analyze several formulas in parallel. There
is no need for Fischer-Ladner closures [4], first developed for a propositional version of
Pratt’s Dynamic Logic [17]. We also show that the ITL axiom system provides a logical
framework for both finite-state automata and regular expressions.

2 Related Work

Let us now discuss other work on ITL axiom systems. Rosner and Pnueli [18] inves-
tigate an axiom system for quantifier-free propositional ITL (PITL) with finite and ω-
intervals. The ITL subset also includes the until operator but not the operator chop-star
which is like Kleene-star for regular expressions. A tableaux-based decision procedure
underlies the completeness proof and uses an adaptation of the Fischer-Ladner closures.
One inference rule requires detailed meta-reasoning about tableaux transitions.

Paech [16] investigates PITL with ω-intervals but includes a chop-star limited, like
Kleene-star, to finitely many iterations and another operator unless. She gives a com-
plete proof system with some nonconventional axioms for formulas already in a form
like regular expressions and possibly involving complex meta-reasoning. A generaliza-
tion of Fischer-Ladner closures is used.

Dutertre [3] gives two complete proof systems for first-order ITL without chop-
star for finite time. One has a possible-worlds semantics of time and the other uses
arbitrary linear orderings of states. Neither is complete for standard discrete-time inter-
vals. Wang Hanpin and Xu Qiwen [20] generalize this to infinite time. Moszkowski [12]
presents propositional and first-order ITL axiom systems for finite intervals. The former
is claimed to be complete but only an outline of a proof is given. Axioms for tempo-
ral projection are given in [13]. Bowman and Thompson [1] have recently developed
a tableaux-based completeness proof for an axiomatization of ITL with projection and
finite time.

3 Overview of Interval Temporal Logic

We now briefly describe ITL for finite time. More details are in [6, 8–12, 14]. Basic
ITL uses discrete, linear time. An interval σ has a length |σ| ≥ 0 and a finite, nonempty
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sequence of |σ|+ 1 states σ0, . . . , σ|σ|. A state σi maps a variable such as A to a value
σi(A). Lower-case static variables a, b, . . . do not vary over time.

Here are permitted constructs using variable v, terms t and t ′ and formulas P and Q:

Terms: v (for numerical v), 0, 1, 2, . . . (natural numbers), if P then t else t ′

Formulas: v (for boolean v), t = t ′, ∀v.P, ¬P, P ∧ Q, skip, P;Q, P∗

A variable v’s values in an interval range over the finite, nonempty set domain(v)
which here is either { false, true} or some initial subsequence of the natural numbers.
Finite data domains ensure we have a decision procedure for our completeness result.
We can readily extend domain to all ITL constructs. As in several temporal logics, the
formula I = 2 is true on σ iff I’s value in σ0 equals 2.

There are three primitive temporal operators:

skip P;Q (chop) P∗ (chop-star) ,

where P and Q are themselves formulas. The formula skip is true on a two-state interval.
A formula P;Q is true on σ iff σ can be chopped into two subintervals sharing a state
σk for some k ≤ |σ| with P true on σ0 . . .σk and Q true on σk . . .σ|σ|. Thus the formula
skip; I = J is true on σ iff σ has at least two states and I = J is true in σ1. A formula
P∗ is true on σ iff σ can be chopped into zero or more parts with P true on each. Any
formula P∗ (including false∗) is true on a one-state interval (see §3.2). Figure 1a picto-
rially illustrates the semantics of skip, chop, and chop-star. Some simple ITL formulas
together with intervals which satisfy them are shown in Fig. 1b.

PP P

P∗
P Q

P;Q

skip

(a) Informal semantics

true; I �= 1
(� I �= 1)

¬(true; I �= 1)
(� I = 1)

I = 1 ∧ skip

I = 1

skip; I = 1
(© I = 1)

1

I:

I: 2 4

1 2

2 1 2 4

I = 1skip

1 3 1 1

I �= 1true

1 1 1 1 1 1

I:

I:

I:

11

(b) Some examples

Fig. 1. Informal ITL semantics and examples

For natural numbers i, j with i ≤ j ≤ |σ|, let σi: j denotes the subinterval of length
j− i (i.e., j− i + 1 states) with starting state σi and final state σ j. Below is the syntax
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and semantics of the basic ITL constructs used here. We denote the semantics of a term
t and formula P on interval σ as Mσ[[t]] and Mσ[[P]].

3.1 Semantics of Terms

– Numerical static or state variable: Mσ[[v]]=σ0(v).
A numerical variable’s value for an interval σ is the value in σ’s initial state σ0.

– Numerical constant: Mσ[[c]] = c.
– Conditional term: Mσ[[if P then t else t ′]] =

{
Mσ[[t]], if Mσ[[P]] = true

Mσ[[t ′]], otherwise.

3.2 Semantics of Formulas

– Boolean static or state variable: Mσ[[v]] = σ0(v).
A boolean variable’s value for an interval σ is the value in σ’s initial state σ0.

– Equality: Mσ[[t = t ′]] = true iff Mσ[[t]] = Mσ[[t ′]].
– Negation: Mσ[[¬P]] = true iff Mσ[[P]] = false.
– Conjunction: Mσ[[P ∧ Q]] = true iff Mσ[[P]] = Mσ[[Q]] = true.
– Universal quantification: Mσ[[∀v.P]] = true iff Mσ′ [[P]] = true,

for every interval σ′ identical to σ except possibly for variable v’s behavior.
– Unit interval: Mσ[[skip]] = true iff |σ| = 1.
– Chop: Mσ[[P;Q]] = true iff Mσ′ [[P]] = true and Mσ′′ [[Q]] = true,

where σ′ = σ0:i and σ′′ = σi:|σ| for some i ≤ |σ|. Intervals σ′ and σ′′ share state σi.
– Chop-star: Mσ[[P∗]] = true iff Mσli:li+1

[[P]] = true, for each i : 0 ≤ i < n,
for some n ≥ 0 and finite sequence of natural numbers l0 ≤ l1 ≤ ·· · ≤ ln where
l0 = 0 and ln = |σ|. Every one-state interval satisfies P∗ since we can trivially choose
n = 0.

If a formula P is true on an interval σ, then σ satisfies P, denoted σ |= P. A formula
P satisfied by all intervals is valid, denoted |= P.

We view formulas as boolean terms to avoid, for example, distinct theorems for
quantified boolean and numerical variables. Hence P = Q and P ≡ Q are identical.

3.3 Some Definable Constructs

Constructs like true, P ∨ Q and ∃v.P are definable as are �P (“sometimes P”), �P
(“always P”) and ©P (“next P”):

�P
def≡ true;P �P

def≡ ¬�¬P ©P
def≡ skip;P .

We refer to the quantifier-free ITL subset built from no temporal operators but � and ©
as simple temporal logic. Here are more operators expressible in this:

©w P
def≡ ¬©¬P (Weak next) fin P

def≡ �(empty ⊃ P) (Final state)

more
def≡ © true (More states) halt P

def≡ �(P ≡ empty) (Just last)

empty
def≡ ¬more (One state) �m P

def≡ �(more ⊃ P) (Mostly)
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The conventional temporal operator until, though definable (with ∃), is not needed. A
version of © for numerical terms is expressible using conditional terms. The formula
t gets t ′ is true iff for each pair of adjacent states, the value of term t ′ at the first state
(i.e., on the suffix subinterval starting from it) equals term t’s value at the second state:

t gets t ′
def≡ �m

(
(©t) = t ′

)
.

Below are operators for examining initial and arbitrary subintervals:

�i P
def≡ P; true �i P

def≡ ¬�i ¬P �a P
def≡ true;P; true �a P

def≡ ¬�a ¬P .

4 A Proof System

We now present a proof system for ITL. Our experience with hundreds of proofs has
helped refine it. There is a quantifier-free part and another for quantifiers.

4.1 Quantifier-Free Axioms and Inference Rules.

We use some of Rosner and Pnueli’s axioms for chop [18] and ours for �i and chop-
star [12]. Let w be a state formula, i.e., without temporal operators.

Basic  Substitution instances of all valid
quantifier-free state formulas.

P2  (P;Q);R ≡ P;(Q;R)
P3  (P ∨ P′);Q ⊃ (P;Q) ∨ (P′;Q)
P4  P;(Q ∨ Q′) ⊃ (P;Q) ∨ (P;Q′)
P5  empty;P ≡ P
P6  P;empty ≡ P
P7  w ⊃ �i w

MP  P ⊃ Q,  P ⇒  Q
�Gen  P ⇒  �P

P8  w ⊃ �w ,
where variables in w are static.

P9  �i (P ⊃ P′) ∧ �(Q ⊃ Q′)
⊃ (P;Q) ⊃ (P′;Q′)

P10  ©P ⊃ ©w P
P11  P ∧ �(P ⊃ ©w P) ⊃ �P
P12  P∗ ≡ empty ∨ (P ∧ more);P∗

�i Gen  P ⇒  �i P

These axioms and inference rules do not have quantifiers but w, P, etc. can. In Axiom
Basic, term t substitutes into variable v only if domain(t) ⊆ domain(v). Axiom P11
enables induction over time.

A formula P deduced from the axiom system is called an ITL theorem, denoted  P.
Below are a few theorems. The full paper has more with some proofs.

T1  �(P ⊃ Q) ⊃ �P ⊃ �Q T4  (w ∧ P);Q ≡ w ∧ (P;Q)
T2  ©(P ⊃ Q) ⊃ ©P ⊃ ©Q T5  P∗∗ ≡ P∗
T3  �empty T6  skip∗
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4.2 Axioms and Inference Rules for Quantifiers

In the axioms and inference rules for quantifiers, v is an arbitrary variable:

Q1  ∀v.P ⊃ Pt
v ,

where v is free for t in P and domain (t) ⊆ domain (v). (The full paper describes
substitution into temporal contexts.)

Q2  ∀v.(P ⊃ Q) ⊃ (P ⊃ ∀v.Q), where v does not occur freely in P.
Q3  ∃v.(P;Q) ≡ (∃v.P);Q, where v does not occur freely in Q.
Q4  ∃v.(P;Q) ≡ P;(∃v.Q), where v does not occur freely in P.
Q5  (∃v.P);©(∃v.Q) ⊃ ∃v.(P;©Q), where v is a state variable.

∀Gen  P ⇒  ∀v.P, for any variable v.

The next theorem expresses chop-star using a fresh boolean variable B:

T7  P∗ ≡ ∃B.
(

B ∧ �m
(
B ⊃ �i (P ∧ ©halt B)

))
.

Here is one to construct a hidden state variable v always equaling t:

T8  ∃v.�(v = t) ,
where domain(t) ⊆ domain(v) and v does not occur freely in t.

The one below creates a hidden state variable v which is initialized and then incre-
mentally assigned a term which can depend on v’s current value:

T9  ∃v.(v = t ∧ v gets t ′) ,
where domain(t) ⊆ domain(v) and domain(t ′) ⊆ domain(v). Also v does
not occur freely in t or within the temporal operators in t ′.

Thus, the boolean variable B below initially equals false and always flips:

 ∃B.(B = false ∧ B gets ¬B) .

One can easily show that the axiom system is sound, that is,  P implies |= P. Our
main goal is conversely to establish completeness, that is, |= P implies  P:

Theorem 4.1 (Completeness) Any valid ITL formula is also a theorem.

5 Overview of the Proof of Completeness

The basic completeness proof assumes formulas contain no static variables:

Lemma 5.1 (Relative completeness for static variables) If all valid formulas without
static variables are theorems, so are those with them.

Proof (Outline) Let P be a valid formula and let P′ be ∀u1 . . . ∀un.P, where u1, . . . ,
un are the free static variables in P. Now P′ is also valid and provably implies P (i.e.,
 P′ ⊃ P). For each static variable u in P′, replace any subformula ∀u.Q using the
theorem∀u.Q≡�c∈domain(u) Qc

u. The new formula P′′ is valid and provably equivalent
to P′ (i.e.,  P′ ≡ P′′). By our assumption, P′′ is a theorem so we can deduce P. ��
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The proof of Theorem 4.1 reduces formulas to equivalent ones in a normal form:

Lemma 5.2 (Normal form) For each formula we can deduce an equivalent one having
no new variables and in which each equality is of the form v = c, where v is numerical
and c ∈ domain(v). If the original formula is the simple temporal logic defined in §3.3,
so is the normalized one.

Lemma 5.3 (Completeness for simple temporal logic) Any valid formula in the sim-
ple temporal logic subset is a theorem.

Proof (Outline) We start with a complete axiom system for conventional linear-time
temporal logic easily altered for finite intervals and finite domains. All of the axioms
and inference rules are provable from our ITL axiom system. They are Axioms Ba-
sic, P8, P10 and P11, Inference Rules MP and �Gen and Theorems T1, T2 and T3.
Therefore, ITL theoremhood of any valid formula in the subset can be deduced. ��

5.1 Automata

We now adapt the approach of Kesten and Pnueli [7] and utilize a variant of finite-state
automata called here chop-automata which selectively accept intervals. All normalized
ITL formulas can be built from a few constructs, each having a translation into an
automaton. In effect, we embed a decision procedure for ITL in ITL itself and use the
logic to express the procedure’s correctness. This helps to show completeness.

The behavior of an automaton A can be expressed in ITL as the formula denoted χA

(defined later) which is true on an interval iff A accepts that interval. We then construct
from a formula P an automaton AP accepting the intervals satisfying P. The formula
χAP

represents AP’s accepting runs and is provably equivalent to P in the axiom system
(i.e.,  P ≡ χAP

). The shorter form χP is generally used. We can also show for any
automata A accepting no intervals, the formula χA is provably false (i.e.,  ¬χA ).

To prove that a valid formula P is a theorem, we construct from ¬P an automaton
A¬P with  ¬P ≡ χ¬P. Now P is valid, so A¬P accepts nothing and we deduce  ¬χ¬P.
These together yield  P.

We now describe chop-automata for recognizing finite intervals.

Definition 5.4 (Chop-automaton) A (nondeterministic) chop-automaton A is a quin-
tuple (V, K, q0, δ, τ) for which

– V is a possibly empty finite set of boolean and numerical state variables,
– K is a nonempty finite set of automaton states,
– q0 ∈ K is the initial state,
– δ is the transition function mapping K ×K to quantifier-free state formulas over

variables in V ,
– τ is the termination function mapping K to quantifier-free state formulas over vari-

ables in V .

It is necessary to introduce the notion of a run of a chop-automaton on an interval:
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Definition 5.5 (Run and accepting run of chop-automaton) A run of a chop-automata
A over an interval σ is any finite sequence ρ of |σ|+ 1 elements ρ0, . . . , ρ|σ| ∈ K in
which for each two adjacent automaton states ρi and ρi+1 the interval state σi satisfies
the transition formula δ(ρi,ρi+1), (i.e., σi |= δ(ρi,ρi+1)).

A run ρ is called an accepting run of the chop-automaton A over the interval σ if
the run’s initial state ρ0 is q0 and in addition σ’s final state σ|σ| satisfies the termination
condition selected by the run’s final automaton state ρ|σ|, namely τ(ρ|σ|).

We say that A accepts an interval σ if there is at least one accepting run over σ.

In contrast to conventional finite-state automata, a chop-automaton uses τ to test the
very end of an interval without advancing to permit the operator chop to be represented.

An automaton A’s accepting runs are expressible in ITL. Let Y be a numerical state
variable not in V and with K ⊆ domain(Y ). Define the formula acc_rA(Y ) as follows:

acc_rA(Y )
def≡ Y = q0 ∧ �m δ(Y,©Y ) ∧ fin τ(Y ) .

The formula χA now defined expresses the existence of some accepting run:

χA def≡ ∃Y.acc_rA(Y ) .

5.2 Automata Constructions

Given some normalized formula P (see Lemma 5.2 presented earlier), we construct an
automaton AP. We sometimes denote the individual parts of AP as V P, KP, etc. and
abbreviate acc_rAP

(Y ) and χAP
as acc_rP(Y ) and χP, respectively.

Here is a list of formulas which we need to consider: w (quantifier-free state for-
mula), P ∨ Q, ¬P, ∃v.P, skip, and P;Q. These constructs are ones most readily translated
to automata. We replace chop-star formulas using ITL Theorem T7 in §4.2 to avoid the
need to also directly reduce them to automata.

During the construction of automata, various operations can be performed such as
renaming of an automaton’s states or determinizing it. These are expressible as ITL
theorems. The details are omitted here. We also have the following lemma:

Lemma 5.6 If A has no accepting runs, then  ¬χA .

Proof Suppose that A has no accepting runs. The following formula is valid and hence a
theorem by Lemma 5.3: ¬acc_rA(Y ). We introduce an existential quantifier to deduce
the theorem  ¬∃Y.acc_rA(Y ) which reduces to  ¬χA . ��

Below are constructions for w, skip and chop. The full paper also looks at others.

Automata for Quantifier-Free State Formulas For a quantifier-free state formula w,
the automaton Aw has V equal the set of w’s variables, K = {0,1}, q0 = 0 with δ and τ
as follows:

δ(0,0) : false δ(0,1) : w
δ(1,0) : false δ(1,1) : true

τ(0) : w τ(1) : true
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Claim 5.7 The automaton Aw accepts an interval σ iff σ satisfies w.

Lemma 5.8 The following equivalence is an ITL theorem:  w ≡ χw.

Proof Let X be a numerical state variable with domain {0,1} and not occurring in w.
The following valid simple temporal formula is a theorem by Lemma 5.3:

 w ∧ X = 0 ∧ X gets 1 ⊃ acc_rw(X) . (5.1)

The variable X can now be existentially created using ITL Theorem T9:

 ∃X .(X = 0 ∧ X gets 1) . (5.2)

The two theorems (5.1) and (5.2) are combined to obtain the following:

 w ⊃ ∃X .acc_rw(X) . (5.3)

For the converse, the valid formula acc_rw(X) ⊃ w is a theorem by Lemma 5.3. We
then deduce  ∃X .acc_rw(X) ⊃ w which with (5.3) yields  w ≡ χw. ��

Automaton for skip Below is an automaton Askip accepting two-state intervals:

V = {}, K = {0,1}, q0 = 0,

δ(0,0) : false δ(0,1) : true
δ(1,0) : false δ(1,1) : false

τ(0) : false τ(1) : true

Claim 5.9 The automaton Askip accepts an interval σ iff σ satisfies skip.

Lemma 5.10 The following equivalence is provably true:  skip ≡ χskip.

Proof We first look at deducing skip ⊃ χskip. Let X have domain {0,1}. The next valid
formula is a theorem by Lemma 5.3:

 skip ∧ �(X = if more then 0 else 1) ⊃ acc_rskip(X) . (5.4)

A hidden instance of X is now created with ITL Theorem T8 in §4.2:

 ∃X .�(X = if more then 0 else 1) . (5.5)

We then combine the two theorems (5.4) and (5.5):

 skip ⊃ ∃X .acc_rskip(X) . (5.6)

For the converse, the valid formula below is a theorem by Lemma 5.3:

 acc_rskip(X) ⊃ skip .

The variable X is existentially hidden to deduce the following:

 ∃X .acc_rskip(X) ⊃ skip . (5.7)

We reach the goal by combining (5.6) and (5.7):  skip ≡ χskip. ��
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Automata for chop Let us now construct an automaton AP;Q for the formula P;Q and
deduce the equivalence of P;Q and χP;Q. Assume by induction that AP and AQ are P’s
and Q’s respective automata with disjoint KP and KQ. Here is a suitable AP;Q:

V = V P ∪V Q, K = KP ∪KQ, q0 = qP
0 ,

δ(q,q′) :

δP(q,q′), for q,q′ ∈ KP

δQ(q,q′), for q,q′ ∈ KQ

τP(q) ∧ δQ(qQ
0 ,q

′), for q ∈ KP,q′ ∈ KQ

false, otherwise

τ(q) :

τP(q) ∧ τQ(qQ
0 ), for q ∈ KP

τQ(q) for q ∈ KQ

Claim 5.11 The automaton AP;Q accepts an interval σ iff σ satisfies P;Q.

Lemma 5.12 Formulas P;Q and χP;Q are provably equivalent:  P;Q ≡ χP;Q.

Proof We assume by induction  P ≡ χP and  Q ≡ χQ and then deduce the following:

 P;Q ≡ χP;χQ (5.8)

To show that the valid formula χP;χQ ≡ χP;Q is a theorem, we re-express it:
(∃X .acc_rP(X)

)
;
(∃Y.acc_rQ(Y )

) ≡ ∃Z.acc_rP;Q(Z) .

Here X , Y and Z share a domain which is a superset of KP, KQ and K. The left subfor-
mula’s quantifiers can be moved out of the chop operator:

 (∃X .acc_rP(X)
)
;
(∃Y.acc_rQ(Y )

) ≡ ∃X ,Y.
(
acc_rP(X);acc_rQ(Y )

)
. (5.9)

We now turn to the formula acc_rP(X);acc_rQ(Y ). This is provably equivalent to the
formula ∃B.φ(B,X ,Y ), where B is a new boolean state variable and the subformula
φ(B,X ,Y ) is as now defined:

φ(B,X ,Y )
def≡ X = qP

0 ∧ B
∧ �m (B ⊃ δP(X ,©X))
∧ �m (¬B ⊃ δQ(Y,©Y ) ∧ ©¬B)
∧ �

(
B ∧ ©w ¬B ⊃ τP(X) ∧ Y = qQ

0 ∧
(
empty ∨ δQ(Y,©Y )

))
∧ fin τQ(Y ) .

We represent the automata’s behavior using φ because it is in simple temporal logic.
The purpose of B is to indicate at each interval state which of the chop construct’s
two subintervals contains the state. When B is true, the state is enclosed in the left
subinterval and automaton AP is active. When B is false the state is within the right one
and AQ is active. In the case of the single state shared by both intervals, B remains true
as in the left subinterval. If the right subinterval has only one state then B is always true.

The relationship between φ and acc_rP(X);acc_rQ(Y ) is now expressed:

 ∃B.φ(B,X ,Y ) ≡ acc_rP(X);acc_rQ(Y ) . (5.10)
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In order to prove this, we first deduce the next theorem:

 φ(B,X ,Y ) ≡ (acc_rP(X) ∧ �B);(acc_rQ(Y ) ∧ B ∧ ©w �¬B) .

Its proof uses temporal fixpoints and derived inference rules for compositionality. The
details are omitted here. Lemma 5.3 yields the theoremhood of some valid formulas
involving φ such as the next one for creating Z from B, X and Y :

 φ(B,X ,Y ) ∧ �(Z = if B then X else Y ) ⊃ acc_rP;Q(Z) .

We combine this with ITL Theorem T8 in §4.2 and hide B and Z:

 ∃B.φ(B,X ,Y ) ⊃ ∃Z.acc_rP;Q(Z) .

From this and ITL Theorems (5.9) and (5.10) we achieve half of the goal:

 (∃X .acc_rP(X)
)
;
(∃Y.acc_rQ(Y )

) ⊃ ∃Z.acc_rP;Q(Z) . (5.11)

For the converse of (5.11), we first deduce the next valid formula using Lemma 5.3:

 acc_rP;Q(Z) ∧ �
(
B ≡ (Z ∈ KP)

)
∧ �(X = Z)

∧ Y = qQ
0 ∧ Y gets

(
if (©B) then Y else ©Z

)
⊃ φ(B,X ,Y ) .

We then existentially hide B, X and Y using ITL Theorems T8 and T9:

 acc_rP;Q(Z) ⊃ ∃B,X ,Y.φ(B,X ,Y ) .

This, (5.9) and (5.10) lead to our desired equivalence’s other direction:

 ∃Z.acc_rP;Q(Z) ⊃ (∃X .acc_rP(X)
)
;
(∃Y.acc_rQ(Y )

)
. (5.12)

From ITL Theorems (5.11) and (5.12) and χ’s definition, we get  χP;χQ ≡ χP;Q. This
and theorem (5.8) yield our main goal:  P;Q ≡ χP;Q. ��

6 Discussion

The version of ITL here uses numerical variables. Alternatively, we can restrict all vari-
ables to being boolean and encode numbers as Kesten and Pnueli do.

In [13] we look at a compositional axiom system for temporal projection over finite
intervals which is claimed to be complete. We would also like support for ω-intervals.

Hale [5] first studied framing in ITL. At present, if a state variable does not change
value, this must be explicitly specified. Framing makes this implicit and shortens spec-
ifications. A complete axiom system for framing would be helpful.
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Abstract. In 1991 Feige, Goldwasser, Lovász, Safra and Szegedy found
a connection between the approximability of Max-Clique and the area of
multiprover interactive proofs. What first seemed like an isolated result
have developed into an entire area of research.
The connection between interactive proofs and in particular the variant
called probabilistically checkable proofs or PCPs and inapproximability
results for many NP-hard optimization problems has proved to be funda-
mental. For some optimization problems, like clique and many constraint
satisfaction problems, the parameter giving the degree of inapproxima-
bility corresponds to a natural parameter in the PCP. Other times, like
for colorability and the traveling salesman problem the correspondence
is not as direct, but the best results are still derived from PCPs.
The basic qualitative result on the existence of efficient PCPs was given
in the famous paper by Arora, Lund, Motwani, Sudan and Szegedy in
1992 but since then the quantitative results have improved considerably.
For many problems we now have almost tight results while for some
others our knowledge is less complete.
The goal of this talk is to give an understanding of what has happened,
outline a few of the results and give at least a taste of some ingredients
of the proofs involved.
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Abstract. We show that satisfiability of formulas in k-CNF can be de-
cided deterministically in time close to (2k/(k + 1))n, where n is the
number of variables in the input formula. This is the best known worst-
case upper bound for deterministic k-SAT algorithms. Our algorithm
can be viewed as a derandomized version of Schöning’s probabilistic al-
gorithm presented in [15]. The key point of our algorithm is the use of
covering codes together with local search. Compared to other “weakly
exponential” algorithms, our algorithm is technically quite simple.
We also show how to improve the bound above by moderate technical
effort. For 3-SAT the improved bound is 1.481n.

1 Introduction

Worst-Case Upper Bounds for SAT. The satisfiability problem for propositional
formulas (SAT) can be decided by an obvious algorithm in time1 2n, where n
is the number of variables in the input formula. This worst-case upper bound
can be decreased for k-SAT, i.e., if we restrict inputs to formulas in conjunctive
normal form with at most k literals per clause (k-CNF). First upper bounds cn,
where c < 2, were obtained in 1980s [4,10], for example, the bound 1.619n for
3-SAT. Currently, much research in SAT algorithms is aimed at decreasing the
base in exponential upper bounds, e.g., [16,14,8,13,5,12,7,15].

The best known bound for probabilistic 3-SAT algorithms is (4/3)n due to
U. Schöning [15]. For probabilistic k-SAT algorithms when k ≥ 4, the best known
bound is due to R. Paturi, P. Pudlák, M. E. Saks, and F. Zane [12]. This bound
? Work done in part while visiting Department of Computer Science of University of

Manchester. Supported by grants from TFR, INTAS, and RFBR.
?? Supported by INTAS project 96-0760 and RFBR grant 99-01-00113.
1 In this paper, we write all complexity bounds up to a polynomial in the size of the

input formula. For example, we write 2n instead of poly(n)2n.
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is not represented in compact form; the bound for 4-SAT is 1.477n, the bound
for 5-SAT is 1.569n.

The best known bounds for deterministic k-SAT algorithms are as follows.
For k = 3, O. Kullmann [7] gives the bound 1.505n. In [14], the bound 1.497n

was announced ([6] sketched how this bound can be obtained by a refinement
of [7]). For k = 4, the best known bound is still 1.840n due to B. Monien and
E. Speckenmeyer [10]. For k ≥ 5, R. Paturi, P. Pudlák and F. Zane [13] give the
bound approaching 2(1−1/(2k))n for large k. In this paper we improve all these
bounds for deterministic algorithms.

Probabilistic Algorithm. Our algorithm is inspired by the currently fastest proba-
bilistic 3-SAT algorithm of [15] which uses a well-known heuristic search method,
cf. [2,9]. This algorithm is based on random walks (like Papadimitriou’s algo-
rithm [11] for 2-SAT). Given a formula F in k-CNF with n variables, the algo-
rithm chooses exponentially many initial assignments at random and runs local
search for each of them. Namely, if the assignment does not satisfy F , then the
algorithm chooses any unsatisfied clause, chooses a literal from this clause at
random, and flips its value. If a satisfying assignment is not found in 3n such
steps, the algorithm starts local search from another random initial assignment.

Thus, the probabilistic algorithm of [15] includes two randomized compo-
nents: (1) the choice of initial assignments, and (2) local search starting from
these assignments.

Deterministic Algorithm. The deterministic k-SAT algorithm presented in this
paper can be viewed as a derandomized version of the probabilistic algorithm
above. The derandomization consists of two parts. To derandomize the choice of
initial assignments, we cover the space of all possible 2n assignments by balls of
some Hamming radius r. We use coding theory to find a good covering for given
r. In each ball, we run a deterministic version of local search to check whether
there is a satisfying assignment inside the ball.

The optimal value of r can be chosen so that the overall running time is
minimal. Taking r = 1/(k + 1), we obtain the running time (2k/(k + 1) + ε)n.
We also show how to decrease this bound by using a more complicated version
of local search. For 3-SAT, the modified algorithm gives the bound 1.481n.

Notation. We consider propositional formulas in k-CNF (k ≥ 3 is a constant).
These formulas are conjunctions of clauses of size at most k. A clause is a
disjunction of literals. A literal is a propositional variable or its negation. The size
of a clause is the number of its literals. An assignment maps the propositional
variables to the truth values 0, 1, where 0 denotes false and 1 denotes true.
A trivial formula is the empty formula (which is always true) or a formula
containing the empty clause (which is always false).

For an assignment a and a literal l, we write a|l=1 to denote the assignment
obtained from a by setting the value of l to 1 (more precisely, we set the value
of the variable corresponding to l). We also write F|l=1 to denote the formula
obtained from F by assigning the value 1 to l, i.e., the clauses containing the
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literal l itself are deleted from F , and the literal l̄ is deleted from the other
clauses.

We identify assignments with binary words. The Hamming distance between
two assignments is the number of positions in which these two assignments differ.
The ball of radius r around an assignment a is the set of all assignments whose
Hamming distance to a is at most r.

A code of length n is a subset of {0, 1}n. The covering radius r of a code C
is defined by

r = max
u∈{0,1}n

min
v∈C

d(u, v),

where d(u, v) denotes the Hamming distance between u and v. The normalized
covering radius ρ is defined by ρ = r/n.

Organization of the Paper. Section 2 describes the local search procedure. In
Sect. 3 we specify the codes used in our algorithms. Section 4 contains the main
algorithm and its analysis. We describe the technique yielding to the bound
1.481n in Sect. 5. We discuss further developments in Sect. 6.

2 Local Search

Suppose we are given an initial assignment a ∈ {0, 1}n where n is the number of
variables. Consider the ball of radius r around a. Obviously, the volume of this
ball is

V (n, r) =
r∑

i=0

(
n

i

)
.

If the normalized radius ρ = r/n satisfies 0 < ρ < 1/2, the volume V (n, r) can
be estimated as follows [1, page 121] or [3, Lemma 2.4.4, page 33]:

1√
8nρ(1 − ρ)

· 2h(ρ)n ≤ V (n, r) ≤ 2h(ρ)n (1)

where h(ρ) = −ρ log2 ρ−(1−ρ) log2(1−ρ) is the binary entropy function. These
bounds show that for a constant ρ, the volume V (n, r) differs from 2h(ρ)n at
most by a polynomial factor.

The efficiency of our algorithm relies on the following important observation.
Suppose we need to find a satisfying assignment inside the ball of radius r around
a (if one exists). Then it is not necessary to search through all assignments inside
this ball. The given formula F can be used to prune the search tree. The following
easy lemma captures this observation.

Lemma 1. Let F be a formula and a be an assignment such that F is false
under a. Let C be an arbitrary clause in F that is false under a. Then F has
a satisfying assignment belonging to the ball of radius r around a iff there is a
literal l in C such that F|l=1 has a satisfying assignment belonging to the ball of
radius r − 1 around a.
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Proof. For any clause C false under a, we have the following equivalence. The
formula F has a satisfying assignment inside the ball of radius r around a iff
there are a literal l in C and an assignment b such that l has the value 1 in b
and the Hamming distance between b and a|l=1 is at most r−1. The latter holds
iff there is a literal l in C such that F|l=1 has a satisfying assignment inside the
ball of radius r − 1 around a. ut

The recursive procedure Search(F, a, r) described below is the local search
component of our algorithm. The procedure takes a formula F , an initial assign-
ment a, and a radius r as input. It returns true if F has a satisfying assignment
inside the ball of radius r around a. Otherwise, the procedure returns false.

Procedure Search(F, a, r)

1. If all clauses of F are true under a then return true.
2. If r ≤ 0 then return false.
3. If F contains the empty clause then return false.
4. Pick (according to some deterministic rule) a clause C false under a. Branch

on this clause C, i.e., for each literal l in C do the following: If
Search(F|l=1, a, r − 1) returns false then return true, otherwise return false.

The correctness of the procedure easily follows by induction on r with the
invariant: Search(F, a, r) outputs true iff F has a satisfying assignment inside
the ball of radius r around a. For the induction step the lemma above is used.

The recursion depth of Search(F, a, r) is at most r. If the input formula F
is in k-CNF, the number of recursive calls generated at Step 4 is bounded by
k. Therefore the recursion tree has at most kr leaves and the complexity of the
procedure is bounded by kr.

Observe here that kr can be much smaller than the volume of the ball of
radius r around a. For example, for r = n/2 and k = 3 we obtain V (n, r) ≥ 2n−1

whereas 3r < 1.733n. This gives us a very simple deterministic SAT algo-
rithm: Given an input formula F with n variables, run Search(F, a0, n/2) and
Search(F, a1, n/2), where a0 and a1 are n-bit assignments a0 = (0, 0, . . . , 0) and
a1 = (1, 1, . . . , 1). Since any assignment has the Hamming distance ≤ n/2 to
either a0 or a1, the algorithm is correct. Its running time is bounded by 1.733n.

The set {a0, a1} of assignments in the example above is nothing else than a
very special covering code. In the next section we show how this example can be
generalized and improved.

3 Good Coverings

By a covering of radius r for {0, 1}n we mean a code C of length n such that any
word in {0, 1}n belongs to at least one ball of radius r around a code word of C.

For any covering C of radius r, we have |C| · V (n, r) ≥ 2n, where V (n, r) is
the volume of a ball of radius r. Using the upper bound on V (n, r) in (1), we
obtain

|C| ≥ 2n

V (n, r)
≥ 2n

2h(ρ)n = 2(1−h(ρ))n
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where ρ = r/n is the normalized covering radius. Here the second inequality
holds when 0 < ρ < 1/2. This lower bound on |C| is known as the sphere
covering bound. The following lemma from coding theory implies the existence
of coverings whose cardinalities “almost” achieve the sphere covering bound.

Lemma 2 ([3, Theorem 12.1.2, page 320]). For any n and r, there exists
a code C of length n and covering radius r with

|C| ≤ dn2n ln 2/V (n, r)e. (2)

Corollary 1. Let δ > 0 and 0 < ρ < 1/2. There exist an integer ν = ν(δ) and
a code Γ of length ν with the following properties:

1. The code Γ has the covering radius r ≤ ρν.
2. The code Γ achieves the sphere covering bound up to the “+δν” in the ex-

ponent, namely: |Γ | ≤ 2(1−h(ρ)+δ)ν .

Proof. We obtain the required bound on the cardinality by combining (2) and
the lower bound on the volume in (1). ut

The lemma and corollary above do not provide us with an efficient construc-
tion of good coverings. To construct them efficiently, we use the concept of the
direct sum of two codes. Let C1 and C2 be two codes of lengths n1, n2 and cover-
ing radii r1, r2 respectively. The direct sum of C1 and C2 is the code C of length
n1 +n2 that consists of all |C1| · |C2| possible concatenations w1w2, where w1 ∈ C1
and w2 ∈ C2. Obviously, the covering radius of C is r1 + r2.

To generate a good covering C for {0, 1}n, we fix ε > δ > 0 and 0 < ρ < 1/2.
Let Γ be a code of length ν satisfying Corollary 1. The following algorithm takes
a (large) length n as input and uses Γ to generate the code C of length n:

Algorithm for Generating Good Coverings

1. Find the smallest integer q such that n ≤ qν.
2. Generate the direct sum Γ q, i.e., generate words w1w2 . . . wq one by one,

where wi ranges over Γ . If n is not divisible by ν, we restrict the code words
of Γ q to the first n positions.

The resulting code is the required covering C. The algorithm runs in time poly-
nomial in |C|. If n (and q) is sufficiently large, its covering radius is at most
qνρ ≤ bn(ρ + ε)c and the cardinality |C| is bounded by:

2(1−h(ρ)+δ)qν ≤ 2(1−h(ρ)+ε)n.

Note that the sphere covering bound is “almost” (up to the “+εn” in the covering
radius and in the exponent) achieved. Note also that the code Γ provided by
Corollary 1 is “hard wired” into the algorithm.
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4 Main Algorithm and Its Analysis

Given fixed ε > 0 and 0 < ρ < 1/2, our satisfiability algorithm takes as input a
formula F with n variables and works as follows.

Main Algorithm

1. Generate a covering C for {0, 1}n by using the algorithm for generating good
coverings in Sect. 3.

2. Calculate r = bn(ρ + ε)c.
3. For each code word a in C run the procedure Search(F, a, r). Return true if

at least one procedure call returns true. Otherwise return false.

If inputs are formulas in k-CNF, the complexity of the algorithm is bounded
by |C|·kr. Since |C| ≤ 2(1−h(ρ))n and kr ≤ knρ up to a factor of cεn, the complexity
is bounded by

2(1−h(ρ))n · knρ =
(

2kρ

2h(ρ)

)n

= (2ρρ(1 − ρ)1−ρkρ)n.

The choice ρ = 1/(k + 1) minimizes (calculus required) the base value of this
exponential function. Substituting 1/(k + 1) for ρ, we have

2 ·
(

1
k + 1

)1/(k+1)

·
(

1 − 1
k + 1

)1−1/(k+1)

· k1/(k+1) =
2k

k + 1
.

Thus, we obtain the following theorem.

Theorem 1. For every ε > 0 there is a deterministic algorithm for deciding
satisfiability of propositional formulas in k-CNF whose running time is

(
2k

k + 1
+ ε

)n

where n is the number of variables in the input formula.

5 Improved Local Search

The local search procedure Search(F, a, r) from Sect. 2 picks any false clause for
branching. The complexity of this procedure is at most kr. Choosing a clause for
branching more carefully, we can improve this bound and, thereby, the overall
running time of our main algorithm. In this section we show how to improve
Search(F, a, r) for formulas in 3-CNF so that its complexity is bounded by 2.848r

instead of 3r. We then obtain the bound 1.481n for 3-SAT.
Let F be formula and a an assignment. Let C be a clause in F . We classify

C according to the number of its literals true under a. Namely, we call C a

(1, . . . , 1︸ ︷︷ ︸
p

, 0, . . . , 0︸ ︷︷ ︸
m

)-clause
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if C consists of exactly p literals true under a, and exactly m literals false under
a. For example, a (1, 1, 0)-clause consists of two true and one false literals.

We say that F is i-false under a (i ≥ 0) iff F has no satisfying assignment
within Hamming distance i from a. When i is fixed, we can test in polynomial
time whether F is i-false under a, where F and a are given as input.

The following observation follows from the fact that a (1)-clause l̄i of F
becomes the empty clause in F|li=1.

Lemma 3. Let F be a formula false under a. If l1 ∨ l2 ∨ l3 is a (0, 0, 0)-clause
and l̄i is a (1)-clause of F then we have the following equivalence: F is satisfied
within Hamming distance ≤ r from a iff there is a j 6= i such that F|lj=1 is
satisfied within Hamming distance ≤ r − 1 from a.
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Fig. 1. Branching I, II, III-constrained formulas.

Let F be a non-trivial formula in 3-CNF. The following definitions describe
types of formulas used in the new version of the procedure Search. Figure 1
illustrates these types.

1. Let F be false under a. We say that F is I-constrained with respect to a iff
one of the following holds:
– F has a (0)- or (0, 0)-clause with respect to a.
– F has a (0, 0, 0)-clause containing a literal l such that l̄ is a (1)-clause

of F .
2. Let F be 1-false under a. We say that F is II-constrained with respect to a

iff one of the following holds:
– F is I-constrained with respect to a.
– F has a (0, 0, 0)-clause containing a literal l such that the formula F|l=1

is I-constrained.
3. Let F be 2-false under a. We say that F is III-constrained with respect to a

iff one of the following holds:
– F is I-constrained or II-constrained with respect to a.
– F has a (0, 0, 0)-clause such that for each literal l in this clause, Fl=1 is

II-constrained.

The next lemma and its corollary show that there is no need to make recursive
calls for not III-constrained formulas, because such formulas turn out to be
satisfiable.
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Lemma 4. Let F be non-trivial and 3-false under a. Let l be a literal false
under a. Let F|l=1 still be non-trivial (it is 2-false under a by assumption). Then
we have the implication: F|l=1 is III-constrained with respect to a then F|l=1 is
II-constrained or F itself is III-constrained.

Proof. First, a preparatory remark: If F is non-trivial, 1-false under a and not
I-constrained then F|l=1 is non-trivial for any literal l belonging to a clause of
F false under a. This is because the empty clause could only be generated if F
contained the clause l̄, which is not the case as F is not I-constrained under a.

We show that if F|l=1 is III-constrained with respect to a then F|l=1 is II-
constrained or F is III-constrained.

By assumption F|l=1 is non-trivial and 2-false under a. If F|l=1 is I- or II-
constrained, the lemma holds. The remaining case to consider is that F|l=1 has
a (0, 0, 0)-clause l1 ∨ l2 ∨ l3 such that each F|l=1,li=1 is II-constrained. If an
F|l=1,li=1 is I-constrained then F|l=1 is II-constrained and the lemma holds. We
have to consider the situation that in each F|l=1,li=1 we have a (0, 0, 0)-clause
ki ∨ ki,1 ∨ ki,2 such that (without loss of generality) setting ki = 1 shows that
F|l=1,li=1 is II-constrained. This means that Gi = F|l=1,li=1,ki=1 is I-constrained
for i = 1, 2, 3. As F is 3-false under a, we obtain that Gi is false under a.

It follows from the remark in the beginning of our proof that Gi is non-trivial.
The final idea is as follows. A clause that causes Gi to be I-constrained is

present in F or generated in 1 or 2 (but not 3 because of F is in 3-CNF) of the
steps l = 1, li = 1, ki = 1. If the clause is present in F we are done. If the step
l = 1 is among the steps making at least one Gi I-constrained, F|l=1 is already
II-constrained. If for no Gi the step l = 1 is necessary to make Gi I-constrained,
the clause l1 ∨ l2 ∨ l3 and other clauses already present in F cause each Gi to be
I-constrained. This means that F itself is III-constrained. The missing details of
this argument follow below.

We consider several cases depending on the types of clauses that make Gi

I-constrained:
Case of (0, 0)-clause. If Gi has a (0, 0)-clause h1 ∨ h2 then h1 ∨ h2 is gen-

erated when setting ki = 1. This is because we assume that F|l=1,li=1 is not
I-constrained. Therefore F|l=1,li=1 has a (1, 0, 0)-clause k̄i ∨ h1 ∨ h2 and the
(0, 0, 0)-clause ki ∨ ki,1 ∨ ki,2 where h1, h2 6= ki. As F is in 3-CNF these clauses
are also present in F and we obtain that F is already II-constrained.

Case of 0-clause. If Gi has a 0-clause hi then hi is generated when setting
ki = 1. Again this is because we assume that F|l=1,li=1 is not I-constrained.
Therefore F|l=1,li=1 has a (1, 0)-clause k̄i∨hi and the (0, 0, 0)-clause ki∨ki,1∨ki,2
where hi 6= ki. The clause ki ∨ ki,1 ∨ ki,2 is present in F and Fl=1. If k̄i ∨ hi is
also present in F|l=1 then F|l=1 is II-constrained and we are done.

We have to assume that k̄i ∨ hi is not present in F|l=1. Then F|l=1 has the
(0,0,0)-clauses

l1 ∨ l2 ∨ l3

ki ∨ ki,1 ∨ ki,2
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and the (1,1,0)-clause l̄i ∨ k̄i ∨ hi. Since F is in 3-CNF, these clauses also belong
to F .

Case of (0, 0, 0)-clause and 1-clause. Let h′
i ∨ h′′

i ∨ h′′′
i be a (0, 0, 0)-clause

with respect to a in Gi. Let h̄′
i be a 1-clause in Gi (without loss of generality).

If F|l=1,li=1 has the 1-clause h̄′
i then F|l=1 is II-constrained and we are done.

So we assume that F|l=1,li=1 does not have the clause h̄′
i. Then F|l=1,li=1

must have the clause k̄i ∨ h̄′
i. If this clause is also present in F|l=1 then F|l=1 is

II-constrained and we are done.
We still need to assume that the clause k̄i ∨ h̄′

i is not in F|l=1. Then F|l=1
has the (0,0,0)-clauses

l1 ∨ l2 ∨ l3

ki ∨ ki,1 ∨ ki,2

h′
i ∨ h′′

i ∨ h′′′
i

and the (1,1,1)-clause l̄i ∨ k̄i ∨ h̄′
i. Since F is in 3-CNF, these clauses are also

present in F .
If we cannot conclude that F or F|l=1 is II-constrained by now, we obtain

that for each i = 1, 2, 3, one of the two remaining cases above applies. Then the
(0, 0, 0)-clauses l1 ∨ l2 ∨ l3, ki ∨ ki,2 ∨ ki,3 for i = 1, 2, 3, and the other clauses as
specified above are present in F . These clauses show that F is III-constrained
because when we branch on the clause l1 ∨ l2 ∨ l3 instead of considering F|l=1,
we can see that each F|li=1 is II-constrained. ut

Corollary 2. Let F be non-trivial and 2-false with respect to a. If F is not
III-constrained with respect to a then F is satisfiable.

Proof. If F is not 3-false under a then F is satisfiable and the corollary is proved.
So assume F is 3-false and has clauses false under a. The only such clauses are
(0, 0, 0)-clauses because F is not III-constrained and, therefore, not I-constrained
with respect to a. Let l1 ∨ l2 ∨ l3 be a (0, 0, 0)-clause with respect to a in F . Then
each F|li=1 is non-trivial and 2-false (cf. the remark in the beginning of the
proof of Lemma 4). If each F|li=1 is III-constrained, we obtain from Lemma 4
that each F|li=1 is II-constrained or F itself is III-constrained. In any case F is
III-constrained.

However F is not III-constrained by assumption. Therefore we obtain that at
least one Fli=1 is non-trivial, 2-false under a, and not III-constrained. Moreover,
Fli=1 has strictly less false clauses than F . Induction on the number of false
clauses of F shows that finally we arrive at a formula that is not any more
3-false under a and hence satisfiable. ut

Like the initial version of the procedure Search(F, a, r) defined in Sect. 2, the
new version takes as input a formula F in 3-CNF with n variables, an initial
assignment a, and a radius r. It returns true if F has a satisfying assignment
inside the ball of radius r around a. If F is unsatisfiable, the procedure returns
false.
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Procedure Search(F, a, r)

1. If F is not 2-false under a then return true.
2. If r ≤ 0 then return false.
3. If F contains the empty clause then return false.
4. If F is not III-constrained with respect to a then return true.
5. If F is I-constrained with respect to a then branch on a false clause that

certifies that F is I-constrained.
6. If F is II-constrained with respect to a then branch on a false clause that

certifies that F is II-constrained.
7. Branch on a false clause that certifies that F is III-constrained.

Here the notion of branching is modified as follows. If we branch on a
(0, 0, 0)-clause l1 ∨ l2 ∨ l3 such that F has the 1-clause l̄i then we do not run
Search(Fli=1, a, r − 1).

The correctness of the procedure follows from Lemma 1 and 2 by induction
on r. To estimate the number of leaves of the recursion tree, we use the function
H defined by recursion as follows: H(0) = 1, H(1) = 3, H(2) = 9, and for r ≥ 3

H(r) = 6 · (H(r − 2) + H(r − 3)).

Lemma 5. Let L(F, a, r) be the number of leaves of the recursion tree of the
procedure Search(F, a, r). Then we have L(F, a, r) ≤ H(r) for all r.

Proof. We first show that 2 ·H(r − 1) ≤ H(r) for all r ≥ 1. This holds for r = 1,
r = 2 and r = 3. For r > 3 the inequality is proved by easy induction. Second
we show that 2 · (H(r − 1) + H(r − 2)) ≤ H(r) for r ≥ 2. This can be calculated
directly for r = 2, 3, 4. For r > 4 we use induction:

2 · H(r − 1) + 2 · H(r − 2)
= 12 · H(r − 3) + 12 · H(r − 4) + 12 · H(r − 4) + 12 · H(r − 5)
≤ H(r) (induction hypothesis)

The claim of the lemma now holds for r = 0, 1, 2. For induction on r we proceed
as follows. If F is not 2-false under a, we have one leaf in the recursion tree of
Search(F, a, r) and the claim holds. The same applies when F has the empty
clause. If F is not III-constrained with respect to a, we again have only one leaf
and the claim holds.

Otherwise F is I-, II-, or III-constrained. The claim follows by induction,
applying the inequalities above and the definition of H. ut

To obtain an explicit bound on the size of the recursion tree, we solve the
recurrence for H. If α satisfies the equation α3 = 6·α+6, we assume H(m) = αm

for m ≤ r and derive H(r + 1) = αr+1. The initial conditions are taken care
of when we bound H(r) ≤ 9 · αr for all r where α is the unique (some calculus
required) positive solution of the cubic equation above. One can calculate that
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α = 3
√

4+ 3
√

2 which is between 2.847 and 2.848. Hence the induction base holds.
For the induction step observe that

H(r + 1) ≤ 6 · 9 · αr−1 + 6 · 9 · αr−2 (induction hypothesis)
= 9 · αr+1

Choosing ρ = 0.26, we obtain a satisfiability algorithm running in time expo-
nential in n where the base of the exponent is 2εn times

(
2.8480.26 · 21−h(0.26)

)n

.

Therefore, the running time of our 3-SAT algorithm is bounded by 1.481n.

6 Conclusion

In [15] the fourth author has shown that the idea of local search yields proba-
bilistic algorithms whose running time is the best known for probabilistic 3-SAT
algorithms. Here we show that local search can be also used to obtain fast de-
terministic algorithms for k-SAT. Similarly to [15], it is possible to extend our
approach to the more general class of constraint satisfaction problems. In con-
trast to other deterministic k-SAT algorithms, our basic algorithm presented in
Sect. 4 is technically very simple and has a better running time.

The improvement for 3-SAT given in Sect. 5 can be generalized to k-SAT. It
is an open problem whether this method can be used to improve the complexity
of the probabilistic algorithm from [15] (either for 3-SAT or for k-SAT).
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15. U. Schöning. A probabilistic algorithm for k-SAT and constraint satisfaction prob-
lems. In Proceedings of the 40th Annual IEEE Symposium on Foundations of Com-
puter Science, FOCS’99, pages 410–414, 1999.

16. W. Zhang. Number of models and satisfiability of sets of clauses. Theoretical
Computer Science, 155:277–288, 1996.



Closest Vectors, Successive Minima,
and Dual HKZ-Bases of Lattices

Johannes Blömer?
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Abstract. In this paper we introduce a new technique to solve lattice
problems. The technique is based on dual HKZ-bases. Using this tech-
nique we show how to solve the closest vector problem in lattices with
rank n in time n! · sO(1), where s is the input size of the problem. This is
an exponential improvement over an algorithm due to Kannan and Hel-
frich [16,15]. Based on the new technique we also show how to compute
the successive minima of a lattice in time n! · 3n · sO(1), where n is the
rank of the lattice and s is the input size of the lattice. The problem
of computing the successive minima plays an important role in Ajtai’s
worst-case to average-case reduction for lattice problems. Our results
reveal a close connection between the closest vector problem and the
problem of computing the successive minima of a lattice.

1 Introduction

In this paper we study two classical problems from the geometry of numbers,
the closest vector problem (Cvp) and the shortest linearly independent vectors
problem (Sivp). In the closest vector problem we are given a lattice L and some
vector t in the R-vector space span(L) spanned by the vectors in L. We are asked
to find a vector u ∈ L, whose Euclidean distance to t is as small as possible. To
define the second problem, first we need to define the successive minima λk(L)
of a lattice of L. We call the dimension of span(L) the rank of L. Let k be an
integer less than or equal to the rank of L. The k-th successive minimum of L is
the smallest real number r such that L contains k linearly independent vectors of
Euclidean length at most r. In the shortest linearly independent vectors problems
we are given a lattice L with rank n. We are asked to find n linearly independent
vectors v1, . . . ,vn such that the length of vk is λk(L). It is a well-known fact,
that vectors with this property always exist (see [9]).

Next to the shortest vector problem, Cvp is the most intensively studied
problem in the algorithmic geometry of numbers. Cvp is an NP-hard problem
(see for example [16]). Cvp is also hard to approximate (see [3,4,13]). The best
result in this direction is due to [13], who show that Cvp can not be approxi-
mated within a factor of n1/ log log(n), where n is the rank of the lattice. On the
? Work done while at Institut für theoretische Informatik, ETH Zürich, Switzerland

U. Montanari et al. (Eds.): ICALP 2000, LNCS 1853, pp. 248–259, 2000.
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positive side, Babai [6] showed that in polynomial time the distance of a vector
t ∈ span(L) to its closest vectors in L can be approximated within a factor of
(3/

√
2)n. Babai’s algorithm is based on the LLL-algorithm. The best algorithm

to determine the exact distance from t ∈ span(L) to L is due to Kannan [16],
with improvements partly due to Helfrich [15]. Kannan’s algorithm achieves a
running time of nn ·sO(1), where n is the rank of L and s is the representation size
of t and L. Kannan’s algorithm is based on so-called HKZ-bases for lattices. An
HKZ-basis for L is a basis for L consisting of “short” vectors (a precise definition
is given in Section 2).

The first result of this paper is an improvement of Kannan’s algorithm. We
describe an algorithm that computes a vector in L closest to t in time n! · sO(1).
Since nn/n! ≈ en, this is an exponential improvement over Kannan’s result. The
new algorithm is simple and, unlike previous algorithms for lattice problems, it
uses dual HKZ-bases. A dual HKZ-basis is a basis, whose dual is a HKZ-basis of
the dual lattice L∗ (see Section 2 for exact definitions). The algorithm is based
on the following two facts.

1. Assume t =
n∑
j=1

qjbj , qj ∈ Q, where [b1, . . . ,bn] is a dual HKZ-basis for L.

If u =
n∑
j=1

cjbj , cj ∈ Z, is a vector in L closest to t, then

|qn − cn| ≤ n/2. (1)

2. Assume c ∈ Z and v is a vector in the lattice L′ spanned by the vectors
[b1, . . . ,bn−1] such that c · bn + v is a vector in L closest to t, then v is a
vector in L′ closest to the orthogonal projection of t − c · bn onto span(L′).

The second fact is straightforward. The first one follows from so-called trans-
ference bounds. Transference bounds relate fundamental constants of a lattice L
and its dual L∗ (see [7,18]). From the above mentioned facts one gets the follow-
ing algorithm for Cvp. For all integers c with |qn−c| ≤ n/2, recursively compute
a vector vc in L′ closest to the orthogonal projection of t− c ·bn onto L′. Among
the vectors vc + c · bn determine one closest to t.

The new technique based on dual HKZ-bases also sheds light on the com-
plexity of Sivp. Although the successive minima of a lattice are a classical notion
in the geometry of numbers, until recently the complexity of Sivp has received
little attention. This changed with Ajtai’s discovery of the connection between
the average-case complexity of the shortest vector problem (Svp) and the worst-
case complexity of Sivp (see [1,2,12,10,11] among others). This connection also
opened up the possibility of developing provably secure cryptographic primitives
based on the single assumption P 6= NP (see for example [5]). Hence, understand-
ing the complexity of Sivp is an important issue in complexity theory as well as
cryptography.

In [8] it was shown that Sivp is NP-hard. Moreover, it was shown, that
λn(L) is hard to approximate within a factor of n1/2 log log(n). Here n is the
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rank of the lattice L. On the positive side, the LLL-algorithm approximates
all successive minima of a lattice within a factor of 2n/2. The only previously
published algorithm, we are aware of, that solves Sivp exactly is due to Pohst
[19]. However, this algorithm predates the LLL-algorithm and no analysis for
the algorithm was given. An algorithm of Helfrich [15] to compute a so-called
Minkowski-basis of a lattice can be modified in order to solve Sivp. This modified
algorithm solves Sivp in time nn

2 · sO(1), where n is the rank of L and s its
representation size.

In this paper, we observe that Sivp closely resembles Cvp. In fact, the prob-
lem Sivp is a special case of the following generalization of Cvp. As in Cvp,
we are given a lattice L and a vector t ∈ span(L). Moreover, we are given an
affine space A ⊂ span(L). We are asked to find a vector u in L\A closest to t.
That is, we are looking for a closest vector to t in L avoiding the affine space A.
We call this problem the generalized closest vector problem (Gcvp). The con-
nection between Gcvp and Sivp is as follows. Suppose we already know linearly
independent lattice vectors v1, . . . ,vk−1, where the length of vi is λi(L). It is
well-known that there is always a lattice vector vk linearly independent from
vi, i ≤ k − 1, with length λk(L). We can characterize vk as follows. vk is in-
dependent from vi, i ≤ k − 1, iff vk 6∈ S = span(v1, . . . ,vk−1). Moreover, it
must be a vector in L\S closest to the origin 0 . Hence, vk can be described
as a solution to an instance of Gcvp. It might seem more natural to describe
vk as a shortest vector in L\S. However, we will give a recursive algorithm for
Sivp and Gcvp that closely resembles the algorithm for Cvp described above.
In this recursive algorithm, even if we start with a linear subspace S and target
vector 0, we need to solve instances of Gcvp with arbitrary target vectors and
arbitrary affine subspaces.

Our algorithm for Sivp and Gcvp achieves a running time of 3n · n! · sO(1).
This differs from the running time for Cvp by a factor of 3n. This difference
is caused by a weaker version of equation (1) for Gcvp. The running time we
achieve is exponentially better than the running time one achieves by using the
technique of Helfrich based on HKZ-bases. Moreover, the algorithm indicates
that Sivp is at least as difficult as Cvp.

Let us briefly summarize the main contributions of this paper.

1. We introduce a new technique for solving lattice problems. This technique
is based on dual HKZ-bases.

2. Based on the technique, we give an improved algorithm for the closest vector
problem.

3. We give a new algorithm for the shortest independent vectors problem.
4. We show a close connection between Sivp and Gcvp. This in turn hints at

a connection between Sivp and Cvp.

The last point immediately leads to the main open question this paper raises. Is
the problem Sivp polynomial-time reducible to Cvp, or vice versa? More gener-
ally, is Gcvp polynomial-time reducible to Cvp? It would also be interesting to
see whether other lattice problems can be solved using dual HKZ-bases. A good
candidate is the computation of a Minkowski-basis of a lattice (see [15]).
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The paper is organized as follows. In Section 2, we state the most important
facts used in this paper. In Section 3, we describe the algorithm for the closest
vector problem. The solution to the shortest independent vectors problem and
the generalized closest vector problem is given in Section 4.

2 Basis Definitions and Facts

In this section we define several fundamental concepts and state important re-
sults from the geometry of numbers that will be used throughout this paper.
Given a lattice L and a target vector t ∈ span(L), by µ(t, L) denote the Eu-
clidean distance of a closest vector in L to t.

Definition 1. The number µ(L) := max
t∈span(L)

µ(t, L) is called the covering radius

of L.

Given a lattice L and a basis [b1, . . . ,bn] of L, we denote the sublattice with
basis [b1, . . . ,bk] by Lk, k = 1, . . . , n. Hence Ln = L. The dual lattice L∗ of L is
defined as

{v ∈ span(L) : 〈v,w〉 ∈ Z for all w ∈ L} .

For a basis [b1, . . . ,bn] of L there is a unique basis [b∗
1, . . . ,b∗

n] of L∗ satisfying

〈bi,b∗
j 〉 =

{
1 if i + j = n + 1,
0 otherwise.

This basis is called a dual basis to the basis [b1, . . . ,bn].
The following theorem is the most important ingredient in the analysis of our

algorithms. Results of this type are usually referred to as transference bounds,
since they relate fundamental constants of L to fundamental constants of L∗.
The version we state here is due to Banaszczyk [7]. Weaker versions were proved
by Lagarias, Lenstra, and Schnorr [18].

Theorem 1 (Transference bounds). For every lattice L of rank n and its
dual L∗ the following inequalities hold

1. λi(L) · λn−i+1(L∗) ≤ n, i = 1, . . . , n.
2. µ(L) · λ1(L∗) ≤ n/2.

For n → ∞, the right-hand sides in the theorem both can be replaced by n/(2π).
Using these bounds the running times of our algorithms can be improved. How-
ever, in order to keep the exposition simple, we will use the bounds given in
Theorem 1, valid for any lattice.

For a lattice L in Rm with basis [b1, . . . ,bn] and for 1 ≤ i ≤ n we define the
lattices L(n−i+1) := πi(L), where πi : Rm → span(Li−1)⊥ denotes the orthogonal
projection onto the orthogonal complement of span(Li−1). The lattice L(n−i+1)

has rank n−i+1 and a basis is given by [πi(bi), . . . , πi(bn)]. For a vector v ∈ L we
denote πi(v) by v(i). Moreover, πi(bi) = b†

i = bi(i) for basis vectors b1, . . . ,bn.
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The vectors [b†
1, . . . ,b†

n] are the Gram-Schmidt orthogonalization of [b1, . . . ,bn].
The numbers

µij :=
〈bi,b†

j〉
〈b†
i ,b

†
j〉

, 1 ≤ j < i ≤ n,

are called the Gram-Schmidt coefficients of [b1, . . . ,bn] A basis [b1, . . . ,bn] is
called weakly reduced iff |µij | ≤ 1/2 for 1 ≤ j < i ≤ n.

Definition 2. A basis [b1, . . . ,bn] of a lattice L is called an HKZ-basis (Her-
mite, Korkin, Zolotarev) iff

(i) [b1, . . . ,bn] is weakly reduced.
(ii) b†

i is a shortest non-zero vector in L(n−i+1), i = 1, . . . , n.

A basis [b1, . . . ,bn] of a lattice L is called a dual HKZ-basis, iff the dual basis
[b∗

1, . . . ,b∗
n] is an HKZ-basis of the dual lattice L∗.

By (ii), the first vector b1 of an HKZ-basis [b1, . . . ,bn] is a shortest vector of
the lattice L. The following lemma will prove to be useful. It was used without
proof in [18]. A proof for it will be contained in the full version of this paper.

Lemma 1. If [b1, . . . ,bn] is a dual HKZ-basis for L, then [b1, . . . ,bk] is a dual
HKZ-basis for Lk, k = 1, . . . , n.

Next we need to say something about representations and representation
sizes of vectors, lattices, and affine subspaces. We always assume that a lattice
L ⊂ Qm is given by a basis [b1, . . . ,bn] of L. The representation size s of a
lattice L ⊂ Qm with respect to the basis [b1, . . . ,bn] is the maximum of m
and the binary lengths of the numerators and denominators of the coordinates

of the basis vectors bj . Given a vector t =
n∑
j=1

qjbj , qj ∈ Q, the representation

size of t with respect to [b1, . . . ,bn] is the maximum of m and of the binary
lengths of the numerators and denominators of the coefficients qj . In the sequel,
if we speak of the representation size of a lattice L, or of a vector t ∈ span(L),
without referring to some specific basis, we implicitly assume that some basis
[b1, . . . ,bn] for L is given. Finally, an affine space A is represented as u + S for
some vector u ∈ Qm and some linear subspace S. The subspace S is represented
by some basis [w1, . . . ,wk], k ≤ m. The representation size of A with respect
to u and S is the maximum of m and the binary lengths of the numerators and
denominators of the coordinates of the vectors u,wj .

The only algorithmic tool we need in this paper is an algorithm to compute
an HKZ-basis for a lattice L. Recall that the first vector of an HKZ-basis of L is
a shortest vector in L. Incorporating improvements by Helfrich, an algorithm by
Kannan obtains the following running times (see [16,15]).

Theorem 2. Given a lattice L ∈ Qm with rank(L) = n and representation size
s, then an HKZ-basis of L can be computed with nn/2 ·sO(1) arithmetic operations
on integers of size sO(1). In particular, a shortest vector in L can be computed
within the time bounds stated above.
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3 The Closest Vector Problem

In this section we present the algorithm solving the closest vector problem. In
the following section we will present the algorithm for the generalized closest
vector problem. The algorithms are almost identical. But the basic ideas are
clearer in case of the (classical) closest vector problem. Also, the running time
we achieve for the closest vector problem is better than for the generalized closest
vector problem. First we state and prove the lemmas crucial to our approach as
outlined in Section 1.

Lemma 2. Let L be a lattice of rank n with dual HKZ-basis [b1, . . . ,bn] and let

t be a vector in span(L), t =
n∑
j=1

qjbj , qj ∈ Q. If u =
n∑
j=1

cjbj , cj ∈ Z, is a vector

in L closest to t, then
|qn − cn| ≤ n/2.

Proof. Let [b∗
1, . . . ,b∗

n] be the basis dual to [b1, . . . ,bn]. By definition of a
dual basis, |qn − cn| = |〈t − u,b∗

1〉|. Recall that the first vector in an HKZ-
basis of a lattice is a shortest vector of the lattice. Hence, in the present case,
‖b∗

1‖ = λ1(L∗). Applying the Cauchy-Schwarz-inequality, we obtain

|qn − cn| = |〈t − u,b∗
1〉| ≤ ‖t − u‖ · ‖b∗

1‖ ≤ µ(L) · λ1(L∗).

The transference bound (Theorem 1) proves the lemma. ut
The next lemma is the key to the recursive step of our algorithm for the closest
vector problem.

Lemma 3. Let L be a lattice of rank n with dual HKZ-basis [b1, . . . ,bn] and
let t be a vector in span(L). Fix some integer c and denote by w the orthogonal
projection of t − c · bn, c ∈ Z, onto span(Ln−1). The vector v + c · bn,v ∈ Ln−1,
is a closest vector to t of the form u + c · bn,u ∈ Ln−1, iff v is a vector in Ln−1
closest to w.

Proof. By definition w = t − c · bn − t(n) + c · b†
n. Consider an arbitrary vector

of the form u + c · bn,u ∈ Ln−1. Since u(n) = u, the squared distance from
u + c · bn to t is given by ‖t − c · bn − u‖2 = ‖t(n) − c · b†

n‖2 + ‖w − u‖2. The
term ‖t(n) − c · b†

n‖2 is independent of the choice of u. Hence, for v ∈ Ln−1 we
get

‖v + c · bn − t‖ = min
u∈Ln−1

‖u + c · bn − t‖ ⇐⇒ ‖v − w‖ = min
u∈Ln−1

‖u − w‖.

This proves the lemma. ut
Now we are in a position to state the algorithm for the closest vector prob-
lem, prove its correctness, and analyze its running time. The input to the al-
gorithm is a dual HKZ-basis [b1, . . . ,bn] of the lattice L and a target vector

t =
n∑
j=1

qjbj , qj ∈ Q.
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Algorithm Closest Vector

IF n = 1 THEN
Compute the closest integer c to q1 and return c · b1.

ELSE
Set C := ∅.
FOR c = −n/2 TO n/2 DO

Compute the orthogonal projection w of t − c · bn onto span(Ln−1).
Recursively call Algorithm Closest Vector with input basis
[b1, . . . ,bn−1] and target vector w.
Set C := C ∪ {v + c · bn}, where v is the vector returned by the
recursive call.

END
Compute and return an element in C closest to t.

END

Next we show the correctness of the algorithm.

Lemma 4. Assume the input to Algorithm Closest Vector is a dual HKZ-basis

[b1, . . . ,bn] of the lattice L and a target vector t =
n∑
j=1

qjbj , qj ∈ Q. Then the

algorithm computes a vector in L closest to t.

Proof. We show the correctness of the algorithm by induction on the rank n. For
n = 1 the algorithm correctly computes closest vectors. So assume the algorithm
correctly computes closest vectors for all lattices of rank < n. Now assume L is
a lattice with rank n. By Lemma 1, [b1, . . . ,bn−1] is a dual HKZ-basis of Ln−1
and, by induction assumption, the recursive calls to the algorithm return closest
vectors to the orthogonal projections of t − c · bn, c ∈ Z, |c| ≤ n/2. By Lemma 2
and Lemma 3, a vector in L closest to t can be written as u+c ·bn with |c| ≤ n/2
and u an arbitrary vector in Ln−1 closest to the orthogonal projection of t−c·bn
onto span(Ln−1). Hence the last line in the algorithm correctly computes a vector
in L closest to t. ut
The running time of Algorithm Closest Vector is analyzed as follows.

Lemma 5. Assume the lattice L ⊂ Rm and the target vector t have represen-
tation size s with respect to the dual HKZ-basis [b1, . . . ,bn]. Then Algorithm
Closest Vector uses at most n! · mO(1) arithmetic operations on integers of size
sO(1).

Proof. By T (n, m) denote the maximal number of arithmetic operations Algo-
rithm Closest Vector uses for lattices L ⊂ Rm with rank n and target vectors
t ∈ span(L). Since projections can be computed with mO(1) arithmetic opera-
tions and the last step in Algorithm Closest Vector also requires mO(1) arithmetic
operations, for T (n, m) we obtain the following recurrence relation

T (n, m) = n · T (n − 1, m) + mO(1).
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For lattices L ⊂ Rm with rank 1 the algorithm uses mO(1) arithmetic operations.
Hence, the recurrence for T (n, m) solves to n! · mO(1), proving our claim on the
number of arithmetic operations.

The analysis of the size of the integers involved is straightforward and omitted
in this extended abstract. ut
For Algorithm Closest Vector we assume that we are already given a dual HKZ-
basis of L and that the target vector t is represented as a linear combination
of the vectors in the dual HKZ-basis. However, combining Algorithm Closest
Vector with the Kannan/Helfrich algorithm to compute HKZ-bases we obtain
the following theorem.
Theorem 3. Given a lattice L with rank n and a vector t ∈ span(L) both with
representation size s. A closest vector to t in the lattice L can be computed with
n! · mO(1) + nn/2 · sO(1) arithmetic operations on integers of size sO(1).

Proof. Since L has representation size s, the dual lattice L∗ has representation
size sO(1). By Theorem 2, an HKZ-basis [b∗

1, . . . ,b∗
n] for L∗ can be computed with

nn/2sO(1) arithmetic operations on integers of size sO(1). From this basis within
the bounds stated in the theorem we compute a dual HKZ-basis [b1, . . . ,bn] of
L. Also the representation of t with respect to the basis [b1, . . . ,bn] can be com-
puted within the time bounds stated in the theorem. In particular, with respect
to the new basis [b1, . . . ,bn] the lattice L and the vector t have representation
size sO(1). Next we apply Algorithm Closest Vector to the dual HKZ-basis com-
puted previously and target vector t to obtain a vector in L closest to t. The
theorem follows from Lemma 5. ut
Note that once an HKZ-basis for L∗ has been computed, the number of arith-
metic operations used by the algorithm is independent of s. This is a feature our
algorithms shares with Kannan’s algorithm for the closest vector problem. Kan-
nan’s algorithm needs nn · mO(1) + nn/2 · sO(1) arithmetic operations on integers
of size sO(1). Hence our algorithms uses a number of arithmetic operations that
is by a factor of roughly nn/n! ≈ en smaller than the number of operations used
by Kannan’s algorithm.

4 Successive Minima and the Generalized Closest Vector
Problem

In this section we describe the algorithms for the generalized closest vector prob-
lem and the shortest independent vectors problem. Since the basic ideas and
proofs are almost identical to the ones presented in the previous section we will
be brief. First, we need to generalize Lemma 2 and Lemma 3 appropriately.
Lemma 6. Let L ⊂ Rm be a lattice of rank n with dual HKZ-basis [b1, . . . ,bn],
let A ⊂ Rm be an affine subspace with L 6⊂ A, and let t be a vector in span(L),

t =
n∑
j=1

qjbj , qj ∈ Q. If u =
n∑
j=1

cjbj , cj ∈ Z, is a vector in L\A closest to t, then

|qn − cn| ≤ 3/2 · n.
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To prove this lemma, first we prove two auxiliary lemmas.

Lemma 7. Let L ⊂ Rm be a lattice. If A is an affine subspace of Rm with L 6⊂ A,
then the affine space A′ = A ∩ span(L) has dimension at most n − 1.

Proof. Since L 6⊂ A, we conclude that span(L) 6⊂ A. Hence the affine space
A′ = A ∩ span(L) is a proper subset of span(L). This shows that the dimension
of A′ is at most n − 1. ut

Lemma 8. Let L be a lattice with rank n and let A′ be an affine subspace of
span(L) with dim(A′) < n. For all t ∈ span(L), a closest vector u to t in the set
L\A′ has distance at most µ(L) + λn(L) to t.

Proof. Let v be a closest vector to t in the lattice L. Let v1, . . . ,vn ∈ L be
linearly independent with ‖vi‖ = λi(L). Since vi, i = 1, . . . , n, are linearly inde-
pendent, at least one vector in {v,v + v1, . . . ,v + vn} is not contained in A′. If
v 6∈ A′ the lemma is clearly true. So assume v + vh, 1 ≤ h ≤ n, is not contained
in A′. Since ‖v − t‖ ≤ µ(L) by definition of the covering radius µ(L),

‖v + vh − t‖ ≤ ‖v − t‖ + ‖vh‖ ≤ µ(L) + λh(L) ≤ µ(L) + λn(L),

ut
Proof (of Lemma 6). Applying Lemma 7 shows that the dimension of A′ =
span(L) ∩ A is at most n − 1. Since L\A = L\A′, Lemma 8 applied with lattice
L, affine space A′, and target vector t shows

‖u − t‖ ≤ µ(L) + λn(L). (2)

Denote by [b∗
1, . . . ,b∗

n] a dual basis to [b1, . . . ,bn]. Using the Cauchy-Schwarz-
inequality we obtain

|qn − cn| = ‖〈t − u,b∗
1〉‖ ≤ ‖t − u‖ · ‖b∗

1‖ ≤ (µ(L) + λn(L)) · λ1(L∗),

where the last inequality follows from (2) and from ‖b∗
1‖ = λ1(L∗). Applying the

transference bounds (Theorem 1) shows

|qn − cn| ≤ 3/2 · n.

ut
The next lemma generalizes Lemma 3. It is the key to the recursive step of our
algorithm for the generalized closest vector problem.

Lemma 9. Let L be a lattice of rank n with dual HKZ-basis [b1, . . . ,bn], let
A ⊂ Rm be an affine subspace with L 6⊂ A, and let t be a vector in span(L). Fix
an integer c and denote by w the orthogonal projection of t − c · bn, c ∈ Z, onto
span(Ln−1). The vector v + c · bn,v ∈ Ln−1, is a closest vector to t in L\A of
the form u + c · bn,u ∈ Ln−1, iff v is a vector in Ln−1\(−c · bn + A) closest to
w.
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Proof. A vector u + c · bn,u ∈ Ln−1 is contained in L\A, iff u is contained in
Ln−1\(−c · bn + A). As in the proof for Lemma 3 we can now argue that for
v ∈ Ln−1\(−c · bn + A) we get

‖v + c · bn − t‖ = minu∈Ln−1\(−c·bn+A) ‖u + c · bn − t‖
⇐⇒ ‖v − w‖ = minu∈Ln−1\(−c·bn+A) ‖u − w‖.

This proves the lemma. ut

Now we are in a position to state the algorithm solving the generalized closest
vector problem. The input to the algorithm is a dual HKZ-basis [b1, . . . ,bn]

of L, an affine subspace A ⊂ Rm, and a target vector t =
n∑
j=1

qjbj , qj ∈ Q. To

treat the case that L ⊂ A, we introduce a special symbol ω. The algorithms will
output ω, iff L ⊂ A.

Algorithm Generalized Closest Vector

IF n = 1 THEN
IF L ⊂ A THEN

Return ω
ELSE

Compute the closest integer c to q1
IF c · b1 6∈ A THEN

Return c · b1
ELSE

Compute the closest integer c′ 6= c to q1 and return c′ · b1.
END

END
ELSE

Set C := ∅.
FOR c = −3/2 · n TO 3/2 · n DO

Compute the orthogonal projection w of t − c · bn onto span(Ln−1).
Recursively call Algorithm Generalized Closest Vector with basis
[b1, . . . ,bn−1], affine space −c · bn + A, and target vector w.
IF the recursive call returns a vector v 6= ω THEN

Set C := C ∪ {v + c · bn}.
END
IF C 6= ∅ THEN

Compute and return a closest element in C to t.
ELSE

Return ω
END

END
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Next we show the correctness of the algorithm and analyze its running time.

Lemma 10. Assume the input to Algorithm Generalized Closest Vector is a
dual HKZ-basis [b1, . . . ,bn] of the lattice L, a target vector t represented as

t =
n∑
j=1

qjbj , qj ∈ Q, and an affine subspace A ⊂ Rm. Then Algorithm General-

ized Closest Vector computes a closest vector in L\A to t.

Proof. We only show that for n = 1 the algorithm correctly computes a closest
vector in L\A. The remainder of the proof is almost identical to the proof of
Lemma 4.

By Lemma 7, if L 6⊂ A then the dimension of span(L) ∩ A is either 0 or
the intersection span(L) ∩ A is empty. Therefore, L and A either have empty
intersection or they intersect in a single point. From this the correctness of
Algorithm Generalized Closest Vector for lattices with rank 1 follows. ut

Lemma 11. Assume the lattice L ⊂ Rm and the target vector t have representa-
tion size s with respect to the dual HKZ-basis [b1, . . . ,bn]. Also assume that the
representation size of A is s. Then a vector in L\A closest to t can be computed
with 3n · n! · mO(1) arithmetic operations on integers of size sO(1).

Proof. The result follows exactly as Lemma 5 with the recurrence T (n, m) =
T (n−1, m)+mO(1) replaced by the recurrence T (n, m) = 3·n·T (n−1, m)+mO(1).

ut
Finally we obtain

Theorem 4. Given a lattice L with rank n, an affine space A ⊂ Rm, and a
vector t ∈ span(L), all with representation size s. A closest vector to t in L\A
can be computed with 3n ·n!·mO(1)+nn/2 ·sO(1) arithmetic operations on integers
of size sO(1).

The proof of this theorem is the same as the proof for Theorem 3. As mentioned
in Section 1, Theorem 4 implies

Theorem 5. Given a lattice L with rank n and representation size s. Linearly
independent vectors v1, . . . ,vn ∈ L with λi(L) = ‖vi‖ can be computed with
3n · n! · mO(1) + nn/2 · sO(1) arithmetic operations on integers of size sO(1).
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Abstract. Whenever we have data represented by constraints (such as
order, linear, polynomial, etc.), running time for many constraint pro-
cessing algorithms can be considerably lowered if it is known that certain
variables in those constraints are independent of each other. For example,
when one deals with spatial and temporal databases given by constraints,
the projection operation, which corresponds to quantifier elimination, is
usually the costliest. Since the behavior of many quantifier elimination
algorithms becomes worse as the dimension increases, eliminating certain
variables from consideration helps speed up those algorithms.

While these observations have been made in the literature, it re-
mained unknown when the problem of testing if certain variables are
independent is decidable, and how to construct efficiently a new rep-
resentation of a constraint-set in which those variables do not appear
together in the same atomic constraints. Here we answer this question.
We first consider a general condition that gives us decidability of vari-
able independence; this condition is stated in terms of model-theoretic
properties of the structures corresponding to constraint classes. We then
show that this condition covers the domains most relevant to spatial
and temporal applications. For some of these domains, including linear
and polynomial constraints over the reals, we provide a uniform decision
procedure which gives us tractability, and present a polynomial-time al-
gorithm for producing nice constraint representations.

1 Introduction

We start with a simple example. Suppose we have a set S ⊆ R2 given by simple
order-constraints ϕ(x, y) = (0 < x < 1) ∧ (0 < y < 1). Suppose we want to
find its projection on the x axis. This means writing the formula ∃y ϕ(x, y) as
a quantifier-free formula. This can be done, in general, because the theory of
〈R, <, (r)r∈R〉 admits quantifier elimination. But in this particular case it is very
easy to find a quantifier-free formula equivalent to ∃y ϕ(x, y) using just standard
rules for equivalence of first-order formulae:

∃y ϕ(x, y) ↔ (0 < x < 1)∧∃y (0 < y < 1) ↔ (0 < x < 1)∧true ↔ 0 < x < 1.
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Now notice that ϕ can be considered as a formula in the language of the real
field 〈R,+, ·, 0, 1, <〉 whose theory also admits quantifier elimination. Suppose
then that instead of ϕ, we are given an equivalent formula ψ(x, y):

(
(0 < x < 1) ∧ (0 < y < 1) ∧ (4x2 − y − 1 ≥ 0)

)
∨ (

(0 < x < 1) ∧ (0 < y < 1) ∧ (4x2 − y − 1 ≤ 0)
)
.

The first step of quantifier elimination for ∃y ψ is easy, as we propagate ∃y
inside the disjunction. However, trying to find a quantifier-free equivalent for
the first disjunct, that is, a formula equivalent to ∃y (

(0 < x < 1) ∧ (0 <

y < 1) ∧ (4x2 − y − 1 ≥ 0)
)
, one immediately encounters obstacles. Unlike

the earlier example, this one requires a bit of thought to come up with the
answer (0.5 ≤ x < 1). Similarly, some work is needed to compute the answer
(0 < x ≤ 1/

√
2) for the second disjunct.

Why is it that the first quantifier-elimination procedure is completely ele-
mentary, and the second is not, even though both ϕ and ψ define the same set?
The reason is that in the first representation of S, variables x and y are inde-
pendent, that is, they do not appear in the same atomic formulae. This makes
quantifier elimination easy. In the second case, x and y do appear together in
the same term x2 − 4y − 1, and this is what causes the problem.

This extremely simple observation can often make constraint processing eas-
ier. While it can conceivably be useful in various tasks such as more efficient
variable elimination in constraint logic programming [8,12], here we concentrate
on one application area, namely constraint databases [15,14] where it found its
way into a practical system for querying spatio-temporal databases [9]. The main
goal of constraint databases is to model infinite database objects, which arise in
a variety of applications, for example, in Geographical Information Systems.

A particular constraint model is defined over a structure M = 〈U,Ω〉 (where
U is the universe and Ω is the vocabulary) which is typically required to have
quantifier elimination. Those considered most often in spatial application are the
real field R = 〈R,+, ·, 0, 1, <〉 and the real ordered group Rlin = 〈R,+,−, 0, 1 <〉,
which give rise to polynomial and linear constraint databases, respectively. A
constraint relation of arity n is simply a definable subset of Un, that is, a set
of tuples ~a ∈ Un that satisfy a first-order formula. For the above structures,
constraint relations are semi-algebraic sets for R, and semi-linear sets for Rlin
[2]. A constraint database is a finite set of constraint relations.

A standard constraint query language over M is FO +M, that is, first-order
logic in the language of M and symbols for relations in a constraint database.
For example, if a database contains a single ternary symbol S, the query ϕ(x) ≡
∃u, v ∀y, z (S(x, y, z) ↔ z = u · y + v) finds all a such that the intersection of S
with the plane x = a is a line. Note that if S is a semi-algebraic set, then so is
ϕ(S).

One of the standard database operations is projection. In the language of
constraint processing, it corresponds to quantifier elimination. That is, given a
quantifier-free formula ϕ(y, x1, . . . , xn−1), one wishes to find a quantifier-free for-
mula ψ(~x) equivalent to ∃y ϕ(y, ~x). In many cases, the complexity of algorithms
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to find such a ψ is of the form O(Nf(n)), where N is the size of the formula, and
f is some function. For example, if one uses cylindrical algebraic decomposition
[3] for the real field, f is O(2n). In general, even if better algorithms are avail-
able, the complexity of constraint processing often increases with dimension to
such an extent that it becomes unmanageable for large datasets (see, e.g., [10]).

Assume now that ~x is split into two disjoint tuples ~u and ~v such that (y, ~u)
and ~v are independent, that is, they do not appear in the same atomic formulae.
Then ϕ is equivalent to a formula of the form

(1)
k∨
i=1

αi(y, ~u) ∧ βi(~v).

Therefore, the formula ∃y ϕ is equivalent to

(2)
k∨
i=1

(∃y αi(y, ~u)) ∧ βi(~v).

For a number of operations this is a significant improvement, as the exponent
becomes lower. For example, in addition to quantifier elimination, data often
has to be represented in a nice format (essentially, as union of cells [3]), and
algorithms for doing this also benefit from reduction in the dimension [9,10].

Even though such a notion of independence may seem to be too much of a
restriction, from the practical point of view it is sometimes necessary to insist on
it, as the cost of general quantifier elimination and other operations could be pro-
hibitively expensive. For example, the Dedale constraint database system [9]
requires that the projection operation only be applied when ~u consists of a single
variable. Dealing with spatio-temporal applications, one often queries trajecto-
ries of objects, or cadastral (land-ownership) information. These are typically
represented as objects in R3 given by formulae ϕ(x, y, t). To be able to com-
pute ∃y ϕ(x, y, t), one approximates ϕ by a formula ψ(x, y, t) which is a Boolean
combination of formulae αi(x, y) and βi(t). For trajectories, this amounts to say-
ing that an object is in a given region during a given interval of time; thus, it
is the information about the speed that is lost in order to have efficient query
evaluation. As was further demonstrated in [10], the difference between the case
when at most 2 variables are dependent, and that of 3 or more variables being
dependent, is quite dramatic, in the case of linear and polynomial constraints.

What is missing, however, in this picture, is the ability to determine whether
a given constraint representation of the data can be converted to the one in the
right format, just as in our first example, ψ(x, y) is equivalent to ϕ(x, y), in which
variables x and y are independent. It was claimed in [5] that such a procedure
exists for linear constraints, and then [10] gave a simpler algorithm. However, [16]
then showed that both claims were incorrect. It was thus not known if variable
independence can be tested for relevant classes of constraints.

Our main goal here is to show that variable independence can be tested for
many classes of constraints, and that algorithms for converting a given formula
into a one in the right form can be obtained. Moreover, those algorithms often



Variable Independence, Quantifier Elimination, Constraint Representations 263

work in time polynomial in the size of the formula (assuming the total number
of variables is fixed). Among structures for which we prove such results are the
real ordered group, the real field, as well as 〈Z,+, 0, 1, <〉 extended with all the
relations x = y(mod k), k > 1 (which is used in temporal applications). Even
if those algorithms are relatively expensive, it is worth putting data in a nice
format for two reasons. First, such an algorithm works only once, and then the
data is repeatedly queried by different queries, which can be evaluated faster.
Secondly, some queries are known to preserve variable independence; hence, this
information can be used for further processing the query output.

Organization In Section 2, we define the notion of variable independence, and
more generally, the notion ϕ ∼ P of a formula ϕ respecting a certain partition
P of its free variables. Then, in Section 3, we discuss requirements on the theory
of M that guarantee decidability of this notion, as well as the existence of an
algorithm that converts a given formula into a one in the right shape. In Section
4, we discuss specific classes of structures and derive some complexity bounds.
In particular, we look at o-minimal structures [23] (which include linear and
polynomial constraints over the reals) and give a uniform decision procedure.
This procedure gives us tractability, and we also show how to find an equivalent
formula in the right shape in polynomial time. All proofs are only sketched here;
complete proofs are in the full version [17].

2 Notations

All the definitions can be stated for arbitrary first-order structures, although for
the algorithmic considerations we shall require at least decidability of the theory,
and often quantifier elimination.

Given a structure M = 〈U,Ω〉 (where U is a set always assumed to be
infinite, and Ω can contain predicate, function, and constant symbols, and is
always assumed to be a recursive set), we say that the theory of M is decidable
if for every first-order sentence Φ in the language of M it decidable if M |= Φ.
We say that M admits (effective) quantifier elimination if for every formula ϕ(~x)
in the language of M, there exists (and can be effectively found) a quantifier-free
formula ψ(~x) such that M |= ∀~x ϕ(~x) ↔ ψ(~x).

Given a formula ϕ(~x, ~y) in the language of M, with ~x of length n and ~y of
length m, and ~a ∈ Un, we write ϕ(~a,M) for the set {~b ∈ Um | M |= ϕ(~a,~b)}. In
the absence of variables ~x we write ϕ(M) for {~b | M |= ϕ(~b)}. Sets of the form
ϕ(M) are called definable. A function f : Un → Um is definable if its graph
{(~a,~b) ∈ Un+m | ~b = f(~a)} is a definable set.

Given a tuple of variables ~x = (x1, . . . , xn) and a partition P = {B1, . . . , Bm}
on {1, . . . , n}, we let ~xBi stand for the subtuple of ~x consisting of the xjs with
j ∈ Bi. For a formula ϕ(x1, . . . , xn), we then say that ϕ respects the partition P
(over M) if ϕ is equivalent to a Boolean combination of formulae each having
its free variables among ~xBi

for some i ≤ k. This will be written as ϕ ∼M P , or
just ϕ ∼ P if M is clear from the context.
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In other words (by putting a Boolean combination into DNF), ϕ ∼M P if
there exists a family of formulae αij(~xBi

), i = 1, . . . ,m, j = 1, . . . , k, such that

(∗) M |= ϕ(~x) ↔
k∨
j=1

(α1
j (~xB1) ∧ . . . ∧ αmj (~xBm

))

When M has quantifier elimination, all αijs are quantifier free. In fact, under
the quantifier-elimination assumption, the definition of ϕ ∼M P can be restated
as the equivalence of ϕ to a quantifier-free formula ψ such that every atomic
subformula of ψ uses variables from only one block of P .

We say that in ϕ, two variables xi and xj are independent if there exists a
partition P such that ϕ ∼M P , and xi and xj are in two different blocks of P .
Equivalently, xi and xj are independent if there exists a partition P = (~y, ~z) of
~x such that ϕ ∼M P , xi is in ~y and xj is in ~z. (When convenient notationally,
we identify partitions on the indices of variables and variables themselves.)

Structures. After presenting a general decidability result, we shall deal with
several important classes of structures. Two of them were mentioned al-
ready: the real ordered group Rlin = 〈R,+,−, 0, 1, <〉 and the real field
R = 〈R,+, ·, 0, 1, <〉, corresponding to linear and polynomial constraints over
the reals. Some of the results for these structures extend to a larger class of o-
minimal structures: M = 〈U,Ω〉 is called o-minimal [19,23] if one of the symbols
in Ω is <, interpreted as a linear order on U , and every definable subset of U ,
{a | M |= ϕ(a)}, is a finite union of points and open intervals. Both Rlin and
R have quantifier elimination (by Fourier elimination [25], and Tarski’s theorem
[2,3], respectively), which easily implies that they are o-minimal. The exponen-
tial field 〈R,+, ·, ex〉 is an example of a structure which is o-minimal [24] but
does not have quantifier elimination [22]. For other o-minimal structures on the
reals, see [23].

We shall deal with some structures on the integers. Of most interest to us is
Z0 = 〈Z,+,−, 0, 1, <, (≡k)k>1〉 where n ≡k m iff n = m(mod k). This structure
corresponds to constraints given by linear repeating points, which are used for
modeling temporal databases [13]. The structure Z0 admits effective quantifier
elimination, and its theory is decidable [7].

3 General Conditions for Deciding Variable Independence

Given a structure M, we consider two problems. The variable independence
problem VIM(ϕ, xi, xj) is to decide, for ϕ(x1, . . . , xn) in the language of M,
if xi and xj are independent. The variable partition problem VPM(ϕ, P ) is to
decide, for a given formula ϕ(x1, . . . , xn) and a partition P on {1, . . . , n}, if
ϕ ∼M P .

Note that the variable independence problem is a special case of the variable
partition problem, as to solve the former, one needs to solve the latter for some
partition P = (B1, B2) with i ∈ B1 and j ∈ B2.
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The above problems are just decision problems, but if the theory of M is
decidable, and the answer to VPM(ϕ, P ) is ‘yes’, one can effectively find a
representation in the form (∗), simply by enumerating all the formulae 〈ψ(~x)〉i
which are Boolean combinations of formulae having free variables from at most
one block of P , and then checking if M |= ∀~x (ϕ(~x) ↔ ψi(~x)). Since ϕ ∼M P ,
for some finite i, we get a positive answer. In many interesting cases, we shall
see better algorithms for finding representation (∗) than simple enumeration.

The first easy result shows that the problems VIM(ϕ, xi, xj) and VPM(ϕ, P )
are equivalent; this allows us to deal then only with two-block partitions.

Lemma 1. For any M, the variable independence problem is decidable over M
iff the variable partition problem is decidable over M. ut

Next, we discuss conditions for decidability of the variable independence
problem. It is clear that one needs decidability of the theory of M. However,
decidability alone (and even effective quantifier elimination) are not sufficient.

Proposition 1. a) If the theory of M is undecidable, then the variable
independence problem is undecidable over M.

b) There exists a structure M with a decidable theory and effective quantifier
elimination such that the variable independence problem is undecidable over
M.

Proof sketch. a) If Φ is a sentence and ϕ(x, y) is (x = y) ∧ ¬Φ, then x and y are
independent in ϕ iff M |= Φ.

b) An example is provided by the theory of traces from [21]. Let U be a union
of three disjoint sets: descriptions of Turing machines, input words, and traces,
or partial computations of machines on input words, all appropriately coded as
strings. Let Ω contain a constant symbol for every element of U , and a single
ternary predicate P (m,w, t) saying that t is a trace of the machine m on the
input word w. This signature can be expanded by finitely many symbols so that
the expanded model has effective quantifier elimination.

Now fix a Turing machine m0 and an input word w0 and consider the formula
ϕ(t, t′) = (P (m0, w0, t) ∧ (t = t′)). We then show that t and t′ are independent
iff m0 halts on w0. ut

The proof of Proposition 1, b), shows that it is essential to be able to decide
finiteness in order to decide VI(ϕ, xi, xj) (as it is the finiteness of the number of
traces that turns out to be equivalent to variable independence). Recall that a
formula ϕ(x) is algebraic if ϕ(M) is finite. We say that there is an effective test
for algebraicity in M if for every ϕ(x) in the language of M, it is decidable if
ϕ is algebraic. Note that this somewhat technical notion will trivially hold for
most relevant classes of constraints.

While the notion of variable independence is needed in the context of con-
straint databases, for finite relational structures it is assumed to be meaningless
as every tuple is represented as a conjunction of constraints of the form xi = ci,
where cis are constants. For example, the graph {(1, 2), (3, 4)} is given by the
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formula ((x = 1) ∧ (y = 2)) ∨ ((x = 3) ∧ (y = 4)). Clearly, variables x and y are
independent.

However, over arbitrary structures, not every finite definable set would sat-
isfy the variable independence condition. To see this, let M = 〈N, C,E〉, where
C is a unary relation interpreted as {1, 2} and E is a binary relation symbol in-
terpreted as {(1, 2), (2, 1)}. A routine argument shows that this M has quantifier
elimination, decidable theory, and there is a test for algebraicity. The formula
ϕ(x, y) ≡ E(x, y) then defines a finite set, but variables x and y are not inde-
pendent: this is because the only definable proper subsets of N are {1, 2} and
N − {1, 2}, and no Boolean combination of those gives us E. As another exam-
ple, consider the field of complex numbers, whose theory is decidable and has
quantifier elimination [18]. Let ϕ(x, y) = (x2 +1 = 0)∧(y2 +1 = 0)∧(x+y = 0).
It defines the finite set {(i,−i), (−i, i)} but nevertheless x and y are not inde-
pendent (since i is not definable).

To avoid similar situations, we impose an extra condition on a structure,
again, well known in model theory [4,11]. We say that M has definable Skolem
functions if for every formula ϕ(~x, ~y) there exists a definable function fϕ(~x) with
the property that M |= ∀~x (∃~y ϕ(~x, ~y) → ϕ(~x, fϕ(~x))). In other words, fϕ(~a) is
an element of ϕ(~a,M), assuming ϕ(~a,M) is not empty. We say that a Skolem
function fϕ is invariant [18], if ϕ(~a1,M) = ϕ(~a2,M) implies fϕ(~a1) = fϕ(~a2).
If the existence of such a Skolem function can be guaranteed for every ϕ, we say
that M has definable invariant Skolem functions.

Theorem 1. Assume that M has the following properties:

(a) its theory is decidable;
(b) M has effective test for algebraicity; and
(c) M has definable invariant Skolem functions.

Then the variable partition and independence problems are decidable over M.

Proof sketch. We consider the case of two block partitions; that is, deciding if a
formula ϕ(~x, ~y) respects the partition P with blocks ~x and ~y. Let ~x have length
n and ~y have length l. Define an equivalence relation on Un by

~a1 ≡ ~a2 iff ϕ(~a1,M) = ϕ(~a2,M).

Lemma 2. For ϕ, P and ≡ as above, ϕ ∼M P iff ≡ has finitely many equiva-
lence classes. ut

Using this and the assumptions on M, we show how to define a formula χ(~x)
finding a set of representatives of the equivalence classes of ≡; then again using
the assumptions on M we show that it is decidable if χ(M) is finite. ut

The proof of Theorem 1 gives an explicit construction for a formula witnessing
ϕ ∼M P , where P has two blocks. We now extend it to arbitrary partitions.

Let ϕ(x1, . . . , xn) be given, and let B ⊂ {1, . . . , n}. Let card(B) = k. For
~a ∈ Uk, by ϕB(~a,M) we denote the set of ~b ∈ Un−k such that ϕ(~c) holds, where
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~c is obtained from ~a and ~b by putting their elements in the appropriate position,
~a being in the positions specified by B. For example, if n = 4, B = {2, 4}, and
~a = (a1, a2), ~b = (b1, b2), then ~c is (b1, a1, b2, a2). Formally, for i ∈ [1, n], let k1
be the number of j ∈ B with j ≤ i, and k2 be the number of j 6∈ B with j ≤ i.
Then ci is ak1 if i ∈ B, and bk2 , if i 6∈ B.

We use the notation

~a1 ≡ϕ
Bi
~a2 iff ϕBi(~a1,M) = ϕBi(~a2,M).

We now obtain the following characterization of VPM(ϕ, P ).

Corollary 1. Let M be as in Theorem 1, and let ϕ(x1, . . . , xn) and a partition
P = (B1, . . . , Bm) on {1, . . . , n} be given. Then:

1. For each i ≤ m, it is decidable if the equivalence relation ≡ϕ
Bi

has finitely
many equivalence classes. Furthermore, ϕ ∼M P iff each ≡ϕ

Bi
has finitely

many classes.
2. If ϕ ∼M P , then one can further effectively find integers N1, . . . , Nm > 0

and formulae αij(~xBi
), i = 1, . . . ,m, j = 1, . . . , Ni, such that ≡ϕ

Bi
has Ni

equivalence classes, which are definable by the formulae αij(~xBi), j ≤ Ni.
Furthermore,

M |= ∀~x
(
ϕ(~x) ↔

∨
(j1,...,jm)∈K

α1
j1(~xB1) ∧ . . . ∧ αmjm(~xBm

)
)

where

K = {(j1, . . . , jm) | M |= ∃~x (
α1
j1(~xB1) ∧ . . . ∧ αmjm(~xBm

) ∧ ϕ(~x)
)}.

4 Decidability for Specific Classes of Constraints

The general decidability result can be applied to a variety of structures, most
notably, those that we listed earlier as the ones particularly relevant to constraint
database applications (especially to spatial and temporal databases). In fact, the
problem will be shown to be decidable for linear constraints over the rationals and
the reals (this corresponds to structures 〈Q,+,−, 0, 1, <〉 and Rlin), polynomial
constraints over the reals (R), and linear repeating points [13] (Z0).

4.1 Constraints on the Integers

Here the result follows easily form Theorem 1.

Proposition 2. Let M be 〈N, <, . . .〉 or 〈Z, <, . . .〉, and let its theory be decid-
able. Assume, in the latter case, that there is at least one definable constant in
M. Then the variable partition and independence problems are decidable over
M. ut

Corollary 2. The variable partition problem is decidable over Z0 =
〈Z,+,−, 0, 1, <, (≡k)k>1〉. ut
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4.2 Linear and Polynomial Constraints over the Reals

The linear constraints over the reals (corresponding to the structure Rlin =
〈R,+,−, 0, 1, <〉) and the polynomial constraints over the reals (corresponding
to R = 〈R,+, ·, 0, 1, <〉) are the most useful constraints for spatial and spatio-
temporal applications, where the problem of variable independence originated,
and where variable independence is used in system prototypes. We thus concen-
trate on these constraints.

In many cases, however, we can state the results in greater generality using
the concept of o-minimality (cf. section 2).

It is known that every o-minimal expansion of the Rlin has definable invariant
Skolem functions [18,23]. Since every definable subset of U is a finite union of
points and open intervals, one can test algebraicity, assuming that the order is
dense: given ϕ(x), the sentence ∃u∃v∀x (u < x < v → ϕ(x)) tests if ϕ(M) is
infinite. This shows

Corollary 3. Let M = 〈R,+, 0, 1, <, . . .〉 be o-minimal, and have a decidable
theory. Then the variable partition and independence problems are decidable over
M. In particular, these problems are decidable over Rlin and R. ut

Since 〈Q,+,−, 0, 1, <〉 is elementarily equivalent to Rlin, we conclude that
the variable partition problem is decidable over it, too.

Uniform Decidability and Complexity Bounds Our next goal is to present
a uniform procedure for solving the problem VIM(ϕ, P ). More precisely, we say
that the variable independence problem is uniformly decidable over M if the
theory of M is decidable, and for every partition P on {1, . . . , n}, there exists a
single sentence ΦP in the language of M expanded with an n-ary relation symbol
S such that for any formula ϕ(x1, . . . , xn),

ϕ ∼M P iff (M, ϕ(M)) |= ΦP .

Here (M, ϕ(M)) is the expansion of M where the new symbol S is interpreted
as {~a | M |= ϕ(~a)}. Note that the decidability of the theory of M implies that
(M, ϕ(M)) |= ΦP is decidable.

Proposition 3. Let M = 〈R,+, 0, 1, <, . . .〉 be o-minimal and have a decid-
able theory. Then the variable independence problem and partition problems are
uniformly decidable over M.

Proof sketch. We show explicitly how to construct invariant Skolem function for
a given equivalence relation. Given a (definable) set Y of representatives of a
definable equivalence relation, its finiteness is tested as follows: Let X be the
set of all coordinates of elements of Y . Since this is a definable set, it is finite
iff it does not contain an open interval (by o-minimality). This condition can be
tested by a sentence in the language of M. ut
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Proposition 3 implies that the variable independence problem is uniformly
decidable over Rlin and R. The main application of this result is in establishing
complexity bounds.

Since R admits quantifier elimination, every semi-algebraic set is given by a
Boolean combination of polynomial inequalities. Thus, a standard way to repre-
sent a semi-algebraic set in Rn [1,3,20] is by specifying a collection of polynomials
p1, . . . , pk ∈ Z[x1, . . . , xn], and defining a set X as a Boolean combination of sets
of the form {~a | pi(~a) θ 0}, where θ is either = or >. Here Z[x1, . . . , xn], as usual,
is the set of all polynomials in n variables with coefficients from Z. One can use
coefficients from Q as well, but this would not affect the class of definable sets.

Thus, when we study complexity of VPR(ϕ, P ), we assume that ϕ is given
a Boolean combination of polynomial equalities and inequalities, with all poly-
nomials having integer coefficients. The size of the input formula is then defined
in a standard way, assuming that all integer coefficients are given in binary. All
the above applies to semi-linear sets (that is, sets definable over Rlin); we just
restrict our attention to polynomials of degree 1.

Corollary 4. Let M be Rlin or R. Let P be a fixed partition on {1, . . . , n}.
Then, for a semi-algebraic (semi-linear) set given by a Boolean combination
ϕ(~x) of polynomial inequalities (of degree 1), the problem VIM(ϕ, P ) is solvable
in time polynomial in the size of ϕ.

Proof sketch. This follows from Proposition 3 and complexity bounds on quan-
tifier elimination [1,20]. ut

Another reason to consider the uniform decision procedure for variable inde-
pendence is that it gives us a test for variable independence under some transfor-
mations. For example, linear coordinate change in general would destroy variable
independence, although it has relatively little effect on shapes on objects in Rn.
Consider, for example, the following version of the variable independence prob-
lem LVI(X,xi, xj): Given a semi-algebraic set X ⊆ Rn (defined by a formula
over R), is there a linear change of coordinates such that in the new coordinate
system, variables xi and xj are independent?

The general decision procedure of Theorem 1 does not give us a decision
procedure for LVI. However, using uniformity, we easily obtain:

Corollary 5. The problem LVI(X,xi, xj) is decidable. ut
It turns out that not only the decision part of VIM(ϕ, P ) and VPM(ϕ, P )

can be solved in polynomial time for a fixed P over Rlin and R, but there is also
a polynomial time algorithm for finding a formula equivalent to ϕ that witnesses
ϕ ∼M P .

Theorem 2. 1. Given n > 1, and a partition P = (B1, . . . , Bk) on {1, . . . , n},
there exists an algorithm that, for every semi-algebraic set given by a for-
mula ϕ(x1, . . . , xn) which is a Boolean combination of polynomial equali-
ties and inequalities, tests if ϕ ∼M P , and in the case of the positive an-
swer, computes quantifier-free formulae αij(~xBi

) such that each αij(~xBi
) is
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a Boolean combination of polynomial (in)equalities (where polynomials de-
pend only on ~xBi

and all coefficients are integers), and ϕ(~x) is equivalent to∨
j

∧
i α

i
j(~xBi). Moreover the algorithm works in time polynomial in the size

of ϕ.
2. The same statement is true when on replaces semi-algebraic by semi-linear,

and all polynomials are of degree 1.

Proof combines Corollary 1, uniform decidability (Proposition 3), complexity
bounds for quantifier elimination [1,20] and, for 1), algorithms for polynomial
root isolation [6]. ut

In the full version, we also consider the most typical case of spatio-temporal
applications: sets in R3 given by formulae ϕ(x, y, t), where x, y describe the
spatial component and t describes the temporal component. For this case, we
present an algorithm based on cylindrical algebraic decomposition [3] for faster
testing of variable independence.

5 Conclusion

We looked at the problem of deciding, for a set represented by a collection of
constraints, whether some variables in those constraints are independent of each
other. Knowing this can considerably improve the running time of several con-
straint processing algorithms, in particular, quantifier elimination. The problem
originated in the field of spatio-temporal databases represented by constraints
(linear or polynomial over the reals, for example); it was demonstrated that on
large datasets, reasonable performance can only be achieved if variables comprise
small independent groups. It had not been known, however, if such independence
conditions are decidable.

Here we showed that these conditions are decidable for a large class of con-
straints, including those relevant to spatial and temporal applications. Moreover,
for linear and polynomial constraints over the reals, we gave a uniform decision
procedure that implies tractability, and we showed that a given constraint set
can be converted into one in a nice shape in polynomial time, too.
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Abstract. Many natural combinatorial problems can be expressed as
constraint satisfaction problems. This class of problems is known to be
NP-complete in general, but certain restrictions on the form of the con-
straints can ensure tractability. In this paper we show that any restricted
set of constraint types can be associated with a finite universal algebra.
We explore how the computational complexity of a restricted constraint
satisfaction problem is connected to properties of the corresponding al-
gebra. Using these results we exhibit a common structural property of all
known intractable constraint satisfaction problems. Finally, we classify
all finite strictly simple surjective algebras with respect to tractability.
The result is a dichotomy theorem which significantly generalises Schae-
fer’s dichotomy for the Generalised Satisfiability problem.

1 Introduction

The constraint satisfaction problem provides a framework in which it is possible
to express, in a natural way, a wide variety of combinatorial problems [1,12,14].
The aim in a constraint satisfaction problem is to find an assignment of values
to a given set of variables, subject to constraints on the values which can be
assigned simultaneously to certain specified subsets of the variables.

The mathematical framework used to describe constraint satisfaction prob-
lems has strong links with several other areas of computer science and mathe-
matics. For example, links with relational database theory [1,5] and with some
notions of group theory [3] and universal algebra [8] have been investigated.
There is a survey of these results in [15].

The constraint satisfaction problem is known to be NP-complete in gen-
eral [11]. However, certain restrictions on the form of the constraints can ensure
tractability [3,6,7,9,10]. In [9], it is proved that the time complexity of a prob-
lem involving a restricted set of constraint relations is determined by certain
algebraic invariance properties of the constraint relations: namely, by the clone
of polymorphisms of these relations. This result transforms the search for new
tractable constraint types to the search for clones leading to tractability.

U. Montanari et al. (Eds.): ICALP 2000, LNCS 1853, pp. 272–282, 2000.
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In this paper we extend this result by exploring further the fundamental
connection between constraint relations, clones of operations, and finite algebras.
The motivation for this research is that by characterising sets of relations in
terms of their algebraic properties we can use powerful algebraic tools to analyse
the complexity of the corresponding problems. Furthermore, in many cases the
algebraic characterisation is simpler than an explicit description. As an example
of the power of the algebraic approach we show that Schaefer’s theorem [17]
concerning the complexity of the Generalised Satisfiability problem can
be expressed very simply as a classification of two-element algebras with respect
to tractability.

The paper is organised as follows. In Section 2 we give basic definitions
relating to the constraint satissfaction problem, clones of polymorphisms, and
finite algebras, and we define the notion of a tractable algebra. In Section 3 we
prove that, for our purposes, it suffices to consider idempotent algebras, that
is, algebras whose unary term operations are trivial. We also study how the
tractability of a finite algebra relates to the tractability of its smaller derived
algebras. In Section 4 we use the results obtained to classify all strictly simple
surjective algebras. We show that such algebras give rise to constraint satisfaction
problems which are either tractable or NP-complete. Thus we extend Schaefer’s
dichotomy theorem to a much larger class of problems.

2 Definitions

2.1 Constraint Satisfaction Problems

The central notion in the study of constraints and constraint satisfaction prob-
lems is the notion of a relation. An n-ary relation on A is a subset of the set An,
where An denotes the set of all n-tuples of elements of A. The set of all finitary
relations on A is denoted by RA.

We now define the standard constraint satisfaction problem which has been
widely studied [1,10,11,12,14].

Definition 1. The constraint satisfaction problem (CSP) is the combinatorial
decision problem with

Instance: a triple (V,A, C) where V is a set of variables; A is a domain of
values; and C is a set of constraints, {C1, . . . , Cq}.
Each constraint Ci ∈ C is a pair 〈si, ρi〉, where si is a tuple of variables of
length mi, called the constraint scope, and ρi is an mi-ary relation on A,
called the constraint relation.

Question: does there exist a solution, i.e. a function f , from V to A, such
that for each constraint 〈si, ρi〉 ∈ C, with si = (xi1 , . . . , xim), the tuple
(f(xi1), . . . , f(xim)) belongs to ρi?
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Example 1. An instance of the standard propositional Satisfiability prob-
lem [4] is specified by giving a formula in propositional logic, (that is, a con-
junction of clauses), and asking whether there are values for the variables which
make the formula true.

Suppose that φ = X1 ∧ · · · ∧Xn is such a formula, where the Xi are clauses.
The satisfiability question for φ can be expressed as the instance (V, {0, 1}, C)
of CSP, where V is the set of all variables appearing in the clauses Xi, and
C = {〈s1, ρ1〉, . . . , 〈sn, ρn〉}. The constraints 〈sk, ρk〉 are constructed as follows.

For every clause Xk, where xk1 , . . . , x
k
jk

are the variables appearing in Xk,
let sk = (xk1 , . . . , x

k
jk

) and ρk = {0, 1}jk \ {(a1, . . . , ajk)} where ai = 0 if xki is
negated and ai = 1 otherwise (i.e., ρk consists of all jk-tuples that make Xk

true).
It is easy to show that solutions of this CSP instance are exactly assignments

which make the formula φ true. Hence, any instance of Satisfiability can be
expressed as an instance of CSP.

Example 2. An instance of Graph Unreachability consists of a graph G =
(V,E) and a pair of vertices, v, w ∈ V . The question is whether there is no path
in G from v to w. This can expressed as the CSP instance (V, {0, 1}, C) where

C = {〈e, {(0, 0), (1, 1)}〉|e ∈ E} ∪ {〈(v), {(0)}〉, 〈(w), {(1)}〉}.

A number of other examples of well-known problems expressed as CSPs can be
found in [8].

The general constraint satisfaction problem is known to be NP-complete (as
seen from Example 1). However, certain restrictions may affect the complexity of
CSP. One of the possible natural ways to restrict CSP is to limit the relations
which can appear in constraints.

Definition 2. Let Γ be a subset of RA. Denote by CSP(Γ ) the subclass of CSP
defined by the following property: any constraint relation in any instance must
belong to Γ .

Example 3. An instance of Not-All-Equal Satisfiability [4] consists of a
collection of ternary clauses. The question is whether there is an assignment of
values to the variables such that the variables in each clause do not all receive
the same value.

This problem can be expressed as the problem CSP({N}) where N is the
following ternary relation on {0, 1}:

N = {(a, b, c) | {a, b, c} = {0, 1}}.

Example 4. An instance of Graph q-Colourability consists of a graph G.
The question is whether the vertices of G can be labelled with q colours so that
adjacent vertices are assigned different colours.
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This problem can be expressed as the problem CSP({6=B}) where B is a
q-element set (of colours) and 6=B is the disequality relation on B, defined by

6=B = {(a, b) ∈ B2 | a 6= b}.
It is well known (see [4]) that this problem belongs to P if q ≤ 2, and is NP-
complete otherwise.

For A = {0, 1}, the time complexity of CSP(Γ ) was completely classified by
Schaefer [17]. In particular, he proved that such a problem is either tractable
(i.e., solvable in polynomial time) or NP-complete. The classification problem
for larger domains is still open and seems to be very interesting and hard [3].

Problem 1. Characterise all sets of relations Γ such that CSP(Γ ) is tractable.

2.2 Operations and Clones

By an n-ary operation on a set A we mean any mapping f : An → A. The set
of all finitary operations on A is denoted by OA. An operation f which satisfies
an identity of the form f(x1, . . . , xn) = xi is called a projection.

Definition 3 ([18]). A set C ⊆ OA is called a clone on A if

– C contains all projections; and
– C is closed under composition.

Suppose f(x1, . . . , xn) ∈ OA and let M be an m × n matrix whose entries aij
are elements from A. Define

f(M) =




f(a11, . . . , a1n)
...

f(am1, . . . , amn)


 .

Definition 4 ([13,18]). An n-ary operation f ∈ OA preserves an m-ary rela-
tion ρ ∈ RA (or f is a polymorphism of ρ, or ρ is invariant under f) if, for any
m × n matrix M whose columns belong to ρ, the column f(M) belongs to ρ as
well.

For given F ⊆ OA and Γ ⊆ RA, let

Inv(F ) = {ρ ∈ RA | ρ is invariant under each operation from F};
Pol(Γ ) = {f ∈ OA | f is a polymorphism of each relation from Γ}.

Example 5. Let A = {0, 1, . . . , p−1}, for some prime p, and let f be the ternary
operation on A given by f(x, y, z) = x− y+ z mod p. The set Inv({f}) consists
of all relations which are solutions to some set of linear equations modulo p.
Hence, CSP(Inv({f})) is tractable.
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Jeavons has proved a strong theorem connecting the complexity of CSP(Γ ) to
the clone of operations Pol(Γ ).

Theorem 1 ([9]). Let A be a finite set, and Γ, Γ0 ⊆ RA. If Γ0 is finite and
Pol(Γ ) ⊆ Pol(Γ0) then CSP(Γ0) is reducible in polynomial time to CSP(Γ ).

Informally speaking, Theorem 1 says that the complexity of CSP(Γ ) is deter-
mined by the clone Pol(Γ ). Hence it allows us to tackle problems concerning the
complexity of constraint satisfaction problems using algebraic techniques.

Example 6. When A = {0, 1} all possible clones were fully described by Post [16].
Using Theorem 1, together with this description of the possible clones, it is
possible to classify the complexity of any set of Boolean relations [9]. It turns out
that in this case there are just 6 maximal tractable sets of relations corresponding
to 6 distinct clones. For any set of relations Γ which is not contained in one of
these 6 maximal sets, the corresponding problem CSP(Γ ) is NP-complete.

This algebraic approach therefore provides an alternative proof of Schaefer’s
well-known dichotomy result [17] concerning the complexity of the Generalised
Satisfiability problem (for details see [9]).

2.3 Algebras

In this subsection we first give the basic definitions of an algebra and certain
standard algebraic constructions (following [13] and [18]). We then introduce the
notion of a “tractable algebra”, and show how this relates to the tractability of
restricted constraint satisfaction problems.

Definition 5. An algebra is an ordered pair A = (A,F ) such that A is a
nonempty set and F is a family of finitary operations on A. The set A is called
the universe of A; the operations from F are called basic. An algebra with a finite
universe is referred to as a finite algebra.

Definition 6. Let A = (A,F ) be an algebra. The m-th direct power of A is the
algebra Am = (Am, F ) where we treat each operation fi ∈ F as acting on Am

component-wise, i.e.

fi((a11, . . . , a1m), . . . , (ani1, . . . , anim)) =
(fi(a11, . . . , ani1), . . . , fi(a1m, . . . , anim)) .

Definition 7. Let A = (A,F ) be an algebra and B a subset of A such that, for
any fi ∈ F , and for any b1, . . . , bni

∈ B, we have fi(b1, . . . , bni
) ∈ B. Then the

algebra B = (B,F |B), where F |B consists of the restrictions of the operations fi
to B, is called a subalgebra of A.

Definition 8. The finite power subuniverse system of an algebra A is the set
SPfin(A), where

SPfin(A) = {ρ | ρ is a universe of a subalgebra of Am for some m ≥ 1}.
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Remark 1. SPfin(A) = Inv(F ) ⊆ RA.

Definition 9. Let A = (A,F ) be an algebra. The least clone on A containing
F is called the clone of term operations of A and is denoted by Clo(A). Two
algebras with the same universe are called term equivalent if they have the same
clone of term operations.

In other words, the clone Clo(A) consists of all operations that can be obtained
from F and the projections by means of composition.

Theorem 2 ([18]). For a finite algebra A, SPfin(A) is the greatest set Γ with
Pol(Γ ) = Clo(A).

Corollary 1. If finite algebras A1 and A2 are term equivalent then the equality
SPfin(A1) = SPfin(A2) holds.

We are now in a position to link the complexity of a restricted constraint sat-
isfaction problem CSP(Γ ) to properties of a corresponding algebra. Given an
arbitrary set of relations Γ ⊆ RA, consider the algebra AΓ = (A,Pol(Γ )). By
Theorem 2, Γ is contained in SPfin(AΓ ). By Theorem 1, if CSP(Γ ) is tractable,
then CSP(Γ0) is tractable for any finite subset Γ0 of SPfin(AΓ ). Hence to iden-
tify sets of relations for which CSP(Γ ) is tractable, it suffices to identify when
the corresponding algebra, AΓ is tractable, in the following sense.

Definition 10. We call an algebra A (globally) tractable if CSP(SPfin(A)) is
tractable, and locally tractable1 if, for every finite Γ0 ⊆ SPfin(A), CSP(Γ0) is
tractable.

We call an algebra A NP-complete if CSP(SPfin(A)) is NP-complete.

With this definition, our original problem of identifying all sets of relations for
which CSP(Γ ) is tractable has been reduced to the following:

Problem 2. Characterise all tractable finite algebras.

Schaefer’s result [17] (see Example 6) provides a first step towards answering
this problem, because it yields a complete classification of two-element algebras
with respect to tractability.

Theorem 3. A two-element algebra A = ({0, 1}, F ) is NP-complete if it is term
equivalent to an algebra ({0, 1}, G) where G is a permutation group on {0, 1}.
Otherwise A is tractable.

The central idea in the remainder of this paper is to generalise this result by using
the algebraic properties of an arbitrary algebra, A, to determine the complexity
of the associated constraint satisfaction problem, CSP(SPfin(A)).
1 We must distinguish the notions of global tractability and local tractability because

there is no guarantee that the following situation cannot happen: for any finite
subset Γ0 of some infinite set, Γ , of relations, there exists a particular polynomial
algorithm solving CSP(Γ0), but there is no uniform polynomial algorithm for solving
all instances of CSP(Γ ).
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3 Tractability and Algebraic Constructions

In this section we first show that when studying the tractability of finite algebras
we can restrict our attention to certain special classes of algebras.

Definition 11. We call an algebra surjective2 if all of its term operations are
surjective.

It is easy to verify that a finite algebra is surjective if and only if its unary
term operations form a permutation group.

Definition 12 ([20]). Let A = (A,F ) be an algebra, and U a non-empty sub-
set of A. The induced term algebra A|U is defined as (U, (CloA)|U ) where
(CloA)|U = {g|U : g ∈ CloA and g preserves U}.

It is easy to check that Clo(A|U ) = (CloA)|U .

Theorem 4. For any finite algebra A there exists a set U such that
i) A|U is surjective;
ii) If A is locally tractable then so is A|U ;
iii) If A|U is (locally) tractable then so is A.

Proof. Let A = (A,F ) be a finite algebra, and let U be a minimal subset of A
which is the range of some unary operation f ∈ CloA.

Clearly, A|U is surjective by the choice of U . We now prove that it satisfies
properties (ii) and (iii).

(ii) Let Γ be a finite subset of SPfin(A|U ). We will show that CSP(Γ ) is
linear-time reducible to CSP(Γ ′) where Γ ′ is a suitable finite subset of SPfin(A).

Let P = (V,U, C) be an instance of CSP(Γ ). For any relation ρ ∈ Γ , with
arity m, we denote by ρ′ the universe of the subalgebra of Am generated by ρ,
i.e.,

ρ′ = {g(a1, . . . , ak) | k > 0, g ∈ Clo(A) and a1, . . . , ak ∈ ρ}.
Let Γ ′ = {ρ′ | ρ ∈ Γ} and set P ′ = (V,A, C′) where C′ = {〈s, ρ′〉 | 〈s, ρ〉 ∈ C}.
Now P ′ is a problem instance of CSP(Γ ′) which can be obtained from P in
linear time. Since all the projections belong to Clo(A), we have ρ ⊆ ρ′, so any
solution of P is also a solution of P ′. Conversely, suppose ψ is a solution of P ′.
We shall prove that fψ is a solution of P. For this, we show that f(ρ′) ⊆ ρ. Let
a ∈ ρ′. Then f(a) = fg(a1, . . . , ak) for some g ∈ Clo(A) and some a1, . . . , ak ∈ ρ.
The operation fg(x1, . . . , xk) preserves U and belongs to Clo(A); therefore its
restriction to U belongs to Clo(A)|U . Since ρ ∈ SPfin(A|U ), we get f(a) ∈ ρ.

(iii) We shall show that CSP(SPfin(A)) can be reduced in linear time to
CSP(SPfin(A|U )). First note that, by the choice of U , f |U is a permutation,
so by iterating as necessary we obtain a unary operation f ′ ∈ CloA such that
f ′(a) = a for all a in U .
2 Note that in [19] an algebra is said to be surjective if all of its basic operations are

surjective. Such algebras can have non-surjective term operations.
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Let P = (V,A, C) be an instance of CSP(SPfin(A)), where C = {〈s1, ρ1〉, . . . ,
〈sq, ρq〉}, and consider the triple P ′ = 〈V,U, C′〉, where C′ = {〈s1, f ′(ρ1)〉, . . . ,
〈sq, f ′(ρq)〉} and f ′(ρi) = {f ′(a) | a ∈ ρi}.

We first prove that P ′ is an instance of CSP(SPfin(A|U )). Since the range
of f ′ is U , any relation of the form f ′(ρi) can be viewed as a relation on U .
We need to show that, for 1 ≤ i ≤ q, f ′(ρi) belongs to SPfin(A|U ), i.e. for
any g(x1, . . . , xm) ∈ Clo(A|U ), and for any a1, . . . , am ∈ f ′(ρi), we have a =
g(a1, . . . , am) ∈ f ′(ρi). The operation g is the restriction of some g′ ∈ CloA
to U such that g′ preserves U . Suppose that aj = f ′(bj) for some bj ∈ ρi,
1 ≤ j ≤ m. Then

a = g(a1, . . . , am) = g′(f ′(b1), . . . , f ′(bm)).

We have a ∈ ρi, because all elements bj belong to ρi, and the function g′(f ′(x1),
. . . , f ′(xm)) ∈ Clo(A). All components of a belong to U , since g′ preserves U .
Finally, we have a = f ′(a) ∈ f ′(ρi), since f ′(a) = a for any a ∈ U .

Since each ρi ∈ CSP(SPfin(A)), we have f ′(ρi) ⊆ ρi; therefore any solution
of P ′ is also a solution of P. Furthermore, if ψ is a solution of P then f ′ψ is
a solution of P ′. Clearly, P ′ can be obtained from P in linear time. Therefore
tractability of A|U implies that A is tractable. Finally, local tractability of A|U
implies local tractability of A, since if all the constraint relations in C are taken
from some finite set Γ ⊆ SPfin(A) then every constraint relation in C′ belongs
to a finite subset {f ′(ρ) | ρ ∈ Γ} of SPfin(A|U ). ut

The next theorem shows that we need only consider surjective algebras which
are idempotent.

Definition 13. An operation f on A is called idempotent if f(x, . . . , x) = x for
any x ∈ A. The full idempotent reduct of an algebra A = (A,F ) is the algebra
(A,Cloid(A)) where Cloid(A) consists of all idempotent operations from Clo(A).

Theorem 5. A finite surjective algebra A is locally tractable if and only if its
full idempotent reduct is locally tractable.

Proof. Omitted. See the full version of this paper [2].

The next two theorems connect the tractability of a finite algebra with the
tractability of its subalgebras and homomorphic images.

Definition 14. Let A1 = (A1, F1) and A2 = (A2, F2), where F1 = (f1
i | i ∈ I)

and F2 = (f2
i | i ∈ I). A map ϕ : A1 → A2 is called a homomorphism from

A1 to A2 if ϕf1
i (a1, . . . , ani

) = f2
i (ϕ(a1), . . . , ϕ(ani

)) holds for all i ∈ I and all
a1, . . . , ani

∈ A1. If the map ϕ is onto then A2 is said to be a homomorphic
image of A1. A homomorphic image of a subalgebra of an algebra A is called a
factor of A.
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Theorem 6. Let A be a finite algebra. Then
(i) if A is (locally) tractable then so is every subalgebra of A;
(ii) if A has an NP-complete subalgebra then A is NP-complete itself.

Proof. Let A′ be a subalgebra of A. It is easy to check that SPfin(A′) ⊆ SPfin(A).
Hence, CSP(SPfin(A′)) can be reduced to CSP(SPfin(A)) in constant time.

Now (i) and (ii) follow immediately from this reduction. ut

Theorem 7. If a finite algebra A is locally tractable then so is every homomor-
phic image of A.

Proof. Let B be a homomorphic image of A and let ϕ be the corresponding
homomorphism. We will show that for any finite Γ ⊆ SPfin(B), CSP(Γ ) is
linear-time reducible to CSP(Γ ′) for some finite Γ ′ ⊆ SPfin(A).

For ρ ∈ SPfin(B), set ϕ−1(ρ) = {a | ϕ(a) ∈ ρ} where ϕ acts component-wise.
It is clear that ϕ−1(ρ) is a relation of the same arity as ρ. It is straightforward
to check that ϕ−1(ρ) ∈ SPfin(A). Let Γ ′ = {ϕ−1(ρ) | ρ ∈ Γ}. Then Γ ′ is a finite
subset of SPfin(A).

Take an instance P = (V,B, C) of CSP(Γ ) and construct the instance P ′ =
(V,A, C′) of CSP(Γ ′) where C′ = {〈s, ϕ−1(ρ)〉 | 〈s, ρ〉 ∈ C}.

If ψ is a solution of P ′ then ϕψ is a solution of P. Conversely, if ξ is a solution
of P, then any function ψ : V → A such that ϕψ(v) = ξ(v) for any v ∈ V is a
solution of P ′. ut

Corollary 2. If A is a locally tractable finite algebra then so is every factor of
A.

The following corollary from Theorems 6 and 7 seems to be quite significant,
since all known forms of NP-complete CSPs (see [15,17]) can be obtained using
it. An algebra (A,G) where G is a permutation group on A is said to be a G-set.
A G-set is said to be non-trivial if its universe is not a singleton.

Corollary 3. A finite algebra A is NP-complete if it has a factor which is term
equivalent to a non-trivial G-set.

Proof. Denote by A′ a subalgebra of A such that B is a homomorphic image of
A′, and let B be the universe of B.

First, consider the case when B contains only two elements, say 0 and 1. Then
the relation N of Example 3 belongs to SPfin(B) = Inv(G). It follows from the
proof of Theorem 7 that CSP({N}) is reducible in polynomial time to CSP(Γ ′)
for some finite Γ ′ ⊆ SPfin(A′). Since Not-All-Equal Satisfiability which
corresponds to CSP({N}) is NP-complete [17], we see that A′ is also NP-
complete. Applying Theorem 6, we conclude that A is NP-complete.

Now consider the case when |B| ≥ 3. Then the disequality relation 6=B of
Example 4 belongs to SPfin(B). Proceeding as in the previous case one can show
that Graph |B|-Colourability (see Example 4), which is NP-complete [4],
is reducible in polynomial time to CSP(SPfin(A)). Hence, by Theorem 6, A is
NP-complete in this case also. ut
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4 Strictly Simple Surjective Algebras

Using the results of the previous section, we now consider certain special algebras
all of whose smaller factors are tractable.

Definition 15. A finite algebra is called strictly simple3 if all of its smaller
factors contain one element.

All finite strictly simple surjective algebras have been described by Szendrei [19].
Using this powerful algebraic result we are able to classify the complexity of all
such algebras.

Theorem 8. A finite strictly simple surjective algebra A is NP-complete if it
is term equivalent to a non-trivial G-set. Otherwise A is tractable.

Proof. Omitted. See the full version of the paper [2].

Example 7. Let A = {0, 1, . . . ,m}, choose k > 2, and let
Γk = {R0, Rk, {(0)}, {(1)}, . . . , {(m)}}, where

R0 = {(0, 0), (1, 2), (2, 3), . . . , (m− 1,m), (m, 1)};
Rk = {(a1, . . . , ak) ∈ Ak | ai = 0 for at least one i, 1 ≤ i ≤ k}.

Using Szendrei’s classification [19], it can be shown that AΓk
is a strictly simple

surjective algebra, for every k. Furthermore, AΓk
contains essentially non-unary

operations, and so is not term-equivalent to a G-set. Hence, by Theorem 8,
CSP(Γk) is tractable.

Theorem 8 is a dichotomy result: it shows that any finite strictly simple sur-
jective algebra is either tractable or NP-complete. Note that Schaefer’s result
for the Generalised Satisfiability problem (Theorem 3) is a special case of
this result. Whether there is such a dichotomy in general is possibly the most
intriguing open question in this area.

Problem 3. Is every finite algebra either tractable or NP-complete?

The results obtained via the algebraic approach and, in particular, the results
obtained in this paper, prompt us to make the following conjecture.

Conjecture 1. A finite algebra is NP-complete if it has a factor which is term
equivalent to a non-trivial G-set. Otherwise it is tractable.
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vol. 99). Les Presses de l’Université de Montréal, 1986.
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Abstract. An online algorithm for variable-sized bin packing, based on
the Harmonic algorithm of Lee and Lee [11], is investigated. This al-
gorithm is based on one proposed by Csirik [4]. It is shown that the
algorithm is optimal among those which use bounded space. An interest-
ing feature of the analysis is that, although it is shown that our algorithm
achieves a performance ratio arbitrarily close to the optimum value, it is
not known precisely what that value is. The case where bins of capacity
1 and α ∈ (0, 1) are used is studied in greater detail. It is shown that
among algorithms which are allowed to chose α, the optimal performance
ratio lies in [1.37530, 1.37532].

Track A Keywords: Bin packing, Online algorithms, Lower bounds.

1 Introduction

Bin packing is one of the oldest and most well studied problems in computer
science [5,3]. Ideas which originated in the study of the bin packing problem
have helped shape computer science as we know it today. The idea of finding
the best approximation algorithm for a problem has its origins in bin packing.
The study of online algorithms also has its roots in the study of bin packing. In
this paper, we investigate a natural generalization of the classical bin packing
problem known as variable-sized bin packing.

In the classical bin packing problem, we receive a sequence σ of pieces p1,
p2, . . . , pN . Each piece has a fixed size in (0, 1]. In a slight abuse of notation, we
use pi to indicate both the ith piece and its size. The usage should be obvious
from the context. We have an infinite number of bins each with capacity 1. Each
piece must be assigned to a bin. Further, the sum of the sizes of the pieces
assigned to any bin may not exceed its capacity. A bin is empty if no piece is
assigned to it, otherwise it is used. The goal is to minimize the number of bins
used.

The variable-sized bin packing problem differs from the classical one in that
bins do not all have the same capacity. There are an infinite number of bins of
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each capacity α1 < α2 < · · · < αm = 1. The goal now is to minimize the sum of
the capacities of the bins used.

In the online versions of these problems, each piece must be assigned in
turn, without knowledge of the next pieces. Since it is impossible in general to
produce the best possible solution when computation occurs online, we consider
approximation algorithms. Basically, we want to find an algorithm which incurs
a cost which is within a constant factor of the minimum possible cost, no matter
what the input is. This constant factor is known as the asymptotic performance
ratio.

A bin-packing algorithm uses bounded space if it has only a constant number
of bins available to accept items at any point in time. These bins are called open
bins. Bins which have already accepted some items, but which the algorithm no
longer considers for packing are closed bins. The bounded space assumption is
a quite natural one, especially so in online bin packing. Essentially the bounded
space restriction guarantees that output of packed bins is steady, that the packer
does not accumulate an enormous backlog of bins which are only output at the
end of processing. In many applications this is a quite desirable feature in an
algorithm.

We define the asymptotic performance ratio more precisely. For a given input
sequence σ, let costA(σ) be the sum of the capacities of bins used by algorithm
A on σ. Let cost(σ) be the minimum possible cost to pack pieces in σ. The
asymptotic performance ratio for an algorithm A is defined to be

R∞
A = lim

n→∞ sup

{
costA(σ)
cost(σ)

∣∣∣∣∣cost(σ) = n

}
.

The optimal asymptotic performance ratio is defined to be

R∞
OPT = inf

A
R∞

A .

Our goal is to find an algorithm with asymptotic performance ratio close to
R∞

OPT.
We now briefly review what is known about classical and variable-sized online

bin-packing.
The classical online bin packing problem was first investigated by John-

son [7,8]. He showed that the Next Fit algorithm has performance ratio 2.
Subsequently, it was shown by Johnson, Demers, Ullman, Garey and Graham
that the First Fit algorithm has performance ratio 17

10 [9]. Yao showed that
Revised First Fit has performance ratio 5

3 , and further showed that no online
algorithm has performance ratio less than 3

2 [16]. Brown and Liang independently
improved this lower bound to 1.53635 [1,12]. Define

ui+1 = ui(ui − 1) + 1, u1 = 2,

and

h∞ =
∞∑

i=1

1
ui − 1

≈ 1.69103.
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Lee and Lee showed that the Harmonic algorithm, which uses bounded space,
achieves a performance ratio arbitrarily close to h∞ [11]. They further showed
that no bounded space online algorithm achieves a performance ratio less than
h∞ [11]. In addition, they developed the Refined Harmonic algorithm, which
they showed to have a performance ratio of 373

228 < 1.63597. The next improve-
ment was Modified Harmonic, which Ramanan, Brown, Lee and Lee showed
to have a performance ratio of 538

333 < 1.61562 [13]. The best claimed result to
date is that of Richey [14]. He presents an algorithm called Harmonic+1, and
gives an argument that it has performance ratio 1.58872. In the author’s opin-
ion, Richey’s argument lacks the rigor of a proof. The lower bound for online bin
packing was improved to 1.5401 by van Vliet [15].

The variable-sized bin-packing problem was first investigated by Frieson and
Langston [6]. Kinnerly and Langston gave an online algorithm with performance
ratio 7

4 [10]. Csirik proposed the Variable Harmonic algorithm, and showed
that it has performance ratio at most h∞ [4]. This algorithm is based on the
Harmonic algorithm of Lee and Lee [11]. Like Harmonic, it uses bounded
space. Csirik also showed that if the algorithm has two bin sizes 1 and α < 1,
and that if it is allowed to pick α, then a performance ratio of 7

5 is possible [4].
Subsequent authors have investigated this problem [2,17], but Csirik’s result
yields the best performance ratio to date. No lower bounds are known.

In this work, we investigate the Variable Harmonic (VH) algorithm. We
give a precise analysis of its performance ratio, and show that it is an optimal
bounded space algorithm, by providing the first lower bound for variable-sized
bin packing. An interesting feature of the analysis is that, although it is shown
that our algorithm achieves a performance ratio arbitrarily close to the optimum
value, it is not known precisely what that value is. The case where bins of capacity
1 and α ∈ (0, 1) are used is studied in greater detail. It is shown that among
algorithms which are allowed to chose α, the optimal performance ratio (and
that of VH) lies in [1.37530, 1.37532].

2 The Variable Harmonic Algorithm

Before we describe the algorithm we require a few definitions.
The algorithm uses as a subroutine the Next Fit algorithm [7,8]. This online

algorithm maintains a single open bin. If the current item fits into the open bin, it
is placed there. Otherwise, the open bin is closed and a new open bin is allocated.
Obviously, this algorithm is online, runs in linear time and uses constant space.

VH operates by classifying pieces according to a set of predefined intervals.
The algorithm has a parameter ε ∈ (0, 1]. N = {0, 1, 2, . . .} is the set of natural
numbers and N

+ = N − {0}. We define

Ti =

{
αi

j

∣∣∣∣∣j ∈ N
+, αi > jε

}
, T =

m⋃
i=1

Ti.



286 S.S. Seiden

Let the members of T be t1 > t2 > · · · > tn. We define tn+1 = ε and tn+2 = 0.
The interval Ij is defined to be (ti+1, ti] for j = 1, . . . , n + 1. Note that these
intervals are disjoint and that they cover (0, 1].

A piece of size s has type j if s ∈ Ij . The class and order of interval Ik

are i and j, respectively, if tk = αi/j (breaking ties arbitrarily). We extend the
definitions of class and order to include pieces in the natural way. A piece is big
if it has type i ≤ n.

The algorithm packs pieces of different types independently. I.e. pieces of
differing types never appear in the same bin. Pieces of type n + 1 are packed
using Next Fit into bins of capacity 1. Pieces of class i and order j are packed j
to a bin in bins of capacity αi. The algorithm keeps one open bin for each type,
into which pieces are packed until the indicated number is reached, at which
point it is closed and a new open bin is allocated. Since the number of types
(and thus the number of open bins) is constant, the algorithm is online, runs in
linear time and uses constant space. Note that when m = 1 the definition of VH
corresponds exactly with that of Harmonic.

3 An Upper Bound for VH

The analysis is based on weighting functions as in [11,4]. A weighting function
for algorithm A is a function wA : (0, 1] 7→ [0, 1] with the property

costA(σ) ≤
N∑

i=1

wA(pi) + O(1),

for all input sequences p1, . . . , pN . Intuitively, the weight of a piece indicates the
maximum portion of a bin that it can occupy. We use the following function:

wVH(x) =

{
ti if x ∈ Ii with i ≤ n,

1
1 − ε

x if x ∈ In+1.

Lemma 1. For all σ,

costVH(σ) ≤
N∑

i=1

wVH(pi) + n + 1.

Proof. We consider first the cost of bins used to pack pieces of an arbitrary
individual type. Next Fit is used to pack type n + 1 pieces. Each of these
pieces is of size ε or less. Therefore, each of these bins is filled to within ε of its
capacity. Let X be the total size of type n + 1 pieces. The number of bins used
is at most⌈

1
1 − ε

X

⌉
≤ 1

1 − ε
X + 1 =

1
1 − ε

∑
pi∈In+1

pi + 1 =
∑

pi∈In+1

wVH(pi) + 1.
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Consider now pieces of type i ≤ n. Let j and k be the class and order of Ii,
respectively. These pieces are packed k to a bin in bins of capacity αj . Let ` be
the number of them. Then the number of bins used is d`/ke. The cost to the
algorithm is

αj

⌈
`

k

⌉
≤ αj`

k
+ 1 = ti` + 1 =

∑
pi∈Ii

wVH(pi) + 1.

Summing over all types gives the desired result. ut
Now consider the optimal packing. Let ni be the number of bins of capacity

αi in the optimal packing. Let Bi,j be the set of pieces in the jth bin of size αi.
Suppose bin Bi,j in the optimal packing is not full. Let x =

∑
p∈Bi,j

p.
Then add a piece of size αi − x to the end of our sequence. The cost of the
optimal solution does not increase, whereas the cost to the online algorithm
cannot decrease. Therefore, when upper bounding the performance ratio of an
online algorithm, we may assume that each bin in the optimal packing is full.

¿From the preceding definitions we have

cost(σ) =
m∑

i=1

αi · ni.

To show that the algorithm has performance ratio at most c, we show that

N∑
i=1

wVH(pi)
/ m∑

i=1

αi · ni ≤ c,

for all σ.
We find

N∑
i=1

wVH(pi)
/ m∑

i=1

αi · ni =
m∑

i=1

ni∑
j=1

∑
p∈Bi,j

wVH(p)
/ m∑

i=1

αi · ni

=
m∑

i=1

ni∑
j=1

∑
p∈Bi,j

wVH(p)
/ m∑

i=1

ni∑
j=1

αi.

For the above value to be greater than c, for some i and j we must have
∑

p∈Bi,j

wVH(p) > c · αi.

If we show that this is impossible, we show that the algorithm has performance
ratio at most c.

We are therefore led to consider the following optimization problem: Maxi-
mize ∑

p∈X

wVH(p)/αi,
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subject to
∑

p∈X p = αi and i ∈ {1, . . . , m}. We further rewrite this as: Maximize

1
αi


 n∑

j=1

qj · tj +
αi − y

1 − ε


 , (1)

subject to

y < αi, (2)
qj ∈ N, 1 ≤ j ≤ n, (3)
i ∈ {1, . . . , m}, (4)

where we define

y =
n∑

j=1

qj · tj+1. (5)

Intuitively, qj is the number of type j pieces. y is a lower bound on the sizes
of the big pieces. Note that strict inequality is required in (2) because a type j
piece is strictly larger than tj+1. We shall consider this mathematical program
to be a function of ε, which we denote as P1(ε).

We have shown the following:

Theorem 1. The performance ratio of VH is upper bounded by the value of
P1(ε).

We shall return to the evaluation of P1(ε) at a point later in our exposition.

4 A Lower Bound for Bounded-Space Algorithms

Consider the mathematical program: Maximize

1
αi


 n∑

j=1

qj · tj + αi − y


 , (6)

subject to (2-5). We denote this program as P2(ε). We have the following result:

Lemma 2. Any feasible solution to P2(ε) with objective value c yields a lower
bound of c for all bounded space variable-sized bin packing algorithms.

Proof. Let q1, . . . , qn, i be a feasible solution and let c be the corresponding value
of (6). Define Q =

∑n
j=1 qj + 1. We create an input with N · Q pieces. Let δ > 0

be a real number. The input consists of n + 1 groups of pieces. All pieces in a
group are the same size. The jth group contains qjN pieces of size tj+1 + δ for
1 ≤ j ≤ n. The last group contains N pieces of size z = αi − y − (Q − 1)δ. We
require that δ be chosen such that z ≥ 0 and tj+1 + δ ∈ Ij for 1 ≤ j ≤ n.



An Online Algorithm for Bounded Space Variable-Sized Bin Packing 289

The optimal solution uses N bins of size αi. Each of these bins contains qj

items from group j for 1 ≤ j ≤ n and one item from the last group.
Consider the number of bins used by an arbitrary bounded space online

algorithm A on this input. Since A is online and uses bounded space, at most
a constant number (with respect to N) of pieces in group j can be packed with
pieces from other groups. Therefore, the cost to pack items in the last group is
at least Nz −O(1). Further, the minimum cost to pack the items in group j ≤ n
is

min
1≤k≤m

αk qjN

bαk/(tj+1 + δ)c − O(1) = qjN min
1≤k≤m

αk

bαk/(tj+1 + δ)c − O(1).

We assert that
min

1≤k≤m

αk

bαk/(tj+1 + δ)c ≥ tj . (7)

Given this fact, the asymptotic performance ratio of A is lower bounded by

lim
N→∞

N
(∑n

j=1 tj · qj + αi − y − (Q − 1)δ
)

− O(1)

αiN
= c − (Q − 1)δ,

which can be made arbitrarily close to c by choosing sufficiently small δ. There-
fore, to complete the proof we need merely show (7).

Suppose for a contradiction that (7) is false. Then there exists a k such that

αk

bαk/(tj+1 + δ)c < tj .

Let ` be the integer bαk/(tj+1 + δ)c. Note that since

(tj+1 + δ)`
αk

=
tj+1 + δ

αk

⌊
αk

tj+1 + δ

⌋
≤ 1,

we have αk/` ≥ tj+1 + δ. Therefore we have αk/` ∈ [tj+1 + δ, tj) ⊂ Ij . However,
by the definition of Ij , we have no number of the form αk/`, ` an integer, within
Ij . So we have reached a contradiction. ut

Lemma 3.

lim
ε→0

[value(P1(ε)) − value(P2(ε))] = 0.

Proof. Since P1(ε) and P2(ε) share the same constraints, any feasible solution
to one is a feasible solution to the other. Further, for any feasible solution, the
value of (1) is greater than that of (6) by

1
αi

(
αi − y

1 − ε
− (αi − y)

)
=

ε

1 − ε

(
1 − y

αi

)
≤ ε

1 − ε
.
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Consider the assignment to q1, . . . , qn, i which maximizes (1). The value of (6)
at this feasible solution lower bounds the value of P2(ε). So we have

lim
ε→0

[value(P1(ε)) − value(P2(ε))] ≤ lim
ε→0

ε

1 − ε
= 0.

ut
We are now ready to state the main result:

Theorem 2. VH is an optimal bounded space online algorithm.

Proof. This follows directly from Theorem 1 and Lemmas 2 and 3. ut

5 Evaluating P1 and P2

We present an algorithm to evaluate P1(ε) and P2(ε). Define y as in (5). Further
define:

ej =
tj

tj+1
, for 1 ≤ j ≤ n,

en+1 =
1

1 − ε
,

Ej = max
j≤k≤n+1

ek for 1 ≤ j ≤ n + 1.

The algorithm to compute P1(ε) is displayed in Figures 1 and 2. By simply

x← 1.
For i ∈ {1, . . . , m} do:

Initialize qj ← 0 for 1 ≤ j ≤ n.
Tryall(1).

Return x.

Fig. 1. The algorithm for computing P1(ε).

redefining the value of en+1 to be 1, we compute instead P2(ε).
The main routine of the algorithm initializes variables, and iterates over the

possible values of i. The variable x stores maximum objective value found at any
point in the computation.

The real work of the algorithm is done in the subroutine Tryall. This sub-
routine traverses an implicit data structure which we call the feasible solution
tree. This is a rooted tree with n + 1 levels. The edges of the tree are labeled
with natural numbers. All leaves are at level n+1. Along any path from the root
to a leaf, the label of the jth edge represents the value of qj . Each such path
specifies a feasible solution. Tryall recursively traverses the feasible solution
tree, avoiding sub-trees which cannot improve on the best solution found so far.
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z ← 1
αi

(∑j

k=1 qk · tk + (αi − y)Ej

)
.

If z ≤ x then:
Return.

Else if j = n + 1 then:
x← z.

Else:
qj ← d(αi − y)/tj+1e.
While qj > 0 do:

qj ← qj − 1.
Tryall(j + 1).

Fig. 2. The subroutine Tryall(j).

During the execution of Tryall, j represents our current level in the tree.
If j = n + 1, then we have reached a leaf. In this case, the value z assigned in
the first step of the algorithm is exactly the objective value. When j ≤ n, the
value of z is an upper bound on any objective value in the current sub-tree. If
this value does not exceed x then we do not explore this sub-tree. Otherwise,
we recurse for each of the possible values of qj , from the largest down to zero.
This heuristic drastically decreases the running time of the algorithm, as the
first solution found is the greedy one, where by greedy we mean the largest
possible item is added to the solution at each step. In fact there are several
reasonable alternative defintions of greedy for the variable-size problem. The
optimal solution is quite often greedy, however, there are some cases where the
optimal solution is not any greedy one. We shall explain this in more detail in
the full version.

6 The Dual-Capacity Problem

We now focus our attention on the case where m = 2, which we call the dual-
capacity problem. In order to simplify notation, we denote the size of the smaller
bin as α. The size of the larger bin is 1, as before. We investigate how the opti-
mal asymptotic performance ratio R∞

OPT varies as a function of α. We therefore
consider the values of P1 and P2 to be functions of α, as well as ε. As we have
shown in the preceding sections, P2(ε, α) ≤ R∞

OPT(α) ≤ P1(ε, α).
Using the algorithm described in Section 5, we can compute a lower bound

for any fixed value of α. However, what we would like to do is prove a lower
bound which holds for all α. To further this goal, we study the structure of
P2(ε, α) in more detail.

Since we only need to lower bound P2(ε, α), for the discussion that follows
we fix i = 2. We consider only ε = 1/M for M ∈ N

+.
Note that, as α varies, the values in T1 change, while the values in T2 are

fixed. For certain values of α, it may happen that a point in T1 is coincident
with one in T2. We call such a point an interesting point. At an interesting
point, a combinatorial change occurs in the structure of t1, . . . , tn, since two
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points exchange order. We also include zero as an interesting point. It is not
hard to see that the set of interesting points is:

{0} ∪
M⋃

`=1

M⋃
j=`

`

j
.

Rename the points in this set to be 0 = s1 < s2 < · · · < sL = 1. Define
Sj = (sj−1, sj ]. We shall explain how to lower bound the value of P2(ε, α) for
α ∈ Sj .

We further split each interval Sj into disjoint sub-intervals (u1, u2], (u2, u3],
. . . , (u`−1, u`] with u1 = sj−1 and u` = sj . Suppose that q1, . . . , qn, i = 2 is a
feasible solution to P2(ε, α) at α = uk. We assert that this is feasible solution for
all α ∈ (uk−1, uk]. To see this, note that within (sj−1, uk], y is a non-decreasing
linear function of α, for any fixed assignment to q1, . . . , qn, i. Therefore, (2)
remains valid throughout (sj−1, uk] ⊃ (uk−1, uk]. Furthermore, the objective (6)
is also a linear function of α for any fixed assignment to q1, . . . , qn, i.

To get a lower bound for (uk−1, uk], we evaluate P2(ε, uk) (fixing i = 2). We
record the assignment q1, . . . , qn which gives the highest lower bound. Substitut-
ing these values into (6), we get a linear function. This is minimized at either
α = uk−1 or α = uk. We evaluate the function at these two points to get the
desired lower bound on (uk−1, uk]. Iterating over all intervals and sub-intervals,
we can compute a lower bound for all α.

As an example, let ε = 1
10 . This yields 33 interesting points and 32 intervals.

For simplicity’s sake, we do not divide an interval into subintervals. We find that

We get a lower bound of 273
200 = 1.365 at α = 7

10 . We have combined adjacent
intervals where possible. For example, we find that the lower bound function in
both ( 3

4 , 7
9 ] and (7

9 , 4
5 ] is 53

60 + 2
3α, and so we have one entry for ( 3

4 , 4
5 ].

The main result of this section is:
Theorem 3.

1.37532 >
395101163
287280000

≥ inf
α∈(0,1]

R∞
OPT(α) ≥ 78392621

57000000
> 1.37530.

Proof. The value of P1(1/100, 57143/80000) is 395101163/287280000. ¿From
Figure 3, we find that if P2(ε, α) < 78392621/57000000 then we must have
α ∈ (7/10, 3/4]. We determine the intervals Sj for ε = 1/100, and eliminate
those which do not overlap (7/10, 3/4]. This leaves 154 intervals to be checked.
These intervals were divided further into sub-intervals, by including all points
7/10 + j/100000 for 1 ≤ j < 2500. We have verified using Mathematica that the
minimum lower bound over this set of sub-intervals is 78392621/57000000. ut

To get a better picture of the curve R∞
OPT(α), we have computed values of

P1( 1
100 , α) and P2( 1

100 , α) for α = j/10000, 1 ≤ j ≤ 10000, using Mathematica.
The maximum difference between the two values at any of these points was less
than 0.00014. Since the difference is so small, we display just P1 in Figure 4.
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Low α High α Function

0 1
7

71
42

1
7

1
6

32
21 + α

1
6

2
7

71
42

2
7

3
10

283
168

3
10

1
3

32
21 + α

2
1
3

3
8

17
9 − 2 α

3
3
8

2
5

49
30

2
5

3
7

25
21 + α

3
7

4
9

4
3 + 2 α

3
4
9

1
2

43
42 + 4 α

3
1
2

5
9

31
15 − 4 α

5
5
9

5
8

13
6 − α

5
8

2
3

7
4 − α

2
2
3

7
10

25
12 − α

7
10

5
7

7
8 + 7 α

10
5
7

3
4

8
9 + 2 α

3
3
4

4
5

53
60 + 2 α

3
4
5

5
6

1
42 + 17 α

10
5
6

6
7

4
21 + 3 α

2
6
7

9
10

1
3 + 4 α

3
9
10 1 1

42 + 5 α
3

0 0.2 0.4 0.6 0.8 1
α

1.4

1.45

1.5

1.55

1.6

1.65

Fig. 3. The lower bound function for ε = 1
10 .
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0 0.2 0.4 0.6 0.8 1
α

1.4

1.45

1.5

1.55
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1.65

Fig. 4. Values of P1( 1
100 , α).

7 Conclusions

We have shown the optimality of Variable Harmonic among bounded space
algorithms for variable sized bin packing. A number of open questions remain:

1. The curve R∞OPT(α) investigated in Section 6 seems to have the property that
the closer we examine it, the more detail it reveals. I.e. it is “fractal like” in
some sense. What can be said about this curve?

2. What general upper and lower bounds can be proved for variable-sized bin
packing?
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(Extended Abstract)
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Abstract. We study online bounded space bin packing in the resource
augmentation model of competitive analysis. In this model, the online
bounded space packing algorithm has to pack a list L of items in (0, 1]
into a small number of bins of size b ≥ 1. Its performance is measured
by comparing the produced packing against the optimal offline packing
of the list L into bins of size 1.
We present a complete solution to this problem: For every bin size b ≥ 1,
we design online bounded space bin packing algorithms whose worst
case ratio in this model comes arbitrarily close to a certain bound ρ(b).
Moreover, we prove that no online bounded space algorithm can perform
better than ρ(b) in the worst case.

Keywords. Online algorithm, competitive analysis, resource augmenta-
tion, approximation algorithm, asymptotic worst case ratio, bin packing.

1 Introduction

Resource augmentation (or extra-resource analysis) is a technique for analyzing
online algorithms that was introduced in 1995 by Kalyanasundaram & Pruhs
[4]. It is a relaxed notion of competitive analysis in which the online algorithm
is given better resources than the optimal offline algorithm to which it is com-
pared. This is e.g. the case, if the machines of the online algorithm run at slightly
higher speed than those of the offline algorithm, or if the online algorithm has
more machines than the offline algorithm, or if the production deadlines of the
online algorithm are less stringent than those of the offline algorithm. The main
idea behind the resource augmentation technique is to give the online algorithm
a fairer chance in competing against the omniscient and all-powerful offline algo-
rithm from classical competitive analysis. During the last few years the resource
augmentation technique has become a very popular tool, and it has been applied
to many problems in scheduling (cf. e.g. Phillips, Stein, Torng & Wein [8] and
Edmonds [3]), in paging (Albers, Arora & Khanna [1]), and in combinatorial
optimization (Kalyanasundaram & Pruhs [5]). In this paper we will study online
bounded space bin packing in this resource augmentation model.

In the classical bin packing problem, a list L = 〈a1, a2, . . .〉 of items ai ∈
[0, 1] has to be packed into the minimum number of unit-size bins. The offline

U. Montanari et al. (Eds.): ICALP 2000, LNCS 1853, pp. 296–304, 2000.
c© Springer-Verlag Berlin Heidelberg 2000
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optimum Opt1(L) is the minimum number of unit-size bins into which the items
in L can be fit. A bin packing algorithm is called online if it packs all items ai

solely on the basis of the sizes of the items aj , 1 ≤ j ≤ i, and without any
information on subsequent items. A bin packing algorithm uses k-bounded space
if for each item ai, the choice of bins to pack it into is restricted to a set of k or
fewer active bins. Each bin becomes active when it receives its first item, but once
it is declared inactive (or closed), it can never become active again. An online
bounded space bin packing algorithm is an online algorithm that uses k-bounded
space for some fixed value k ≥ 1. The bounded space restriction models situations
in which bins are exported once they are packed (e.g., in packing trucks at a
loading dock that has positions for only k trucks, or in communication channels
with buffers of limited size in which information moves in large fixed-size blocks).

We investigate the behavior of online bounded space bin packing algorithms
that pack the list L into bins of size b ≥ 1. This larger bin size b is the augmented
resource of the online algorithm; the offline algorithm has to work with bins of
size 1. For an online algorithm A and a bin size b, we denote by Ab(L) the number
of bins of size b that algorithm A uses in packing the items in L. The worst case
performance of algorithm A for bin size b, denoted by Rb(A), is defined as

Rb(A) = lim
Opt1(L)→∞

sup
L

Ab(L)/Opt1(L).

A small worst case performance means a good quality of the online algorithm.
Online bin packing is a classical problem in optimization and theoretical com-
puter science. We refer the reader to Csirik & Woeginger [2] for an up-to-date
survey of this area.

Our results and organization of the paper. In this paper we present a
complete analysis of online bounded space bin packing in the resource augmen-
tation model: For every bin size b ≥ 1, we determine the best possible worst
case performance ρ(b) over all online bounded space bin packing algorithms.
The precise values ρ(b) are defined in Section 2. In Section 3 we state several
auxiliary results. In Section 4 we discuss technical properties of the function
ρ(b). In Section 5 we design and analyze an online algorithm whose worst case
performance comes arbitrarily close to ρ(b). Finally, in Section 6 we prove that
no online algorithm can beat the bound ρ(b).

2 Statement of the Main Result

Throughout the paper, L = 〈a1, a2, . . . , an〉 is a list of items in (0, 1], and b ≥ 1
is the bin size for the online algorithm. We associate with b an infinite sequence
T (b) = 〈t1, t2, . . .〉 of positive integers as follows:

t1 = �1 + b� and r1 =
1
b

− 1
t1

, (1)

and for i = 1, 2, . . .

ti+1 = �1 + 1
ri

� and ri+1 = ri − 1
ti+1

. (2)
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Fig. 1. The graph of the function ρ(b).

An equivalent way for defining this sequence T (b) is the following: Suppose
that we want to fill a bucket of size 1/b greedily with reciprocal values of positive
integers. First, we pack the largest possible reciprocal value that fits into the
bucket, but without filling it completely. Then we add the largest reciprocal
value that fits without filling the rest capacity completely, and then this process
is repeated over and over again. In this ‘bucket’ interpretation, the value ri

represents the rest capacity after the reciprocal value of the positive integer ti
has been put into the bucket. Note that the smallest integer whose reciprocal
would fit into a space of r ≤ 1 is 	1/r
. If 1/r happens to be an integer, we
must not fill the bucket completely, and hence we have to pack the reciprocal of
	1/r
+1 instead. The reader may want to verify that the recursive definitions in
(1) and (2) exactly agree with these interpretations. Alltogether, this discussion
demonstrates that

1
b

=
∞∑

i=1

1
ti

=
1
t1

+
1
t2

+
1
t3

+
1
t4

+ · · · (3)

Finally, we define

ρ(b) =
∞∑

i=1

1
ti − 1

. (4)

In Section 3 we will prove that the infinite sum in the righthand side of (4)
converges for every value of b. The following lemma provides the reader with
some intuition on the (somewhat irregular and somewhat messy) behaviour of
the function ρ(b); see also the picture in Figure 1 for an illustration. The lemma
will be proved in Section 4.



Resource Augmentation for Online Bounded Space Bin Packing 299

Lemma 1. The function ρ(b) : [1,∞) → IR has the following properties.

(i) ρ(1) ≈ 1.69103 and ρ(2) ≈ 0.69103.
(ii) 1/m ≤ ρ(m) ≤ 1/(m − 1) for integers m ≥ 2.
(iii) ρ(b) is strictly decreasing on [1,∞).
(iv) As b tends to 2 from below, ρ(b) tends to 1. As b tends to infinity, ρ(b) tends

to 0.
(v) At every irrational value of b > 1, the function ρ(b) is continuous.
(vi) At every rational value of b > 1, the function ρ(b) is not continuous.

The following theorem summarizes the main result of this paper. Its proof is
split into the proof of the upper bound in Theorem 7 in Section 5, and into the
proof of the lower bound in Theorem 8 in Section 6.

Theorem 2. (Main result of the paper)
For every bin size b ≥ 1, there exist online bounded space bin packing algorithms
with worst case performance arbitrarily close to ρ(b). For every bin size b ≥ 1, the
bound ρ(b) cannot be beaten by an online bounded space bin packing algorithm.

Note that by setting b = 1 in Theorem 2 we get a worst case performance of
ρ(1) ≈ 1.69103. Hence, this special case reproves the well-known result of Lee &
Lee [6] on classical online bounded space bin packing.

3 Some Useful Facts

In this section we collect several facts on the sequence T (b) that will be used
in the later sections. First, we observe that for every b ≥ 1 the corresponding
sequence T (b) = 〈t1, t2, . . .〉 is growing rapidly: By the equations in (2), we
have ri−1 ≤ 1/(ti − 1) and 1/ti+1 < ri = ri−1 − 1/ti. Consequently, 1/ti+1 <
1/(ti − 1) − 1/ti. Rewriting this yields the inequality ti+1 > ti(ti − 1), which in
turn is equivalent to

ti+1 − 1 ≥ ti(ti − 1) for all i ≥ 1. (5)

Next, consider some fixed index j ≥ 1. A straightforward inductive argument
based on (5) yields that tj+k − 1 ≥ (tj − 1)k+1 holds for all k ≥ 0. From this we
get that

∞∑
i=j

1
ti − 1

=
∞∑

k=0

1
tj+k − 1

≤
∞∑

k=0

(tj − 1)−k−1 =
1

tj − 2
. (6)

For j = 1 this inequality demonstrates that the infinite series in equation (4)
indeed converges, and that the function ρ(b) is well-defined.

The following result will be used in the proof of Lemma 6.

Lemma 3. Let z ≥ 1 be an integer. Then the sequence T (b) fulfills the inequality

tz + 1
tz

·
∞∑

i=z

1
ti

≤
∞∑

i=z

1
ti − 1

. (7)

Proof. Omitted in this version. ��
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4 Some Properties of the Function ρ(b)

This section is devoted to the proof of Lemma 1. Since by (5) the underlying
series converges fast, the values ρ(1) and ρ(2) in statement (i) of Lemma 1 are
easy to approximate by a computer program. For statement (ii), consider an
integer m ≥ 2. Since the sequence T (m) starts with t1 = m + 1, the definition
of ρ(b) in (4) immediately yields ρ(m) ≥ 1/m. Moreover, by setting j = 1 in
inequality (6) we get that

ρ(m) =
∞∑

i=1

1
ti − 1

≤ 1
t1 − 2

≤ 1
m − 1

for all integers m ≥ 2. (8)

This completes the proof of statement (ii). We turn to statement (iii). Let 1 ≤
a < b, and let T (a) = 〈ti〉 and T (b) = 〈t′i〉 denote the two infinite sequences
associated with a and b. Define j ≥ 1 to be the smallest index with tj �= t′j .
Since a < b, this implies tj ≤ t′j − 1. Then

ρ(a) − ρ(b) =
∞∑

i=j

1
ti − 1

−
∞∑

i=j

1
t′i − 1

>
1

tj − 1
− 1

t′j − 2
≥ 0 (9)

where we used (6) to derive the first inequality and tj ≤ t′j − 1 in the second
inequality. Hence a < b indeed implies ρ(a) > ρ(b).

Next, we turn to statement (iv). Let m ≥ 2 be an integer and consider the
value bm = 2m/(m + 2). It can be verfied that the series T (bm) starts with
the term t1 = 2, which is followed by the all the terms of the sequence T (m).
Consequently, ρ(bm) = 1 + ρ(m) holds and from (8) we get that 1 + 1/m ≤
ρ(bm) ≤ 1+1/(m−1). As m goes to ∞, bm tends to 2 from below, and ρ(bm) tends
to 1 from above. Since ρ(b) is a decreasing function by statement (iii), we have
thus proved the first part of statement (iv). The second part of statement (iv)
follows by combining statements (ii) and (iii).

The (very technical) proofs of statements (v) and (vi) will be given in the
full version of this paper.

5 Proof of the Upper Bound

In this section, we prove the upper bound stated in Theorem 2. As usual, let b ≥ 1
denote the bin size, and let T (b) = 〈t1, t2, . . .〉 be the integer sequence associated
with b. Let � ≥ 3 be an integer. We introduce t� intervals Ij with j = 1, . . . , t�
that form a partition of the interval (0, b]. For 1 ≤ j ≤ t� − 1, we define the
interval Ij = ( b

j+1 ,
b
j ]. Moreover, we define the last interval It�

= (0, b/t�].
Our online algorithm keeps one active bin Bj for every interval Ij (j =

1, . . . , t�). All items from the interval Ij ∩(0, 1] are packed into the corresponding
active bin Bj . If a newly arrived item does not fit into Bj , this bin is closed, and
a new corresponding bin for interval Ij is opened. In other words, the items from
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interval Ij ∩(0, 1] are packed into the active bins Bj according to the NEXT-FIT
algorithm. This completes the description of the online algorithm.

To analyze this online algorithm, we define the following weight function
w : (0, 1] → IR. For items x in Ij with 1 ≤ j ≤ t� − 1, we define w(x) = 1/j. For
items x in the last interval It�

, we define w(x) = (xt�)/(bt� − b). The weight of a
packed bin equals the sum of the weights of the items contained in this bin. The
weight w(L) of an item list L equals the sum of the weights of the items in L.

Lemma 4. Every bin of size b that has been closed by the online algorithm
contains items of total weight at least 1.

Proof. First assume that the closed bin belongs to an interval Ij with 1 ≤ j ≤
t� − 1. Then it contains exactly j items, and each of these items has weight 1/j.
Next assume that the closed bin belongs to the interval It�

. Then the bin has
been closed, since a new item from It�

did not fit into it. Hence, the total size
of its items is at least b − b/t�. Since on the interval It�

the weight function is
linear with slope t�/(bt� − b), the weight of such a bin is at least 1. ��

Lemma 5. Let 1 ≤ z ≤ �−1 be an integer. Then for every positive real number
x ≤ b/tz, we have w(x)/x ≤ (tz + 1)/(btz).

Proof. Omitted in this version. ��

Lemma 6. In any packing of the list L into unit-size bins, every unit-size bin
receives items of total weight at most

�∑
i=1

1
ti − 1

+
1

(t� − 1)2
. (10)

Proof. Consider some fixed unit-size bin B that contains the items f1 ≥ f2 ≥
· · · ≥ fn with total size at most 1. We distinguish three cases.

(Case 1) For i = 1, . . . , � we have fi ∈ (b/ti, b/(ti − 1)]. We denote by F the
sum of the sizes of the remaining items fi with i > �. By the definition of the
values ti in (1) and (2), we conclude that

F =
n∑

i=�+1

fi ≤ 1 −
�∑

i=1

b

ti
= b · r� ≤ b

t�+1 − 1
. (11)

Hence, all items f�+1, . . . , fn are in the last interval It�
. By the definition of the

weight function, the weight of the bin B then is upper bounded by

�∑
i=1

1
ti − 1

+
t�

bt� − b
F ≤

�∑
i=1

1
ti − 1

+
t�

(t� − 1)(t�+1 − 1)

≤
�∑

i=1

1
ti − 1

+
1

(t� − 1)2
.
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Here we used (11) to derive the first inequality, and (5) to derive the second
inequality. This completes the analysis of the first case.

(Case 2) There exists an integer z with 1 ≤ z ≤ �− 1 such that the following
holds: For i = 1, . . . , z−1 we have fi ∈ (b/ti, b/(ti −1)]. Moreover, fz either does
not exist (since n = z − 1 holds) or if it does exist then fz /∈ (b/tz, b/(tz − 1)]
holds. We denote by F the sum of the sizes of the remaining items fi with i ≥ z.
Similarly as above, we observe that

F =
n∑

i=z

fi ≤ 1 −
z−1∑
i=1

b

ti
=

∞∑
i=z

b

ti
. (12)

By combining (12) with (6) we get that the total size F of all items fz, . . . , fn is
at most b/(tz −1). Since the largest one of all these items, fz, is not contained in
the interval (b/tz, b/(tz −1)], we conclude that the size of every item fz, . . . , fn is
at most b/tz. Then by Lemma 5, their overall weight is at most F (tz +1)/(btz).
The weight of the bin B is at most

z−1∑
i=1

1
ti − 1

+
F (tz + 1)

btz
≤

z−1∑
i=1

1
ti − 1

+
tz + 1

tz

∞∑
i=z

1
ti

≤
∞∑

i=1

1
ti − 1

≤
�∑

i=1

1
ti − 1

+
1

t�+1 − 2
≤

�∑
i=1

1
ti − 1

+
1

(t� − 1)2
.

Here we have first applied (12) to bound F from above, then the statement in
Lemma 3, then the inequality in (6) to bound

∑∞
i=�+1 1/(ti −1) from above, and

in the end the inequality (5) together with t� ≥ 2. This completes the analysis
of the second case.

(Case 3) This case is essentially the second case with z = �, which needs
special treatment since the statement in Lemma 5 does not carry over to z = �.
Assume that for i = 1, . . . , � − 1 we have fi ∈ (b/ti, b/(ti − 1)], and that f� /∈
(b/t�, b/(t� − 1)]; the subcase where f� does not exist is trivial. We denote by F
the sum of the sizes of the items fi with i ≥ �.

F =
n∑

i=�

fi ≤ 1 −
�−1∑
i=1

b

ti
= b · r�−1 ≤ b

t� − 1
. (13)

Consequently, all items f�, . . . , fn are contained in the last interval It�
. Then the

weight of the bin B is at most

�−1∑
i=1

1
ti − 1

+
t�

bt� − b
F ≤

�−1∑
i=1

1
ti − 1

+
t�

(t� − 1)2
=

�∑
i=1

1
ti − 1

+
1

(t� − 1)2
.

Here we used (13) to bound F . This completes the proof. ��
Theorem 7. For any bin size b > 1 and for any real ε > 0, there exist a
sufficiently large k and an online k-bounded space bin packing algorithm A with
Rb(A) ≤ ρ(b) + ε.
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Proof. Choose a sufficiently large integer � ≥ 3 such that 1/(t� − 1)2 ≤ ε is
fulfilled. Then we derive from Lemma 4 that Ab(L) ≤ w(L), and we derive from
Lemma 6 that w(L) ≤ (ρ(b) + ε) ·Opt1(L). ��

6 Proof of the Lower Bound

In this section, we prove the lower bound stated in Theorem 2. Consider an
arbitrary online k-bounded space algorithm A for bin packing with bin size b. Let
T (b) = 〈t1, t2, . . .〉 be the integer sequence associated with b. Let � be an integer,
and let ε > 0 be a small real number such that ε · t�+1 · � ≤ 1. Furthermore, let
N > k3t�+1 be a huge integer. We confront the online algorithm with several
phases of ‘bad’ items, and we show that algorithm A eventually must perform
poorly.

Alltogether there are � phases. In the jth phase (j = 1, . . . , �), exactly N
items of size b/t�−j+1 + ε arrive. The best that the bounded space algorithm A
can do is to pack these items together in groups of cardinality t�−j+1 − 1 each.
This consumes N/(t�−j+1−1) bins. At the beginning of a phase up to k used bins
of the previous phase are active, and this may save up to k bins. Summarizing,
algorithm A uses at least N/(t�−j+1 − 1)− k bins for packing the items of phase
j. Adding this up over all j = 1, . . . , �, we get that

Ab(L) ≥
�∑

j=1

(
N

t�−j+1 − 1
− k

)
= N ·

�∑
j=1

1
tj − 1

− k�. (14)

By (3) and by the choice of ε, the � items b/t�−j+1 + ε with 1 ≤ j ≤ � together
fit into a bin of size 1. Consequently, we have Opt1(L) ≤ N . By making N
sufficiently large, (14) yields that the worst case performance Rb(A) of algorithm
A is at least

∑�
j=1

1
tj−1 . Since this statement holds true for every value of �, we

may make � arbitrarily large and thus make this bound arbitrarily close to ρ(b).

Theorem 8. For any b ≥ 1 and for any online k-bounded space bin packing
algorithm A, we have Rb(A) ≥ ρ(b). ��
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Abstract. The list update problem is a classical online problem, with an optimal
competitive ratio that is still open, somewhere between 1.5 and 1.6. An algorithm
with competitive ratio 1.6, the smallest known to date, is COMB, a randomized
combination of BIT and TIMESTAMP. This and many other known algorithms,
like MTF, are projective in the sense that they can be defined by only looking
at any pair of list items at a time. Projectivity simplifies both the description of
the algorithm and its analysis, and so far seems to be the only way to define a
good online algorithm for lists of arbitrary length. In this paper we characterize all
projective list update algorithms and show their competitive ratio is never smaller
than 1.6. Therefore, COMB is a best possible projective algorithm, and any better
algorithm, if it exists, would need a non-projective approach.

1 Introduction

The list update problem is a classical online problem in the area of self-organizing data
structures [4]. Requests to items in an unsorted linear list must be served by accessing
the requested item. We assume the partial cost model where accessing the ith item in
the list incurs a cost of i − 1 units. This is simpler to analyze than the original full cost
model [12] where that cost is i. The goal is to keep access costs small by rearranging
the items in the list. After an item has been requested, it may be moved free of charge
closer to the front of the list. This is called a free exchange. Any other exchange of two
consecutive items in the list incurs cost one and is called a paid exchange.

An online algorithm must serve the sequence σ of requests one item at a time, without
knowledge of future requests. An optimum offline algorithm knows the entire sequence σ
in advance and can serve it with minimum cost OFF(σ). If the online algorithm serves
σ with cost ON(σ), then it is called c-competitive if for a suitable constant b

ON(σ) ≤ c · OFF(σ) + b

for all request sequences σ. The competitive ratio c in this inequality is the standard
yardstick for measuring the performance of the online algorithm. The well-known move-
to-front rule MTF, for example, which moves each item to the front of the list after it has
been requested, is 2-competitive [12,13]. This is also the best possible competitiveness

U. Montanari et al. (Eds.): ICALP 2000, LNCS 1853, pp. 305–316, 2000.
c© Springer-Verlag Berlin Heidelberg 2000
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for any deterministic online algorithm for the list update problem [12]. Another deter-
ministic algorithm that is also 2-competitive is TIMESTAMP due to Albers [1], which
moves the requested item x in front of all items which have been requested at most once
since the last request to x.

Randomized algorithms can perform better on average, as first shown by Irani [10,11].
Such an algorithm is called c-competitive if

E
[
ON(σ)

] ≤ c · OFF(σ) + b,

where the expectation is taken over the randomized choices of the online algorithm.
Randomization is useful only against the oblivious adversary [6] that generates request
sequences without observing the randomized choices of the online algorithm. If the
adversary can observe those choices, it can generate requests as if the algorithm was
deterministic, which is then at best 2-competitive. We therefore consider only the inter-
esting situation of the oblivious adversary.

In this case, lower bounds for the competitive ratio are harder to find; the first non-
trivial bounds are due to Karp and Raghavan, see the remark in [12]. A general technique
is Yao’s theorem [15]: If there is a probability distribution on request sequences so that
the resulting expected competitive ratio for any deterministic online algorithm is d or
higher, then every deterministic or randomized online algorithm has competitive ratio d
or higher [9]. In the partial cost model, a lower bound of 1.5 is easy to find as only two
items are needed. Teia [14] generalized this idea to prove the same bound in the full
cost model, where long lists are needed. Ambühl, Gärtner and von Stengel [5] showed
a lower bound of 1.50084 for lists with five items in the partial cost model, using game
trees and a modification of Teia’s approach. The optimal competitive ratio for the list
update problem (in the partial cost model) is therefore between 1.50084 and 1.6, but the
true value is as yet unknown.

The upper bound of 1.6 is the last link so far in a chain of results, starting with the
observation that MTF acts too eagerly in moving items to the front. The better algorithms
BIT, COUNTER, and RANDOM RESET move the requested item to the front or leave
it at its position, depending on the number of previous requests to the currently requested
item. The elegant BIT algorithm stores a data bit—initially set to a random value—with
each item. The bit is flipped at each request, and the item is moved to the front of the list
when the bit has been set to one. BIT is 1.75-competitive. The related RANDOM RESET
algorithm has competitive ratio

√
3, about 1.73. This ratio is improved to the Golden

Ratio (1 +
√

5)/2, about 1.62, by treating each item with a randomized combination of
TIMESTAMP and MTF [1].

The best randomized list update algorithm known to date is the 1.6-competitive
algorithm COMB [2]. It serves the request sequence with probability 4/5 using BIT
[12]. With probability 1/5, COMB treats the request sequence using TIMESTAMP.

With the exception of Irani’s algorithm SPLIT [10,11], all the specific list update
algorithms mentioned above are projective, meaning that the relative order of any two
items in the list only depends on previous requests to those items. (A simple example for
a non-projective algorithm is TRANSPOSE, which moves the requested item just one
position further to the front.) The main result of this paper is a proof that, surprisingly,
1.6 is the best possible competitive ratio attainable by a projective algorithm. As a tool,
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we develop an explicit characterization of deterministic projective algorithms in terms
of two functions for every item, responsible for the “macro”- and the “micro”-behavior
of the item.

This result is significant in several respects. First, it puts an end to the search for
improved algorithms via combinations of existing projective ones. This approach has
been used successfully in the past, as the results mentioned above indicate, but it has
reached its limits with the development of the COMB algorithm. New and better algo-
rithms (if they exist) have to be non-projective, and must derive from new, yet to be
discovered, design principles. Second, the characterization of projective algorithms is a
step forward in understanding the structural properties of list update algorithms. Under
this characterization, the largest and so far most significant class of algorithms appears
in a new, unified way. Third, our lower bound construction gives rise to an explicit test
scenario for new algorithms: we construct a set of request sequences with the property
that a randomly chosen instance from the set is “hard” for any projective algorithm. A
new, supposedly better, algorithm should therefore be able to defeat those hard instances,
and this might be more difficult than to defeat some ad-hoc set of instances.

2 Projective Algorithms

Consider a list with n items. For a request sequence σ and two list items x and y,
the projection of σ on the unordered pair {x, y} is denoted by σxy and defined as the
sequence obtained from σ by deleting all requests to items other than x or y. We write
σx instead of σxx. For a given deterministic online algorithm, let S(σ) denote the list
state after the request sequence σ is served. List states are written as [x1x2 . . . xn] where
x1 is the item at the front of the list. The list state projected to the pair {x, y} is denoted
by Sxy(σ), which is either [xy] or [yx], indicating the relative position of x and y after
σ is served.

A deterministic algorithm is projective if the relative order of any two items after
any sequence σ does not depend on requests to the other items:

Definition 1 (Projective Algorithms). A deterministic list update algorithm is projec-
tive if for all request sequences σ and any two list items x and y

Sxy(σ) = Sxy(σxy). (1)

A projective algorithm A can be analyzed in a much simpler way than a general one,
since only two-item lists have to be studied [7]. If the projected cost on two items x, y of
this algorithm is Axy (with each request to x or y contributing either 0 or 1, depending
on whether the requested item is before or behind the other item in the list), then its total
cost is given by

A(σ) =
∑

{x,y}⊆L

Axy(σxy), (2)

where L is the set of list items [2,8]. Furthermore, the optimal offline cost OFFxy of
serving σxy is easy to describe, and gives a lower bound OFF(σ) defined similar to (2)



308 C. Ambühl, B. Gärtner, and B. von Stengel

for the optimal offline cost. This quantity is used to prove the competitive ratio of COMB
and other algorithms. The simple equation (2) holds only in the partial cost model, which
is therefore the natural choice when studying projective algorithms.

Projective algorithms have a natural generalization, where we demand the relative
order of any k-tuple of list items to depend only on the requests to these k items. It turns
out that for lists with more than k items, only projective algorithms satisfy this condition.
This follows from the fact that e.g. for k = 3, Sxyz(σ) = Sxyz(σxyz) implies that the
relative order of any pair from {x, y, z} is independent of the requests to any item in
L \ {x, y, z}. As soon as we have k + 1 list items, it is easy to see that the constraints
for all k-tuples enforce the relative order of any pair of list items to be independent of
the requests to other items.

We define a randomized online algorithm as projective if it is a (not necessarily
finite) probability distribution over deterministic projective algorithms. A less restrictive
definition is conceivable, but would not allow us to prove the lower bound for projective
algorithms that we intend and that we think is useful. Namely, one could call a randomized
online list update algorithm projective if serving any request sequence σ induces a
distribution on list states Sxy(σ) that only depends on σxy . To illustrate the problem
with this definition, consider the following randomized algorithm on a list of two items
only: If the current list state is [xy] and y is requested following a request to x, move y
to the front with probability 1/2, and if y is requested following a request to y (that is,
y was not moved at the preceding request), then move y to the front with certainty. It is
not hard to see that such a randomized online algorithm has competitive ratio 1.5, which
is the best possible. Furthermore, any randomized algorithm showing this as projective
behavior on a longer list would also be 1.5-competitive. It is indeed possible to construct
such an algorithm for lists with up to four items using partial orders [3], but impossible
for lists with five or more items, as recently proved by the authors [5].

In the following, we will characterize the deterministic projective algorithms in a way
that makes their projective behavior transparent, and unifies many known algorithms. By
our above assumption that considers a randomized projective algorithm as a probability
distribution over deterministic ones, we will be able to use this characterization in the
lower bound proof later.

3 Critical Requests

Consider a given deterministic online list update algorithm that is projective according
to Definition 1. In order to obtain a meaningful characterization of such an algorithm,
we assume n > 2 since on lists with only two items, any algorithm is projective. Let
i, j > 0 and consider request sequences σ with exactly i requests to x and j requests to
y (x 6= y), that is, σx = xi (the i-fold repetition of x) and σy = yj . Then we say xi and
yj are equivalent, written xi ∼ yj , if there are request sequences σ and σ′ so that

σx = σ′
x = xi, σy = σ′

y = yj ,

Sxy(σ) = [xy], Sxy(σ′) = [yx]. (3)

In other words, one should be able to shuffle the requests to x and y such that either
x or y is in front after serving the request sequence. Assume, for the moment, that (3)
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holds for any two items x and y and any i, j > 0 (we deal with the general case in the
next section). Under this assumption, the algorithm can be characterized in terms of the
central concept of critical requests.

For any list item x, let Fx : IN+ → IN+ be a function so that Fx(i) ≤ i for all i. Then
Fx defines the critical request to x in a request sequence σ as the Fx(i)th request to x in σ
if σx = xi. We say that the given algorithm operates according to these critical requests
if, after serving any request sequence σ, the relative order of the items requested at least
once is the reverse order of their critical requests in σ. In other words, x precedes y after
σ with σx = xi, σy = yj , and i, j > 0 if and only if the Fx(i)th request of x was later
than the Fy(j)th request to y. As a simple illustration, observe that MTF uses Fx(i) = i
for all i > 0 and x ∈ L. In the next section we will also deal with non-requested items.
Paid exchanges can be represented by critical request functions that are not monotone.

There is also a natural “dual” way to deal with critical requests: At any time, an
item precedes another if its critical request was earlier. In this case, we say that the
algorithm operates dually according to critical requests. For example, operating dually
on Fx(i) = i, for all i, results in the move-to-back algorithm. Although such behavior
cannot be competitive, it defines a projective algorithm.

Any critical request functions Fx for the list items x therefore define two list update
algorithms. The algorithms are projective since Fx(i) does not depend on requests to
items other than x. Furthermore, condition (3) holds for i, j > 0: sequences σ and σ′

with σxy = xiyj and σ′
xy = yjxi will always result in Sxy(σ) 6= Sxy(σ). The following

theorem shows that, conversely, any projective list update algorithm fulfilling (3) arises
from critical requests.

Theorem 1. Let A be a projective algorithm on a list with n items, n > 2, so that for
all items x, y and all i, j > 0, property (3) holds. Then A operates (or operates dually)
according to suitable critical request functions.

Proof. Assume that i, j, k > 0 and σ and σ′ are request sequences (over only three items
x, y and z) with σx = σ′

x = xi, σy = σ′
y = yj , and σz = σ′

z = zk, so that

Sxy(σxy) = [xy] and Sxz(σxz) = [zx] (4)

and

Sxy(σ′
xy) = [yx] and Sxz(σ′

xz) = [xz]. (5)

Such sequences exist by assumption (3) and projectivity of A, and since the projections
considered in these equations can be combined into sequences σ and σ′ of requests to
the three items.

Note that (4) and (5) imply Syz(σ) = [zy] and Syz(σ′) = [yz], hence by projectivity

σyz 6= σ′
yz. (6)

By labelling each request to an item with its position in the unary projection to that
item (e.g. the fifth request to x will be labelled x(5)), σxy and σ′

xy (and similarly σxz

and σ′
xz) can be considered as permutations that may be transformed into each other by

successively transposing pairs of consecutive requests.
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We can even assume that σxy and σ′
xy differ only in a single such transposition,

namely the (not necessarily unique) one responsible for the reversal of the list state Sxy

during the transformation. Similarly, we assume that σxz and σ′
xz differ only in a single

transposition of consecutive requests to x and z.
Suppose the transposition σxy → σ′

xy involves x(q) and y(`), while x(r) and z(m)
participate in the transposition σxz → σ′

xz . We now prove that q = r, which is also
easily seen to imply that this value is well-defined: It neither depends on σ and σ′ nor
on the specific transposition we consider, but only on σx.

For this, assume q 6= r and consider the sequence σ. W.l.o.g., x(q) and y(`) are
consecutive requests in σ—otherwise we can transpose y(`) with all in-between requests
to z without changing the projections to {x, y} and {x, z}. Similarly, suppose that x(r)
and z(m) are consecutive. A sequence σ′ satisfying (5) is now obtained from σ by
transposing both x(q) with y(`) and x(r) with z(m). Under this operation, however, the
projection to {y, z} remains invariant, a contradiction to (6). Hence, we must have q = r.

We have seen that for all items x and all i, there is a unique critical value Fx(i) = q,
and it remains to show that A operates (or operates dually) according to the Fx(i).

First of all, we need to show that the relative order of any two items only depends
on the order of their critical requests. By the above arguments, whenever σxy and σ′

xy

satisfy

Sxy(σxy) 6= Sxy(σ′
xy) (7)

and differ only by a single transposition of consecutive requests, this transposition in-
volves the critical request of x. By symmetry, it also involves the critical request of y. In
general, when we transform σxy into σ′

xy by transposing consecutive requests, property
(7) holds if and only if the two critical requests have been transposed an odd number of
times, which fixes their relative order.

Now consider a request sequenceσ over ann-item list such thatS(σ) = [x1x2 . . . xn].
Let pi be the position of xi’s critical request in σ. If we do not have p1 > p2 > · · · > pn

(A operates on F ) or p1 < p2 < · · · < pn (A operates dually on F ), we must have
an index i such that either pi < pi+1 > pi+2 or pi > pi+1 < pi+2. In both cases, we
can manipulate σ such that the critical requests of xi and xi+2 change their order, but
both keep their relative order w.r.t. the critical request of xi+1. In the list obtained after
serving σ, items xi and xi+2 change their relative order under this manipulation, while
they keep their relative order w.r.t. xi+1. This is impossible.

The assumption of at least three list items in the preceding theorem is crucial. On
lists with only two items, any algorithm is projective, but cannot always be defined in
terms of critical requests. This follows from cardinality considerations: There are

(
i+j

i

)
request sequences with i requests to x and j requests to y, each of which can have its
own list state after being served, but only i · j many ways of defining critical requests.
As an example, the algorithm that puts the second-to-last requested item at the front of
the two-item list cannot be defined in terms of critical requests.
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4 Containers

Not all projective algorithms fulfill condition (3) for all xi and yj . As an example,
consider the algorithm where all items requested an odd number of times precede all
items requested an even number of times, and where the items within each of these two
sets are arranged according to the MTF rule. Then (3) fails if i is odd and j is even or
vice versa. According to the general characterization of projective algorithms that we
will give in this section, the odd- and even-requested items in this example form separate
“containers” that represent sublists of the list. Within one container, items are moved
according to critical requests, but items in different containers are always in one and the
same relative position.

To make this precise, consider a given projective list update algorithm and the set

U = {xi | i ∈ IN, x ∈ L}

of unary projections of request sequences, where L denotes the set of items in the list.
Recall that we write xi ∼ yj whenever (3) holds. It makes sense to allow i = 0 and

j = 0 as well. By generalizing (3) we get x0 6∼ yj for all x 6= y and j ∈ IN.
For x, y, z distinct, if xi ∼ yj and yj ∼ zk, then, by projectivity, there are always

two sequences σ and σ′ containing the three unary projections such that S(σ) = [xyz]
and S(σ′) = [zyx], which implies xi ∼ zk. It is easy to see that ∼ is an equivalence
relation on U if we stipulate xi ∼ xi for any xi ∈ U and also xi ∼ xj for i 6= j if and
only if there is a zk with z 6= x such that xi ∼ zk and zk ∼ xj .

An equivalence class under ∼ shall be called a container. Let C denote the set of
containers and cx(i) denote the container containing xi. If xi and yj are in different
containers, we write cx(i) < cy(j) whenever for some σ with σx = xi and σy = yj

we have Sxy(σ) = [xy] (and hence for all such σ, since (3) does not hold). It is easy
to see that this does not depend on the choice of the representatives xi and yj from
each container. A special case occurs if both xi and xj are the only members in their
respective containers. In this case, no canonical order exists, and we set cx(i) < cx(j)
if i < j.

Then < defines a total order on the containers, which has a natural interpretation:
After a request sequence σ, consider the unary projections σx for each item x, and their
corresponding containers. If two projections xi and yj are in different containers, x is
in front of y if and only if cx(i) < cy(j). Hence the containers represent sublists of the
list state S(σ), and we will say that cx(i) contains the item x if σx = xi.

This characterizes any projective algorithm, apart from its behavior within each
container, which is easy to describe: If there is only one item in the container, the position
of the item is that of the container. A container containing only unary projections for
two distinct items can have an arbitrary behavior of its items, since any algorithm on
only two items is projective. If the container contains projections for at least three items,
Theorem 2 applies, that is, the algorithm operates or operates dually according to suitable
critical requests defined for the unary projections in that container. For this, observe that
by definition of ∼, all empty projections x0 are in a container of their own, so whenever
a container has at least two items, each item has been requested at least once, in which
case the critical requests exist.
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To summarize, we can express any deterministic projective algorithm by a pair of
functions cx : IN → C and Fx : IN+ → IN+ for all x ∈ L = {x1, x2, . . . , xn}. The
ordering of the values cx(0) corresponds to the initial list state. In the following examples,
we denote the containers by integers, where the ordering of the integers corresponds to
the ordering of the containers.

MTF moves all items into a common container 0 at their first request. All items use
cxi ≡ (i, 0, 0, 0, . . . ) and Fxi(k) = k.

TIMESTAMP moves all items into a common container 0 at their second request. By
definition of ∼, an item cannot stay in its initial container after the first request, so
all items will use cxi

≡ (2i, 2i − 1, 0, 0, 0, . . . ) and Fxi
(k) = max(1, k − 1).

FREQUENCY COUNT makes heavy use of containers. Items are ordered according
to the number of requests to them, so all items requested k times are in container
−k. The functions used are cxi ≡(i,−1,−2, . . . ) and Fxi(k)=k.

BIT is a randomized algorithm. In the beginning, every item tosses a fair coin to decide
whether it uses the pair (F 0

xi
, c0

xi
) or (F 1

xi
, c1

xi
) with c0

xi
≡ (2i, 2i − 1, 0, 0, 0, . . . ),

F 0
xi

≡ (1, 1, 3, 3, 5, 5, . . . ), c1
xi

≡ (2i, 0, 0, 0, . . . ), F 1
xi

≡ (1, 2, 2, 4, 4, 6, 6, . . . ).

5 Lower Bound

In this section, we use the characterization of projective algorithms from the previous
section to prove that no such algorithm is better than 1.6-competitive. Algorithms with a
good competitive ratio never operate dually according to critical requests, and have the
critical request close to the last request, for every item. That is, they fulfill i − Fx(i) ≤ 1
most of the time. Therefore we work with fx(i) = i − Fx(i) in the following. Recall
that MTF is defined by fx(i) = 0, and TIMESTAMP by fx(i) = 1.

Motivated by this discussion, we consider projective algorithms A for lists of more
than two items that fulfill the following additional assumptions:

(i) A constant p exists such that after at most p requests to every item, all items
will reside in a single common container, and A operates (i.e. does not operate
dually) according to critical requests within that container, and
(ii) the values fx(i) that determine the critical requests can be uniformly bounded
by some constant M , where w.l.o.g. M ≥ 3.

Let us call an algorithm satisfying (i) and (ii) regular.
Given any ε > 0 and b, we will show that there is a probability distribution π on a

finite set Λ of request sequences so that

∑
λ∈Λ

π(λ)
A(λ)

OFF(λ) + b
≥ 1.6 − ε, (8)

for any deterministic regular algorithm A. Then Yao’s theorem [15] asserts that also any
randomized regular algorithm has competitive ratio 1.6 − ε or larger. This holds for any
fixed p and M . Hence the competitive ratio is at least 1.6. This is achieved by COMB
and therefore a tight bound for projective algorithms.

The same holds for general projective algorithms, but we defer the technicalities of
that to the full paper (see also section 6).
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All λ ∈ Λ will consist of only two items x and y. With the constant M from (ii), let

φ = xM yxyxM yxM yM xyxyM xyM xM yM . (9)

φ consists of eight blocks, each of which ends in xM or yM . Let H = |φ|/2, and let k
and T be arbitrary positive integers. Then the set of sequences in (8) is given by

Λ = {xtx3+hy3+hφk | 0 ≤ h < H, 0 ≤ t < T}, (10)

where any λ in Λ is chosen with equal probability 1/HT by π.
First, observe that OFF pays ten units for each repetition of φ (which always starts

in offline list state [yx]), and therefore all sequences in Λ have equal offline cost 1+10k.
This and the fact that π(λ) for λ ∈ Λ is constant allows us to rewrite (8) as

∑
λ∈Λ A(λ)∑

λ∈Λ(OFF(λ) + b)
> 1.6 − ε. (11)

The offline cost OFF(λ) in (11), as well as the online cost A(λ), can grow arbitrarily
large with k, so that we can assume w.l.o.g. that b = 0 in (11), adapting ε suitably.

In the rest of this section we show that (10) yields the desired property (11). We say
that A is in state (i, j) if it has served σ with σx = xi and σy = yj , where σ is some
prefix of a sequence λ in Λ. That sequence σ is a random variable since the particular
order of requests to x and y is usually not known.

We say that a sequence λ in Λ switches from x in state (i, j) if λ has the prefix σ
with σx = xi and σy = yj and σ ends in xM . Similarly, we say that λ switches from y
in state (i, j) if that prefix σ ends in yM . A state (i, j) is called good if it fulfills the
following conditions:

(a) there are four sequences in Λ that switch from x in state (i, j). They continue
with the requests yM , yM , yxM , and yxyxM , respectively;
(b) the same holds with x and y interchanged;
(c) properties (a) and (b) also hold for the states (i − 1, j) and (i, j − 1).

This means, for every good state (i, j) and each of the eight blocks in φ, there is
exactly one sequence σ in Λ that starts with this block in state (i, j). Let A(i, j) be
the sum of costs incurred by A on those eight blocks, and OFF(i, j) the corresponding
sum of offline costs. In general, A(i, j) denotes the sum of costs incurred by A on all
next blocks of the (at most eight) sequences switching from x or y in state (i, j), and
OFF(i, j) is the corresponding offline cost.

We will show that for every good state (i, j), A(i, j) is at least 16, while OFF(i, j) is
always 10. Together with the facts that most states are good states (which we will prove
below), and that the cost for serving the initial prefix xtx3+hy3+h is independent of k
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and can therefore be neglected for large k, this gives

∑
λ∈Λ A(λ)∑

λ∈Λ OFF(λ)
=

∑
(i,j)

A(i, j) +
∑
h,t

A(xtx3+hy3+h)

∑
(i,j)

OFF(i, j) +
∑
h,t

OFF(xtx3+hy3+h)

≈

∑
(i,j) good

A(i, j)

∑
(i,j) good

OFF(i, j)
≥ min

(i,j) good

A(i, j)
OFF(i, j)

,

thus proving the lower bound, because the minimum is at least 16/10 = 1.6.
By considering each of the four continuing sequences yM , yM , yxM , and yxyxM

in (a), we see that the sum of their offline costs is five. Hence, we have to show that
the sum of online costs is at least eight. This is not always the case: It is possible that a
certain choice of the critical request functions will result in an online cost of only seven
units. However, we will show that those particular critical requests will incur nine units
of online cost in state (i − 1, j), one of which we can “borrow” for A(i, j). This results
in eight units of online cost, for all good states.

Consider a sequence in a good state (i, j) that, as in (a), switches from x, so that
the next requests are yM , yM , yxM , and yxyxM (our reasoning will then apply to (b)
by symmetry). Since the first two of these requests are yy, yy, yx, yx, their total online
cost is six units: By assumption (ii), the critical request to x is among the preceding
requests xM . Hence four units are to be paid for the first request to y, and then two extra
units, namely on the request to x in yx and yx if fy(j + 1) = 0, and on the second
request to y in yy and yy if fy(j + 1) ≥ 1. A seventh unit is spent in serving the second
request to y or to x in yxyxM . The only case where no more than these seven online
cost units occur is if

fx(i + 1) = 0 and fy(j + 2) = 1. (12)

Namely, fy(j + 2) ≤ 1 is necessary since otherwise y would not be in front of x
at the third request to y in the sequences yM , adding at least two more cost units. If
fy(j + 1) = 0, then we need fx(i + 1) = 0 to avoid another cost unit when serving the
second request to x in yxM , and hence fy(j+2) ≥ 1 to avoid that y is moved to the front
at the second request to y in yxyxM since that would create an extra cost unit for serving
the second x. If fy(j + 1) ≥ 1, then we need again fx(i + 1) = 0 and fy(j + 2) ≥ 1
to avoid that y is moved to the front at the second request to y in yxyxM . Together, this
implies (12). Hence, whenever (12) fails, the online algorithm incurs eight or more unit
costs.

The seven online cost units in case (12) create nine online cost units in state (i−1, j)
for the sequences switching from y. Namely, by (c), the subsequent requests are xM ,
xM , xyM , and xyxyM . As before, six online units will be spent on the first two of these
requests which are xx, xx, xy, xy, and a seventh unit either on the second y in xyM

or on the second x in xyxyM . That last sequence, however, will incur two additional
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cost units: Because of (12), x is in front of y after the third and forth request in xyxyM ,
causing two more units for serving the second and third requests to y.

It remains to show that most states are good. The sequences λ in Λ are, by (10),
essentially k-fold repetitions of φ.

The random initial subsequence x3+hy3+h of λ means that all pairs of states (i, j)
and (i+1, j +1), apart from those with low or high values of i and j, are equally likely
reached by any request in φ. Note that |φx| = |φy|. The additional prefix xt of λ does
the same for the pairs of states (i, j) and (i + 1, j) except for those with small or large
values of i and j. Figure 1 displays the good and the bad states in a diagram. There
are Θ(kHT ) good states, but only Θ(kH2) bad ones. By choosing T large enough, the
contribution of bad states can be neglected, so that (8) holds.

T

j

kC
x- counter value

y-
 c

ou
nt

er
 v

al
ue

state (i,j)
kC

i

good

bad

Fig. 1. xy-diagram

We have proved a lower bound of 1.6 for the competitive ratio of any regular pro-
jective algorithm A, defined by a probability distribution over deterministic regular
algorithms. By definition, this means that A is using only one active container in the
long run, and that the distance between current and critical request is bounded for all
items. Because of lack of space, we will deal with the other cases only in the full version.
We thus obtain

Theorem 2. Any projective list update algorithm has a competitive ratio of at least
1.6 in the partial cost model, and this bound is best possible, as the algorithm COMB
demonstrates.

6 Conclusion

An open problem is to extend this result to the full cost model, even though this model
is not very natural in connection with projective algorithms. This would require request
sequences over arbitrarily many items, and it is not clear whether an approach similar
to the one given here can work.

Another ambitious goal is to further improve the lower bound in case of non-
projective algorithms. Here, the techniques of the paper do not apply at all, and to
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get improvements that are substantially larger than the ones obtainable with the methods
of [5] requires substantial new insights.

Finally, the search for good non-projective algorithms has become an issue with
our result. Irani’s SPLIT algorithm [10,11] is the only one known of this kind with a
competitive ratio below 2. A major obstacle for finding such algorithms is the difficulty
of their analysis, because pairwise methods are not applicable, and other methods (e.g.
the potential function method) have not been studied in depth. We hope that our result
can stimulate further research in this direction.

References

1. S. Albers (1998), Improved randomized on-line algorithms for the list update problem. SIAM
J. Comput. 27, no. 3, 682–693 (electronic). Preliminary version in Proc. 6th Annual ACM-
SIAM Symp. on Discrete Algorithms (1995), 412–419.

2. S. Albers, B. von Stengel, and R. Werchner (1995), A combined BIT and TIMESTAMP
algorithm for the list update problem. Inform. Process. Lett. 56, 135–139.

3. S. Albers, B. von Stengel, and R. Werchner (1996), List update posets. Manuscript.
4. S. Albers and J. Westbrook (1998), Self Organizing Data Structures. In A. Fiat, G. J. Woegin-

ger, “Online Algorithms: The State of the Art”, Lecture Notes in Comput. Sci., 1442, Springer,
Berlin, 13–51.
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Abstract. We study the problem of strong/weak bisimilarity between processes of
one-counter automata and finite-state processes. We show that the problem of weak
bisimilarity between processes of one-counter nets (which are ‘weak’ one-counter
automata) and finite-state processes is DP-hard (in particular, it means that the
problem is both NP and co-NP hard). The same technique is used to demonstrate
co-NP-hardness of strong bisimilarity between processes of one-counter nets.
Then we design an algorithm which decides weak bisimilarity between processes
of one-counter automata and finite-state processes in time which is polynomial
for most ‘practical’ instances, giving a characterization of all hard instances as a
byproduct. Moreover, we show how to efficiently compute a rather tight bound
for the time which is needed to solve a given instance. Finally, we prove that the
problem of strong bisimilarity between processes of one-counter automata and
finite-state processes is in P.

1 Introduction

In concurrency theory, processes are typically understood as (being associated with)
states in transition systems, a fundamental and widely accepted model of discrete sys-
tems. Formally, a transition system is a triple T = (S, Σ,→) where S is a set of states,
Σ is a finite set of actions (or labels), and → ⊆ S × Σ × S is a transition relation. We
write s

a→ t instead of (s, a, t) ∈ → and we extend this notation to elements of Σ∗ in
the natural way. A state t is reachable from a state s iff there is w ∈ Σ∗ such that s

w→ t.
A system T is finite-state iff the set of states of T is finite.

The equivalence approach to formal verification of concurrent systems is based on
the following scheme: One describes the specification (the intended behaviour) S and
the implementation I of a given system in some ‘higher’ formalism whose semantics is
given in terms of transition systems, and then it is shown that S and I are equivalent.
Actually, there are many ways how to capture the notion of process equivalence (see, e.g.,
[18]). It seems, however, that bisimulation equivalence [15,13] is of special importance,
as its accompanying theory has been developed very intensively. Let T = (S, Σ,→)
be a transition system. A binary relation R ⊆ S × S is a bisimulation iff whenever
(s, t) ∈ R, then for each s

a→ s′ there is some t
a→ t′ such that (s′, t′) ∈ R, and for each

t
a→ t′ there is some s

a→ s′ such that (s′, t′) ∈ R. States s, t are bisimulation equivalent
(or bisimilar), written s ∼ t, iff there is a bisimulation relating them. Bisimulations can
? Supported by the Grant Agency of the Czech Republic, grants No. 201/98/P046 and
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also be used to relate states of different transition systems; formally, two systems can
be considered as a single one by taking their disjoint union. An important variant of
bisimilarity is weak bisimilarity introduced by Milner in his work on CCS [13]. This
relation distinguishes between ‘external’ and ‘internal’ computational steps, and allows
to ‘ignore’ the internal steps (which are usually denoted by a distinguished action τ ) to
a certain extent. Formally, we define the extended transition relation ⇒ ⊆ S × Σ × S
as follows: s

τ⇒ t iff t is reachable from s via a finite (and possibly empty) sequence
of transitions labelled by τ (note that s

τ⇒ s for each s), and s
a⇒ t where a 6= τ iff

there are states u, v such that s
τ⇒ u

a→ v
τ⇒ t. The relation of weak bisimulation is

defined in the same way as bisimulation, but ‘⇒’ is used instead of ‘→’. Processes s, t
are weakly bisimilar, written s ≈ t, iff there is a weak bisimulation relating them. To
prevent a confusion about bisimilarity and weak bisimilarity, we refer to bisimilarity as
strong bisimilarity in the rest of this paper.

In this paper we study the complexity of checking strong and weak bisimilarity
between processes of transition systems generated by (certain subclasses of) pushdown
automata and processes of finite-state systems. A pushdown automaton is a tuple P =
(Q, Γ, Σ, δ) where Q is a finite set of control states, Γ is a finite stack alphabet, Σ
is a finite input alphabet, and δ : (Q × Γ ) → 2Σ×(Q×Γ∗) is a transition function
with finite image. We can assume (w.l.o.g.) that each transition increases the height (or
length) of the stack at most by one (each PDA can be efficiently transformed to this
kind of normal form). To P we associate the transition system TP where Q × Σ∗ is
the set of states, Σ is the set of actions, and the transition relation is determined by
(p, Aα) a→ (q, βα) iff (a, (q, β)) ∈ δ(p, A). As usual, we write pγ instead of (p, γ)
and we use ε to denote the empty word. The size of P is the length of a string which
is obtained by writing all elements of the tuple linearly in binary. The size of a process
pα of is the length of its corresponding binary encoding. Pushdown processes (i.e.,
processes of pushdown automata) have their origin in theory of formal languages [5],
but recently (i.e., in the last decade) they have been found appropriate also in the context
of concurrency theory because they provide a natural and important model of sequential
systems. In this paper we mainly concentrate on a subclass of pushdown automata where
the stack behaves like a counter. Such a restriction is reasonable because in practice we
often meet systems which can be abstracted to finite-state programs operating on a
single unbounded variable. For example, network protocols can maintain the count on
how many unacknowledged messages have been sent, printer spool should know how
many processes are waiting in the input queue, etc. Formally, a one-counter automaton
A is a pushdown automaton with just two stack symbols I and Z; the transition function
δ of A is a union of functions δZ and δI where δZ : (Q × {Z}) → 2Σ×(Q×({I}∗{Z}))

and δI : (Q × {I}) → 2Σ×(Q×{I}∗). Hence, Z works like a bottom symbol (which
cannot be removed), and the number of I’s which are stored in the stack represents the
counter value. Processes of A (i.e., states of TA) are of the form pIiZ. In the rest of
this paper we adopt a more intuitive notation, writing p(i) instead of pIiZ. It is worth
to note that the size of p(i) is O(i) and not O(log i), because p(i) is just a symbolic
abbreviation for pαZ where α is a string of i symbols I . Again, we assume (w.l.o.g) that
each transition increases the counter at most by one. A proper subclass of one-counter
automata of its own interest are one-counter nets. Intuitively, OC-nets are ‘weak’ OC-
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automata which cannot test for zero explicitly. They are computationally equivalent
to a subclass of Petri nets [16] with (at most) one unbounded place. Formally, a one-
counter net N is a one-counter automaton such that whenever (a, qIiZ) ∈ δZ(p, Z),
then (a, qIi+1) ∈ δZ(p, I). In other words, each transition which is enabled at zero-level
is also enabled at (each) non-zero-level. Hence, there are no ‘zero-specific’ transitions
which could be used to ‘test for zero’.

Observe that the out-going transitions of a OC process q(i) where i > 0 do not
depend on the actual value of i. Hence, the structure of transition systems which are
associated with OC-automata (and, in particular, with OC-nets) is rather regular—they
consist of a ‘zero pattern’ and a ‘non-zero pattern’ which is repeated infinitely often.
Despite this regularity, some problems for OC-automata (and even for OC-nets) are
computationally hard, as we shall see in the next section.

Now we give a short summary of relevant results for PDA and OC automata. The
decidability of strong bisimilarity for processes of stateless PDA (which are also known
as BPA processes) is due to [3]. Another (incomparable) positive result is [6] where it is
shown that strong bisimilarity is decidable for processes of OC-automata. These results
have been recently extended to general PDA in [17]. The problem of weak bisimilarity
is still open for all of the mentioned (sub)classes. The decidability of strong/weak bisim-
ilarity between processes of a (general) class C and finite-state ones has been studied
in [7]. It is shown that the problem can be reduced to the model-checking problem for
a temporal logic EF and processes of C. Since EF is decidable for PDA processes, it
suffices for showing the decidability, but the obtained algorithm is not very efficient—we
only obtain EXPTIME upper-bound in this way for both strong and weak bisimilarity.
Recently, PSPACE lower-bound for the problem of strong (and hence also weak) bisim-
ilarity between PDA and FS processes has been given in [12]. A somewhat surprising
result is [11] which says that strong and weak bisimilarity between BPA processes and
finite-state ones is in P. OC-nets are studied, e.g., in [1,9] where it is shown that simula-
tion equivalence (which is coarser than strong bisimilarity) is decidable for processes of
OC-nets, and in [8] where a close relationship between simulation problems for OC-nets
and the corresponding bisimulation problems for OC-automata is established.

In this paper we concentrate on the complexity of checking strong and weak bisim-
ilarity between processes of OC-automata and FS processes. Our motivation is that the
specification or the implementation of a system which is to be verified (see above) can
often be specified as a finite-state process. Moreover, a number of ‘classical’ verification
problems (e.g., liveness, safety) can be easily reduced to the problem of weak bisimilar-
ity with a finite-state system. For example, if we want to check that the action a is live
for a process g (i.e., each state which is reachable from g can reach a state which can
emit a), we can rename all actions of g except a to τ and then check weak bisimilarity
between g and f where f is a one-state process with the only transition f

a→ f .
In Section 2, it is shown that the problem of weak bisimilarity between processes

of OC-nets and FS processes is DP-hard, even for a fixed finite-state process (intu-
itively, the class DP [14] is expected to be somewhat larger than the union of NP and
co-NP; however, it is still contained in the ∆2 = PNP level of the polynomial hierar-
chy). Here we have to devise a special technique for encoding, guessing, and checking
assignments of Boolean variables in the structure of OC-nets. As transition systems
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which are associated with OC-nets are rather regular, the method is not straightforward
(observe that assignments are easy to handle with a stack; it is not so easy if there is
only (one) counter at our disposal). Using the same technique we also show that strong
bisimilarity between processes of OC-nets is co-NP-hard (strong bisimilarity between
processes of OC-automata and finite-state processes is already polynomial—see below).
Assuming the expected relationship among complexity classes, the DP-hardness result
for weak bisimilarity actually says that any deterministic algorithm which decides the
problem requires exponential time in the worst case. Rather than trying to establish
DP-completeness, we turn our attention to a more ‘practical’ direction—in Section 3
we design an algorithm which decides weak bisimilarity between a process p(i) of a
OC-automatonA and a process f of a finite-state systemF in timeO(n3m5 z3 (i+ 1))
where n is the size ofA,m is the size ofF , and z is a special constant which depends on
A. So, if there was no z, or if z was always ‘small’, the problem would be in P. However,
z can be much (exponentially) larger than n in general. However, it follows from the way
how z is defined that the automaton must be very perverse to make its associated z large
(a good example is the automaton constructed in the DP-hardness proof of Section 2).
Hence, we conclude that our algorithm is actually efficient for many (if not all) practical
instances, giving a sort of ‘characterization’ of all hard instances as a byproduct. Another
advantage of our algorithm is that we can efficiently estimate the time which is needed
to solve a given instance—although the computation of z for a given automaton A may
take exponential time in general, we can efficiently (i.e., in polynomial time) compute
a quite reliable bound for z. All hard instances are efficiently recognized in this way; it
can also happen that some ‘easy’ instance is incorrectly declared as hard, but we argue
that such situations are quite rare. The algorithm also works for strong bisimilarity, but
in this case it only needs polynomial time—we obtain (as a simple consequence) that
the problem of strong bisimilarity between OC processes and finite-state ones is in P.
Proofs which were omitted due to space constraints can be found in [10].

2 Lower Bounds

In this section we show that the problem of weak bisimilarity between processes of
OC-nets and finite-state processes is DP-hard (even for a fixed finite-state process), and
that the problem of strong bisimilarity between processes of OC-nets is co-NP-hard.

Theorem 1. The problem of weak bisimilarity between processes of one-counter nets
and finite-state processes is DP-hard.

Proof. For purposes of this proof, we first fix the following finite-state system F :

C

a b

ba

τ

ba

1a
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2
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We show DP-hardness by reduction of the DP-complete problem Sat-Unsat. An
instance of the Sat-Unsat problem is a pair (ϕ1, ϕ2) of Boolean formulae in CNF.
The question is whether ϕ1 is satisfiable and ϕ2 unsatisfiable. First, we describe a
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polynomial algorithm which for a given formula ϕ in CNF constructs a one-counter net
Nϕ and its process sϕ(0) such that ϕ is satisfiable iff sϕ(0) ≈ P1, and ϕ is unsatisfiable
iff sϕ(0) ≈ P2, where P1, P2 are the (fixed) FS processes of the system F . It clearly
suffices for our purposes, because then we can also construct a one-counter net N
by taking the disjoint union of Nϕ1 , Nϕ2 and adding a new control state s together
with transitions sZ

a1→ sϕ1Z, sI
a1→ sϕ1I and sZ

a2→ sϕ2Z, sI
a2→ sϕ2I (the non-zero

transitions are added just to fulfil the constraints of the definition of OC nets). Clearly
(ϕ1, ϕ2) is a positive instance of the Sat-Unsat problem iff s(0) ≈ P where P is the
fixed FS process of the system F .

In our proof we use the following theorem of number theory (see, e.g., [2]): Let πi

be the ith prime number, and let f : N → N be a function which assigns to each n
the sum

∑n
i=1 πi. Then f is O(n3). (In our case, it suffices to know that the sum is

asymptotically bounded by a polynomial in n.) With the help of this fact we can readily
confirm that the below described construction is indeed polynomial.

Let ϕ ≡ C1 ∧· · ·∧Cm be a formula in CNF where Ci are clauses over propositional
variablesx1, · · · , xn. We assume (w.l.o.g.) that for every assignmentν : {x1, · · · , xn} →
{true, false} there is at least one clause Ci such that ν(Ci) = true (this can be
achieved, e.g., by adding the clause (x1 ∨¬x1) to ϕ). Furthermore, we also assume that
ϕ is not a tautology, i.e., there is at least one assignment ν such that ν(ϕ) = false
(it actually means that there is a clause where no variable appears both positively and
negatively). The construction of Nϕ = (Q, {I, Z}, {a, b, c, τ}, δ) will be described in a
stepwise manner. The sets Q and δ are initially empty. For each clause Ci, 1 ≤ i ≤ m,
we do the following:

– We add new control states ci and qi to Q. Moreover, for each variable xj and each k
such that 0 ≤ k < πj we add to Q a control state 〈Ci, xj , k〉 (observe that for each
Ci we add O(n4) states in this way).

– We add to δ the transition qiI
c→ qiI .

– For each 1 ≤ j ≤ n we add to δ the transitions ciI
τ→ 〈Ci, Xj , 0〉I and ciI

τ→ qI .
– For all j, k such that 1 ≤ j ≤ n and 0 ≤ k < πj we add to δ the transition

〈Ci, xj , k〉I τ→ 〈Ci, xj , (k + 1) mod πj〉ε.
– For all j, k such that 1 ≤ j ≤ n and 0 ≤ k < πj we add to δ the ‘loop’

〈Ci, xj , k〉I c→ 〈Ci, xj , k〉I .
– If a variable xj does not appear positively in a clause Ci, then we add to δ the loop

〈Ci, xj , 0〉Z c→ 〈Ci, xj , 0〉Z.
– If a variable xj does not appear negatively in a clause Ci, then we add to δ the loops

〈Ci, xj , k〉Z c→ 〈Ci, xj , k〉Z for every 1 ≤ k < πj .

If we draw the transition system which is generated by the current approximation of
Nϕ, we obtain a collection of Gi graphs, 1 ≤ i ≤ m; each Gi corresponds to the
‘subgraph’ of TN'

which is obtained by restricting Q to the set of control states which
have been added for the clause Ci. The structure of Gi is shown in the following picture.
(To understand this figure, observe that transition systems associated to OC-automata
can be viewed as two-dimensional ‘tables’ where column-indexes are control states and
row-indexes are counter values (0, 1, 2, . . .). As the out-going transitions of a state q(i)
where i > 0 do not depend on the actual value of i, it suffices to depict the out-going
transitions at zero and (some) non-zero level.)
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Now we give several important facts about Gi (each fact easily follows from the
previous ones):

– For each l > 0 we have that ci(l)
τ⇒ 〈Ci, xj , k〉(0) iff l mod πj = k.

– For each l > 0, the state ci(l) ‘encodes’ the (unique) assignment νl defined by
νl(xj) = true iff ci(l)

τ⇒ 〈Ci, xj , 0〉(0); conversely, for each assignment ν there
is l ∈ N such that ν = νl (for example, we can put l = Πn

j=0f(j), where f(j) = πj
if ν(xj) = true, and f(j) = 1 otherwise).

– For each l > 0 we have the following:
• νl(Ci) = false iff ci(l) ≈ C for the state C of the system F . Indeed, if
νl(Ci) = false, then ci(l) cannot reach any of the ‘zero-states’ where the
action c is disabled—it can only emit c’s (possibly with some intermediate τ ’s)
without a possibility to terminate.
• νl(Ci) = true (i.e., the clause Ci is true for νl) iff ci(l) ≈ C for the state C

of the system F . This also explains the role of the control state qi — we need
it to make sure that the transition C

τ→ D can always be matched.

We finish the construction ofNϕ by connecting theGi components together. To do that,
we add two new control states sϕ and r to Q, and enrich δ by adding the transitions

sϕZ
τ→ sϕIZ, sϕI

τ→ sϕI I , sϕI
τ→ rI , and rI

b→ ciI for every 1 ≤ i ≤ m. The
structure of TNϕ

is shown below.
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Now we can observe the following:

– For each l > 0 we have that
• νl(ϕ) = true iff r(l) ≈ A for the state A of the system F . To see this, realize

that νl(ϕ) = true iff νl(Ci) = true for each 1 ≤ i ≤ m iff ci(l) ≈ C for
each 1 ≤ i ≤ m due to the previous observations.

• νl(ϕ) = false iff r(l) ≈ A for the state A of the system F . A proof is similar
to the previous case; here we also need the assumption that at least one clause

of ϕ is true for νl (so that we can be sure that the transition A
b→ C can be

matched by r(l)).
– ϕ is unsatisfiable iff sϕ(0) ≈ P2 for the state P2 of F . Indeed, sϕ(0) can perform its

a⇒ move only by going to some (arbitrary) r(l). If ϕ is unsatisfiable, then νl(ϕ) =
false for each such r(l), hence all

a⇒ successors of sϕ(0) are weakly bisimilar to A

(see above), hence sϕ(0) ≈ P2. If ϕ is satisfiable, then there is a move sϕ(0) a⇒ r(l)
for some l such that νl(ϕ) = true, hence r(l) ≈ A and r(l) 6≈ A. Therefore, P2

cannot match the sϕ(0) a⇒ r(l) move and thus sϕ(0) 6≈ P2.
– ϕ is satisfiable iff sϕ(0) ≈ P1 for the state P1 of F . It is checked in the same

way as above. Here we use the assumption that ϕ is not a tautology, i.e., sϕ(0) can
always choose an assignment which makes ϕ false (i.e., sϕ(0) can always match
the transition P1

a→ A). ut
The main reason why we could not extend the hardness result to some higher complexity
class (e.g., PSPACE) is that there is no apparent way how to implement a ‘stepwise-
guessing’ of Boolean variables which would allow to encode, e.g., the Qbf problem;
each such attempt resulted in an exponential blow-up in the number of control states.
However, we can still re-use our technique to prove the following:

Theorem 2. The problem of strong bisimilarity between processes of one-counter nets
is co-NP-hard.

Proof. We use a similar construction as in the proof of Theorem 1. Given a formula ϕ
in CNF, we construct two one-counter nets N ,N and their processes s(0), s(0) such
that ϕ is unsatisfiable iff s(0) ∼ s(0). The net N is just a slight modification of the
net Nϕ of Theorem 1 — we only rename all τ -labels to c. A key observation is that
ϕ is unsatisfiable iff after each sequence of transitions of the form c∗a (i.e., after each
choice of an assignment) there is a b-transition to a state which can only emit an infinite
sequence of c actions without a possibility to terminate (i.e., at least one clause is false
for any assignment). The net N is a ‘copy’ of N but we also add a new control state q

and transitions qI
c→ qI , rI

b→ qI where r is a ‘twin’ of the state r of Nϕ. We put s and
s to be the corresponding twins of the state sϕ of Nϕ. Now we can easily check that ϕ
is unsatisfiable iff s(0) ∼ s(0) — the crucial argument is stated above. ut

3 Efficient Algorithms

In this section we design an algorithm which decides weak bisimilarity between pro-
cesses of OC-automata and finite-state processes. As expected, the algorithm requires



324 A. Kučera

exponential time in the worst case. However, it works rather efficiently for many (and we
believe that almost all) ‘practical’ instances. It also works for strong bisimilarity where
it needs only polynomial time.

Let T = (S, Σ,→) be a transition system. For each i ∈ N0 we define the relation
≈i inductively as follows: ≈0 = S × S; and s ≈i+1 t iff s ≈i t and for each s

a⇒ s′

there is some t
a⇒ t′ such that s′ ≈i t′, and vice versa. (The ≈i relations are also used to

relate states of different transition systems; formally, we consider two transition systems
to be a single one by taking their disjoint union.) Our algorithm relies on the following
theorem established in [7]:

Theorem 3. Let G = (G, Σ,→) be a (general) transition system and F = (F, Σ,→)
a finite-state system. We say that a state g ∈ G is good w.r.t. i ∈ N0 iff there is f ∈ F
such that g ≈i f ; g is bad w.r.t. i iff g is not good w.r.t. i.

Let g ∈ G, f ∈ F , and k = |F |. It holds that g ≈ f iff g ≈k f and each state which
is reachable from g is good w.r.t. k.

For the rest of this section we fix a one-counter automaton A = (Q, {I, Z}, Σ, δ) of
size n, and a finite-state system F = (F, Σ,→) of size m.

To decide weak bisimilarity between processes p(i) of A and f of F , it suffices (by
Theorem 3) to find out if p(i) ≈m f and whether p(i) can reach a state which is bad
w.r.t. m. We do that by constructing a constant z such that for each state q(j) of TA
where j ≥ (4m + 1)z we have that q(j) ≈m q(j − z). In other words, each state of TA
is (up to ≈m) represented by another (and effectively constructible) state whose counter
value is bounded by (4m + 1)z. Then we convert this ‘initial part’ of TA to a finite-state
system FA and construct the ≈m relation between states of FA and F . The question
if p(i) ≈m f is then easy to answer (we look if the representant of p(i) within FA is
related with f by ≈m). The question if p(i) can reach a state which is bad w.r.t. m still
requires some development—we observe that states which are bad w.r.t. m are ‘regularly
distributed’ in TA and construct a description of that distribution (which is ‘read’ from
FA) in a form of a finite-state automaton M which recognizes all bad states. Then we
use an algorithm of [4] which constructs from M an automaton M′ recognizing the set
of all states which can reach a state recognized by M, and look whether M′ accepts
p(i). All procedures we use are polynomial in the size of FA. Hence, it is only the size of
z which can make the problem computationally hard. The construction of z can require
exponential time; however, we give an algorithm which efficiently (i.e., in polynomial
time) computes a reliable upper bound Z for z.

Intuitively, the only difference between processes p(i), p(j), where i 6= j, is the
way how they can access the ‘zero level’. As long as the counter remains positive, each
process can ‘mimic’ moves of the other process by entering the same control state and
performing the same operation on the counter. Observe that the counter can be generally
decremented by an unbounded value in a single

a⇒ step (due to an unbounded number
of τ -transitions). The next definitions and lemmata reveal a crucial periodicity in the
structure of TA which shows that decrementing the counter ‘too much’ in one

a⇒ step is
not the thing which allows to demonstrate a possible difference between p(i), p(j).

For each l ∈ N0 we define a family of binary relations
a⇒l, a ∈ Σ, over the set of

states of TA as follows: p(i) a⇒l q(j) iff there is a sequence of transitions from p(i) to
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q(j) which forms one ‘
a⇒’ move and the counter value remains greater or equal l in all

states which appear in the sequence (including p(i) and q(j)).

Definition 1. We define a function stepA : Q → 2Q by stepA(p) = {q ∈ Q | p(2) τ⇒1
q(1)}.

Since the reachability problem for one-counter automata (and even for pushdown au-
tomata) is in P, the function stepA is effectively constructible in polynomial time. As
the out-going transitions of a state p(i) for i > 0 do not depend on the actual value of i,
for each i ∈ N we have that q ∈ stepA(p) iff p(i + 1) τ⇒i q(i).

We extend stepA to subsets of Q by stepA(M) =
⋃

p∈M stepA(p). For each p ∈ Q
we now define the sequence Cp inductively as follows: Cp(1) = {p} and Cp(i + 1) =
stepA(Cp(i)). The next lemma is easy to prove by a straightforward induction on i.

Lemma 1. For all p ∈ Q and i, j ∈ N we have that q ∈ Cp(j) iff p(i + j) τ⇒i q(i).

Another simple observation is that the sequence Cp is (for every p ∈ Q) of the form
Cp = αpβ

ω
p where αp, βp are finite sequences of pairwise different subsets of Q (due to

the assumption that the elements of αp and βp are pairwise different we also have that
αp and βp are unique). Note that βp can also consist of just one element ∅. We define
the prefix and period of p, denoted pre(p) and per(p), to be the length of αp and βp,
respectively. Now we put

z = max{pre(p) | p ∈ Q} · lcm{per(p) | p ∈ Q}
where lcm(M) denotes the least common multiply of elements of M . As we shall see,
max{pre(p) | p ∈ Q} is always O(n2). However, lcm{per(p) | p ∈ Q} can be exponen-
tial in n (for example, examine the net Nϕ constructed in the proof of Theorem 1). As we
already mentioned, the size of z is the only thing which can make the considered problem
hard. Hence, we obtain a kind of ‘characterization’ of all hard instances—OC-automata
which are presented in hard instances must contain many ‘decreasing τ -cycles’ of an
incomparable length. Also observe that the construction of z can require exponential
time, because per(p) for a given p can be exponential in n (in the end of this section
we show how to compute a reasonable upper bound Z for z efficiently). The following
lemma is immediate:

Lemma 2. For all p ∈ Q and i ≥ z we have that Cp(i) = Cp(i + z).

The next three lemmata provide a crucial observation about the structure of TA and
precisely formulate the intuition that ‘decreasing the counter too much in one

a⇒ step
does not help’. Proofs can be found in [10].

Lemma 3. For all p ∈ Q and j ∈ N it holds that

– if there is a sequence of τ -transitions from p(j +2z) to (some) q(l) which decreases
the counter to j at some point, then p(j + z) τ⇒ q(l);

– if there is a sequence of τ -transitions from p(j + z) to (some) q(l) which decreases
the counter to j at some point, then p(j + 2z) τ⇒ q(l);
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Lemma 4. For all p ∈ Q and j ∈ N it holds that

– if there is a sequence of transitions forming one ‘
a⇒’ move from p(j + 4z) to (some)

q(l) which decreases the counter to j at some point, then p(j + 3z) a⇒ q(l);
– if there is a sequence of transitions forming one ‘

a⇒’ move from p(j + 3z) to (some)
q(l) which decreases the counter to j at some point, then p(j + 4z) a⇒ q(l);

Lemma 5. Letp ∈ Qandk ∈ N0. For each c > (4k+1)z we have thatp(c) ≈k p(c−z).

Now we are almost in a position to prove the first main theorem of this section. It remains
to extend our equipment with the following tool:

Definition 2. Let P = (Q, Γ, Σ, δ) be a pushdown automaton, M = (S, Γ, γ, F ) a
nondeterministic finite-state automaton (note that the input alphabet of M is the stack
alphabet of P), and Init : Q → S a total function. A process pα of P is recognized by
the pair (M, Init) iff γ̂(Init(p), α) ∩ F 6= ∅ where γ̂ is the natural extension of γ to
elements of S × Γ ∗.

The next theorem is taken from [4].

Theorem 4. Let P = (Q, Γ, Σ, δ) be a pushdown automaton, M = (S, Γ, γ, F )
a finite-state automaton, and Init : Q → S a total function. Let N be the set of
processes recognized by (M, Init). Then one can effectively construct an automaton
M′ = (S, Γ, γ′, F ) in time O(|δ| · |S|3) such that (M′, Init) recognizes the set

Pre∗(N) = {qβ | qβ →∗ pα for some pα ∈ N}
of all predecessors of N .

Theorem 5. The problem of weak bisimilarity between processes p(i) of A and f of F
is decidable in O(n3 m5 z3 (i + 1)) time.1

Proof. By Theorem 3, we need to find out whether p(i) ≈m f and whether p(i) can
reach a state which is bad w.r.t. m. Due to Lemma 5 we know that the set of all states of
TA up to ≈m can be represented by the subset of states of TA where the counter value
is at most (4m + 1)z. Formally, we first define the function B : (Q × N0) → (Q × N0)
as follows (where 〈q, j〉 is just another notation for q(j)):

B(〈q, j〉) =




〈q, j〉 if j ≤ (4m + 1)z;
〈q, (4m + 1)z〉 if j > (4m + 1)z and (j mod z) = 0;
〈q, 4mz + (j mod z)〉 if j > (4m + 1)z and (j mod z) 6= 0.

An immediate consequence of Lemma 5 is that for all q ∈ Q and j ∈ N0 we have
q(j) ≈m B(q(j)). Now we define a finite-state system FA = (FA, Σ, ↪→) where FA is
the image of B (i.e., FA = {q(j) | q ∈ Q, 0 ≤ j ≤ (4m + 1)z}), Σ is the set of actions

1 Note that we need a non-constant time even in the particular case when i = 0 (the problem is
still DP-hard). That is why we write ‘i+ 1’.
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of A, and ↪→ is the least relation satisfying the following: if r(k) a→ s(l) is a transition

of TA, then B(r(k))
a

↪→ B(s(l)). Observe that FA is actually the ‘initial part’ of TA;
the only difference is that all up-going transitions of states at level (4m + 1)z are ‘bent’
down to the corresponding ≈m-equivalent states at level 4mz + 1. Note that for each
q(j) we still have that q(j) ≈m B(q(j)) (when B(q(j)) is seen as a state of FA). The
number of states of FA is O(n m z); moreover, the number of out-going transitions at
each ‘level’ of TA is O(n), hence the size of ↪→ is O(n m z), which means that the total
size of FA is also O(n m z).

Now, let us realize that if we have a finite-state system of size t, it takes O(t3) time
to compute the associated ‘

a⇒’ relation (for each state s and action a we need O(t) time
to compute the set {r | s

a⇒ r}). Therefore, we need O(n3 m3 z3) time to construct the
extended transition relations for FA and F . To compute the ≈m relation between the
states of FA and F , we define R0 = FA ×F , and Ri+1 = Exp(Ri) where the function
Exp : (FA × F ) → (FA × F ) refines its argument according to the definition of ≈i

— a pair (r(j), g) belongs to Exp(R) iff it belongs to R and for each ‘
a⇒’ move of

one component there is a corresponding ‘
a⇒’ move of the other component such that the

resulting pair of states belongs to R. Clearly, for each pair (r(j), g) of FA × F we have
that r(j) ≈m g iff (r(j), g) ∈ Rm. It remains to clarify the time costs. The function
Exp is computed m times. Each time, O(n m2 z) pairs are examined. For each such
pair we have to check the membership to Exp(R). This takes only O(n m2 z) time,
because the extended transition relations have already been computed. To sum up, we
need O(n3 m5 z3) time in total.

To check if p(i) ≈m f , we simply look if (B(p(i), f)) ∈ Rm. It remains to find out
whether p(i) can reach a state q(j) which is bad w.r.t. m. Observe that q(j) is bad w.r.t.
m iff the state B(q(j)) of FA is bad w.r.t. m. Therefore, we can easily construct a finite-
state automaton M and a function Init such that the pair (M, Init) recognizes the set of
all bad states of TA — we put M = (S, {I, Z}, γ, {fin}) where S = {fin}∪{p(i) | p ∈
Q, 0 ≤ i ≤ (4m + 1)z} and γ is the least transition function satisfying the following:

– p(i + 1) ∈ γ(p(i), I) for all p ∈ Q, 0 ≤ i < (4m + 1)z;
– p(4mz + 1) ∈ γ(p((4m + 1)z), I) for each p ∈ Q;
– if a state p(i) of FA is bad, then fin ∈ γ(p(i), Z).

The function Init is defined by Init(p) = p(0) for all p ∈ Q. Note that M has O(n m z)
states. Now we compute the automaton M′ of Theorem 4 (it takes O(n2 m z) time) and
check if (M′, Init) recognizes p(i). This can be done in O(n m z (i + 1)) time because
M′ has the same set of states as M.

We see that O(n3 m5 z3 (i + 1)) time suffices for all of the aforementioned proce-
dures. ut
Our algorithm also works for strong bisimilarity in the following way: If we are to decide
strong bisimilarity between p(i) and f , we first rename all τ -transitions of A and F with
some (fresh) action e (it does not change anything from the point of view of strong
bisimilarity, because here the τ -transitions are treated as ‘ordinary’ ones). As there are
no τ -transitions anymore, there is no difference between strong and weak bisimilarity,
hence we can use the designed algorithm. Also observe that if there are no τ ’s then
z = 1, so we can conclude:
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Corollary 1. The problem of strong bisimilarity between processes p(i) of A and f of
F is in P.

As we already mentioned, the construction of z can take exponential time. Now we show
how to compute a rather tight upper bound Z for z in polynomial time. The associated
lemmata and proofs can be found in [10].

Theorem 6. We say that p ∈ Q is self-embedding iff p ∈ Cp(i) for some i ≥ 2. Let
us define Z = (|Q|2 + |Q|) · lcm{per(p) | p ∈ Q is self-embedding }. Then Z can be
computed in time which is polynomial in n. Moreover, z ≤ Z.
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10. A. Kučera. Efficient verification algorithms for one-counter processes. Technical report
FIMU-RS-2000-03, Faculty of Informatics, Masaryk University, 2000.
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Abstract. Strong bisimilarity of Basic Parallel Processes (BPP) is decidable, but
the best known algorithm has non-elementary complexity [7]. On the other hand,
no lower bound for the problem was known. We show that strong bisimilarity of
BPP is co-NP-hard.
Weak bisimilarity of BPP is not known to be decidable, but an NP lower bound
has been shown in [31]. We improve this result by showing that weak bisimilarity
of BPP is Πp

2 -hard.
Finally, we show that the problems if a BPP is regular (i.e., finite) w.r.t. strong and
weak bisimilarity are co-NP-hard and Πp

2 -hard, respectively.

1 Introduction

Bisimulation equivalence plays a central role in the theory of process algebras [25].
The decidability and complexity of bisimulation problems for infinite-state systems has
been studied intensively (see [26] for a survey). While many algorithms for bisimulation
problems have a very high complexity, only few lower bounds are known.

The state of the art. Strong bisimilarity of two Petri nets and weak bisimilarity of
a Petri net and a finite automaton is undecidable [13, 14]. Weak bisimilarity for Basic
Parallel Processes (BPP) is NP-hard and weak bisimilarity for context-free processes
(BPA) is PSPACE -hard [31]. However, it is still an open question whether these prob-
lems are decidable.

Some lower bounds for decidable bisimulation problems have been shown in [23].
Strong (and weak) bisimilarity between pushdown automata (PDA) and finite automata
is PSPACE -hard, finiteness of PDA w.r.t. weak and strong bisimilarity also PSPACE -
hard. Finally, both strong bisimilarity of Petri nets and finite automata and finiteness of
Petri nets w.r.t. strong bisimilarity are EXPSPACE -hard. (See the table in Section 5 for
a summary of all results on the complexity of bisimulation problems.)

Basic Parallel Processes (BPP) were introduced by Christensen [6] as the fragment
of CCS [25] without communication, restriction and relabeling. They are equivalent
to communication-free nets [8], the subclass of Petri nets [28] where every transition
has exactly one input-place with arc-weight one. While strong (and weak) bisimilar-
ity are undecidable for Petri nets [13], strong bisimilarity is decidable for BPP (i.e.,
communication-free nets) [7]. However, the algorithm in [7] has non-elementary com-
plexity and, to the best of our knowledge, no better algorithm has been found since then.
In spite of this, no lower bound for the problem has been found either.
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However, there is a polynomial algorithm for bisimilarity on the restricted subclass
of normed BPP [12]. (A process is normed iff from every reachable state there is a termi-
nating computation.) Thus, it was conjectured that a polynomial algorithm should also
exist for general (unnormed) BPP. This belief was reinforced by the fact that many other
problems for BPP are polynomial: boundedness [17], termination, liveness, (partial)
deadlock reachability and (partial) livelock reachability [21, 22]. (On the other hand
there are also hard problems for BPP: reachability is NP-complete [8], some model
checking problems are PSPACE -complete [20, 22] or even undecidable [9].)

Our contribution. We show that strong bisimilarity for BPP is co-NP-hard (thus
proving the above mentioned conjecture wrong). We also show that weak bisimilarity
for BPP is Πp

2 -hard, thus improving a previously established NP lower bound [31].
Finally, we show that the problem if a BPP is regular (i.e., finite) w.r.t. strong and weak
bisimilarity is co-NP-hard and Πp

2 -hard, respectively.

2 Definitions

Let Act = {a, b, c, . . .} and Const = {ε, X, Y, Z, . . .} be disjoint countably infinite sets
of actions and process constants, respectively. The class of general process expressions
G is defined by E ::= ε | X | E‖E | E.E, where X ∈ Const and ε is a special
constant that denotes the empty expression. Intuitively, ‘.’ is a sequential composition
and ‘‖’ is a parallel composition. We do not distinguish between expressions related by
structural congruence which is given by the following laws: ‘.’ and ‘‖’ are associative,
‘‖’ is commutative, and ‘ε’ is a unit for ‘.’ and ‘‖’.

A process rewrite system (PRS) [24] is specified by a finite set ∆ of rules which have
the form E

a→ F , where E, F ∈ G, E 6= ε and a ∈ Act . Const(∆) and Act(∆) denote
the sets of process constants and actions which are used in the rules of ∆, respectively
(note that these sets are finite). Each process rewrite system ∆ defines a unique transition
system where states are process expressions over Const(∆). Act(∆) is the set of labels.
The transitions are determined by ∆ and the following inference rules (remember that
‘‖’ is commutative):

(E a→ F ) ∈ ∆

E
a→ F

E
a→ E′

E.F
a→ E′.F

E
a→ E′

E‖F
a→ E′‖F

We extend the notation E
a→ F to elements of Act∗ in a standard way. Moreover, we

say that F is reachable from E if E
w→ F for some w ∈ Act∗.

Various subclasses of process rewrite systems can be obtained by imposing certain
restrictions on the form of rules. To specify those restrictions, we first define the classes S
and P of sequential and parallel expressions, composed of all process expressions which
do not contain the ‘‖’ and the ‘.’ operator, respectively. We also use ‘1’ to denote the set
of process constants. The hierarchy of process rewrite systems is presented in Fig. 1; the
restrictions are specified by a pair (A, B), where A and B are the classes of expressions
which can appear on the left-hand and the right-hand side of rules, respectively. This
hierarchy contains almost all classes of infinite state systems which have been studied
so far; BPA (Basic Process Algebra, also called context-free processes), BPP (Basic
Parallel Processes), and PA-processes are well-known [1], PDA correspond to pushdown
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PDA (S,S) PN (P,P)

BPA (1,S)

FS (1,1)

BPP (1,P)

PAN (P,G)PAD (S,G)

PRS (G,G)

PA (1,G)

Fig. 1. A hierarchy of PRS

automata (as proved by Caucal in [5]), PN correspond to Petri nets, PRS stands for
‘Process Rewrite Systems’, PAD and PAN are artificial names made by combining
existing ones (PAD = PA+PDA, PAN = PA+PN).

Here we study Basic Parallel Processes (BPP) that correspond to process rewrite
systems of type (1, P ).

We consider the semantical equivalences weak bisimilarity and strong bisimilarity
[25] over transition systems generated by PRS.

Definition 1. The action τ is a special ‘silent’ internal action. The extended transition

relation ‘
a⇒’ is defined by E

a⇒ F iff either E = F and a = τ , or E
τ i

→ E′ a→ E′′ τj

→ F
for some i, j ∈ IN0, E′, E′′ ∈ G. A binary relation R over process expressions is a weak
bisimulation iff whenever (E, F ) ∈ R then for every a ∈ Act: if E

a→ E′ then there
is F

a⇒ F ′ s.t. (E′, F ′) ∈ R and if F
a→ F ′ then there is E

a⇒ E′ s.t. (E′, F ′) ∈ R.
Processes E, F are weakly bisimilar, written E ≈ F , iff there is a weak bisimulation
relating them. Strong bisimulation is defined similarly with

a→ instead of
a⇒. Processes

E, F are strongly bisimilar, written E ∼ F , iff there is a strong bisimulation relating
them. The largest (strong or weak) bisimulation is an equivalence relation.

Bisimulation equivalence can also be described by bisimulation games [30, 32]
between two players. One player, the ‘attacker’, tries to prove that two given processes
are not bisimilar, while the other player, the ‘defender’, tries to frustrate this. In every
round of the game the attacker chooses one process and performs an action. The defender
must imitate this move and perform the same action in the other process (possibly together
with several internal τ -actions in the case of weak bisimulation). If one player cannot
move then the other player wins. The defender wins every infinite game. Two processes
are bisimilar iff the defender has a winning strategy and non-bisimilar iff the attacker
has a winning strategy.
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3 Hardness of Strong Bisimilarity for BPP

Strong bisimilarity of BPP
Instance: Two BPP processes P1 and P2.
Question: P1 ∼ P2 ?

This problem has been shown to be decidable in [7]. However, the algorithm relies on
Dickson’s Lemma for termination and therefore the algorithm is not primitive recursive.
A polynomial algorithm for bisimilarity on the restricted subclass of normed BPP has
been described in [12], which led to the conjecture that the general problem was also
polynomial. We prove this conjecture wrong by proving a co-NP lower bound. Thus
no polynomial algorithm for strong bisimilarity of BPP can exist, unless P = NP .

First we give an intuition why the general (unnormed) problem is so hard, us-
ing the terminology of communication-free Petri nets. The problem if a place in a
communication-free net is unbounded (i.e., if there are reachable states that put ar-
bitrarily high numbers of tokens on it) is easily decidable in polynomial time [17].
However, it is not so easy to determine if the number of tokens on a place really matters
w.r.t. bisimilarity, i.e., if states with different numbers of tokens on this place are really
different w.r.t. bisimilarity (i.e., non-bisimilar). First we consider the simple example ∆:
X

a→ X‖Y, X
a→ ε, Y

a→ ε, Z
a→ Z. The process (X, ∆) is infinite w.r.t. bisimilarity

(since it has infinitely many non-bisimilar reachable states). However, (X‖Z, ∆) is fi-
nite w.r.t. bisimilarity, since (X‖Z, ∆) ∼ (Z, ∆). We say that in the process (X‖Z, ∆)
the subprocess (Z, ∆) masks the infiniteness of (X, ∆). In particular, the subprocess
Z has the effect that the number of subprocesses Y doesn’t matter for bisimilarity,
since (Y n‖Z, ∆) ∼ (Y m‖Z, ∆) for any n, m ∈ IN. Now consider the new system
∆′ := ∆ ∪ {Z a→ ε}. The process (X‖Z, ∆′) is infinite w.r.t. bisimilarity, because
(X‖Z, ∆′) a→ (X, ∆′). We say that by this transition the subprocess X is unmasked.
Of course, this is only a very trivial example of masking and unmasking. In general the
question if a process can be unmasked (i.e., if a place matters w.r.t. bisimilarity) is NP-
hard. Later in this section we use a more complex example of masking and unmasking
to prove this.

For the subclass of normed BPP, finiteness w.r.t. bisimilarity coincides with bounded-
ness. Thus for normed BPP finiteness w.r.t. bisimilarity is decomposable into properties
of subprocesses and decidable in polynomial time. In particular, for normed BPP, the
parallel composition of two infinite processes yields an infinite process. For general BPP
it is different. The parallel composition of infinite processes (w.r.t. bisimilarity) can yield
a process that is finite w.r.t. bisimilarity. Thus, finiteness (or infiniteness) w.r.t. bisimilar-
ity of a BPP process cannot be decomposed into properties of subprocesses in general.
The following example shows this. Let ∆ be

Xi
ai+1−→ Xi‖Yi, Yi

ai−→ ε for 1 ≤ i ≤ n − 1
Xn

a1−→ Xn‖Yn, Yn
an−→ ε

Then the process X1‖X2‖ . . . ‖Xn is finite w.r.t. bisimilarity, but every subprocess (e.g.
X3‖X4‖X7) is infinite w.r.t. bisimilarity.

Now we are ready to prove the co-NP lower bound for strong bisimilarity of BPP.
We do this by a polynomial reduction of 3-SAT to the negation of the problem. Let n ∈ IN
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and let x1, . . . , xn be boolean variables. A literal is either a variable or the negation of
a variable. A clause is a disjunction of 3 literals. Let Q := Q1 ∧ . . . ∧ Qk be a boolean
formula in 3-CNF over x1, . . . , xn with k clauses. We construct BPPs P1 and P2 s.t. Q
is satisfiable iff P1 6∼ P2. The set of transition rules ∆ is defined as follows.

For every i ∈ {1, . . . , n} we have Xi
xi→ Xi+1‖αi where αi is a parallel composition

of constants defined as follows: For every j ∈ {1, . . . , k} let Aj be in αi iff the first
literal of Qj is x̄i. For every j ∈ {1, . . . , k} let Bj be in αi iff the second literal of
Qj is x̄i. For every j ∈ {1, . . . , k} let Cj be in αi iff the third literal of Qj is x̄i. For

every i ∈ {1, . . . , n} we have Xi
x̄1→ Xi+1‖βi where βi is a parallel composition of

constants defined as follows: For every j ∈ {1, . . . , k} let Aj be in βi iff the first literal
of Qj is xi. For every j ∈ {1, . . . , k} let Bj be in βi iff the second literal of Qj is xi.
For every j ∈ {1, . . . , k} let Cj be in βi iff the third literal of Qj is xi. The intuition is
that by action xi/x̄i one chooses the value true/false for the variable xi. Q is satisfiable
iff the assignment of values to the variables can be chosen in such a way that for every
j ∈ {1, . . . , k} at least one of the constants {Aj , Bj , Cj} does not appear.

The other transition rules are as follows:

Aj
aj→ Aj for 1 ≤ j ≤ k

Bj
bj→ Bj for 1 ≤ j ≤ k

Cj
cj→ Cj for 1 ≤ j ≤ k

Xi
dj→ Xi for 1 ≤ i ≤ n + 1, 1 ≤ j ≤ k, dj ∈ {aj , bj , cj}

Xn+1
e→ Y1‖ . . . ‖Yk

Yj
dj→ Zj+1‖Wj for 1 ≤ j ≤ k, dj ∈ {aj , bj , cj}

Wj
dl→ Wj for 1 ≤ j ≤ k, 1 ≤ l ≤ j, dl ∈ {al, bl, cl}

Zj
dj→ ε for 1 ≤ j ≤ k, dj ∈ {aj , bj , cj}

Zk+1
λ→ Zk+1

Figure 2 gives a rough description of ∆ in Petri net notation. Let P1 := (X1‖Z1, ∆)
and P2 := (X1, ∆).

Lemma 2. If Q is satisfiable then P1 6∼ P2.
Proof. We show that the attacker has the following winning strategy. Since Q is satisfi-
able, there exists an assignment of variables that makes Q true. The attacker can choose
this assignment by performing the corresponding actions xi or x̄i for 1 ≤ i ≤ n in either
P1 or P2. Then the attacker does the action e. The defender can only respond by doing
exactly the same. This yields the new states P ′

1 and P ′
2 with P ′

1 = P ′
2‖Z1. For every

j ∈ {1, . . . , k} there is at least one constant Dj ∈ {Aj , Bj , Cj} that does not appear in
P ′

1 or P ′
2. Let dj be the action corresponding to Dj , e.g. if D1 = B1 then d1 = b1.

The attacker performs the action d1 by the rule Z1
d1→ ε in P ′

1. Since neither D1 nor

Z1 occurs in P ′
2 the defender can only respond by Y1

d1→ Z2‖W1. Let the resulting states

be P ′′
1 and P ′′

2 . Now the attacker performs Z2
d2→ ε in P ′′

2 to which the defender can

only respond by Y2
d2→ Z3‖W2 in P ′′

1 and so on with Zj , dj for 1 ≤ j ≤ k. In the end

the defender is forced to perform the transition Yk
dk→ Zk+1‖Wk. Now the action λ is
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Fig. 2. ∆ in Petri net notation. ‘All abc’ means all actions ai, bi, ci for every i ∈ {1, . . . , k}.

enabled in one process (by the constant Zk+1), but not in the other. Thus the attacker
can win and P1 6∼ P2. ut

Lemma 3. If Q is not satisfiable then P1 ∼ P2.
Proof. Let AS (for ‘assignments’) be the set of subterms containing only constants
Aj , Bj , Cj for 1 ≤ j ≤ k. We call a term t ∈ AS a faulty assignment iff there is at least
one m ∈ {1, . . . , k} s.t. all three constants Am, Bm, Cm occur in t. We call the minimal
such m the index of t, denoted ind(t). Let FAS be the set of faulty assignments. Since
Q is not satisfiable, every assignment t that is created by performing one of each pair
of actions x1/x̄1 . . . xn/x̄n is a faulty assignment. Any incomplete assignment t′ that is
created by an incomplete prefix of choices from x1/x̄1 . . . xj /x̄j (with j < n) must in
the end become a faulty assignment once all choices from x1/x̄1 . . . xn/x̄n have been
made. Let IFAS j be the set of these incomplete faulty assignments created by choosing
one of each pair of actions x1/x̄1 . . . xj /x̄j . Let Oj be the set of terms containing only
constants Yl, Wl, Zl, Zl+1 with l ≤ j. To keep the notation simple we define W0 := ε.
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The symmetric closure of the following relation is a bisimulation.

{(Xi‖t‖Zu
1 , Xi‖t‖Zv

1 ) | 1 ≤ i ≤ n ∧ t ∈ IFAS i−1 ∧ u, v ∈ IN0} ∪
{(Xn+1‖t‖Zu

1 , Xn+1‖t‖Zv
1 ) | t ∈ FAS ∧ u, v ∈ IN0} ∪

{(Y1‖ . . . ‖Yk‖t‖Zu
1 , Y1‖ . . . Yk‖t‖Zv

1 ) | t ∈ FAS ∧ u, v ∈ IN0} ∪
{(Yj‖ . . . ‖Yk‖Wj−1‖t‖γ, Yj+1‖ . . . ‖Yk‖t‖Zj+1‖Wj‖γ′) |
t ∈ FAS ∧ j + 1 ≤ ind(t) ∧ γ, γ′ ∈ Oj−1} ∪
{(Yj‖ . . . ‖Yk‖t‖Wj−1‖γ, Yj+1‖ . . . ‖Yk‖t‖Wj‖γ′) |
t ∈ FAS ∧ j + 1 ≤ ind(t) ∧ γ, γ′ ∈ Oj−1} ∪
{(Yj+1‖ . . . ‖Yk‖t‖Zj+1‖Wj‖γ, Yj+1‖ . . . ‖Yk‖t‖Wj‖γ′) |
t ∈ FAS ∧ j + 1 ≤ ind(t) ∧ γ, γ′ ∈ Oj−1} ∪
{(Wj‖Zu

j+1‖Yj+1‖ . . . ‖Yk‖γ‖t, Wj‖Zu
j+1‖Yj+1‖ . . . ‖Yk‖γ′‖t) |

u ∈ {0, 1} ∧ t ∈ FAS ∧ 1 ≤ j ≤ k ∧ γ, γ′ ∈ Oj−1}
Since (X1‖Z1, X1) is in this relation, we get P1 ∼ P2. ut

Theorem 4. Strong bisimilarity of BPP is co-NP-hard.
Proof. Directly from Lemma 2 and Lemma 3 and the NP-completeness of 3-SAT.

Note that both P1 and P2 are bounded, i.e., they have only finitely many reachable
states. It is easy to see that in general the number of reachable states of P1/P2 is
exponential in the size of the description of ∆. Moreover, the number of reachable
states of P1/P2 is even exponential up to strong bisimilarity, i.e., they generally have an
exponential number of non-bisimilar reachable states. Let t ∈ FAS . Analogously to the
definition of the index of t we define ind ′(t) as the maximal m s.t. all three Am, Bm, Cm

appear in t. Consider the reachable states Xn+1‖t1‖t2, where t1‖t2 ∈ FAS encodes
a faulty assignment and the constants Aj , Bj , Cj in t1 have j ≤ ind ′(t1‖t2) and the
constants Aj , Bj , Cj in t2 have j > ind ′(t1‖t2). In particular ind ′(t1‖t2) = ind ′(t1).
While the particular structure of t1 does not matter for bisimilarity (as long as t1 ∈ FAS ),
the structure of t2 does. We have Xn+1‖t1‖t2 6∼ Xn+1‖t1‖t′2 for every t′2 6= t2. Since
there are in general exponentially many different such t′2 it follows that P1/P2 is at
least exponential w.r.t. strong bisimilarity. Thus, our construction does not yield a lower
bound for the problem of strong bisimilarity of a BPP and a finite-state process (with
polynomially many states). It seems to be impossible to prove a lower bound for this
asymmetric problem, since whenever one encodes a sufficiently complex problem (e.g.
SAT) into a BPP, this BPP is never bisimilar (neither strongly nor weakly) to any finite-
state system of polynomial size (although it can be bisimilar to a finite-state system of
exponential size). Thus, we conjecture that strong and weak bisimilarity of a BPP and
a finite-state system is decidable in polynomial time. (Is is known that strong and weak
bisimilarity of a normed BPP and a finite-state system is polynomial [18]).

Now we consider the strong finiteness problem.

Strong finiteness of BPP
Instance: A BPP process P .
Question: Does there exist a finite-state system F s.t. P ∼ F ?

Finiteness w.r.t. strong bisimilarity is decidable even for general Petri nets [14], and
this result carries over immediately to communication-free nets (i.e., BPP). However, the



336 R. Mayr

algorithm in [14] consists of two semidecision procedures and gives no upper bound on
the complexity. For general Petri nets one gets an EXPSPACE lower bound by reducing
the problem if a given place can ever become marked to the finiteness problem. For gen-
eral Petri nets the problem if a given place can ever become marked is EXPSPACE -hard
[19, 28]. For communication-free nets (i.e., BPP) this is different. While the reachability
problem is NP-complete for communication-free nets [8], it is easy to see that the prob-
lem if a given place can ever become marked in a communication-free net is polynomial.
Thus, one does not obtain a lower bound for the strong finiteness problem of BPP that
way.

It is clear that a constructive solution to the problem, i.e., constructing the finite-state
system F if it exists, must require at least exponential time. This is because there are
BPPs s.t. the smallest finite-state system F that is bisimilar to them has an exponential
number of states (in the size of the description of the BPP). However, it is not immediately
clear if a simple yes/no answer to the strong finiteness problem must be as hard. The
following theorem shows this.

Theorem 5. Strong finiteness of BPP is co-NP-hard.
Proof. By a polynomial reduction of 3-SAT to strong infiniteness. Let the formula Q

and the set of rules ∆ be defined as before and let ∆′ := ∆ ∪ {Xn+1
p→ Xn+1‖Z1}.

We show that the process X1 w.r.t. the set of rules ∆′, denoted (X1, ∆
′), is infinite

w.r.t. strong bisimilarity iff Q is satisfiable.

⇐ If Q is satisfiable then there are infinitely many reachable states Y1‖ . . . ‖Yk‖γ‖Zm
1

for every m ∈ IN0, where γ is a term that encodes a satisfying assignment of Q.
This means that γ is a parallel composition of constants Aj , Bj , Cj where for every
j ∈ {1, . . . , k} at least one of the constants Aj , Bj , Cj does not occur in γ. However,
for every m1 6= m2 we have Y1‖ . . . ‖Yk‖γ‖Zm1

1 6∼ Y1‖ . . . ‖Yk‖γ‖Zm2
1 , because

the attacker has a winning strategy similar to the one in Lemma 2. Thus (X1, ∆
′) is

infinite w.r.t. strong bisimilarity.
⇒ Let ∆′′ := ∆∪{Xn+1

p→ Xn+1}. The process (X1, ∆
′′) has finitely many reachable

states. (However, (X1, ∆
′′) has an exponential (in the size of ∆′′) number of non-

bisimilar reachable states.) If Q is not satisfiable then (X1, ∆
′) ∼ (X1, ∆

′′) and is
thus finite w.r.t. bisimilarity. The bisimulation relation is the same as in Lemma 3.

ut
The previous construction shows that the problem if a place can be unmasked (i.e.,

made to count w.r.t. bisimulation) is NP-hard. Here this particular place was Z1.

4 Hardness of Weak Bisimilarity for BPP

Weak bisimilarity of BPP
Instance: Two BPP processes P1 and P2.
Question: P1 ≈ P2 ?

It is still an open question if this problem is decidable. It has been shown to be
semidecidable in [8], using the facts that weak bisimulation equivalence on BPPs is
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semilinear (since it is a congruence on a finitely generated commutative semigroup) and
that it is decidable if a given semilinear relation on a BPP is a weak bisimulation. An
NP lower bound for this problem has been shown in [31] (by reduction of a variant
of the bin-packing problem), and the co-NP lower bound of Theorem 4 carries over
immediately to weak bisimilarity. Here we prove a Πp

2 -lower bound (in the polynomial
hierarchy) that subsumes these results.

Let Q := Q1 ∧ . . . ∧ Qk be a boolean formula in 3-CNF over the boolean variables
x1, . . . , xn, y1, . . . , yn with k clauses. We construct BPP processes P1, P2 s.t. P1 ≈ P2
iff ∀(x1, . . . , xn)∃(y1, . . . , yn) Q. Since this problem is Πp

2 -complete, we get a Πp
2 -

lower bound for the problem of weak bisimilarity.
Let αi be a parallel composition of constants in {Q1, . . . , Qk} s.t. constant Qj

appears in αi iff xi makes clause Qj true (i.e., xi appears positively in Qj). Let βi be a
parallel composition of constants in {Q1, . . . , Qk} s.t. constant Qj appears in βi iff x̄i

makes clause Qj true (i.e., xi appears negatively in Qj). Let γi be a parallel composition
of constants in {Q1, . . . , Qk} s.t. constant Qj appears in γi iff yi makes clause Qj true.
Let δi be a parallel composition of constants in {Q1, . . . , Qk} s.t. constant Qj appears
in δi iff ȳi makes clause Qj true. The set of transition rules ∆ is defined by

Xi
xi→ Xi+1‖αi for 1 ≤ i ≤ n

Xi
x̄i→ Xi+1‖βi for 1 ≤ i ≤ n

X ′
i

xi→ X ′
i+1‖αi for 1 ≤ i ≤ n

X ′
i

x̄i→ X ′
i+1‖βi for 1 ≤ i ≤ n

Xn+1
a→ Y1‖ . . . ‖Yn

X ′
n+1

a→ Y1‖ . . . ‖Yn

X ′
n+1

a→ Z

Yi
τ→ γi for 1 ≤ i ≤ n

Yi
τ→ δi for 1 ≤ i ≤ n

Qj
qj→ Qj for 1 ≤ j ≤ k

Z
qj→ Z for 1 ≤ j ≤ k

Let P1 := (X1, ∆) and P2 := (X ′
1, ∆).

Lemma 6. If ∀(x1, . . . , xn)∃(y1, . . . , yn) Q is false then P1 6≈ P2.
Proof. If ∀(x1, . . . , xn)∃(y1, . . . , yn) Q is false then ∃(x1, . . . , xn)∀(y1, . . . , yn)¬Q.
The attacker chooses these values for x1, . . . , xn by choosing xi/x̄i. The defender can
only copy these moves. Then the attacker chooses the transition X ′

n+1
a→ Z. The

defender can only respond by Xn+1
a→ Y1‖ . . . ‖Yn and then a sequence of silent τ -

actions ending in a state t. By definition of ∆ and since ∃(x1, . . . , xn)∀(y1, . . . , yn)¬Q
there will be at least one action qj (with 1 ≤ j ≤ k) that is not enabled by t (and cannot
made to be enabled by τ -moves). However, all qj are enabled by Z. Thus, the attacker
has a winning strategy and P1 6≈ P2. ut

Lemma 7. If ∀(x1, . . . , xn)∃(y1, . . . , yn) Q then P1 ≈ P2.
Proof. The attacker can choose the assignment for x1, . . . , xn. The defender can only
imitate these choices. If the attacker chooses the transition Xn+1

a→ Y1‖ . . . ‖Yn or



338 R. Mayr

X ′
n+1

a→ Y1‖ . . . ‖Yn then the defender can respond in such a way that the two processes

become equal and the defender wins. If the attacker chooses X ′
n+1

a→ Z then the
defender can (by a long internal move of τ -actions) choose the values for y1, . . . , yn on
his side. Since ∀(x1, . . . , xn)∃(y1, . . . , yn) Q there are choices for y1, . . . , yn s.t. in the
resulting state all actions q1, . . . , qk are permanently enabled. Since q1, . . . , qk are also
permanently enabled by Z in the other process and all other actions are not, the defender
wins. Thus, the defender has a winning strategy and P1 ≈ P2. ut

Theorem 8. Weak bisimilarity of BPP is Πp
2 -hard.

Proof. Directly from Lemma 6 and Lemma 7.

Weak finiteness of BPP
Instance: A BPP process P .
Question: Does there exist a finite-state system F s.t. P ≈ F ?

We show that the weak finiteness problem for BPP is also Πp
2 -hard by using the

previously defined processes P1 and P2 and constructing a new process P that is weakly
finite iff P1 ≈ P2. Let ∆′ be ∆ ∪ Γ , where Γ is the following set of transition rules:
I

τ→ I‖C I
τ→ ε C

c→ ε D
c→ E D

c→ E′ D
e→ X1‖S

D
e→ X ′

1‖S E
c→ E E′ c→ E′ E

e→ X1‖S E′ e→ X ′
1‖S S

c→ S
Let P := (I‖D, ∆′).

Lemma 9. If P1 6≈ P2 then P is not weakly finite.
Proof. P has infinitely many non-weakly-bisimilar states D‖Ci for all i ∈ IN. It suffices
to show that D‖Cj 6≈ D‖Ci for j > i. The attacker has the following winning strategy.
He does action c exactly i + 1 times in D‖Cj and reaches the state D‖Cj−i−1. The
defender can respond in different ways in D‖Ci, but the reached state will always be
either E‖Ck or E′‖Ck for some k ≤ i. In the first case the attacker does the transition
D

e→ X ′
1‖S. The defender can only respond by E

e→ X1‖S and the new state in the
bisimulation game is (X ′

1‖S‖Cj−i−1, X1‖S‖Ck). This is not weakly bisimilar, because
P1 6≈ P2. The second case is symmetric with X1 and X ′

1 exchanged. ut

Lemma 10. If P1 ≈ P2 then P is weakly finite.
Proof. Let Γ ′ be Γ where X ′

1 is replaced by X1 and ∆′′ := ∆∪Γ ′. Since P1 ≈ P2 and
weak bisimilarity is a congruence on BPP, we get P = (I‖D, ∆′) ≈ (I‖D, ∆′′). It is
easy to see that (I‖D, ∆′′) ≈ (E, ∆′′), because S

c→ S. Thus P ≈ (E, ∆′′). However,
(E, ∆′′) has only finitely many reachable states. ut

Theorem 11. Weak finiteness of BPP is Πp
2 -hard.

Proof. By Lemmas 6, 7, 9 and 10. ut

5 Conclusion

The following table summarizes known results about the complexity of bisimulation
problems for several classes of infinite-state systems. New results are in boldface. The
different columns in the table below show the results about the following problems:
strong bisimilarity with finite automata, strong bisimilarity of two infinite-state systems,
weak bisimilarity with finite automata and weak bisimilarity of two infinite-state systems.
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∼ F ∼ ≈ F ≈
FS P [2, 27] P [2, 27] P [2, 27] P [2, 27]

BPA P [18] ∈ 2−EXPTIME [3] P [18] PSPACE -hard [31]

PDA
∈ EXPTIME [15]
PSPACE -hard [23]

decidable [29]
PSPACE -hard [23]

∈ EXPTIME [15]
PSPACE -hard [23]

PSPACE -hard [31]

BPP ∈ PSPACE [15]
decidable [7]
co-NP-hard

∈ PSPACE [15] Πp
2 -hard

PA decidable [15] co-NP-hard decidable [15] PSPACE -hard [31]

PAD
decidable [15]
PSPACE -hard [23]

PSPACE -hard [23]
decidable [15]
PSPACE -hard [23]

PSPACE -hard [31]

PN
decidable [16, 15]
EXPSPACE -hard

undecidable [13] undecidable [13] undecidable [13]

PAN EXPSPACE -hard undecidable [13] undecidable [13] undecidable [13]

PRS EXPSPACE -hard undecidable [13] undecidable [13] undecidable [13]

The following table summarizes results about the problems of strong and weak
finiteness. New results are in boldface.

strong finiteness weak finiteness

BPA ∈ 2−EXPTIME [4, 3] ?

PDA PSPACE -hard [23] PSPACE -hard [23]

BPP
decidable [14]
co-NP-hard

Πp
2-hard

PA co-NP-hard Πp
2-hard

PAD PSPACE -hard [23] PSPACE -hard [23]

PN
decidable [14]
EXPSPACE -hard

undecidable [14]

PAN/PRS EXPSPACE -hard undecidable [14]

Some more results are known about the restricted subclasses of these systems that
satisfy the ‘normedness condition’ (e.g. [12, 11, 10, 17, 18]).
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Abstract. We show decidability of several first-order logics based upon
the reachability predicate in PA. The main tool we use is the recognizabil-
ity by tree automata of the reachability relation between PA-processes.
This approach and the transition logics we use allow a smooth and gen-
eral treatment of parameterized model checking for PA. Then the logic
is extended to handle a general notion of costs of PA-steps. In partic-
ular, when costs are Parikh images of traces, we show decidability of a
transition logic extended by some form of first-order reasoning over costs.

1 Introduction

PA [BW90] is the formal model of concurrency allowing recursive definitions, se-
quential and parallel compositions, but where actions are uninterpreted and do
not synchronize. PA gives rise to infinite-state systems and is quite expressive.
Recently, several verification problems have been shown decidable for PA using
a variety of fairly involved techniques 1. Decidability results for PA are mainly
theoretical, and they help delineate some important frontiers in the field of verifi-
cation for infinite-state processes. In [LS99], we advocated regular tree languages
and tree automata as an easy-to-use tool for tackling problems about PA, and
we proved that the reachability sets of a regular set of PA processes is regular.
Our proofs are effective and give simple polynomial-time algorithms which can
be used for a variety of problems based on reachability among PA-processes.
[EK99,EP00] showed how to use and adapt them for problems in static analysis.

Contents of the paper. Here we extend our previous work in several ways:

Recognizable tree relations: We replace automata for tree languages by au-
tomata for tree relations and show that ∗−→ over PA-processes is recognizable.

First-order transition logic: This gives a decision method for the first-order
transition logic, i.e. the first-order logic having −→, ∗−→, and equality as basic

1 See, e.g., [BEH95b,BEH95a,Kuč96,Kuč97,JKM98,HJ99,May99].

U. Montanari et al. (Eds.): ICALP 2000, LNCS 1853, pp. 342–353, 2000.
c© Springer-Verlag Berlin Heidelberg 2000



Decidable First-Order Transition Logics for PA-Processes 343

predicates (plus any other recognizable predicates). The method computes
the set of solutions of a given formula, and thus allows parameterized model
checking, model measuring, . . .

Costs: We enrich PA with a notion of “cost of steps” which is more general
than traces. These costs can encode various measures and view PA as a truly
concurrent model (e.g., costs can encode timing measures where parallelism
is faster than interleaving). We extend the transition logic with decomposable
cost predicates and show the decidability of several timed transition logics.

Parameterized constraints over ∗−→: Finally, we define TLC, the transition
logic where costs are the Parikh images of traces and where integer variables
and Presburger formulas are freely used to state constraints on reachability.
TLC is not decidable but we isolate a rich fragment which is.

Related work. Several temporal logics with cost constraints have been proposed
for finite state systems (see [AELP99,ET99] for recent proposals). Some frag-
ments of the temporal logics from [BEH95b,BEH95a] apply to PA but temporal
logics deal with paths and are quite different from transition logics where a
first-order theory of states is available (more explanations in section 7.1).

For costs that are Parikh images of traces, [Esp97] shows recognizability of
the ternary relation s

c−→ t over BPP (PA without sequential composition) but
does not consider applications to the first-order transition logic. [CJ99] shows
recognizability of the reachability relation between configurations of timed au-
tomata, introduces the transition logic and uses it for model measuring and
parameterized model checking. An important technical difference is that our au-
tomata recognize pairs of trees (PA-processes) while [Esp97] handles tuples of
integers (markings of BPP’s) and [CJ99] handles tuples of reals (clock values).

Reachability in PA is investigated in [May97,May99]. The underlying meth-
ods apply to more general systems (like PRS [Mol96]) but they are quite complex
since they view terms modulo structural congruence. As explained in [LS99], we
believe it is better to only introduce structural congruence at a later stage.

The combination of costs and tree automata is studied by Seidl [Sei94] for
compiler optimization (using more general costs than ours), not decidability of
logics on trees (where the relevant problem is the combination of cost automata).

2 The PA Process Algebra

PA may be defined in several (equivalent) ways. Our definition:

(1) uses rewrite rules à la Moller [Par66],
(2) does not identify terms modulo structural congruence,
(3) incorporates a notion of costs for steps,
(4) is a big-steps semantics (in the sense of [Plo81]).

Syntax. We assume Act = {a, b, . . . } is a finite set of action names and write
Act∗ = {w, . . . } for the set of words over Act (with empty string denoted ε).
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For w1, w2 ∈ Act∗, we let w1 ‖ w2 denote their shuffle product, i.e. the set of all
their interleavings.

We assume M = {c, . . . } is a set of values, called costs, equipped with two
binary associative-commutative operations ⊕ and ⊗ with same neutral element
0M (we see several different examples of cost sets in sections 6, 7). Given a set
Const = {X,Y, Z, . . . } of process constants (or names), TConst , or T when the
underlying Const is clear, is the set {s, t, . . . } of PA-terms, given by the following
abstract syntax

s, t ::= s.t | s ‖ t | O | X | Y | Z | · · ·
For t ∈ T , Const(t) denotes the set of process constants occurring in t. A PA
declaration is a finite Const with a finite set ∆ ⊆ Const ×Act ×M×T of process
rewrite rules. A rule (X, a, c, t) ∈ ∆ is written X

a,c−→ t. For simplicity, we require
that all X ∈ Const appear in the left-hand side of at least one rule.

For t ∈ T , we let Sub(t) denote the set of all subterms of t. Similarly, we write
Sub(∆) for the finite set of all subterms of (some term from)∆. The size of a term
is |t| def= Card(Sub(t)) and the size of a PA declaration is |∆| def= Card(Sub(∆)).

Semantics. A PA declaration ∆ defines a labeled transition system (T ,→) with
→⊆ T × Act∗ × M × T . We write s

w,c−→ t when (s, w, c, t) ∈→. The transition
relation

w,c−→ is defined by the following SOS rules:

(Rε)
0
ε,0M−−→ 0

(R′
ε)

X
ε,0M−−→ X

(RS)
t1

w1,c1−−→ t′1
t1.t2

w1,c1−−→ t′1.t2

(RC)
t
w,c′
−→ t′

X
aw,c⊕c′−−−−→ t′

if X
a,c−→ t ∈ ∆

(RP)
t1

w1,c1−−→ t′1 t2
w2,c2−−→ t′2

t1 ‖ t2 w,c1⊗c2−−−−→ t′1 ‖ t′2
if w ∈ w1 ‖ w2

(R′
S)

t1
w1,c1−−→ t′1 t2

w2,c2−−→ t′2
t1.t2

w1w2,c1⊕c2−−−−−−→ t′1.t
′
2

if Const(t′1) = ∅

The intuition formalized by s
w,c−→ t is that s can evolve into t by performing the

sequence of actions w and the cost of that derivation is c. In general there may
exist several different derivations between a s and a t: they may have same cost
or not, and use same sequence of actions or not. For instance, if ∆ = {X a,c−→
Y,X

b,c′
−→ Y }, then the cost of reaching Y from X is either c or c′.

We write s w−→ t (or s c−→ t, or s ∗−→ t) when s
w,c−→ t for some c (resp. for

some w, for some w, c). Even though we started with a big-steps semantics, it is
convenient to have small-steps too and we write s → t when s

w−→ t for some w
of length 1. We also use +−→ defined as −→ ◦ ∗−→.

For t ∈ T , the set Post∗(t) def= {t′ | t ∗−→ t′} and Pre∗(t) def= {t′ | t′ ∗−→ t} denote
the set of iterated successors and (resp.) iterated predecessors of t. Post∗(t) is
also called the reachability set of t.
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3 Tree Automata and Regular Cost Grammars

Given a finite ranked alphabet F = F0 ∪ F1 ∪ · · · ∪ Fm, TF denotes the set of
terms (or finite trees) built from F . A tree language is any subset L of TF .

3.1 Tree Automata and Regular Tree Grammars

Tree automata recognize sets of trees (see [CDG+99]). Formally, a tree automa-
ton is a tuple A = 〈F ,Q, δ〉 where F is a finite ranked alphabet, Q = {q1, . . . , }
is a finite set of states, and δ ⊆ ∪n∈N(Fn × Qn × Q) is a finite set of transition
rules. A rule 〈f, q1, . . . , qn, q〉 ∈ δ is usually written f(q1, . . . , qn) 7−→ q and is
read as “if the subterms t1, . . . , tn of some t = f(t1, . . . , tn) have been labeled by
q1, . . . , qn, then A may label t with q”. Given a term t, the automaton labels the
nodes of t by states according to the rules in a bottom-up way. We write t ∗7−→ q
when t ∈ TF may be rewritten into q ∈ Q using the rules of δ.

Recognizability. When t ∗7−→ q, we say t is recognized (also accepted) by state
q. We write L(q) for {t | t ∗7−→ q} and say it is the tree language recognized by
q. If we add a set F ⊆ Q of final states to some tree automaton A, then the
language recognized by A is L(A) def= ∪q∈FL(q) = {t | ∃q ∈ F, t

∗7−→ q}. We say
that L ⊆ TF is recognizable if L = L(A) for some tree automaton. Recognizable
tree languages are closed under union, intersection, complementation.

ε-rules. Tree automata with ε-rules further allow rules of the form q 7−→ q′.
These rules may be used anywhere inside t ∗7−→ q′′. With the classical subset
construction, tree automata with ε-rules can be transformed into equivalent
deterministic tree automata without ε-rules.

Top-down tree automata are structurally bottom-up tree automata but la-
bel trees in a top-down way. The difference is that a rule is now written q →
f(q1, . . . , qn) (or q′ → q for an ε-rule) and that the final states are now called
initial states. The most important difference between top-down and bottom-up
automata is a difference in viewpoint. Top-down tree automata are often seen
as regular tree grammars, i.e. as generators rather than acceptors.

3.2 Recognizability of Post∗(X)

We now show that, for any PA-declaration ∆, and any X ∈ Const , the set
Post∗(X) is a regular tree language and give at the same time a grammar for
the costs of the derivations. This generalizes the result of [LS99] to costs and
uses a slightly different approach which yields the proof that the relation ∗−→ is
recognizable.

Given a cost set 〈M,⊕,⊗〉, a regular cost grammar over M is a set C of
non-terminals C1, . . . , Cn together with cost rules Cni → Eni where the E’s
are simple right-hand sides of the form “C ⊕ C ′” or “C ⊗ C ′” (where C,C ′ are
non-terminals), or “c” (where c ∈ M). Cost grammars describe subsets of M :
the rules define a set of recursive inclusions that admit a least fixpoint solution.
For simplicity we write C for the subset of M defined by the non-terminal C
and use shortcuts like C → C ′ (ε-rules) or C → c⊗ C ′ for grammar rules.
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A regular tree grammar and a regular cost grammar for Post∗(X)

I0
Q0
Q′

0

→
→
→

0
0
0

CI0
CQ0
CQ

′
0

→
→
→

0M
0M
0M


 if 0 ∈ Sub(∆)

IY
QY

→
→

Y
Y

CIY
CQY

→
→

0M
0M

}
for all Y ∈ Sub(∆)

QY
Q′
Y

→
→

Qs
Q′
s

CQY
CQ

′
Y

→
→

c⊕ CQs
c⊕ CQ

′
s

}
for all Y

a,c−→ s ∈ ∆

Is1‖s2
Qs1‖s2
Q′
s1‖s2

→
→
→

Is1 ‖ Is2
Qs1 ‖ Qs2
Q′
s1 ‖ Q′

s2

CIs1‖s2
CQs1‖s2
CQ

′

s1‖s2

→
→
→

CIs1 ⊗ CIs2
CQs1 ⊗ CQs2
CQ

′
s1 ⊗ CQ

′
s2


 for all s1 ‖ s2 ∈ Sub(∆)

Is1.s2
Qs1.s2

Q′
s1.s2

→
→
|

→

Is1 .Is2
Qs1 .Is2
Q′
s1 .Qs2

Q′
s1 .Q

′
s2

CIs1.s2
CQs1.s2

CQ
′

s1.s2

→
→
|

→

CIs1 ⊕ CIs2
CQs1 ⊕ CIs2
CQ

′
s1 ⊕ CQs2

CQ
′

s1 ⊕ CQ
′

s2




for all s1.s2 ∈ Sub(∆)

These rules denote both a tree automaton APost∗ , and a cost grammar CPost∗ .
Their relationship is stated in the following proposition:

Proposition 3.1. For all t ∈ Sub(∆):

1. It
∗→ s iff s = t and t 0M−→ s. Furthermore, CIt = {0M}.

2. Qt
∗→ s iff t

∗−→ s. Furthermore, if t c−→ s then c ∈ CQt , and if c ∈ CQt then
t
c−→ s′ for some s′ such that Qt

∗→ s′.
3. Q′

t
∗→ s iff t

∗−→ s and s is terminated. Furthermore, if t c−→ s then c ∈ CQ
′

t ,
and if c ∈ CQ

′
t then t

c−→ s′ for some terminated s′ such that Q′
t

∗→ s′.

4 Tree Automata and n-ary Relations

Products of trees. We follow [DT90]. Given two terms s, t ∈ TF , the pair (s, t) can
be seen as one term over a product alphabet F×

def= (F∪{⊥})×(F∪{⊥})−{⊥⊥}
where ⊥ is a new symbol with arity 0. In F× the arity of fg is the maximum
of the arities of f and g. Formally we define s × t as the term in TF× given
recursively by

f(s1, . . . , sn)×g(t1, . . . , tm) def=




fg(s1×t1, . . . , sn×tn,⊥×tn+1, . . . ,⊥×tm)
if n < m,

fg(s1×t1, . . . , sn×tn, sn+1×⊥, . . . , sm×⊥)
otherwise.

For instance the product f(a, g(b))×f(f(a, a), b) is ff(af(⊥a,⊥a), gb(b⊥)). This
definition is extended to products of n terms s1 × . . .× sn in the obvious way.
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Definition 4.1. A n-ary relation R ⊆ TF × · · · × TF is recognizable iff the set
of all s1×. . .×sn for 〈s1, . . . , sn〉 ∈ R is a regular tree language.

For instance Id def= {(s, s) | s ∈ TF} is a recognizable relation and an automaton
accepting Id needs only one state q (which is final) and rules ff(q, . . . , q) 7−→ q
for all f ∈ F . The intersection, the union and the complement of recognizable n-
ary relations are also recognizable. The main consequence is that the first-order
theory of recognizable relations over finite trees is decidable, or, more precisely:

Theorem 4.2. Let ϕ(x1, . . . , xn) be a first-order formula involving recogniz-
able relations R1, . . . and Sol(ϕ) denote {〈t1, . . . , tn〉 | |= ϕ(t1, . . . , tn)}. Then
Sol(ϕ) is a recognizable subset of TnF . Furthermore, from automata A1, . . . rec-
ognizing R1, . . . , one can build an automaton Aϕ recognizing Sol(ϕ).

4.1 Recognizability of the Reachability Relation

We can extend the proof that all Post∗(X) are recognizable languages into a
construction showing that the relation ∗−→ is recognizable, providing a top-down
tree automaton for ∗−→. The main feature of the construction is to add three
specific non-terminals I (for identity), R (for rewrite) and R′ (for rewrite and
termination) and other non-terminals I⊥,s, QX,s, Q⊥,s, Q′

X,s and Q′
⊥,s for X, s

in Sub(∆). The complete automaton is given in the full version of the paper.

Proposition 4.3. For any ∆, the relation ∗−→ between PA terms is a recognizable
relation, and there is automaton with size O(|∆|) recognizing it. The relations
+−→, −→ and w−→ for any w ∈ Act∗ are recognizable.

Since the image and the inverse image of a recognizable language via a recog-
nizable relation is recognizable, the recognizability of ∗−→ implies the regularity
theorems of [LS99] as a byproduct. However, having recognizable Post∗(L) and
Pre∗(L) does not necessarily entail the recognizability of ∗−→. This can be illus-
trated in the PA framework, as the following remark shows.

Remark 4.4. An alternative definition of the reachability relation for PA is ob-
tained by replacing the rule (R′

S) from section 2 with

(R′′
S)

t1
w1−→ t′1 t2

w2−→ t′2
t1.t2

w1.w2−−−→ t′2
if Const(t′1) = ∅

(indeed, why not get rid of these useless terminated processes?). With this new
definition, it is still true that, for regular L ⊆ T , Pre∗(L) and Post∗(L) are
regular tree languages, but the relation ∗−→ is in general not recognizable. ut

4.2 Costs for Reachability

We can easily write simultaneously a cost grammar associated to the top-down
automaton for ∗−→ which satisfies the following property:
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Proposition 4.5. For any s, t ∈ T :

1. R ∗7−→ s × t iff s
∗−→ t. Furthermore, if s c−→ t then c ∈ CR, and if c ∈ CR

then s
c−→ t for some s, t such that R ∗7−→ s× t.

2. R′ ∗7−→ s × t iff s
∗−→ t and t is terminated. Furthermore, if s c−→ t then

c ∈ CR
′
, and if c ∈ CR

′
then s

c−→ t for some s, t such that R′ ∗7−→ s× t.

5 TL, the First-Order Transition Logic

Assume ∆ is fixed. The first-order transition logic TL is the first-order logic
with process variables (u, v, . . . ), the binary predicates =, ∗−→ and −→, any other
recognizable relation like, for instance, u ∈ P for P a regular tree language. Ob-
serve that whether t1, . . . , tn satisfies ϕ(u1, . . . , un) depends on the underlying
PA declaration ∆. Theorem 4.2 yields the decidability of TL, or more precisely:

Corollary 5.1. For any ∆ and any TL formula ϕ(u1, . . . , un), we can build an
automaton recognizing Sol(ϕ) (a subset of T n).

Expressivity Since quantifiers can be used freely, and since equality and other
predicates are available, TL is more expressive than the modal logic EF handled
in [May99,LS99]. For instance, the confluence of ∗−→ is expressed by the TL

formula ∀u, v, v′
[(
u

∗−→ v ∧ u ∗−→ v′)⇒ ∃v′′(v ∗−→ v′′ ∧ v′ ∗−→ v′′)].
Furthermore, the logic TL could be extended so that several PA declarations

may be used simultaneously. E.g., we can state that the term reachable from X
via ∆ are the terms reachable via ∆1 followed by ∆2 by the formula

∀u
[
X

∗−→∆ u ⇔ ∃v(X ∗−→∆1 v ∧ v ∗−→∆2 u
)]
.

Process terms with free variables, e.g., (X.u) ‖ (v.0), can also be used since
the predicates encoding the functions symbols are recognizable.

Parameterized verification and model measuring
Computing Sol(ϕ) is more general than deciding validity, satisfiability, or

model checking (telling whether t |= ϕ(u) for a given t and ϕ). In model checking
applications, being able to compute Sol(ϕ) under a suitable symbolic represen-
tation (a tree automaton Aϕ in our case) gives a general approach that smoothly
integrate and generalize parameterized verification and model measuring

Example 5.2. Write Xn for

n copies of X︷ ︸︸ ︷
X ‖ (X ‖ (X · · · ‖ X) . . . ): the sets L def= {Xn | n =

0, 1, 2, . . . } and L′ def= {Y n | n = 0, 1, 2, . . . } are regular tree languages. Let
ϕ(u, v) be some TL formula comparing the behaviors of u and v (e.g. ϕ def=
∀z((v ∗−→ z ∧ z

+−→ z) ⇒ u
∗−→ z
)
, “all loops of v are loops of u”). By computing

Sol(u ∈ L ∧ v ∈ L′ ∧ ϕ(u, v)) we can find which values of n make Xn relate to
some Y m (or to all of them) and we can also find which values of m make the
property ϕ(u, Y m) satisfiable (or valid) for the Xn’s. ut
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6 Reachability under (Decomposable) Constraints

In this section, we enrich the basic reachability predicate used in TL and allow
to write “decomposable” constraints upon the derivation costs.

6.1 The Decomposable Transition Logic DTL

In [LS99], we proved that reachability via a trace constrained by a regular word
language is undecidable but it is decidable for “decomposable” languages (see
also [Sch99,Mol96]). Here we define decomposable cost predicates along the same
lines for unary cost predicate P . We write P (c) when P holds for c.

Definition 6.1. A finite set DP of cost predicates is a decomposable family if

seq-decompositions: for all P ∈ DP there is a finite index set I and a family
{P 1

i , P
2
i ∈ DP | i ∈ I} s.t. for all c, c′ ∈ M , P (c⊕c′) iff

∨
i∈I P

1
i (c)∧P 2

i (c′).
par-decompositions: for all P ∈ DP there is a finite family {P 1

i , P
2
i ∈ DP |

i ∈ I} s.t. for all c, c′ ∈ M , P (c⊗ c′) iff
∨
i∈I P

1
i (c) ∧ P 2

i (c′).
unit-decompositions: for all P ∈ DP and all costs c appearing in ∆, there is a

finite family {P ci ∈ DP | i ∈ I} s. t. for all c′ ∈ M , P (c⊕c′) iff
∨
i∈I P

c
i (c′).

A predicate P is decomposable if it belongs to a decomposable family. DTL
(Decomposable Transition Logic) is the first-order logic that extends TL by

allowing all atoms u
∃c P (c)−−−−→ v where P is any decomposable predicate.

u
∃c P (c)−−−−→ v is short for “∃c, u c−→ v ∧ P (c)” and holds iff there is a derivation

u
c−→ v such that P (c) holds. Observe that we require that any cost variable be

immediately quantified upon (like the freeze quantification of [AH94]), hence the
cost variable c is always bound and we sometimes simply write u ∃P−→ v.

Using the tree automata approach, we can show that the relation ∃P−→ is recog-
nizable for any decomposable predicate P , which yields the decidability theorem:

Theorem 6.2. The logic DTL is decidable.

We now look at instances of DTL where costs measure some form of timing.

6.2 The Timed Transition Logic TTL

TTL (Timed Transition Logic) is the first-order logic that extends TL by allow-
ing all atoms u ∃τ−→ v where τ is a time constraint built according to the grammar:

τ ::= c < C | ¬τ | τ ∧ τ
where the C’s can be any numerical constant from a time domain T that can be
N, or Q+, or R+ (and where c is the free cost variable of τ). Since these time
constraints can be expressed by decomposable predicates, we have

Proposition 6.3. For any time constraint τ , the relation s ∃τ−→ t is recognizable.

allowing the following instantiation of Theorem 6.2
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Theorem 6.4. The logic TTL is decidable.

TTL can be enriched with the predicate u Unbounded−−−−−−→ v, meaning that going
from u to v may take arbitrarily long time:

Lemma 6.5. The relation Unbounded−−−−−−→ is recognizable.

7 The Transition Logic with Constraints TLC

In this section, we add a first-order logic of costs to the transition logic. The
resulting two-sorted logic, called TLC, is very expressive and allows parameter-
ized verification with parameters ranging over costs rather than “processes”. For
TLC, costs are Parikh costs and the cost c = (n1, . . . , np) of a derivation s ∗−→ t
records the number of occurrences of each action of Act along the derivation.
Since c is now a p-tuple of integers, we often write x1, . . . , xp or x̄ instead of c.
The formula over costs are Presburger formula. This allows to state properties
as “s w−→ t with as many actions a as actions b”.

TLC allows two kinds of atoms: all R(u1, . . . , un) for R a recognizable re-

lation as in TL and all u
∃x̄ψ(x̄,ȳ)−−−−−→ v where ψ(x̄, ȳ) is a Presburger formula

whose free variables are partitioned into x̄ a tuple of p integer variables, for

the cost of the derivation and the arbitrary parameters ȳ. u
∃x̄ψ(x̄,ȳ)−−−−−→ v is short

for “∃c, u c−→ v ∧ ψ(c, ȳ)”. Observe that only u, v, ȳ are free in u
∃x̄ψ(x̄,ȳ)−−−−−→ v. The

negation of u
∃x̄ψ(x̄,ȳ)−−−−−→ v can be written ∀x̄(u x̄−→ v ⇒ ψ′(x̄, ȳ)

)
where ψ′ is ¬ψ,

another Presburger formula, and we shall use this notation freely. TLC formulas
are given by the abstract syntax:

ϕ ::= Atom | ϕ ∧ ϕ | ¬ϕ | ∃uϕ | ∃yϕ

Since the full TLC is undecidable (Prop. 7.1) we introduce two fragments that
will be shown decidable (Theo. 7.3):

the parameterized existential fragment: which is the set of closed formulas
that can be written under the form (∃|∀ ȳ)∗(∃ u)∗[∨ ∧Atoms] , and

the parameterized universal fragment: which is the set of closed formulas
that can be written under the form (∃|∀ ȳ)∗(∀ u)∗[∨ ∧ ¬Atoms].
The restriction on the polarity of atoms only applies only to reachability

atoms “u
∃x̄ψ(x̄,ȳ)−−−−−→ v” with some non-empty ȳ hence u ∗−→ v, etc., can be negated

freely. Observe that one fragment only contains formulas that are (equivalent
to) the negation of a formula of the other fragment.

7.1 The Difference between TLC and Temporal Logics

Temporal logics do not have a mechanism for identifying states precisely and
relate them. On the other hand, they can refer to a given path, state properties
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that hold along this path, and relate paths. When we write u
∃x̄ψ(x̄,ȳ)−−−−−→ v in TLC,

we state that u may go to v via a path having some cost properties, but we
cannot isolate this path and refer to it again. Additionally, temporal modalities
are recursive by nature, while transition logics only have the fixpoint built-in
∗−→. As a consequence, simple temporal modalities like EF can be expressed in

the transition logic but more complex constructions like E U cannot.
The ability to refer to states is the specific feature of transition logics: these

logics can distinguish bisimilar processes. And the rich language for constraints
allows to express many counting properties that occur naturally in verification.

7.2 Expressing Properties with TLC

We consider the communication protocol example used in [BEH95b], where they
focus on the two actions req (for requests) and ack (for acknowledgments).

TLC can state that, between an initial state and a final state, a protocol
sends as many acknowledgments ack as requests req :

∀u, v (u ∈ Init ∧ v ∈ Final) ⇒ (∀xack, xreq((u xack,xreq−−−−−→ v) ⇒ xack = xreq
)

where “xack = xreq” is the ψ(x̄) constraint. (We assumed that Init and Final
are regular tree languages.)

TLC can also state that at any position along a path from an initial state to
a final state, the number of sent requests is always greater than or equal to the
number of received acknowledgments. This is specified as follows:

∀u, v, w
(

u ∈ Init ∧ v ∈ Final ∧ u ∗−→ w ∧ w ∗−→ v

⇒ ∀xack, xreq
(
u
xack,xreq−−−−−→ w ⇒ xreq ≥ xack

)
)

TLC can further impose that all traces belong to req∗ack∗. We add to the
previous formula the formula stating that if a state is reached by emitting an
acknowledgment, then all paths from this state to a final state contain no request.

∀u, v, w
(

u ∈ Init ∧ v ∈ Final ∧ (u
∃xack,xack=1−−−−−−−−→ w)

⇒ ∀xack, xreq
(
w

xack,xreq−−−−−→ v ⇒ xreq = 0
)

)

Observe that these three examples are all in the parameterized universal frag-
ment of TLC and could be enriched by using parameters.

7.3 Decidability Issues for TLC

The first result is a negative one.

Proposition 7.1. TLC is undecidable, even when restricted to the fragment
without parameters and with only ∃∀ quantification for process variables.

This result prompted the introduction of the parameterized fragments of TLC.
Let Φ ≡ (∃|∀ ȳ)∗(∃ u)∗ϕ be a parameterized existential TLC formula. Let
φ(y1, . . . , yk) denote the “(∃ u)∗ϕ” part and Sol(φ) = {〈n1, . . . , nk〉 | |=
φ(n1, . . . , nk)}.
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Theorem 7.2. Sol(φ) is an effectively computable semilinear set.

The proof of this result uses an extension of tree automata which combines a
cost grammar with the usual tree automata rules. This class of automata is closed
under product and union and the reachability of a state is decidable. Moreover
in our case, the set of costs associated to a state is an effectively computable
semilinear set and the relation c−→ is accepted by an automaton with cost.

Theorem 7.3. The parameterized existential and the parameterized universal
fragments of TLC are decidable.

8 Conclusion

The recognizability of ∗−→ extends our earlier results on reachability sets. This
also opens new directions for automata-theoretic approaches to the verification of
PA-processes, since being able to compute the set of solutions of a transition logic
formula allows a smooth and general approach to the verification of parameter-
ized properties for parameterized systems. Additionally, the automata-theoretic
approach relies on quite simple constructions. The consequence is that we can
easily extend it in various ways, as we demonstrated with reachability under de-
composable cost predicates, with various timed extensions of the transition logic,
and with TLC where both PA-processes and Parikh costs can be constrained
via parameterized formulas. An important goal for future work is to analyze the
computational complexity of the various ideas we proposed. This should help
understand what cost sets and what decomposable predicates can be handled in
practice, and what restrictions may be fruitfully imposed on transition logics so
that they remain computationally tractable.
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Kuč97. A. Kučera. How to parallelize sequential processes. In Proc. 8th Int. Conf.
Concurrency Theory, vol. 1243 of L.N.C. S., pages 302-316. Springer, 1997.

LS99. D. Lugiez and Ph. Schnoebelen. The regular viewpoint on PA-processes.
September 1999. To appear in Theor. Comp. Sci.

May97. R. Mayr. Tableaux methods for PA-processes. In Proc. TABLEAUX’97, vol.
1227 of L.N.A.I., pages 276-290. Springer, 1997.

May99. R. Mayr. Decidability of model checking with the temporal logic EF. May
1999. To appear in Theor. Comp. Sci.

May00. R. Mayr. Process rewrite systems. Information and Computation,
156(1/2):264-286, 2000.

Mol96. F. Moller. Infinite results. In Proc. 7th Int. Conf. Concurrency Theory, vol.
1119 of L.N.C.S., pages 195-216. Springer, 1996.

Par66. R. J. Parikh. On context-free languages. J.A.C.M, 13(4):570-581, 1966.
Plo81. G. D. Plotkin. A structural approach to operational semantics. Lect. Notes,

Aarhus University, Aarhus, DK, 1981.
Sch99. Ph. Schnoebelen. Decomposable regular languages and the shuffle operator.

EATCS Bull., 67:283-289, 1999.
Sei94. H. Seidl. Finite tree automata with cost function. Theoretical Computer

Science, 126(1):113-142, 1994.



Non Interference for the Analysis
of Cryptographic Protocols ?

Riccardo Focardi1, Roberto Gorrieri2, and Fabio Martinelli3

1 Dipartimento di Informatica, Università Ca’ Foscari di Venezia, Italy.
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Abstract. Many security properties of cryptographic protocols can be
all seen as specific instances of a general property, we called Non De-
ducibility on Composition (NDC), that we proposed a few years ago
for studying information flow properties in computer systems. The ad-
vantage of our unifying theory is that formal comparison among these
properties is now easier and that the full generality of NDC has helped
us in finding a few new attacks on cryptographic protocols.

1 Introduction

Many security properties of cryptographic protocols have been identified in re-
cent years, such as secrecy (confidential information should be available only to
the partners of the communication), authentication (capability of identifying the
other partner engaged in a communication), integrity (assurance of no alteration
of message content), non repudiation (assurance that a signed document can-
not be repudiated by the signer), fairness (in a contract, no party can obtain
advantage by ending the protocol first), and some others.

Even if there is a widespread agreement on what is the intended meaning of
these properties, under a closer scrutiny one realizes that they are very slippery
properties, especially authentication. As a matter of fact, formal definitions, e.g.
of authentication, have rarely been given, not widely agreed upon, usually not
compared and only recently proposed in the literature (see, e.g., [5,17,21,26]).
This is sometimes due to the fact that we first need a formal model on which the
problem is defined (and this is often a source of possible proliferation of different
proposals) and then a formal definition w.r.t. the chosen model. Moreover, even
when a formal definition is given, usually this is not (easily) comparable to
others, due to different mathematical assumptions of the model.
? Work partially supported by MURST Progetto TOSCA and Progetto “Certificazione

automatica di programmi mediante interpretazione astratta”; CNR Progetto “Mod-
elli e Metodi per la Matematica e l’Ingegneria”; CSP Progetto “ISA: Isp Secured
trAnsactions”.

U. Montanari et al. (Eds.): ICALP 2000, LNCS 1853, pp. 354–372, 2000.
c© Springer-Verlag Berlin Heidelberg 2000



Non Interference for the Analysis of Cryptographic Protocols 355

Write

Read

Write

Read

Covert
Channel

Write-up

S1 O1

S2 O2

Read-down

Level n

Level n+k

Fig. 1. Multilevel security: a high subject S1 cannot write a low object O2 and a low
subject S2 cannot read a high object O1.

Our claim is that a classic approach to security, used to study information
flow in multilevel [4] computer systems, can be profitably used also for the anal-
ysis of security properties in network protocols.

1.1 Multilevel Security and non Interference

In a multilevel systems, processes/users and objects are bound to a specific
security level (e.g., in the military jargon, unclassified, classified, secret and top
secret) and information can only flow from low levels to higher ones. This is
usually implemented by constraining the possible actions of processes according
to the rules of no read-up and no write-down (see Fig. 1).

The advantage of this approach w.r.t. conventional approaches used in com-
mercially available operating systems (e.g., Unix) is that the possible information
disclosures caused by the inadvertent execution of a Trojan Horse program is
confined inside the level of the user that executed it. However, these two rules
are not enough as indirect information flows, usually called covert channels, may
be possible when using some shared resource. For instance, it is not difficult to
build a Trojan Horse program that, once executed by a high level user, is able to
downgrade information by synchronizing with a low level process on the system
side-effects generated by repeatedly filling the shared hard disk: at a predefined
initial time, the high process can trasmit a bit 0 by causing a disk-full error on
the low level attempt to write, or a bit 1 by allowing the low process to write,
hence one bit each two clock cycles.

To solve the problem of preventing unauthorized information flows, be they
direct or indirect, in the last two decades many proposals have been presented,
starting from the seminal idea of non interference proposed in [16] for determin-
istic state machines. In recent work [10,11], two of the authors have studied the
many non interference-like definitions in the literature, by defining all of them
uniformly in a common process algebraic setting, producing the first taxonomy
of these security properties reported in the literature.
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In [10,11], we use a CCS-like process algebra [23], called Security Process
Algebra (SPA for short), where the set of actions is partitioned into two sets
L and H of low actions and high ones, respectively. Processes built by using
only actions in H (L) are by construction high (low) level processes. These pro-
cesses are secure because their activities (expressed by the actions they perform)
are confined inside the high (low) level. More interesting is the case of mixed
(with actions from both L and H) processes, i.e., of those processes that even if
belonging to the high (low) level may perform interactions with low (high) ob-
jects, because for them we want to know if they allow information to flow in the
wrong direction. Among the many non interference-like properties, we advocate
one special property, called Non Deducibility on Composition (NDC for short),
that can be expressed as follows:

E ∈ NDC iff ∀Π ∈ EH : (E ‖ Π)\H ≈ E\H

where EH is the set of all high level processes, ≈ is a behavioural equivalence
relation,1 ‖ is the CCS parallel composition and \ is the CCS restriction operator.
Hence, on the one hand, E\H is able to exhibit only the low level behaviour of
E, while (E ‖ Π)\H is the low level behaviour of E ‖ Π. The basic intuition is
that the requirement of

No information flow from high to low
is expressed by

No high level process can change the low behaviour.

1.2 Non Interference for Security Protocols

NDC essentially says that, given two groups of users H and L, there is no
information flow from H to L iff there is no way for H to modify the behaviour
of L. Analogously, we may think that L is the set of the honest participants to
a protocol and H is the external, possibly malicious, environment, i.e. the set of
possible intruders (or enemies). Following the analogy, no information flow from
high to low means that the intruders have no way to change the low behaviour
of the protocol.

To set up this correspondence more precisely, we have to single out the high
level actions and the low level ones in this setting. We should assume that an
intruder may have complete control of the network, and so it is reasonable to
assume that the public channels (i.e., the names used for message exchange) are
the high level actions. On the other hand, as a protocol specification is usually
completely given by message exchanges, it is not clear what are the low level
actions. In our approach, the low level actions are extra observable actions that
are included into the protocol specification to observe properties of the protocol.
Of course, the choice of these extra actions is property dependent. For instance,

1 Actually, NDC in [10,11] is this property when ≈ is trace equivalence; other similar
properties have been proposed by changing the relation, e.g., BNDC is as above
where ≈ is weak bisimulation.
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we will see that to model some form of authentication as in [20], it is enough to
include special start/commit actions for all the honest participants.

Furthermore, enemies should not be allowed to know secret information in
advance: as we assume perfect cryptography (a crypted information can be known
by an enemy only if he knows the decryption key), the initial knowledge of
an ebemy must be limited to include only publicly available information, such
as names of entities and public keys, and its own private data (e.g., enemy’s
private key). Hence, by following [15,14,13], the set EφI

C of all the possible high
level processes is as follows: EφI

C = {X | sort(X) ⊆ C and ID(X) ⊆ D(φI)},
where C is the set of public channel names, ID(X) is the set of messages that
syntactically appear in X, φI is the initial knowledge given to any enemy X, and
D is a deduction system that manipulates (blocks of) messages in the obvious
way (e.g., a crypted information can be disclosed if the decryption key is known).
By requiring that all the messages in ID(X) are deducible from φI we are stating
that the enemy cannot know in advance messages that are not explicitly given.
The NDC property for a protocol P can hence be reformulated as:

P ∈ NDC iff ∀X ∈ EφI

C : (P ‖ X) \ C ≈ P \ C

On the one hand, P \ C represents the secure specification of the protocol P
running in isolation on perfectly secure channels. The visible behaviour of P is
given by the property dependent, extra observables included in the specification.
Hence, the behaviour of P \ C should describe the security property of interest.
On the other hand, if P \C is equivalent to (P ‖ X) \C, then this clearly means
that X is not able to modify in any way the observable execution of P , i.e., the
security property hold.

The actual scheme we use, called GNDC, is a bit more general, where ≈
is any pre-order and P \ C is replaced by a function on P , α(P ), expressing
the property as a set of processes having a special format that more directly
and intutively recall the property of interest. Nonetheless, it is possible to show
that NDC is the strongest property we can reasonably define over cryptographic
protocols (for more details, see [15]).

Interestingly enough, when the observational equivalence ≈ is trace equiva-
lence (two systems are equivalent if they perform the same set of traces), then
NDC can be characterized in a simpler way, by finding a canonical, most gen-
eral enemy that can be used in place of all (see [15]). By removing the universal
quantification, NDC can be verified by one single, albeit huge, check. The most
general intruder is an intruder that can eavesdrop/intercept any message (adding
the intercepted information to its knowledge set), as well as produce new mes-
sages with pieces of information he knows.

1.3 Plan of the Paper

What do we want to show with this paper? Our primary goal is to substantiate
our claim that most (maybe all) security properties proposed for the analysis
of cryptographic protocols are expressible as suitable instances of the GNDC
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schema above, by suitably choosing the property dependent, extra observable
actions as well as a suitable behavioural equivalence. Some work in this direction
has been reported in [14,13,15]. We think that the advantages of our approach
include at least the following:

– one check for all: As all the properties are defined in the same NDC style, it
is possible to put in the specification the extra actions for all the properties
of interest, hence obtaining that one check for this rich case implies that all
the properties are satisfied.

– formal comparison: as the definitions are now given in a uniform style, it
should be easier to compare the relative merits; this is especially true for
slippery properties such as the many varieties of authentication (e.g., see
[13,15] for some preliminary results in this direction).

– accuracy: So far we have analyzed about 40 protocols (with the help of an
automatics tool [8,9]) of a well-known library of crypto-protocols [6]. Two
supposedly correct protocols have been shown incorrect and for a few addi-
tional flawed protocols some new attacks have been found. Our experience
hence supports our claim that a protocol passing the NDC test is more
likely to be flaw free.

The paper is organized as follows. In Section 2 we gently introduce the reader
to the realm of security properties; by means of some simple examples, five secu-
rity properties are informally described. Section 3 shows that all these properties
are actually instances of the general scheme GNDC and that NDC (when all
the suitable extra actions have been inserted) implies them all. Section 4 shows
one larger example, the Woo & Lam mutual authentication protocol as reported
in Schneier’s textbook [27]. This version of the protocol is flawed. Finally, Section
5 reports some final remarks and future work.

2 Security Properties

In this section we present some typical security properties through some simple
examples. All these properties have been defined for different aims and have been
formalized using various models. Indeed, the examples will allow us to identify
a general common idea behind all of these properties.

2.1 A Simple Key-Exchange Protocol

The first example we consider is a simple key-exchange protocol (see [11]) with
public key cryptography. There is a process KDC (Key Distribution Center)
on a remote host which is devoted to the distribution of the public keys. In
particular, when Alice (A) need to send some secret information to Bob (B), A
asks KDC for B’s public key. Then, A can encode every secret message with this
key and is guaranteed that only B will be able to read it. In particular, in the
protocol we are going to analyze, A sends to B a session key encoded with the
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public key of B. Such session key will be used for every further communication,
until the two users decide to establish a new session with a new session key.

The aim of the protocol is simply to distribute to B the session key generated
by A. Since A uses the public key of B, she is assured that only B will know
the session key and so there is a form of implicit one-side authentication of
B for A. The opposite authentication is not valid since B has no guarantees
about who he is talking to. Anyone can encrypt a session key with B’s public
key and send it pretending to be A. So, B will presumably check the identity
of A during the session (if this is required). We could imagine a situation of a
remote login on a machine B by a user A. First the user establishes a session key
with the remote login server using the protocol above. Then the communication
proceeds encrypted with the session key and the server checks the identity of A
using, for instance, some login/password mechanism. However A is assured to
communicate with B since only B can have received the session key.

In order to formalize the protocol we use the notation A → B : msg repre-
senting the sending of message msg from A to B. A possible definition of the
protocol could be the following sequence of four message exchanges:

Message 1 A → KDC : A, B
Message 2 KDC → A : PKB

Message 3 A → B : {Ksess}PKB

Message 4 B → A : {M}Ksess

where Message 1 is the request, sent from A to KDC, of B’s public key; Message
2 is the reply from KDC to A, containing the public key PKB of B; Message 3
contains the session key Ksess encoded using the public key PKB and is sent to
B; finally, in Message 4, B uses the session key to send a message M to A.

Different security properties can be now considered: (i) message authenticity,
e.g., message M should be authentic from B (or as it would have been sent from
B) since only A and B should know the session key at the end of the protocol;
(ii) entity authentication, e.g., if A receives the last message encrypted with the
correct key, then A should be guaranteed that B has run the protocol with her
(or at least is “alive”); (iii) secrecy, e.g., at the end of the protocol, the session
key and the message M should be known only to A and B. In the following, we
consider all of these properties, using the protocol above as a running example.

2.2 Message Authenticity

Suppose that we can fix the message M that B is willing to send to A. This
means that M does not represent a generic message, but it is a particular one.
If we can do this, we can check message authenticity by just considering all
the possible runs of the protocol and by requiring that, in such runs, A always
receives the correct message M , i.e. the message B wanted to send to A. If this is
true, we can conclude that the protocol is indeed guaranteeing that no one is able
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to force A accepting a faked message M ′. This notion of message authenticity is
due to Abadi and Gordon [2]. 2

A first important thing to observe is that considering all the possible runs is
not enough. At least we need to be more precise about what we mean by run. As
a matter of fact, we have to consider all the possible executions of the protocol
in every possible (potentially hostile) environment. It is certainly different if we
consider the protocol execution with or without the presence of some malicious
enemy which tries to send a faked M ′. (As mentioned in the Introduction, we
have to consider an initial knowledge φI but, for sake of readibility, we often
omit it.) We can thus rephrase the message authenticity property as follows:

“Whatever hostile environment is considered, A will never receive (as
part of Message 4) during all her possible runs a message different from
M”.

A second important issue is now also evident. We are requiring that a particular
piece of information sent inside a particular message differs from a certain fixed
message M . Indeed, this property looks really ad-hoc for the key exchanged
protocol considered here. This is quite typical when trying to define precisely
security properties, since they often depend on the structure of the analyzed
protocol/system. We can make more intuitive the specification by using an event
received(m) corresponding to the fact that A is receiving message m. If P (m) is
the protocol where Bob is willing to send message m to Alice we can just state
that

“P (M) guarantees message authenticity if whatever hostile environment
is considered, an event received(M ′) with M ′ 6= M can never occur”.

We will further generalize this idea in the following. Before that we show that the
protocol we have considered until now does not guarantee message authenticity.
The weakness is indeed in the second message. An enemy can easily intercept
the public key of B and substitute it with its own key. This allows the enemy to
learn the session key and to send a faked message M ′ as follows:3

Message 1 A → KDC : A, B
Message 2 KDC → E(A) : PKB E intercepts this
Message 2′ E(KDC) → A : PKE

Message 3 A → E(B) : {Ksess}PKE

Message 4 E(B) → A : {M′}Ksess event received(M ′)
2 Indeed, in [2] a universal quantification over all the possible messages to be sent is

required. For the sake of simplicity we do not consider it here.
3 We denote with E(U) the enemy which is impersonating the entity U . So E(U) →

A : M means that E sends M to A by simulating U , while A → E(U) : M that
E intercepts the message M from A to U (so U receives nothing). However we
must point out that this message sequences notation should be used only for the
intuitive description of the protocols (and attacks) and not for their formal analysis
as remarked by many authors (e.g., see [1]).
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Thus, message authenticity does not hold since, in this particular execution, an
event received(M ′) occurs and M ′ can be whatever message (different from M)
the enemy is willing to send to A.

2.3 Entity Authentication

We now consider another security property: entity authentication. This property
is more subtle. Informally, entity authentication should allow the verification
of an entity’s claimed identity, by another entity. There are several attempts
in the literature to formalize this notion. Here, we follow the ones based on
correspondence between actions of the participants (e.g., see [18,21,30]).

As an example, in our protocol we would like that whenever A receives the
last message then B has indeed executed the protocol. Consider two events
commit(A, B) and run(B, A) representing the fact that A has successfully ter-
minated the protocol apparently with B and B has at least started the protocol
(i.e., he has received a session key) with A. It is now sufficient to require that
event commit(A, B) is always preceded by event run(B, A) [21]. In other words
commit(A, B) should not happen if B has not started the protocol. Similarly to
the previous property we can require that:

“P guarantees entity authentication of B with respect to A if whatever
hostile environment is considered, it can never occur an event commit(A, B)
when run(B, A) has not occurred previously”.

Note that the same attack considered for message authenticity is also an attack
for entity authentication:

Message 1 A → KDC : A, B
Message 2 KDC → E(A) : PKB E intercepts this
Message 2′ E(KDC) → A : PKE

Message 3 A → E(B) : {Ksess}PKE

Message 4 E(B) → A : {M′}Ksess event commit(A, B)

Since B is doing nothing, no event run(B, A) can happen and the entity authen-
tication property does not hold. As a matter of fact, in the attack sequence the
enemy is indeed able to mask as B. This means that A cannot be sure about
the identity of the other party, i.e., no entity authentication is guaranteed.

Note that entity authentication and message authenticity are indeed different
properties. As an example, if we do not have a message “to be sent” by the entity
that we want to authenticate, message authenticity property becomes useless.
Consider the following (faulty) authentication protocol:

Message 1 A → B : {NA}KAB

Message 2 B → A : NA

In order to verify the identity of B, A sends a challenge NA (typically a random
number) to B encrypted with symmetric key KAB which is only known by A
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and B. Only B will be able to decrypt NA and send it back to A. Note that here
B has no private messages to send to A. As a consequence, the following entity
authentication attack does not represent a message authenticity attack:

Message 1 A → E(B) : {NA}KAB

Message 1′ E(B) → A : {NA}KAB

Message 2′ A → E(B) : NA

Message 2 E(B) → A : NA events commit(A, B),
received(NA)

This is a typical parallel session attack: the enemy intercepts the first message
and starts a new session of the protocol with A. Basically, the enemy uses this
second session to obtain from A the value NA. Finally the enemy can con-
clude the first session successfully masking as B. Note that, again, we have a
commit(A, B) event with no run(B, A). Note also that we have tried to detect a
possible message authenticity attack by observing the received(NA) event. How-
ever NA is exactly the expected message and, moreover, no other message would
be accepted by A. In other words, we have no message here to authenticate and
entity authentication should be guaranteed (indeed it is not) by the possibility
for B of decrypting a message.

2.4 Secrecy

Let us now consider the third property: secrecy. This is quite intuitive and re-
quires that messages declared to be secret should not be learnt by unauthorized
users. We can consider a new event learnt(M) that represents the fact that a
certain (secret) message M has been learnt by the external environment (i.e.,
by the enemy). So, this new (low) event is performed by the enemy and not by
the honest participants, as for the previously analysed properties. In our first
example of attack we had such an event for Ksess:

Message 1 A → KDC : A, B
Message 2 KDC → E(A) : PKB E intercepts this
Message 2′ E(KDC) → A : PKE

Message 3 A → E(B) : {Ksess}PKE event learnt(Ksess)
Message 4 E(B) → A : {M′}Ksess

Indeed, secret key Ksess is learnt by the enemy when it is sent encrypted with
enemy’s public key. We can thus formulate secrecy in our usual style as follows:

“P guarantees secrecy of m if whatever hostile environment is considered,
the event learnt(m) can never occur”.

2.5 The Example (Partially) Repaired

In this section we show how to repair the initial protocol in order to avoid the
attacks reported above (even though other ones are possible). The attacks work
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since it is possible to fake Message 2 in order to provide a wrong public key,
i.e., not the one associated to B. In actual implementations, the KDC sends the
public key together with the name of the associated user, all signed with its own
key. Hence, the resulting protocol is the following:

Message 1 A → KDC : A, B
Message 2 KDC → A : {PKB , B}SKKDC

Message 3 A → B : {Ksess}PKB

Message 4 B → A : {M}Ksess

where Message 2 now consists of the pair (PKB , B) encrypted with the private
key of KDC (SKKDC), in such a way that everyone can decrypt it and be sure
that the associated public key PKB has been originated by KDC. It is easy to
see that the attacks previously shown are not possible anymore, since the enemy
is not able to generate the block {PKE , B}SKKDC

.
This updated protocol may still be subject to some form of attacks, namely

replay attacks. These attacks work since the enemy is able to re-use the infor-
mation obtained in previous runs of the protocol in order to fake messages for
A. Imagine the situation where the session key Ksess between A and B has been
safely established and is used to send two different messages, say M, M ′, to A,
by simply adding another step to the previous protocol:

Message 5 B → A : {M ′}Ksess

The enemy could eavesdrop Message 4, intercept Message 5 and replay the Mes-
sage 4 to A. Thus, A receives two times message M ! For example, if M represents
a bank transfer request this attack could result in a double transfer of money.
This is a message authenticity attack and is revealed since we obtain two events
received(M) instead of received(M), received(M ′).

This kind of attacks may be prevented by inserting freshness in the messages
(such as newly generated random numbers). It is not our intention to give here
a complete spectrum of attacks on cryptographic protocols; we just show that
these are very subtle and make the design of such protocols very challenging.
(For some guidelines about cryptographic protocols design see [3].)

2.6 Non Repudiation and Fairness

There are other interesting properties that can be rephrased in our common style.
For example, non repudiation and fairness (i.e., fair message exchange). The
former is related to the possibility of considering a certain message as a signed
contract, which is thus not repudiable by the sender. This is typically obtained
through protocols which are based on some electronic signature mechanism.
Non repudiation is of course very important for electronic commerce. The latter
property requires that mutual information exchanges are performed in a fair
way, i.e., no one of the parties involved in the exchange should get an advantage
by obtaining the information before the other party is also able to obtain it.
Indeed, if an exchange is not fair, the advantaged party could refuse to give
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its information once it has received the information from the other party. This
property is sometimes required together with non repudiation when the parties
want to simultaneously exchange two non repudiable messages (for example,
one message could be the electronic payment and the other one could be the
corresponding electronic receipt). Here we follow the treatment in [15,25].

(Fair) Non repudiation protocols are often quite complex. Here, in order to
illustrate these properties we consider the following very simple example (see
also [31]):

Message 1 A → B : M, {M, B}SKA

Message 2 B → A : {M, A}SKB

A sends a message M to B, signed with her secret key SKA. This is a guarantee
that only A could have produced such an encryption. This means that A cannot
deny to have sent such a message to B (note that B is also contained into the
signature). Then B sends back to A message M signed with its own secret key,
in order to confirm the reception of M . After that, also B will not be able to
deny that he has received M from A. We can imagine that M represents some
form of electronic payment: A wants a proof that B has received from her the
money (a receipt) and B wants a proof that A had indeed sent the payment M to
him (for example, in case M is not a valid payment). These are non-repudiation
properties and are guaranteed by the signatures (assuming that neither A nor B
publicizes her/his secret key). For example, if A collects a certain evidence that
B has sent a message (in our protocol the signature {M, A}SKB

represents such
an evidence), then B should have indeed sent such a message. This is somehow
similar to the entity authentication property we have discussed above. The main
difference is that B can be malicious and may try to send a faked evidence.

Consider now the fairness property. Indeed, in the simple protocol we have
presented, B has an evident advantage over A. He can just refuse to send the last
message and A will never be able to prove that she has indeed sent the money to
B. The exchange is clearly not fair. We can try to define non-repudiation with
fairness as follows:

“P guarantees non-repudiation with fairness to A on a message M if,
whatever malicious B is considered, if B gets evidence that A has orig-
inated M than also A will eventually obtain the evidence that B has
received M”.

We observe two important points. First of all, in this definition one of the parties
(B) takes the role of the hostile environment. This is intuitively correct, since
we want to see if B is able to cheat A by keeping the payment without releasing
the receipt. The second point is the most important: this property cannot be
expressed as a safety property (i.e., nothing bad happens). As a matter of fact
we are requiring that something good should happen if B gets his evidence, i.e.,
that also A should soon or later get her evidence. This leads us to relax our
general scheme as follows:
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“P guarantees non-repudiation with fairness to A on a message M if,
whatever hostile environment is considered (with a certain initial knowl-
edge φI), then P satisfies the specification α(P )”,

where B is the enemy (φI is then B’s initial knowledge), the relation satisfies
is a deadlock-sensitive process preorder (e.g., the testing preorder [7]) and α(P )
is the process where every time B gets his evidence then also A gets her own
evidence. The choice of a deadlock-sensitive preorder is justified by the fact that
we want to check that no deadlock is possible after B evidence and this is what
we want to require also in protocol P . In the example above, if B decides not to
send the second message we clearly obtain such a deadlock and the property is
not satisfied.

3 A General Scheme for Security Properties

We have seen that several different properties (message authenticity, entity au-
thentication, secrecy) can be (informally) written in a similar style which sounds
like:

“P guarantees a security property S if, whatever hostile environment is
considered, P never shows some particular bad behaviour”.

In general, this set of bad behaviours depends on the particular property and
sometimes may also depend on the protocol P . For example, for message authen-
ticity we need the parameter m of P in order to define what is a bad behaviour.
It is sometimes easier to choose a complementary approach and describe which
are the good behaviors (they just correspond to all the behaviour that are not
bad). So, if we denote by αS(P ) the set of all possible good behaviour of P
with respect to the security property S, then our general scheme becomes the
following:

“P guarantees a security property S if, whatever hostile environment is
considered, P always shows behaviours in αS(P )”.

Indeed, cryptographic protocols typically rely on some secret values (keys or
random numbers used for challenge-response). Moreover, if we want to analyze
secrecy we certainly have to face the presence of some initially secret message.
We can thus slightly refine our scheme as follows:

“P guarantees a security property S if, whatever hostile environment
is considered with a certain initial knowledge φI , then P always shows
behaviours in αS(P )”.

Moreover, as discussed for fair non repudiation, it may be useful also to pa-
rameterize the previous notion w.r.t. the notion of behaviour, by considering
satisfaction relations among processes, hence obtaining:

“P guarantees a security property S if, whatever hostile environment
is considered with a certain initial knowledge φI , then P satisfies the
specification αS(P )”,
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The (informal) considerations above are at the base of the proposal, originally
reported in [15], of a uniform formal framework where security properties can
be defined. The proposed schema, called General NDC (GNDC for short), is
as follows: 4

P is GNDCα
≈ iff ∀X ∈ EφI

C : (P ‖ X) \ C ≈ α(P )

where ≈ is a behavioural preorder and α is a function from processes to processes.
Now, we can just define a specific property by suitably instantiating the function
α(P ) and the preorder ≈. We reconsider the properties presented so far, showing
informally their corresponding α(P ) functions and ≈ relations:

– Non-interference: αNI(P (M)) = P (M) \ C. We obtain the exact definition
of NDC if we use trace equivalence as ≈.

– Message authenticity : αMA(P (M)) is the process where received(M) is the
only event received which may occur. For a formal characterisation of this
property in the GNDC scheme for a large class of protocols, please see [13],
where the ≈ relation is (a suitable) may testing or trace equivalence.

– Entity authentication: αEA(P ) is the process where commit(A, B) is always
preceded by run(B, A). Please refer to [15] for other authentication prop-
erties based on the correspondence idea, such as the ones in the hierarchy
of [21] or message authentication as proposed in [24]. The relation ≈ is in
general trace inclusion.

– Secrecy of m: αSec(P (m)) is the set of processes where the event learnt(m)
can never occur (for more details, see [14]). The relation ≈ is in general trace
inclusion.

– Non repudiation: αnr(P (M)) is the process where whenever an evidence of
a message M is obtained then that message has been effectively sent (see
[15] for a deeper discussion). The relation ≈ is in general trace inclusion.

– fairness: αfair(P (M)) is the process such that if the event B ev A or M
(signaling that B has evidence that A originated M) then the event
A ev B rec M (signaling that A has evidence that B received M) will even-
tually happen (see [15] for a deeper discussion). The relation ≈ is in general
a failure or testing preorder (see [7,19]).

3.1 Security Attacks as Interferences

In the previous section we have shown how several security properties can be
seen as instances of the following general1 scheme:

“P guarantees a security property S if, whatever hostile environment
is considered with a certain initial knowledge φI , then P satisfies the
specification αS(P )”,

where the relation satisfies and the function αS(P ) are property dependent
parameters.
4 Indeed GNDC depends on the set φI , but we will omit it for the sake of readability.
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It would be useful to find the most restrictive αS(P ) as it would induce
the strongest property, up to the chosen notion of behaviour (i.e., the chosen
relation satisfies). The idea is to use an αS(P ) which returns an encapsulation of
protocol P , i.e., a version of P which is completely isolated from the environment.
Intuitively, this secure encapsulation of P should correspond to the execution of
P in a perfectly secure network where only the honest parties are present. In our
process algebra setting, this corresponds to the restriction of all public channels
where protocol messages are sent. This makes it impossible for an intruder to
interfere on the protocol execution. Let us briefly explain this important point.
Consider a preorder between processes ≤. Next, consider the induced equivalence
≈ as ≤ ∩ ≤−1. Also suppose that for every process P we have

(P ‖ 0) \ C ≈ P \ C

where 0 is the process that does nothing. This means that the process restricted
on C is equivalent to the protocol in composition with the intruder that does
nothing. The previous property holds for every security property we have studied.
Please also note that, by definition, 0 ∈ EφI

C for every φI . So it is very natural
to consider α functions and processes P such that:

P \ C ≤ α(P )

This simply means that the protocol P is correct (as it satisfies its specification
α(P )) at least when it is not under attack. This condition can be somehow seen
as a reasonable criterion for any good protocol: it must be correct at least when
it is not under attack! Under this observation, it is clear that P ∈ NDC implies
P ∈ GNDCα

≤.
If NDC holds then we can say that the hostile environment has no effect at

all on P , since it still behaves as if it were isolated. It is important to note that
what we observe of P behaviour are exactly the events we have discussed in the
previous section. It is easy to see that, if we specify all the events corresponding
to a certain set of properties, then NDC will imply all of them. 5

When P does not guarantee NDC we say that an interference is possible,
i.e., a behaviour that is caused by the hostile environment. It comes out that
an attack to a security properties is revealed by NDC as an interference of the
enemy on the protocol. This allows us to use NDC in order to detect different
attacks all at once. In the next section we illustrate this issue with an example.

4 An Example

In this section we consider a larger protocol and we show how the analysis of
(some of) the security properties presented above, can be carried out in a uniform
way. The protocol is the Woo-Lam public key one, which has been proposed for
5 Note that, the notion of satisfies must be chosen as the stronger one used by the

security properties considered.
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mutual entity authentication and key-exchange. The protocol, as reported in
[27], is the following sequence of 7 messages:

Message 1 A → KDC : A, B
Message 2 KDC → A : {PKB}SKKDC

Message 3 A → B : {A, NA}PKB

Message 4 B → KDC : A, B, {NA}PKKDC

Message 5 KDC → B : {PKA}SKKDC , {{NA, K, A, B}SKKDC }PKB

Message 6 B → A : {{NA, K, A, B}SKKDC , NB}PKA

Message 7 A → B : {NB}K

Alice sends to KDC a request of connection with Bob. Then KDC replies with
a certified copy of B’s public key. This copy is indeed signed with KDC’s secret
key, i.e., only KDC may have generated it. Alice checks the signature and sends
to Bob a challenge NA encrypted with Bob’s public key. Bob forwards NA to
KDC encrypting it with KDC’s public key and adding both his own identifier
and the one of Alice. KDC is now ready to generate a certificate containing the
challenge NA, the fresh session key K and the two identifiers A and B. KDC
sends this to Bob (encrypted with Bob’s public key) together with a signed
copy of Alice’s public key. Bob checks the signature and forwards to Alice the
certificate received from KDC together with a challenge NB , all encrypted with
Alice’s public key. Finally, Alice sends back to Bob the challenge NB encrypted
with the new session key K.

This protocol looks quite complex. As a matter of fact it mixes the requests
for public keys with entity authentication and key-exchange. In particular the
first two messages and the first part of message 5 are for public keys distribution.
The challenges NA and NB are used to guarantee mutual entity authentication.
Finally, the certificate provides (authenticated) key-distribution. Indeed, this
protocol contains two errors with respect to the correct version [29] that cause a
number of attacks. We now analyze the protocol by applying the ideas developed
in the previous section. First of all we point out in detail which are the various
security properties that the protocol should guarantee:

– public key PKA and PKB should be authentic from KDC (this is why they
are signed);

– it is also important that the session key K is authentic, i.e., no enemy should
be able to force A and B using a faked session key;

– of course, the session key K should also remain secret;
– also the challenges should remain secret (since they are always sent en-

crypted) but this is not crucial since they are used only for guaranteeing
entity authentication; in protocols where the nonces are also used for gener-
ating a new session key secrecy requirement becomes crucial;

– finally, the protocol should guarantee mutual entity authentication between
A and B.

We now show all the events that are used to model such properties as suitable
annotation to the protocol, where the secrecy event learnt(K) is not reported,



Non Interference for the Analysis of Cryptographic Protocols 369

Table 1. An attack to secrecy and message authenticity

1 A → KDC : A, B run(A, B)
2 KDC → A : {PKB}SKKDC received(PKB)
3 A → B : {A, NA}PKB run(B, A)
4 B → KDC : A, B, {NA}PKKDC

5 KDC → E(B) : {PKA}SKKDC ,
{{NA, K, A, B}SKKDC }PKB

5′ E(KDC) → B : {PKE}SKKDC ,
{{NA, K, A, B}SKKDC }PKB

received(PKE)

6 B → E(A) : {{NA, K, A, B}SKKDC , NB}PKE learnt(K)
6′ E(B) → A : {{NA, K, A, B}SKKDC , NB}PKA received(K)

commit(A, B)
7 A → B : {NB}K commit(B, A)

as it is performed by the omitted enemy. This allows us check all the properties
in just one step following our NDC approach.

1 A → KDC : A, B run(A, B)
2 KDC → A : {PKB}SKKDC received(PKB)
3 A → B : {A, NA}PKB

run(B, A)
4 B → KDC : A, B, {NA}PKKDC

5 KDC → B : {PKA}SKKDC ,
{{NA, K, A, B}SKKDC }PKB

received(PKA)

6 B → A : {{NA, K, A, B}SKKDC , NB}PKA
received(K)
commit(A, B)

7 A → B : {NB}K commit(B, A)

The security properties that this protocol should guarantee have in common that
trace inclusion is their suitable ≈ relation. Hence, an interference is a trace that
is composed only by the security events and that is possible when the enemy
is active, but not when the protocol runs in isolation. Consider now the attack
sequence in Table 1, where the interference trace is reported in the right column.
In this attack E exploits (one of) the mistakes in the specification of the protocol
as reported in [27]. In particular, it is necessary to include in the certificate of
the public key also the identifier of the corresponding owner. Hence, in messages
2 and 5 the certificate should be {PKB , B}SKKDC and {PKA, A}SKKDC , respec-
tively. The enemy can thus substitute in message 5 the signed public key of A
with its own signed key. Note that the enemy can obtain a signed copy of its
own key by just running honestly the protocol with another user. After that, the
sixth message will be encrypted by Bob with the public key of the enemy thus
allowing the interception of the certificate and, consequently, of the session key
K. By observing the events we can identify two attacks:

1. the protocol does not guarantee the authenticity of Alice public key in mes-
sage 5; we observe this through event received(PKE); as we stated above,
this is caused by the absence of Alice identifier inside the signature;
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Table 2. An attack to secrecy, authenticity and entity authentication

1 E(A) → KDC : A, B
2 KDC → E(A) : {PKB}SKKDC

3 E(A) → B : {A, NA}PKB run(B, A)
4 B → KDC : A, B, {NA}PKKDC

5 KDC → E(B) : {PKA}SKKDC ,
{{NA, K, A, B}SKKDC }PKB

5′ E(KDC) → B : {PKE}SKKDC ,
{{NA, K, A, B}SKKDC }PKB

received(PKE)

6 B → E(A) : {{NA, K, A, B}SKKDC , NB}PKE learnt(K)
7 E(A) → B : {NB}K commit(B, A)

2. the protocol does not guarantee the secrecy of K; this is revealed by event
learnt(K).

Note also that we do not observe any entity authentication attack. Alice and Bob
are convinced to communicate one another at the end of the protocol. Thus, the
secrecy attack over K becomes even more dangerous, as the enemy can easily
eavesdrop every future communication encrypted with K between Alice and Bob
and they have no way of discovering this.

Indeed it is easy to show an attack similar to the previous one in order to
obtain also an entity authentication failure, e.g. see Table 2.

The idea is that the role plaied by A in the previous attack could be fully
simulated by the enemy as done here. Since we have commit(B, A) with no
run(A, B) the entity authentication attack is indeed revealed. Hence, the proto-
col does not guarantee the authentication of A with respect to B, i.e., the enemy
is indeed able to impersonate A. Note that the attack on message authenticity
and secrecy are still valid.

Other complex attacks are possible, involving two or three parallel sessions
of the protocol. All of them are based on the fact that the certificate does not
include the corresponding identifier. As we already stated, this is an error in the
version reported in [27]. In the original protocol [28] the certificates are correct.
However in such a version there is another error, causing different failures, that
has been corrected two months later by the same authors in [29].

5 Conclusion

Our non interference-based approach to the analysis of protocols has been mech-
anized [8,9], resulting in a tool that checks NDC on finite state representations
of the honest participants and the (most general) enemy. With the help of this
tool, we have been able to show failures upon two unflawed (to the best of our
knowledge) protocols: Woo & Lam public key one-way authentication protocol
and ISO public key two-pass parallel authentication protocol; and new failures
upon three flawed protocols: Encrypted Key Exchange, Station to Station, Woo
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& Lam symmetric key one-way authentication protocol (the last one reported in
[8,9]). Many other protocols have been analyzed, most of those reported in the
cryptographic protocol library [6], and we have been able to capture the attacks
reported there. We are now improving the efficiency of our tool in order to be
able to analyze larger, commercial protocols for e-commerce, such as SET [22].

Future extensions of the approach include the modeling of cryptographic
protocols with more concrete information, e.g., time and probability, that can
be helpful in order to discover time/probability dependent attacks that cannot be
revealed in a purely nondeterministic setting. Some initial work in this direction
is [12], where the NDC idea has been extended in the context of a discrete time
process algebra, and applied to prevent timing covert channels in multilevel
computer systems.

Our NDC-based approach has been developed for a CCS-like calculus that
is powerful enough to model most cryptographic protocols. However, recursive
protocols as well as protocols for mobile systems (where channel names are
passed as values in a communication) cannot be easily modeled. Hence, we are
planning to study the extension of our approach to richer calculi, such as the
spi-calculus [2].
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Abstract. We obtain new results regarding the precise average bit-
complexity of five algorithms of a broad Euclidean type. We develop
a general framework for analysis of algorithms, where the average-case
complexity of an algorithm is seen to be related to the analytic behaviour
in the complex plane of the set of elementary transformations determined
by the algorithms. The methods rely on properties of transfer operators
suitably adapted from dynamical systems theory and provide a unifying
framework for the analysis of an entire class of gcd-like algorithms.

1 Introduction

Motivations. Euclid’s algorithm was analysed first in the worst case in 1733
by de Lagny, then in the average-case around 1969 independently by Heilbronn
[12] and Dixon [6], and finally in distribution by Hensley [13] who proved in
1994 that the Euclidean algorithm has Gaussian behaviour. The first methods
used range from combinatorial (de Lagny, Heilbronn) to probabilistic (Dixon).
In parallel, studies by Lévy, Khinchin, Kuzmin and Wirsing had established the
metric theory of continued fractions by means of a specific density transformer.
The more recent works rely for a good deal on transfer operators, a far-reaching
generalization of density transformers, originally introduced by Ruelle [18,19] in
connection with the thermodynamic formalism and dynamical systems theory
[1]. Examples are Mayer’s studies on the continued fraction transformation [15],
Hensley’s work [13] and several papers of Vallée [21,22,23,24].
All the previous analyses deal with the number of arithmetical operations per-
formed during the execution of the algorithm. In this paper, we provide new
analyses that characterize the precise average bit-complexity of a class of Eu-
clidean algorithms.
We consider here five algorithms that are all classical variations of the Euclidean
algorithm and are called Classical (G), By-Excess (L), Centered (K), Subtrac-
tive (T ) and Binary (B). The complexity of these algorithms (in terms of the
number of arithmetical operations to be performed) is now well–known: The
two most common algorithms (G) and (K) have been analysed by Heilbronn
[12], Dixon [6] and Rieger [17]. The Subtractive algorithm (T ) was studied by
Yao and Knuth [26], and Vardi [25] analysed the By-Excess Algorithm (L) by
comparing it to the Subtractive Algorithm. Brent [3] and Vallée [23] have anal-
ysed the Binary algorithm (B).

U. Montanari et al. (Eds.): ICALP 2000, LNCS 1853, pp. 373–387, 2000.
c© Springer-Verlag Berlin Heidelberg 2000
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Methods. Our approach is a refinement of methods that have been already
used for instance in [4,9,23,24]: it consists in viewing an algorithm of the broad
gcd type as a dynamical system, where each iterative step is a linear fractional
transformation (LFT) of the form z → (az+b)/(cz+d). A specific set of transfor-
mations is then associated with each algorithm. It already appears from previous
treatments that the computational complexity of an algorithm is in fact dictated
by the collective dynamics of its associated set of transformations.
A previous work [24] describes a classification of gcd-like algorithms in terms
of the average number of arithmetical operations: some of them are fast, that
is, of logarithmic complexity Θ(logN), while others are slow, that is, of the
log-squared type Θ(log2N). It was established there that strong contraction
properties of the elementary transformations that build up a gcd-like algorithm
entail logarithmic cost, while the presence of an indifferent fixed-point leads to
log-squared behaviour.
It is not a priori clear whether the previous classification between fast algorithms
and slow algorithms gives access to the average bit–complexity. The reason is
that, even if fast algorithms perform fewer iterations, each iteration is often
more complex than in the case of slow algorithms. In this paper, we prove that,
in terms of the average-bit-complexity, fast algorithms are of log-squared type
Θ(log2N) while slow ones are of log-cubed type Θ(log3N). Our approach also
precisely determines the constants that intervene in the expected costs. They
are closely related to the main characteristics of the associated dynamical sys-
tem (entropy, invariant measure, . . . ). These constants are computable numbers
though they are not always related to classical constants of analysis. Our method
can also open access (it will be shown in the full paper) to characteristics of the
distribution of bit-complexity costs, including information on moments: the fast
algorithms appear to have concentration of distribution —the cost converges in
probability to its mean— while the slow ones exhibit an extremely large disper-
sion of costs.
Technically, this paper relies on a description of relevant parameters by means
of generating functions, a common tool by now in the average-case analysis of
algorithms [7,8]. As is usual in number theory contexts, the generating func-
tions are Dirichlet series. They are first proved to be algebraically related to
specific operators that encapsulate all the important informations relative to
the “dynamics” of the algorithm. Their analytical properties depend on spectral
properties of the operators, most notably the existence of a “spectral gap” that
separates the dominant eigenvalue from the remainder of the spectrum. This
determines the singularities of the Dirichlet series of costs. The asymptotic ex-
traction of coefficients is then achieved by means of Tauberian theorems, one
of the many ways to derive the prime number theorem. Average bit–complexity
estimates finally result. The main thread of the paper is thus summarized by the
chain:
Euclidean algorithm  Associated transformations  Transfer operator  
Dirichlet series of costs  Tauberian inversion  Average-case complexity.
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This chain then leads to effective and simple criteria for distinguishing slow
algorithms from fast ones and for establishing concentration of distribution, etc.

Results and plan of the paper. Section 3 is the central technical section of the
paper. There, we develop the line of attack outlined earlier and introduce suc-
cessively Dirichlet generating functions, transfer operators of the Ruelle type,
and the basic elements of Tauberian theory that are adequate for our purposes.
The main results of this section are summarized in Theorem 1 that describes the
singularities of generating functions of bit–costs and implies a general criterion
for log-squared versus log-cubed behaviour.
In Section 4, we return to our five favorite algorithms. The corresponding anal-
yses are summarized in Theorems 2 and 3 where we state our main results that
fall as natural consequences of the present framework. It results from the analy-
sis (Theorem 2) that the algorithms of the Fast Class —the Classical Algorithm
(G), the Centered Algorithm (K), and the Binary algorithm (B)— when ap-
plied to random integers less than N , have average bit-complexity of the form
BN (H) ∼ A(H) log2

2N, with H ∈ {G,K,B}. Each of the three constants
A(G), A(K), A(B) is a product of two constants: the first one is a constant à la
Lévy and is effectively characterized as the inverse of the entropy of the associ-
ated dynamical system, while the second one is a constant à la Khinchin. The
constants related to the two classical algorithms are explicit and easily obtained,

A(G) =
6 log2 2
π2

[
2 +

1
log 2

log
∞∏

k=0

(1 +
1
2k

)
]
,

A(K) =
6 log φ log 2

π2

[
3 +

log 2
log φ

+
1

log φ
log

∞∏
k=3

(2k − 1)φ2 + 2φ
(2k − 1)φ2 − 2

]
.

The constant relative to the Binary Algorithm is expressed in terms of the in-
variant measure ψ2(t)dt and its distribution function F2(t) (that are not explicit
in this case) as

A(B) =
2 log 2
π2 ψ2(1)

[
1 +

∑
m odd≥1

1
2`(m) F2(

1
m

)
]
,

where `(m) denotes the binary length of integer m. Exact computations (for
the first two algorithms) or various batches of a few thousands simulations on
numbers of order of 10100 (for the Binary Algorithm) suggest numerical values
for the three constants A(G) ' 1.24237 A(K) ' 1.12655 A(B) ' 0.7.
These values prove the efficiency of fast Euclidean Algorithms, compared to naive
multiplication whose average bit-complexity is log2

2N on integers less than N .
Theorem 3 proves that the algorithms of the Slow Class —the By-Excess Algo-
rithm (L) and the Subtractive Algorithm (T )— have average bit-complexity of
the log–cubed type, BN (H) ∼ A(H) log3

2N with H ∈ {L, T }, and

A(T ) =
2 log2 2
π2 , A(L) =

log2 2
π2 .
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2 Five Variations of the Euclidean Algorithm

We present the five algorithms to be analysed; the first three use divisions, while
the last two use only simpler operations, as subtractions and/or right shifts.

2.1. Euclidean Algorithms with divisions. There are two divisions between u
and v (v > u), that produce a positive remainder r such that 0 ≤ r < u: the
classical division (by-default) of the form v = mu + r, and the division by-
excess, of the form v = mu− r. The centered division between u and v (v > u),
of the form v = mu + εr, with ε = ±1 produces a positive remainder r such
that 0 ≤ r < u/2. There are three Euclidean algorithms associated with each
type of division, respectively called the Classical Algorithm (G), the By-Excess
Algorithm (L), and the Centered Algorithm (K).
We denote by `(x) the number of bits of the positive integer x. Then, the bit–
cost of a division step, of the form v = mu + εr is equal to `(u) × `(m). It is
followed by exchanges which involve numbers u and r, so that the total cost of
a step is `(u) × `(m) + `(u) + `(r). In the case of the centered division, there
is possibly a supplementary subtraction (in the case when ε = −1) in order to
obtain a remainder in the interval [0, u/2].

2.2. Euclidean Algorithms without divisions. On the other hand, there are two
algorithms where no divisions are performed, the Subtractive Algorithm (T ) and
the Binary Algorithm (B).
The Subtractive Algorithm uses only subtractions, since it replaces the classical
division v = mu+ r by a sequence of m subtractions of the form v := v−u. The
cost of a subtractive step v = u+ (v − u) is equal to `(v). Then the bit–cost of
a sequence of a sequence of subtractions equals `(v) × m. It is followed by an
exchange, so that the total cost of a sequence of m subtractions `(v) × (m+ 2)
for the Subtractive algorithm.
The Binary Algorithm uses only subtractions and right shifts, since it performs
operations of the form v := (v − u)/2b, where b is the dyadic valuation of v −
u, denoted by b := Val2 (v − u), and defined as the largest exponent b such
that 2b divides v − u. This algorithm has two nested loops and each external
loop corresponds to an exchange. Between two exchanges, there is a sequence of
(internal) iterations that constitutes one external step.

Binary Euclidean Algorithm (u, v)
While u 6= v do

While u < v do
b := Val2 (v − u); v := (v − u)/2b;

Exchange u and v;
Output: u (or v).

Each internal step consists in subtractions and shifts and a sequence of internal
steps can be written as

v = u+ 2b1v1, v1 = u+ 2b2v2, . . . v`−1 = u+ 2b`v`, (1)
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Here v` is strictly less than u, and plays the rôle of a remainder r, so that the
result of the sequence (1) is a decomposition of the form v = mu+ 2sr, with m
odd, m < 2s and r < u and constitutes an external step. The number of internal
steps in (1) equals b(m), where b(x) denotes the number of ones in the binary
expansion of x.
The cost of a shift v := v/2b is equal to `(v). Then the bit–cost of a sequence of
internal steps whose result is a decomposition v = mu+ dr equals `(v) × b(m).
It is followed by an exchange, so that the total cost of an external step is `(v) ×
(b(m) + 2) for the Binary Algorithm.

Alg., Type Division Set H of LFT’s Final Set F Cost of the LFT.

(G) (1, all, 0)
v = mu+ r

0 ≤ r < u
{ 1
m+ x

,m ≥ 1} m ≥ 2 `(m) + 2

(L) (1, all, 1)
v = mu− r

0 ≤ r < u
{ 1
m− x

,m ≥ 2} m ≥ 3 `(m) + 2

(K) ( 1
2 , all, 0)

v = mu+ εr

m ≥ 2, ε = ±1,
(m, ε) 6= (2,−1)
0 ≤ r < u

2

{ 1
m+ εx

,

m ≥ 2, ε = ±1}
ε = +1 `(m) + 2 +

1 − ε

2

(T ) (1, all, 0)
v = mu+ r

0 ≤ r < u
{ 1
m+ x

,m ≥ 1} m ≥ 2 m+ 2

(B) (1, odd, 1)
v = mu+ 2sr,

m odd, m < 2r, r < u

{ 1
m+ 2sx

,

m odd, m < 2s}
F = H b(m) + 2

Fig. 1. The five Euclidean algorithms.

2.3. The sets of linear fractional transformations. When given an input (u1, u0),
(u1 ≤ u0), each of the five algorithms performs k (external) steps of the form
u0 = m1u1 + d1u2, u1 = m2u2 + d2u3, . . . uk−1 = mkuk + dkuk+1,
and decomposes the rational x := (u1/u0) as (u1/u0) = h1◦h2◦. . .◦hk(a), where
the hi’s are linear fractional transformations (LFT) of the form hi = h[mi,di] with
h[m,d](x) = 1/(m+ dx) and a := (uk+1/uk) is the last value of the rational.
The precise form of the possible LFT’s depends on the algorithm; there may
exist a special set F of LFT’s in the final step: for instance, in the Classical
Algorithm (G), the last quotient m = 1 is forbidden. However, all the other
steps use the same set of LFT’s, that we call the generic set.
The value a equals 1 for the By-Excess Algorithm (L) and the Binary Algorithm
(B), and equals 0 for the other three algorithms. The rational inputs of each
algorithm belong to the basic interval I = [0, ρ] with ρ = 1 or ρ = 1/2: For the
centered algorithm (K), one has ρ = 1/2 and otherwise ρ = 1. For the first four
algorithms, the valid inputs are all the rationals of I, while the valid inputs of
the last algorithm are only the odd rationals of I. The variable “valid” has two
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possible values {all, odd}, and finally, the type of the algorithm is defined as the
triple (ρ, valid, a).
In all the cases, when performing k (external) steps on the input (u1, u0), the
bit-cost C(u1, u0) of the algorithm is a sum of k terms, the i-th term representing
the cost of the i-th (external) step and being a product of two factors; the first
factor involves the binary length `(uj) of integer uj (with j possibly equal to
i−1, i or i+1 according to the precise algorithm), while the second one involves
a cost relative to the i-th LFT to be performed, of the form c(hi). In the sequel,
we can replace the length `(u) of integer u by its logarithm log2(u) in base 2 and
always consider log2(ui) as the first factor to be studied. In contrast, we have to
work with the exact cost due to the LFT. Finally, the bit-cost C(u1, u0) of the
algorithm on the input (u1, u0) will be always of the form

C(u1, u0) =
k∑

i=1

log2(ui) × c(hi). (2)

The table of Figure 1 describes the precise form of the divisions, the generic
set H of associated LFT’s, the final set F and the cost c(h) of the LFT’s that
intervene in (2).

3 Generating Functions, Dynamical Operators
and Tauberian Theorems

Here, we describe the general tools for analysing bit-complexities of algorithms of
the Euclidean type. We first introduce the Dirichlet generating functions relative
to the bit-cost of the algorithms, so that the average bit–complexity involves
partial sums of coefficients of these Dirichlet series. Tauberian Theorems are
a classical tool that transfers analytical behaviour of Dirichlet series near their
singularities into asymptotic behaviour of their coefficients. Then, by viewing the
algorithm as a dynamical system, we relate generating functions of bit–cost to
the Ruelle operator associated with the algorithm, so that we can easily describe
the singularities of intervening generating functions.

3.1. Generating functions. The following sets relative to the basic interval I,

Ω̃ := {(u, v); u, v valid, u/v ∈ I}, Ω̃N := {(u, v) ∈ Ω̃, v ≤ N},
Ω := {(u, v); u, v valid, gcd(u, v) = 1, u/v ∈ I}, ΩN := {(u, v) ∈ Ω, v ≤ N},
are the possible inputs of an algorithm. We denote by C(u, v) the bit-complexity
of the algorithm on the input (u, v) as given in (2). We propose to study the av-
erage bit-complexity BN of an algorithm on ΩN and the average bit-complexity
B̃N of an algorithm on Ω̃N , then evaluate the asymptotic behaviour (forN → ∞)
of these costs. In fact, it is sufficient to study BN and this will be shown in the
full paper. The Dirichlet generating functions of costs,

F (s) :=
∑

(u,v)∈Ω

1
vs
, G(s) :=

∑
(u,v)∈Ω

1
vs
C(u, v), (3)
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are of the form

F (s) =
∑
n≥1

an

ns
, G(s) =

∑
n≥1

cn
ns
,

where an is the number of pairs (u, v) of Ω with fixed v = n, and cn is the
cumulative cost on pairs (u, v) of Ω with fixed v = n, so that the average
cost BN to be studied is exactly the ratio between partial sums

∑
n≤N cn of

the coefficients of the Dirichlet series G(s) and partial sums
∑

n≤N an of the
coefficients of the Dirichlet series F (s).

3.2. Tauberian Theorems. The asymptotic evaluation of BN (for N → ∞) is
made possible by the following Tauberian theorem [5], [20] to be applied to the
Dirichlet series F (s) and G(s).
Tauberian Theorem. [Delange] Let F (s) be a Dirichlet series with non nega-
tive coefficients such that F (s) converges for <(s) > σ > 0. Assume that
(i) F (s) is analytic on <(s) = σ, s 6= σ, and
(ii) for some γ ≥ 0, one has F (s) = A(s)(s− σ)−γ−1 +C(s), where A,C are
analytic at σ, with A(σ) 6= 0.

Then, as N → ∞,
∑
n≤N

an =
A(σ)

σΓ (γ + 1)
Nσ logγ N [1+ε(N) ], ε(N) → 0.

Theorem applies to the Dirichlet series F,G defined in (3) with σ = 2. For F (s),
it applies with γ = 0. For G(s), it applies with γ = 2 or γ = 3. For the slow
algorithms, γ equals 3, and the average bit-complexity will be of order log3N .
For the fast algorithms, γ equals 2, and the average bit-complexity will be of
order log2N .
First, the function F (s) is closely linked to the Riemann series of valid numbers
ζ̂, defined as ζ̂(s) :=

∑
v valid v

−s via the equalities

F (s) = α
ζ̂(s− 1)

ζ̂(s)
with α = ρ if valid= all, and α =

ρ

2
if valid= odd.

Since ζ̂ is itself easily related to the classical Zeta function, it is then clear that
the Tauberian Theorem applies to F (s) with σ = 2 and γ = 0. However, it is
not clear how to apply directly theTauberian Theorem to G(s). In the following,
we obtain expressions for G(s) which involve suitable Ruelle operators and from
which the location and the nature of the singularities become apparent.

3.3. Algebraic properties of Ruelle operators. The Ruelle operator Rs,h relative
to a LFT h depends on a complex parameter s and is defined as

Rs,h[f ](x) :=
1

D[h](x)s
f ◦ h(x), (4)
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where D[h] denotes the denominator of the linear fractional transformation
(LFT) h, defined for h(x) = (ax + b)/(cx + d) with a, b, c, d coprime integers
by D[h](x) := |cx+ d| = | deth|1/2 |h′(x)|−1/2.
Given a cost function c defined on the LFT h, we introduce another Ruelle
operator relative to h,

R[c]
s,h[f ](x) :=

c(h)
D[h](x)s

f ◦ h(x). (5)

Finally, with an algorithm that uses a set H of LFT’s, one associates two Ruelle
operators,

Hs :=
∑
h∈H

Rs,h, H[c]
s :=

∑
h∈H

R[c]
s,h. (6)

The multiplicative property of denominator D, i.e.,
D[h ◦ g](x) = D[h](g(x))D[g](x)

is translated by a multiplicative property on Ruelle operators: Given two LFT’s,
h and g, the Ruelle operator Rs,h◦g associated with the LFT h ◦ g is exactly
the operator Rs,g ◦ Rs,h. More generally, given two sets of LFT’s, L and K and
their Ruelle operators Ks,Ls, the set LK is formed of all h ◦ g with h ∈ L and
g ∈ K, and the Ruelle operator relative to the set LK is exactly the operator
Ks ◦ Ls. In particular, the Ruelle operator relative to the set H? := ∪k≥0Hk is
exactly

∑
k≥0 Hk

s = (I−Hs)−1. This is the quasi–inverse of the Ruelle operator
Hs associated with the set H.

3.4. Ruelle operators and generating functions. We show now how the Ruelle
operators intervene in the evaluation of the generating functions of costs G(s).
We consider here a Euclidean Algorithm and its set of LFT’s H together with
its final set F defined in Fig.1. The Ruelle operators Hs,H

[c]
s ,Fs,F

[c]
s relative

to H or F and defined in (4, 5, 6) will play a central rôle in the analysis.
An execution of the algorithm on the input (u1, u0) of Ω performs k external
steps of the form u0 = m1u1 + d1u2, . . . uk−1 = mkuk + dkuk+1 and de-
composes the rational (u1/u0) as (u1/u0) = h1 ◦ h2 ◦ . . . ◦ hk(a), where the
hi’s are elements of H (for i ≤ k − 1) or elements of F (for i = k), and a is
the last value of the rational. When given an index i, 1 ≤ i ≤ k, we consider
now three different parts of the LFT h = h1 ◦ h2 ◦ . . . ◦ hk: the beginning part
bi(h) := h1 ◦ h2 ◦ . . . ◦ hi−1, the ending part ei(h) := hi+1 ◦ hi+2 ◦ . . . ◦ hk, and
finally the i-th component hi. Then the sequence of the rationals (ui+1/ui) is
defined from the relations

ui+1

ui
= hi+1 ◦ hi+2 ◦ . . . ◦ hk(a) = ei(h)(a),

and, since ui and ui+1 are coprime, the equality D[ei(h)](a) = ui holds.
With an operator Ls, we associate the operator ∆Ls defined by

∆Ls :=
−1

log 2
d

ds
Ls.
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When applied to Rs,h defined in (4), the functional ∆ is well-suited to the
problem since it produces at the numerator the logarithm log2D[h](x). We then
introduce the main operator of this work,

Ss,h :=
k−1∑
i=1

∆Rs,ei(h) ◦ R[c]
s,hi

◦ Rs,bi(h),

and we claim that, when applied to function f = 1 and point x = a, this operator
generates the cost C(u1, u0) of the algorithm on input (u1, u0), defined in (2),

Ss,h[1](a) =
k−1∑
i=1

1
us

0
c(hi) × log2 ui =

k∑
i=1

1
us

0
c(hi) × log2 ui =

1
us

0
C(u1, u0).

(we replace the upper index k by k−1 thanks to equality uk = 1 that holds since
uk is just the gcd of u0 and u1). Then, when (u1, u0) is a general element of Ω,
the LFT h is a general element of the set H?F , so that an alternative expression
of the main Dirichlet series F,G defined in (3) holds:

F (s) =
∑

h∈H?F
Rs,h[1](a), G(s) =

∑
h∈H?F

Ss,h[1](a).

When the index i varies in [1..k − 1], beginning part bi(h) is a general element
of H?, ending part ei(h) is a general element of H?F , while the i-th component
is a general element of H, so that
∑

h∈H?F
Ss,h =∆ [Fs◦(I−Hs)−1] ◦ H[c]

s ◦ (I−Hs)−1,
∑

h∈H?F
Rs,h = Fs◦(I−Hs)−1,

where Hs,Fs are the Ruelle operators relative to the sets H,F used by the
algorithm. We finally deduce expressions for the Dirichlet series F (s), G(s) that
mainly involve the quasi-inverse of operator Hs:

F (s) = Fs ◦ (I − Hs)−1 [1](a), (7)

G(s) ≈ Fs ◦ (I − Hs)−1 ◦∆Hs ◦ (I − Hs)−1 ◦ H[c]
s ◦ (I − Hs)−1 [1](a). (8)

(Here, the symbol ≈ means that we keep only the main term of the expression,
i.e., the one that contains the largest number of occurrences of (I − Hs)−1.)

3.5. Functional Analysis. Here, we consider the following conditions on a set
H of LFT’s that will entail all the properties that we need for applying the
Tauberian Theorem to the quasi–inverse (I − Hs)−1 of the Ruelle operator.

Conditions Q(H). There exist an open disk V whose closure contains the basic
interval I := [0, ρ], and a real α < 2 such that
(C1) For every LFT h ∈ H, h and |h′| have an analytic continuation on V, and
h maps the closure V̄ of disk V inside V.
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(C2) There exists a convenient Banach functional space F(V) formed with an-
alytic functions on V such that each Ruelle operator Rs,h (for h ∈ H) acts on
F(V) and is compact. Moreover, the series of norms

∑
h∈H ||Rs,h|| converges on

the plane <(s) > α.
(C3) For s = 2, the operator H2 is a density transformer: for all f ∈ F(V)
positive on V ∩ R, one has

∫
I H2[f ](t)dt =

∫
I f(t)dt.

(C4) For some integer A, the set H contains a subset
D := {h |h(x) = A/(c+ x) with integers c → ∞}.

If conditions Q(H) hold, the following main result proves that the quasi–inverse
of the Ruelle operator which intervenes in the expressions (7, 8) of generating
functions F (s) and G(s) fulfills all the hypotheses of Tauberian Theorem. More-
over, the Dirichlet series G(s) admit a pole at s = 2 of order at least three. This
order is exactly three, if the Ruelle operator of costs H[c]

s is regular at s = 2.
However, the Ruelle operator of costs may have itself a pole at s = 2, so that
the total order of pole at s = 2 becomes four. This implies a general criterion
between “fast” algorithms with a log-squared behaviour and “slow” algorithms
with a log-cubed behaviour.

Theorem 1. Let (H) be some Euclidean Algorithm that uses a set H of LFTs
for which conditions Q(H) hold.
(a) Then, the quasi-inverse (I−Hs)−1 is analytic on the punctured plane {<(s) ≥
2, s 6= 2} and has a pole of order 1 at s = 2. Near s = 2, one has, for any function
f of F(V) positive on V ∩ R, and any x ∈ V ∩ R,

(I − Hs)−1[f ](x) ∼ 1
(s− 2)

(
−1
λ′(2)

)ψ2(x)
∫

I
f(x)dx, (9)

where λ(s) is the dominant eigenvalue of Hs and ψ2 is the dominant eigenfunc-
tion of H2 defined by the normalization condition

∫
I ψ2(x)dx = 1.

(b) Suppose that the Ruelle operator of costs H[c]
s is regular at s = 2. Then the

average bit-complexity of the Euclidean Algorithm on the set of valid inputs of
denominator less than N is of asymptotic logarithmic–squared order,

B̃N (H) ∼ BN (H) ∼ A(H) log2
2N with A(H) =

log 2
h(H)

E∞[c].

Here h(H) is the entropy of the dynamical system relative to the algorithm
and E∞[c] denotes the average value of cost c related to the LFT h when the
interval I is endowed with the invariant measure associated with the dominant
eigenfunction of H2.
(c) Suppose that the Ruelle operator of costs H[c]

s has a pole of order 1 at s = 2
and the integral I(s) :=

∫
I H[c]

s [ψ2](t)dt satisfies I(s)(s − 2) → A for s → 2.
Then the average bit-complexity of the Euclidean Algorithm on the set of valid
inputs of denominator less than N is of asymptotic logarithmic–cubed order,

B̃N (H) ∼ BN (H) ∼ A(H) log3
2N with A(H) =

2 log2 2
3h(H)

A.
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Proof. (a) Under conditions (C1) and (C2), the Ruelle operator Hs acts on
F(V) for <(s) > α and is compact (even nuclear in the sense of Grothendieck
[10,11]). Furthermore, for real values of parameter s, it has positive properties
that entail (via Theorems of Perron–Frobenius style due to Krasnoselsky [14])
the existence of dominant spectral objects: there exists a unique dominant eigen-
value λ(s) positive, analytic for s > α, a dominant eigenfunction denoted by ψs,
and a dominant projector es. Under normalization condition es[ψs] = 1, these
last two objects are unique too. Then, the compacity entails the existence of a
spectral gap between the dominant eigenvalue and the remainder of the spec-
trum, that separates the operator Hs and the quasi-inverse (I − Hs)−1 in two
parts : the “part” relative to the dominant eigenvalue, and the “part” relative
to the remainder of the spectrum. Under conditions (C3), the operator H2 is a
density transformer, so that λ(2) = 1 and e2[f ] =

∫
I f(t)dt. On the other hand,

condition (C4) implies that the operator Hs has no eigenvalue equal to 1 on the
line <(s) = 2, s 6= 2.
(b) Here, the Dirichlet series G(s) has a triple pole at s = 2, and near s = 2

G(s) ∼ (
−1
λ′(2)

)3
F2[ψ2](a)
(s− 2)3

(∫
I
∆H2[ψ2](t)dt

) (∫
I
H[c]

2 [ψ2](t)dt
)
.

Both integrals are easily transformed. The first one
∫

I
∆H2[ψ2](t)dt =

∫
I

| log2 t|ψ2(t)dt

equals −λ′(2)/ log 2 and coincides with h(H)/(2 log 2), where h(H) is the entropy
of the dynamical system. The second integral deals with the cost c(h) of the LFT

∫
I
H[c]

2 [ψ2](t)dt =
∑
h∈H

c(h)
∫

h(I)
ψ2(t)dt

and coincides with the average value of cost c when the interval I is endowed
with the invariant measure ψ2(t)dt. This average value is denoted by E∞[c] and
it is a constant of Khinchin’s type.
(c) Here, the Dirichlet series G(s) has a pole of order four at s = 2.

4 Average-Bit Complexity of the Algorithms

We now come back to the analysis of the five algorithms, and we study succes-
sively the fast algorithms, then the slow ones.

4.1. The fast algorithms. We study here three algorithms: the Classical Algo-
rithm (G), the Centered Algorithm (K) and the Binary Algorithm (B). We begin
by the first two, that constitute “easy cases”.
The Classical Algorithm and the Centered Algorithm. We first consider the sets
G,K relative to the Classical Algorithm or the Centered Algorithm. There exists,
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in both cases, an open disk V whose diameter strictly contains the basic interval
I, such that each LFT h maps V̄ strictly inside itself. A convenient functional
space is then the set A∞(V) formed with functions f that are analytic on V
and continuous on V̄. Endowed with the sup-norm, this set is a Banach space
and each Ruelle operator Rs,h acts on this set and is compact. The series of
(C2) is convergent for <(s) > 1. Moreover, at s = 2, the Ruelle operators are
density transformers. The (normalized) invariant functions ψ2 are explicit in the
classical case and in the centered case,

1
log 2

1
1 + x

,
1

log φ
[

1
φ+ x

+
1

φ2 − x
] with φ =

1 +
√

5
2

.

Now, we can apply Theorem 2, version (b). Here, since invariant function ψ2 is
explicit, the same is true for the entropy that equals π2/(6 log 2) in the classical
case and equals π2/(6 log φ) in the centered case. Moreover, the average value
E∞[c] is also easily computed from explicit forms of cost c, of invariant function
ψ2 and distribution function F2.
The Binary Algorithm. The set B of LFT’s relative to the Binary algorithm is
more difficult to deal with (see [3], [23]). First, it is not possible to find an open
disk whose diameter contains the basic interval I := [0, 1] and on which all the
LFT’s are analytic. The reason is that the sequence of poles of LFT’s is of the
form x = −m/2s and has an accumulation point at x = 0. We choose for V an
open disk of diameter ]0, α[ with 1 < α < 2, and a convenient functional space
is then the Hardy space of order two relative to V. It is denoted by H2(V) and
is formed with all functions f analytic inside V and such that |f |2 is integrable
along the frontier of V. Each Ruelle operator Rs,h acts on this set and is compact.
The series of (C2) is convergent for <(s) > (3/2).
Now, we can apply Theorem 2, version (b) as previously. However, the dynamical
system with which the algorithm is associated is now more complex, since it is
a random dynamical system. The reason is that the pseudo-division is related
to dyadic valuation, so that the binary continued fraction expansion is only
defined for rationals numbers. However, one can define random binary continued
fraction for real numbers when choosing at random the dyadic valuation k of a
real number, according to the law Pr[k = d] = 2−d (for d ≥ 1) that extends the
natural law on even integers. In this manner, we choose the LFT of determinant
2k with probability 2−k, and, for LFT’s of determinant 2k, the quantity

D[h](x)−2 f ◦ h(x)dx = 2−k|h′(x)| f ◦ h(x)dx
represents exactly a random change of variables. Then, the Ruelle operator can
be viewed as the transfer operator relative to this random dynamical system and
for s = 2 it is a (random) density transformer. Furthermore, even if the invariant
eigenfunction ψ2, the distribution function F2 are no more explicit, the entropy
and the average value E∞[c] can be expressed as functions of F2 and ψ2.

Theorem 2. The average bit-complexities of the Classical Algorithm (G), the
Centered Algorithm ( K) and the Binary Algorithm (B) on the set of valid inputs
of denominator less than N are of asymptotic logarithmic–squared order. They
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satisfy, for H ∈ {G,K,B},

B̃N (H) ∼ BN (H) ∼ A(H) log2
2N with A(H) =

log 2
h(H)

E∞[c]

Here h(H) is the entropy of the dynamical system relative to the algorithm and
E∞[c] denotes the average value of cost c related to the LFT h when the interval
I is endowed with the invariant measure. In the classical case (G), the cost c(h)
equals `(m) + 2 where `(m) is the number of bits of digit m, and

A(G) =
6 log2 2
π2

[
2 +

1
log 2

log
∞∏

k=0

(1 +
1
2k

)
]
;

in the centered case (K), the cost c(h) equals `(m) + 2 + (1 − ε)/2 where `(m)
is the number of bits of digit m, and ε = ±1 the sign used, so that

A(K) =
6 log φ log 2

π2

[
3 +

log 2
log φ

+
1

log φ
log

∞∏
k=3

(2k − 1)φ2 + 2φ
(2k − 1)φ2 − 2

]
.

In the binary case (B), the cost c(h) equals b(m) + 2 where b(m) is the number
of ones in the binary expansion of digit m, and

A(B) =
2 log 2
π2 ψ2(1)

[
1 +

∑
m odd≥1

1
2`(m) F2(

1
m

)
]
,

where ψ2(t)dt is the invariant measure, F2 its distribution function, and, as
before, `(m) is the number of bits of integer m.

4.2. The slow algorithms. We study now the Subtractive Algorithm (T ) and the
By-Excess Algorithm (L). In these cases, the analysis requires a special twist
that takes its inspiration from the study of intermittency phenomena in physical
systems that was introduced by Bowen [2] and is nicely exposed in a paper of
Prellberg and Slawny [16]. Even if the Subtractive Algorithm can be directly
analyzed, it is clearer to describe both analyses inside the same framework.
First, we remark that each (internal) step of the Subtractive algorithm may use
two LFT’s p(x) := x/(1 + x), q(x) := 1/(1 + x), depending if the subtraction is
followed or not by an exchange.
In both cases (T ,L), the set of LFTs H does not fulfill conditions Q(H) since it
contains one “bad” LFT which possesses an indifferent point, i.e., a fixed point
where the absolute value of the derivative equals 1: this is p : x → 1/(2 − x) for
L and p : x → x/(1 + x) for T . In this case, it is not possible to find an open
disk V that contains the basic interval I and such that the LFT p maps V̄ inside
V. However, the remainder of the set, i.e., the set H \ {p} is well-behaved, so
that we adapt the method of inducing that originates from dynamical systems
theory. The main idea is to consider a sequence of p to be followed by a good
LFT q that belong to H \ {p}. This is always possible since final set F does not
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contain p. In that way, instead of set H, we use set M := p? [H \ {p}] that now
fulfills conditions Q(M).
A sequence of iterations that uses an element pkq of M with k ≥ 0 and q 6= p
deals with successive integers ui (for 1 ≤ i ≤ k) that are slowly decreasing,
so that the global cost of the sequence of iterations is well-approximated by
k log2 u0. Finally, one can apply Theorem 2, version (c), to the set M, and the
integral relative to the Ruelle operator of costs

∫
I M[c]

s [ψ2](t)dt is a divergent
series at s = 2 with residue A equals 1/(2 log 2) in the L–case and 1/ log 2 in the
T –case.
Theorem 3. The average bit–complexities of the By-Excess Algorithm (L) and
the Subtractive Algorithm (T ) on the set of valid inputs of denominator less
than N are of asymptotic log–cubed order. They all satisfy

B̃N (H) ∼ BN (H) ∼ A(H) log3N with A(T ) =
2 log2 2
π2 , A(L) =

log2 2
π2 .
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Élie Cartan, Nancy, France, 1990.
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Abstract. A considerable number of asymptotic distributions arising in
random combinatorics and analysis of algorithms are of the exponential-
quadratic type (e−x2

), that is, Gaussian. We exhibit here a new class
of “universal” phenomena that are of the exponential-cubic type (eix3

),
corresponding to nonstandard distributions that involve the Airy func-
tion. Such Airy phenomena are expected to be found in a number of
applications, when confluences of critical points and singularities occur.
About a dozen classes of planar maps are treated in this way, leading to
the occurrence of a common Airy distribution that describes the sizes of
cores and of largest (multi)connected components. Consequences include
the analysis and fine optimization of random generation algorithms for
multiply connected planar graphs.

Maps are planar graphs presented together with an embedding in the plane,
and as such, they model the topology of many geometric arrangements in the
plane and in low dimensions (e.g., 3-dimensional convex polyhedra). This paper
concerns itself with the statistical properties of random maps, i.e., the question
of what such a random map typically looks like. We focus here on connectiv-
ity issues, with the specific goal of finely characterizing the size of the highly
connected “core” of a random map.

The bases of an enumerative theory of maps have been laid down by Tutte [22]
in the 1960’s, in an attempt to attack the four-colour conjecture. The present
paper builds upon Tutte’s results and upon the detailed yet partial analyses of
largest components given by Bender, Richmond, Wormald, and Gao [2,11]. We
establish the common occurrence of a new probability distribution, the “map–
Airy distribution”, that precisely quantifies the sizes of cores in about a dozen
varieties of maps, including general maps, triangulations, 2-connected maps, etc.
As a corollary, we are able to improve on the complexity of the best known ran-
dom samplers for multiply connected planar graphs and convex polyhedra [19].

The analysis that we introduce is largely based on a method of “coalesc-
ing saddle points” that was perfected in the 1950’s by applied mathemati-
cians [3,24,1] and has found scattered applications in statistical physics and
the study of phase transitions [16]. However, this method does not appear to
have been employed so far in the field of random combinatorics. We claim some
generality for the approach proposed here on at least two counts. First, a num-
ber of enumerative problems are known to be of the “Lagrangean type”, being

U. Montanari et al. (Eds.): ICALP 2000, LNCS 1853, pp. 388–402, 2000.
c© Springer-Verlag Berlin Heidelberg 2000
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related to the Lagrange inversion theorem and its associated combinatorics. The
classical saddle point method is then instrumental in providing asymptotics of
simpler problems. However, confluence of saddle points is a stumbling block of
the basic method. As we show here, planar maps are precisely instances of this
special situation. Next, the method extends to the analysis of a new composition
scheme. Indeed, it is known, in the realm of analytic combinatorics, that asymp-
totic properties of random structures are closely related to singular exponents
of counting generating functions. For “most” recursive objects the exponent is 1

2
and the probabilistic phenomena are described by classical laws, like Gaussian,
exponential, or Poisson. Methods of the paper permit us to quantify distribu-
tions associated with singular exponents 3

2 present in maps and unrooted trees
and leading to Airy laws.

Very roughly, the classical saddle point method gives rise to probabilistic
and asymptotic phenomena that are in the scale of n1/2 and the analytic ap-
proximations are in the form of an “exponential-quadratic” (e−x2

) correspond-
ing to Gaussian laws. The coalescent saddle-point method presented here gives
rise to phenomena in the scale of n1/3, with analytic approximations of the
“exponential-cubic type” (eix3

), which, as we shall explain, is conducive to Airy
laws. The Airy phenomena that we uncover in random combinatorics should
thus be expected to be of a fair degree of universality. To support this claim,
here are scattered occurrences of what we recognize as Airy phenomena in the
perspective of this paper: the emergence of first cycles and of the giant compo-
nent in the Erdös-Rényi graph model [8,13], the enumeration of random forests
of unrooted trees [14], clustering formation in the construction of linear probing
hash tables [10], the area under excursions and the cumulative storage cost of
dynamically varying stacks [15], the area of certain polyominoes [7], path length
in combinatorial tree models [21], and (we conjecture) the threshold phenomena
involved in the celebrated random 2-SAT problem [4]. We propose to elaborate
on these connections in future papers.
Plan of the paper. Basics of maps are introduced in Section 1 where the Airy
distribution is presented. The enumerative theory can be developed along two
parallel lines, one Lagrangean, the other based on singularity analysis. We first
approach the analysis of core size via the Lagrangean framework and variations
on the saddle point method: a fine analysis of the geometry of associated complex
curves is shown to open access to the size of the core, with the Airy distribution
arising from double or “nearby” saddles (Section 2); a refined analysis based
on the method of coalescent saddle points then enables us to quantify the dis-
tribution of core size over a wide range with precise large deviation estimates
(Section 3). The method applies to about a dozen of types of planar maps, it
provides a precise quantification of largest components, with consequences on
the random generation of highly connected planar graphs (Section 4). Finally,
we show that the very same Airy law is bound to occur in any instance of a
general composition scheme of analytic combinatorics (Section 5).
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1 Basics of Maps

A map is a planar graph given together with an embedding in the plane consid-
ered up to continuous deformations. Following Tutte, we consider rooted maps,
that is, maps with an oriented edge called the root—this simplifies this anal-
ysis without essentially affecting statistical properties (see [17] and Section 4).
Generically, we take M and C to be two classes of maps, with Mn, Cn the sub-
sets of elements of size n (typically elements with n+ 1 edges). Here, C is always
a subset of M that satisfies additional properties (e.g. higher connectivity). The
elements of M are then called the “basic maps” and the elements of C are called
the “core-maps”. We define the core-size of a map m ∈ M as the size of the
largest C–component of m that contains the root of m. As a pilot example, we
shall specialize the basic maps Mn to be the class of nonseparable maps (i.e.,
2-connected loopless maps) with n+ 1 edges and Ck to be the set of 3-connected
maps with k + 1 edges.

Our major objective is to characterize the probabilistic properties of core-size
of a random element of Mn, that is, of a random map of size n, when all elements
are taken equally likely. Core-size then becomes a random variable Xn defined
on Mn. In essence, the pilot example thus deals with 3-connectivity in random
2-connected maps. The paradigm that we illustrate by a particular example is
in fact of considerable generality as can be seen from Sections 4, 5 below.
The physics of maps. From earlier works [2,11,18], it is known that a random
map of Mn has with high probability a core that is either “small” (roughly of size
k = O(1)) or “large” (being Θ(n)). The probability distribution Pr(Xn = k) thus
has two distinct modes. The small region (say k = o(n)) has been well quantified
by previous authors, see [2,11,18]: a fraction ps = 65

81 of the probability mass is
concentrated there. The large region is also known from these authors to have
probability mass p` = 1 − ps = 16

81 concentrated around α0n with α0 = 1
3 but

this region has been much less explored as it poses specific analytical difficulties.
Our results precisely characterize what happens in terms of an Airy distribution.

The Airy function Ai(z), as introduced by the Royal Astronomer Sir George
Bidell Airy, is a solution of the equation y′′ − zy = 0 that can be defined by a
variety of integral or power series representations including [23]:

Ai(z) =
1

2π

∫ +∞

−∞
ei(zt+t3/3) dt =

1
π32/3

∞∑
n=0

Γ ((n+ 1)/3)
n!

sin
2(n+ 1)π

3

(
31/3x

)n

.

(1)
Equipped with this definition, we present the main character of the paper.

Definition 1. The (standard) “map–Airy” distribution is the probability distri-
bution whose density is

A(x) = 2 exp
(

−2
3
x3

) (
xAi(x2) − Ai′(x2)

)
.

The “map–Airy” distribution of parameter c is defined by its density, cA(cx).
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Fig. 1. (i) The map{Airy distribution. (ii) Observed frequencies of core-sizes k ∈
[20, 1000] in 100,000 random maps of size 2000, against predictions of Thms 3, 4.

Note the nonobvious fact that the map–Airy distribution is a probability dis-
tribution, i.e.,

∫
R

A(x) dx = 1, which can be checked by Mellin transform tech-
niques. An unusual feature is the fact that the tails are extremely asymmetric:
A(x) = O

(|x|−5/2
)
, as x → −∞, and A(x) = O

(
x1/2 exp

(− 4
3x

3
))

, as x → +∞.
We shall find that the size of the core (conditioned upon the large region) is de-
scribed asymptotically by an Airy law of this type; see Figure 1.
The combinatorics of maps. Let Mn and Ck be the cardinalities of Mn and
Ck. The generating functions of M and C are respectively defined by

M(z) :=
∑
n>1

Mnz
n, and C(z) :=

∑
k>1

Ckz
k.

(i) Root-face decomposition. As shown by Tutte, there results from a root-face
decomposition and from the quadratic method [12, Sec. 2.9] that the generating
function of M(z) is Lagrangean, which means that it can be parametrized by a
system of the form

M(z) = ψ(L(z)) where L(z) = zφ(L(z)), (2)

for two power series ψ, φ, with L being determined implicitly by φ. For nonsep-
arable maps, we have φ(y) = (1 + y)3, ψ(y) = y(1 − y). There results from the
form (2) and from the Lagrange inversion theorem [12] an explicit form for the
coefficients of M(z), namely,

Mn ≡ [zn]M(z) =
1
n

[yn]ψ′(y)φ(y)n, (3)

where [zn]f(z) denotes the coefficient of zn in the series expansion of f(z). For
nonseparable maps, this instantiates to Mn ≡ [zn]M(z) = 4(3n)!

n!(2n+2)! .

(ii) Substitution decomposition. As shown again by Tutte, maps satisfy addi-
tionally relations of the “substitution type”: one has: M(z) =

(
z + 2M(z)2

1+M(z)

)
+

C(M(z)), meaning that each map (left part) either has no core (right part, the
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first term) or is formed of a nondegenerate core in which maps are substituted
(right part, the second term). This equation effectively gives access to the exact
enumeration of objects of type C that are more “complex”, i.e., more highly
connected than the initial maps of M.

Our interest lies in the probability Pr(Xn = k) that a map of Mn has
a core with k + 1 edges. Let Mn,k be the set of maps with this property; we
define the bivariate generating function M(z, u) =

∑
n,k Mn,ku

kzn, with Mn,k =
card (Mn,k). Tutte proved the following refinement: M(z, u) = C(uM(z)). This
determines the probability distribution of the core-size:

Pr(Xn = k) =
Ck [zn]M(z)k

Mn
, [zn]M(z)k =

k

n
[yn−1]yψ′(y)ψ(y)k−1φ(y)n, (4)

where the second equality results from Lagrange inversion.
All the involved generating functions are algebraic functions leading to com-

plicated alternating binomial sums expressing Pr(Xn = k). The exponential
cancellations involved are however not tractable in this elementary way, and
complex asymptotic methods must be resorted to.
The asymptotics of maps. There are here two sides to the coin: one evoked
now and explored further in Section 5 relies on singularity analysis [9], a method
that establishes a general correspondence between the expansion of a generating
function at a singularity and the asymptotic form of its coefficients; the other
discussed in the next two sections makes use of the power forms provided by the
Lagrange inversion theorem that can be exploited asymptotically by the saddle
point method.

An implicitly defined function like L(z) in (2) has a singularity of the square-
root type L(z) = τ − c(1− z/ρ)1/2 +O(1− z/ρ), where the singularity ρ and the
singular value τ are determined by the equations τφ′(τ) − φ(τ) = 0, ρ = τ

φ(τ) .

This expansion yields the singular expansion of the generating function of maps,

M(z) = ψ(τ) − a(1 − z/ρ) + b(1 − z/ρ)3/2 +O((1 − z/ρ)2) (5)

(in all known map-related cases, one has ψ′(τ) = 0 which induces the singu-
lar exponent of 3/2). According to singularity analysis (or the Darboux-Pólya
method), this last expansion entails

Mn ∼ 3b
4
√
π

ρ−n

n5/2 , τ =
1
2
, ρ =

4
27
, M (nonsep.)

n ∼
√

3
2
√
π

(
27
4

)n

n−5/2 (6)

Finally, this approach also yields by direct inversion the asymptotic number of
core maps: C(z) has a singularity at ψ(τ) and singular exponent 3

2 . We have

C(z) = c0 − a′(1 − z/ψ(τ)) + b′(1 − z/ψ(τ))3/2 +O((1 − z/ψ(τ))2), (7)

Ck = [zk]C(z) ∼ 3b′

4
√
π
ψ(τ)−kk−5/2, C

(3−conn.)
k ∼ 8

243
√
π

4kk−5/2 (8)

The foregoing discussion is then conveniently summarized by a statement that
constitutes the starting point of our analysis.
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Proposition 1. The distribution of the size of the core in nonseparable maps is
characterized by Eq. (4), where the core map counts Ck are determined asymptot-
ically by (8). The basic maps in Mn are enumerated exactly by (3) and asymp-
totically by (6).

2 Two Saddles

The probability distribution of core-size in maps is determined by Proposition 1,
especially by Equation (4). What is needed is a way to estimate [zn]M(z)k. The
approach starts from the contour integral representation deriving from Cauchy’s
coefficient formula,

[zn]Mk(z) =
k

n

1
2iπ

∫
Γ

z(ψ(z)k)′φ(z)n dz

zn+1 =
k

n

1
2iπ

∫
Γ

G(z)ψ(z)k (φ(z)/z)n
dz

(9)
where Γ is a contour encircling the origin anticlockwise andG(z) = ψ′(z)/ψ(z) =
(1 − 2z)/(z(1 − z)).

In simpler cases, integrals over complex contours involving large powers are
amenable to the basic saddle point method. The idea consists in deforming the
contour Γ in the complex plane, this, in order to have it cross a saddle point of the
integrand (i.e., a zero of the derivative) and to take advantage of concentration of
the integral near the saddle point. Then local expansions are of the “exponential
quadratic” type and the (real-variable) Laplace method permits one to estimate
the integral asymptotically [5].

For the problem at hand, there are two saddle points, given by the equation
∂
∂z (k lnψ + n ln(φ/z)) = 0:

z+(n, k) =
1
2

and z−(n, k) =
n− k

n+ k
.

The basic saddle point method applies when these two points are distinct, that
is, as long as k/n is “far away” from 1

3 . This corresponds to the situation already
well-known from the works of [2,11,18]. The “interesting” region is however when
k = n/3 and when k is close to n/3 in the scale of n2/3. In that case, the basic
version of the saddle point method is no longer applicable. This is precisely where
we fit in: we prove that a detailed examination of the analytic geometry of the
saddle points in conjunction with suitable integration contours “captures” the
major contributions and leads to a precise quantification of core-size in random
maps.
Distinct saddles When k is far enough from n/3, one of the saddle points
is nearer to the origin and predominates. In that case, the basic method ap-
plies using a contour that is a circle centered at the origin, passing through the
dominant saddle point. This corresponds to the already known results of [2,11]
supplemented by [18].

Theorem 1 (Tails and distinct saddles [11]). Let λ(n) be an arbitrary func-
tion with λ(n) → +∞ and λ(n) = o(n1/3). Then, the probability distribution of
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the core of random element of Mn satisfies

Pr(Xn = k) ∼ 32
243

√
π

· n5/2

k3/2(n− 3k)5/2 , uniformly for λ(n)<k< n
3 −n2/3λ(n)

Pr(Xn = k) = O
(
exp(−n(k/n− 1/3)3)

)
, uniformly for k > n

3 + n2/3λ(n).

Proof (Sketch). The left tail (n < 3k) corresponds to the saddle point z+ = 1
2 that is

dominant (i.e., nearer to the origin and providing the major asymptotic contribution).
The right tail (n > 3k) has z− = (n − k)/(n + k) dominating. In each case, the basic
saddle point method applies.

A double saddle Here we attack directly the analysis of the “center” of the
distribution, that is, the case where n = 3k exactly. Then, the saddle points
become equal: z− = z+. This case serves to introduce with minimal apparatus
the enhancements that need to be brought to the basic saddle point method.
Observe that the complete confluence of the saddle points precludes the use of
“exponential-quadratic” approximations and the problem becomes of an “expo-
nential cubic” type. (See also [2] for a partial discussion of this case based on a
method of Van der Corput.)

Theorem 2 (Central part and a double saddle). The probability distribu-
tion of the core of random element of Mn satisfies, when n = 3k,

Pr(X3k = k) =
4
27
Γ (2/3)
31/6π

k−2/3
(

1 +O((ln(k))4k−1/3)
)
,

4
27
Γ (2/3)
31/6π

≈ 0.0531.

Proof. When n = 3k, equation (9) becomes

[z3k]Mk(z) =
1

6iπ

∫
Γ

G(z)P (z)kdz, (10)

where P (z) := ψφ3/z3 = (1 − z)(1 + z)9/z2 and the “kernel” ln(P ) (together with
P, P k) now has a double saddle point at τ = z− = z+ = 1

2 , sometimes called a
“monkey saddle”, viz., a saddle with places for two legs and a tail. The idea consists
in choosing a contour that is no longer a circle centered at the origin, but, rather,
approaches the real axis at an angle. Specifically, the integration path Γ consists of
the following: the part Γ0 of a circle centered at 0 from which a small arc is taken out,
joining with two (small) segments ∆1,∆2 of length δ that intersect at 1

2 at an angle of
±2π/3.

We shall adopt a value of δ satisfying two conflicting requirements,

nδ3 → ∞, nδ4 → 0, specifically δ = (lnn)n−1/3. (11)

The kernel ln(P ) has a double saddle point in τ , meaning that its local expansion is of
the cubic type:

ln(P (z)) = ln(P (τ)) − d(z − τ)3 +O((z − τ)4), d =
64
9
.

The geometry of the level curves of the kernel shows that the contribution E0 along
Γ0 to the integral in (10) is bounded by a constant times the value of P (z)k at the
endpoints of Γ0. This contribution then satisfies

E0 ≡
∫

Γ0

G(z) exp[k ln(P (z))] dz = O(P (τ)k exp(−kdδ3)),
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which, given the constraints on δ (condition nδ3 → ∞ in (11)) is exponentially small.
The contribution E1,2 along ∆1 ∪∆2 to the integral in (10) provides the dominant

contribution and is estimated next by a local analysis of P k for values of z near τ .
Set u = z − τ . The condition nδ4 → 0 in (11) implies that terms of order 4 and
higher do not matter asymptotically, and a simple calculation, using the fact that
G(τ + u) = −8u+O(u2), yields

E1,2 ≡
∫

∆1∪∆2

G(z) exp[k ln(P (z))] dz = −8P (τ)k

∫
∆1∪∆2

u exp
(−kdu3) (1+O(kδ4)) du .

The integral along ∆1 ∪ ∆2 can be extended to two full half lines of angle ±2π/3
emanating from the origin, this at the expense of introducing only exponentially small
error terms (since nδ3 → ∞). The rescaling v = u(kd)1/3 exp(2iπ/3) on ∆1 and v =
u(kd)1/3 exp(−2iπ/3) on ∆2 then shows that the completed integral equals

(kd)−2/3(e4iπ/3 − e−4iπ/3)
∫ +∞

0
v exp(−v3)dv = −(kd)−2/3 i√

3
Γ (2/3),

where the evaluation results from a cubic change of variable. In summary, we have
found

[zn]Mk(z) =
1

6iπ
(E0 + E1,2) =

35/6

12π
P (τ)k

k2/3 Γ (2/3)
(
1 +O(kδ4)

)
,

which, given our choice of δ, is equivalent to the statement.

A similar reasoning proves that the estimate remains valid for n = 3k + e
with e = 1 or e = 2, and more generally with any e satisfying e = O(1).
Nearby saddles When k is close to n/3, we choose in the representation (9)
an integration contour Γ that catches simultaneously the contributions of the
two saddle points z− and z+. For this purpose, we adopt a contour that goes
through the mid-point, ζ := (z− + z+)/2, and, like in the previous case, meets
the positive real line at an angle of ±2π/3. Local estimates of the integrand, once
suitably normalized, lead to a complex integral representation that eventually
reduces to Airy functions.

Theorem 3 (Local limit law and nearby saddles). The probability distri-
bution Pr(Xn = k) admits a local limit law of the map–Airy type: for any real
numbers a, b, one has

sup
a≤ k−n/3

n2/3 ≤b

∣∣∣∣n2/3 Pr(Xn = k) − 16
81

34/3

4
A

(
34/3

4
k − n/3
n2/3

)∣∣∣∣ → 0.

Proof. We set k = n/3 + xn2/3 where x lies in a finite interval of the real line, and
define H := ln(ψk/nφ/z) (this replaces ln(P ) in the previous argument). The starting
point is again the integral representation (9) taken along a contour Γ that comprises
Γ0, a circle minus a small arc, together with two connecting small segments ∆1,∆2
of length δ, now meeting at ζ, where δ is chosen according to the requirement (11).
The arc Γ0 lies below the level curve of ζ, and the corresponding contribution E0 is
estimated to be exponentially negligible.

We turn next to the contribution E1,2 arising from ∆1 ∪∆2. The distance between
the two saddle points z−, z+ is O(n−1/3) which represents the “scale” of the problem.
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One thus sets z = ζ + vn−1/3. Local expansions of H and G are then best carried out
with the help (suitably monitored!) of a computer algebra system like Maple. The com-
putation relies on the assumption x = O(1), but some care in performing expansions
is required because of the relations (11). We find eventually

E1,2 =
(

27
4

)n

4−kn−2/3 exp
(
−27

32
x3

) ∫
∆′

1∪∆′
2

(9x/2−8v) exp
(
−64

27
v3− 9

4
x2v

)
(1+η) dv,

where the error term η satisfies η = O(δ4n + n−1/12) and the segments ∆′
1,∆

′
2 each

have length δn1/3 tending to infinity according to our assumptions. Perform finally
the change of variable v =

( 64
9

)−1/3
t and complete the integration path to e±2iπ/3∞:

the integral then reduces to Ai(x),Ai′(x) through contour integrals representations
equivalent to (1) (by Cauchy’s theorem, with integration path e±2iπ/3∞ changed to
e±iπ/2∞). Thus, for x = O(1) and k = n/3 + xn2/3, the main estimate found is

[zn]Mk(z) =
k

n
4−k

(
27
4

)n

n−2/3 34/3

4
A

(
34/3

4
x

)
(1 + o(1)),

where A(x) is the map–Airy density function. This form is equivalent to the statement.
The argument also gives a speed of convergence to the limit law of O(n−1/12+o(1)).

3 Coalescing Saddles

In the present section, we provide a uniform description of the transition regions
around n/3, allowing k to range anywhere o(n) and n− o(n), precisely, between
λ(n) and and n − λ(n), for any λ(n) = o(n) with λ(n) → ∞. For the study of
this wide region in the scale of n, we set

k = α0n+ βn = (1/3 + β)n,

with estimates valid uniformly for β in any compact subinterval of ] − 1
3 ,

2
3 [.

Theorem 4 (Large range and coalescent saddles). Let k = n(1/3 + β),
and γ, a1, a4 be the functions of β given below. Let λ(n) be any function with
λ(n) = o(n) and λ(n) → +∞. Then, with χ = n1/3γ, Pr(Xn = n/3 +βn) equals

16
81(1 + 3β)3/2n2/3

(
a1

2
A(χ) +

a4

n2/3 exp
(

−2
3
χ3

)
Ai(χ2)

)
(1 +O (1/n)) ,

(12)
where the error term is uniform for β in any compact subinterval of ] − 1

3 ,
2
3 [

and, up to replacing O(1/n) by O(λ(n)−1), it is also uniform for any k > λ(n).
With L(x) = x lnx, the quantities γ, a1, and a4 are:

γ =
(

2L(1 + 3β/4) − 1
2
L(1 − 3β/2) − 1

4
L(1 + 3β) − 9

4
β ln 2

)1/3

(13)

a1

2
=

9
8

(
β/γ

(1 + 3β/4)(1 − 3β/2)(1 + 3β)

)1/2

a4 =
4

9β2

√
γ

β
− a1

4γ2 (14)
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The estimates involve Airy functions composed with the quantity χ that depends
nonlinearly on β. In particular, formula (12) extends the estimates of Section 2
when k = n/3 + xn2/3, since in that case χ ∝ x while β → 0 and the following
approximations apply:

γ =
34/3

4
β +O(β2),

a1

2
=

34/3

4
+O(β), a4 = −15

64
32/3 +O(β), β → 0.

(The resulting speed of convergence to the Airy law appears to be O(n−2/3).)
As soon as k leaves the n/3 ± O(n2/3) region, the two Airy terms in (12) start
interfering and large deviations are then precisely quantified by (12). When k
drifts away to the left of n/3 (and χ → −∞), basic asymptotics of Airy functions
show that the formula simplifies to agree with the results of Section 2.

Proof. The transition phenomenon to be described is the coalescence of two simple
saddle points into a double one; see [3,24]. The simplest occurrence of the phenomenon
appears in the integration of exp[nf(t, γ)] with

f ′(t, γ) = t2 − γ2.

Indeed in this case there are two saddle points ±γ, coalescing into a double saddle
point as γ → 0. The strategy consists in performing a change of variable in order to
reduce the original problem (9) to this simpler case. Denote the kernel of the integral
as H(z, β) = ln(ψk/nφ/z) with k = (1/3+βn) and the dependency on β made explicit.
The integral in (9) is

I(n, β) =
∫

Γ

G(z) exp[nH(z, β)]dz,

and we seek a change of variable of the form

H(z, β) = − (
t3/3 − γ2t

)
+ r = f(t, γ). (15)

It turns out that, taking γ = γ(β) to be the real cubic root of γ3 = 3
4 [H(z+, β) −

H(z−, β)], (the relation is expressed by (13)) and r = r(β) to be

r =
1
2

[H(z+, β) +H(z−, β)] = H(z+, β) − 2
3
γ3 = ln(ψ(τ)k/n/ρ) − 2

3
γ3, (16)

there exists a conformal map z → t from the disc D of diameter [ 1
4 ,

3
4 ] to a domain

Dβ satisfying (15) and mapping z± onto ±γ. For simplicity, we restrict β to [− 1
4 ,

1
4 ].

The domain Dβ contains the disc D′ of diameter [− 1
4 ,

1
4 ]. Let us denote by z(t) the

inverse mapping and G0(t, β) = G(z(t))ż(t) where ż(t) = dz
dt

. Remark that G0(t, β) is
regular in D′. To guide his intuition, the reader may think of the map z → t as a slight
deformation of the map z → 2(z − r).

Let us now proceed with the integral. As is usual with saddle point integrals we
first localise the integral in D, neglecting the parts of the path down in valleys,

I(n, β) =
∫

Γ

G(z) exp[nH(z, β)] dz =
∫

Γ∩D

G(z) exp[nH(z, β)] dz + E1(n, β),

where E1(n, β) is exponentially negligible when n → ∞, uniformly in β. Inside the disc
D we apply the change of variables (15), then restrict attention to the disc D′, and
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deform the contour onto the relevant part of ∆∞ = {te± 2iπ
3 , t ≥ 0}:

I(n, β) =
∫

Γβ∩Dβ

G(z(t)) exp[nf(t, γ)]ż(t) dt+ E1(n, β)

=
∫

∆∞∩D′
G0(t, β) exp[nf(t, γ)] dt+ E2(n, β).

In order to evaluate this integral one needs to dispose of the modulation factor G0(t, β).
This can be done via an integration by part: A local expansion near γ yields

G0(t, β) = (γ − t)a1 + (t2 − γ2)H0(t, β),

where H0(t, β) is regular in D′, and a1 is given by (14). The integral I(n, β) is thus

I(n, β) = exp(nr)
∫

∆∞∩D′
(γ − t)a1 exp

(−n (
t3/3 − γ2t

))
dt+R0(n, β),

where after integration by part, and up to another exponentially negligible term,

R0(n, β) =
exp(nr)

n

∫
∆∞∩D′

(
d

dt
H0(t, β)

)
exp

[
−n

(
t3

3
− γ2t

)]
dt+ E3(n, β).

The integration by part has reduced the order of magnitude by a factor n, but R0(n, β)
is amenable to the same treatment as I(n, β). We shall content ourselves with the next
terms: let d

dt
H0(t, β) = a2γ + a3t + (t2 − γ2)H1(t, β), with H1(t, β) regular in D′, a2,

a3 functions of β, so that we have

I(n, β) = exp(nr)
∫

∆∞

(
γ

(
a1+

a2

n

)
− t

(
a1− a3

n

))
exp

[
−n

(
t3

3
− γ2t

)]
dt+R1(n, β).

where the integral has been extended to the whole of ∆∞ at the expense of yet another
exponentially negligible term. The error term is

R1(n, β) =
exp(nr)
n2

∫
∆∞∩D′

(
d

dt
H1(t, β)

)
exp

[
−n

(
t3

3
− γ2t

)]
dt+ E4(n, β).

In terms of the Airy function, we thus have

I(n, β) = 2iπ
exp(nr)
n2/3

(
γn1/3

(
a1+

a2

n

)
Ai(n2/3γ2) −

(
a1− a3

n

)
Ai′(n2/3γ2)

)
+R1(n, β),

and the error term R1(n, β) can be estimated: there exist d0 and d1 positive such that

|R1(n, β)| ≤ exp(nr)
n2

(
d0

n1/3 |Ai(n2/3γ2)| +
d1

n2/3 |Ai′(n2/3γ2)|
)
.

The theorem follows from formulae (6), (8), (16) and the definition of the map–Airy
law, upon setting a4 = γ(a2 + a3).

4 Applications to Maps and Random Sampling

The results obtained in the particular case of 3-connected cores of nonseparable
maps are instances of a very general pattern in the physics of random maps.
Indeed all families in the table below obey the Lagrangean framework and are
amenable to the saddle point methods developed in previous sections.
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Table 1. A selection of composition schemes (X an edge, L,D auxiliary families).

maps (M), Mn cores (C), scheme α0 c

general, n edges nonseparable, M ' C[XM2] 1/3 3/42/3

general, n edges bridgeless, M ' C[X (XM)∗] 4/5 (5/3)2/3/4
general, n edges loopless, M ' L + C[X ((XM)∗)2] 2/3 3/2
loopless , n edges simple, M ' C[XM] 2/3 34/3/4
bipartite, n edges bip. simples, M ' C[XM] 5/9 38/3/20
bipartite, n edges bip. nonsep., M ' C[XM2] 5/13 (13/6)5/3 · 3/10
bipartite, n edges bip. bridgeless, M ' C[X (XM)∗] 3/5 (15/2)5/3/18
nonsep., n edges simple nonsep., M ' C[XM] 4/5 155/3/36
nonsep., n+ 1 edges 3-connected, M ' D + C[M] 1/3 34/3/4
cubic nonsep., n+ 2 faces cubic 3-conn., M ' C[X (1 + M)3] 1/2 (3/2)1/3

cubic 3-conn., n+ 2 faces cubic 4-conn., M ' M · C[XM2] 1/2 62/3/3

Theorem 5. Consider any scheme of Table 1 with parameters α0 and c. The
probability Pr(Xn = k) that a map of size n has a core of size k has a local limit
law of the map–Airy type with centering constant α0 and scale parameter c.

The technique of [11] relates the size of the core to the size of the largest
component in random maps. Also, since maps have almost surely no symmetries
[17], the analysis extends to unrooted maps. As a consequence:

Theorem 6. (i) Consider any scheme of Table 1 with parameters α0 and c.
Let X∗

n be the size of the largest component of in a random map of size n with
uniform distribution. Then

Pr
(
X∗

n = bα0n+ xn2/3c
)

=
cA(cx)
n2/3 (1 +O(n−2/3)),

uniformly for x in any bounded interval. Furthermore, if x is restricted to the
shorter range |x| < λ(n)−1 for a fixed function λ(n) going to infinity with n,
then

Pr
(
X∗

n = bα0n+ xn2/3c
)

=
c

n2/3

31/6Γ (2/3)
π

(1 +O(λ(n)−1)).

(ii) The same results hold for random unrooted maps.

Theorem 6 extends results of Bender, Gao, Richmond, and Wormald [2,11]
who proved that X∗

n lies in the range α0n ± λ(n)n2/3 with probability tending
to 1, where λ(n) is any function going to infinity with n.

Random sampling algorithms for various families of planar maps were de-
scribed in [19]. For general, nonseparable, bipartite, and cubic nonseparable
maps, an algorithm Map is given there that takes an integer n and outputs
in linear time a map of size n uniformly at random. For the other families of
Table 1, a probabilistic algorithm Core described below is used.
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Probabilistic algorithm Core(k) with parameter f(k)
1. use Map(n) to generate a random map M ∈ M of size n = f(k);
2. extract the largest component C of M with respect to the scheme;
3. if C does not have size k, then go back to step 1;
4. output C.

Safe for a set of measure that is exponentially small, this algorithm produces a
uniform element of Ck. The expected number of loops made by Core is exactly
`n = Pr(Xn = k)−1. The results of the paper enable us to precisely analyse this
and a number of related algorithms of [18,19]. We cite just here:

Theorem 7. In all extraction/rejection algorithms of [19], the choice f(k) =
n/α0 yields an algorithm whose average number of iterations satisfies

`n ∼ n2/3/(A(0)c).

Let x0 ≈ 0.44322 be the position of the peak of the map-Airy density func-
tion ((1 − 4x3

0)Ai(x2
0) + 4x2

0Ai′(x2
0) = 0). The optimal choice f(k) = k/α0 −

x0
α0c (k/α0)2/3 reduces the expected number of loops by 1 − A(0)/A(x0) ≈ 30%.

This proves that the extraction/rejection algorithms have overall complexity
O(k5/3), as do variant algorithms of [18,19] that are uniform over all Ck. The
complexity becomes O(k) if some small tolerance is allowed on the size of the
multiply connected map generated. Theorems of the paper enable us to quantify
precisely various trade-offs and fine-tune algorithms (details in the full paper).
As exemplified by Fig. 1(ii), the predictions fit nicely with experimental results.

5 Composition of Singularities

Map enumeration can be approached through the Lagrangean framework and
the saddle point analysis developed so far takes off from there. An alterna-
tive approach to the problem relies on singularity analysis [9], as introduced in
Section 1. The results of this section contribute to the general classification of
combinatorial schemas according to the nature of their singularities [20].

First, a definition. Let M and C be two generating functions with dominant
singularities at ρ and σ, such that M(z) = σ−a(1−z/ρ)+b(1−z/ρ)3/2 +O((1−
z/ρ)2), and C(z) = c0−a′(1−z/σ)+b(1−z/σ)3/2+O((1−z/σ)2), in an indented
domain extending beyond the circle of convergence (see [9]). Then the bivariate
substitution scheme C(uM(z)) is said to be a critical composition scheme of
type (3/2, 3/2). The functional composition C(uM(z)) describes the size of the
C component in a combinatorial substitution C[M]. The scheme is called critical
since the singular value of the inner function (M) equals the singularity of the
outer function (C). It will be recognized that Tutte’s construction is an instance
(with σ replacing the map specific ψ(τ) of formulae (5) and (7)). Schemes of
this broad form have been only scantily analysed, a notable exception being the
critical composition scheme of type (−1, 3/2) that shows up in ordered forests
and in random mappings (functional graphs): in that case, the density is known
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to be of the Rayleigh type [6,20]. The results of this section somehow recycle
in a different realm the intuition gathered by the method of coalescing saddles,
although the technical developments are a bit different.

Theorem 8. (i) For k = αn+λ(n), with 0 ≤ α < α0 = σ
a and λ(n) = o(n), the

probability distribution of the size Xn of the C–component of random element of
C[M] of size n satisfies

Pr(Xn = k) ∼ b′
σ

√
π
α−3/2(1 − α/α0)−5/2 n−3/2 for α > 0;

Pr(Xn = k) ∼ b′
σ

√
π
λ(n)−3/2 for α = 0 and λ(n) → +∞ .

(ii) For k = α0n+ xn2/3, α0 = σ/a, x = o(n1/3), an Airy-map law holds:

n2/3 Pr(Xn = α0n+ xn2/3) ∼ b′

α
3/2
0 b

cA(cx) where c =
(

b
3a

)2/3
/α0.

The proof relies on a modification of the Hankel contour used in classical singu-
larity analysis together with a different scaling. It will be developed in the full
paper. The theorem is a companion to Theorems 1, 2, 3, 4 that can also be used
to analyse forests of unrooted trees [14] in the critical region, a problem itself
relevant to the emergence of the giant component in random graphs [13,14].
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20. Michèle Soria-Cousineau. Méthodes d’analyse pour les constructions combinatoires
et les algorithmes. Doctorate in sciences, Université de Paris–Sud, Orsay, July
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Analysing Input/Output-Capabilities of Mobile
Processes with a Generic Type System�
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Abstract. We introduce a generic type system (based on Milner’s sort system)
for the synchronouspolyadic �-calculus, allowing us to mechanise the analysis of
input/output capabilities of mobile processes. The parameter of the generic type
system is a lattice-ordered monoid, the elements of which are used to describe
the capabilities of channels with respect to their input/output-capabilities. The
type system can be instantiated in order to check process properties such as upper
and lower bounds on the number of active channels, confluence and absence of
blocked processes.

1 Introduction

For the analysis and verification of processes there are basically two approaches: meth-
ods that are complete, but cannot be fully mechanised, and fully automatic methods
which are consequently not complete, i.e. not all processes satisfying the property to be
checked are recognised.

One promising direction for the latter approach is to use type or sort systems and
type inference with rather complex types abstracting from process behaviour. In the last
few years there have been several papers presenting such type systems for the polyadic
�-calculus and other process calculi, checking e.g. input/output behaviour [15], absence
of deadlocks [7], security properties [1, 4], allocation of permissions to names [16] and
many others. Types are compositional and thus allow reuse of information obtained in
the analysis of smaller subsystems.

One drawback of the type systems mentioned above is the fact that they are spe-
cialised to check very specific properties. A much more general approach is a theory
of types by Honda [6] which is based on typed algebras and gives a classification of
type systems. This theory is very general and it is thus necessary to prove the subject
reduction property and the correctness of a type system for every instance. Our paper
attempts to fill the gap between the two extremes. We present a generic type system
where we can show the subject reduction property for the general case, and by instan-
tiating the type system we are able to analyse specific properties of processes. Despite
its generality, our type system can be used to generate existing type systems, or at least
subsets of them. With the introduction of residuation (explained below) we can even
type some processes which are not typable by comparable type systems.

We concentrate on properties connected to input/output capabilities of processes in
the synchronous polyadic �-calculus. In our examples (see section 5) we check prop-
erties such as upper and lower bounds on the number of active channels, confluence,
� Research supported by SFB 342 (subproject A3) of the DFG.
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absence of blocked input or output prefixes. Determining these capabilities of a process
involves counting and we attempt to keep this concept as general as possible by basing
the generic type system on commutative monoids. Instantiating a type system mainly
involves choosing an appropriate monoid, and monoid elements associated with input
and output prefixes (e.g. for counting the number of prefixes with a certain subject).

Instead of giving the precise answer to every question, our type system uses over-
approximation (e.g. we can expect results of the form “there are at most two active
channels with subject x at any given time”). Hence plain monoids are not sufficient, but
we need ordered monoids (so-called lattice-ordered monoids or l-monoids), equipped
with a partial order compatible with summation.

There is a huge class of lattice-ordered monoids which are residuated, i.e. some
limited form of subtraction can be defined. Residuation can be put to good use in pro-
cess analysis. Consider, e.g. the process P = �x:x:0. While P increases the number of
occurrences of the output prefix �x by one, it does not do so for the input prefix x, since
we are interested exclusively in the number of prefixes on the outer level (i.e. in pre-
fixes which are currently active) and x can only be reached by a communication with �x
which decreases the number of input prefixes in the environment by one. This decrease
can be anticipated when typing P , and is taken into consideration by subtracting one
from the number of input prefixes.

The type of a process contains an assignment of names to sorts and a mapping of
sorts to strings of sorts (as in [13]), keeping track of channel arities, i.e. if channel x has
sort s, and n-ary tuples are communicated via x, then s will be mapped to a string of
sorts having length n, being the sorts of the respective channels. Thus, successful typing
also guarantees the absence of runtime errors produced by mismatching arities. Further-
more a monoid element is assigned to each sort s. The monoid element is expected to
be an upper bound for the capabilities of all channels having sort s.

2 Preliminaries

2.1 The �-Calculus

The �-calculus [12, 13] is an influential paradigm describing communication and mo-
bility of processes. In this paper we will consider the synchronous polyadic �-calculus
without choice and matching, and replication is only defined for input prefixes. Its syn-
tax is as follows:

P ::= 0 j (�x : s)P j P1jP2 j �xh~zi:P j x(~y):P j !x(~y):P

where s is an element from a fixed set of sorts S and x is taken from a fixed set of names
N . ~y = y1 : : : yn and ~z = z1 : : : zn are abbreviations for sequences with elements from
N . We call �xh~zi output prefix and x(~y) input prefix.

The set of all free names (i.e. names not bound by either � or by an input prefix) of
a process P is denoted by fn(P ). The process obtained by replacing the free names yi
by xi in P (and avoiding capture) is called Pf~x=~yg.

Structural congruence is the smallest congruence obeying the rules in the upper part
of table 1, and equating processes that can be converted into one another by consistent
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renaming of bound names (�-conversion). We use a reduction semantics as for the
chemical abstract machine [2] instead of a labelled transition semantics.

St
ru

ct
ur

al
C

on
gr

ue
nc

e (C-COM) P1jP2 � P2jP1 (C-0) P j0 � P

(C-ASS) P1j(P2jP3) � (P1jP2)jP3

(C-RESTR1) (�x : s)(�y : t)P � (�y : t)(�x : s)P if x 6= y

(C-RESTR2) ((�x : s)P1)jP2 � (�x : s)(P1jP2) if x 62 fn(P2)

R
ed

uc
tio

n
R

ul
es

(R-COMM) �xh~zi:Q j x(~y):P ! Q j Pf~z=~yg

(R-REP) �xh~zi:Q j !x(~y):P ! Q j Pf~z=~yg j !x(~y):P

(R-PAR)
P ! P 0

P jQ! P 0jQ
(R-RESTR)

P ! P 0

(�x : s)P ! (�x : s)P 0

(R-EQU)
Q � P;P ! P 0; P 0 � Q0

Q! Q0

Table 1. operational semantics of the �-calculus

Consider the following processes which we will use as an example in this paper (we
omit the final 0):

F = c(r): �dhri:d(a):�chai S = d(s):s(h1; h2): �dhh1i T = �chhi:c(x) H = �hhi1; i2i

There is a forwarder F which receives requests on a channel c, forwards them on a
channel d to a server, receives the answer and sends it back on c. The server S receives
requests on d, and we assume that these requests come with a name s where the server
can get further information. The server obtains this information, processes it and sends
the answer back on d (in our example we keep the “processing part” very simple, the
server just sends back the first component). Furthermore T is a trigger process, starting
the execution of F and receiving the result in the end, and H delivers information to
the server.

We can combine the processes F , S, T , H to obtain P as the entire system. If we
want F and S to be persistent, we regard P 0.

P = T j H j (�d : sd)(F j S) P 0 = T j H j (�d : sd)(!F j!S)

A programmer analysing this piece of code might be interested in the following
properties: input/output behaviour, upper and lower bound on the number of channels
being active, confluence properties and absence of blocked prefixes that never find a
communication partner. E.g., examiningP will reveal that at any given time every name
is used for input and output at most once and that P is therefore confluent.
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2.2 Residuated Lattice-Ordered Monoids

Lattice-ordered monoids are a well-developed mathematical concept (see e.g. [3]). We
are interested in commutative residuated l-monoids in order to represent input/output
capabilities.

Definition 1. (Lattice-ordered Monoid)
A commutative lattice-ordered monoid (l-monoid) is a tuple (I;+;�) where I is a

set, + : I � I ! I is a binary operation and� is a partial order which satisfy:

– (I;+) is a commutative monoid, i.e. + is associative and commutative, and there
is a unit 0 with 0 + a = a for every monoid element a 2 I.

– (I;�) is a lattice, i.e. � is a partial order, where two elements a; b 2 I have a join
(or least upper bound) a _ b and a meet (or greatest lower bound) a ^ b.

– I contains a bottom element ?, the smallest element in I, and a top element >, the
greatest element in I.

– For a; b; c 2 I: a+(b_ c) = (a+ b)_ (a+ c) and a+(b^ c) = (a+ b)^ (a+ c)

Any l-monoid (I;+;�) is associated with an l-monoid (I;�;�) where a � b =
(a + b) _ a _ b and ? is the unit. The significance of � can be made clear with the
following consideration: monoid elements will be used to label sorts, being an upper
bound for the capabilities of channels having this sort. E.g., we assume that a free name
x and a bound name y have sort s, indicating that, during reduction, x might replace y.
The capabilities of x and y are a respectively b. What capability should be associated
with s? In the presence of positive monoid elements only, a + b is the correct answer.
If, however, a is negative, a + b is actually smaller than b and if x has not yet replaced
y, the monoid element associated with s underestimates the capabilities of y. Since we
use over-approximation the correct sort label is a� b.

Definition 2. (Residuated l-monoid) Let (I;+;�) be an l-monoid and let a; b 2 I.
The residual a � b is the smallest x (if it exists) such that a � x + b. I is called
residuated if all residuals a� b exist in I for a; b 2 I.

Example: one residuated l-monoid which we will later use for the analysis of pro-
cesses is IO = (fnone; I;O; bothg;_;�) where none � I � both, none � O � both
and the monoid operation is the join, i.e. the l-monoid degenerates to a lattice. A chan-
nel name has for example capability O if it is used at most for output and capability
both if it may be used for both output and input.

In order to count the number of inputs or outputs we use the residuated l-monoid
Z
1 = (Z[ f1;�1g;+;�) with all integers including1 and �1 (1+ (�1) =

�1). Residuation is subtraction for all monoid elements different from 1 and �1.
The cartesian product of two l-monoids, e.g.Z1�Z1, is also an l-monoid.

We use the following inequations concerning residuated l-monoids: for all elements
a; b; c of a residuated l-monoid it holds that

a � (a� b) + b (a+ b)� b � a (a + b)� c � (a� c) + b
(a+ b) _ 0 � (a _ 0) + (b _ 0) a+ b � a� b ?+? = ? >+ > = >

And we define: sig(a) =

�
? if a < 0 0 if a = 0
> if a > 0 undefined otherwise
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3 The Type System and Its Properties

We define the notion of types and type assignments which have already been informally
introduced in section 1.

Definition 3. (Type Assignment) Let S be a fixed set of sorts and let (I;+;�) be a
fixed l-monoid. A type assignment � = ob� ;m� ;x1 : hs1=a1i; : : : ; xn : hsn=ani (ab-
breviated by ob� ;m� ; ~x : h~s=~ai) consists of a sort mapping ob� : S ! S� (mapping
sorts to object sorts), a mapping m� : S ! I (assigning a monoid element to every
sort) and an assignment of channel names xi to tuples consisting of a sort si and a
monoid element ai.

We define sort� (xi) = si and �; y : ht=bi denotes ob� ;m� ; ~x : h~s=~ai; y : ht=bi.

Sorts are used to control the mobility of names. That is if ob� (s) = s1 : : : sn, we
know that onlyn-tuples of channel names with sorts si are sent or received via a channel
with sort s. If a free name x and a bound name y have the same sort, we have to take into
account that x may replace y during the reduction. We also use sorts as an intermediate
level between names and monoid elements, since with�-conversion it is problematic to
assign monoid elements directly to names.

Monoid elements appear in two places: in the range ofm� and in the tuplesx : hs=ai.
The idea is to sum up the capabilities of x with + in a while x is still free and add a to
m� (s) with � as soon as x is hidden. We have to use � according to the explanation
given in section 2.2. The other possibility would be to immediately add the capabili-
ties to m� (s) with � (without storing them in a first), but since a + b � a � b, this
would lead to looser bounds. (It would, however, be possible in the case where we only
consider monoid elements greater than or equal to 0, since in this case + and � always
coincide.)

In the rest of this paper we use the operations on type assignments given in ta-
ble 2 (all operations on sequences are conducted pointwise): in (ADD-MON) we add a
monoid element a to a type assignment � by adding a to m� (s) (with �) and leaving
everything else unchanged. And � h~s;~ai denotes (: : : (� hs1;a1i)hs2 ;a2i : : : )hsn;ani.

(ADD-MON) (ob;m; ~x : h~s=~ai)hs;ai = ob;m0; ~x : h~s=~ai

where m0(s0) =

�
m(s)� a if s = s0

m(s) otherwise

(SUM) (ob;m; ~x : h~s=~ai) ~ (ob;m0; ~x : h~s=~bi) = ob;m�m0; ~x : h~s=~a+~bi

(JOIN) (ob;m; ~x : h~s=~ai) _ b = ob;m; ~x : h~s=~a _ bi

(ORD) (ob;m; ~x : h~s=~ai) � (ob;m0; ~x : h~s=~bi) () m � m0 and ~a � ~b

(REMOVE) If � = �;x : hs=ai, then �nfxg = �

Table 2. Operations on type assignments
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Summation � ~ � 0 (SUM) is defined for type assignments which contain the same
names (having identical sorts) and which satisfy ob� = ob� 0 (i.e. they have the same
sort structure). In this case m � m0 and ~a + ~b denote the pointwise summation. The
summation on type assignments has a counterpart (denoted by the same symbol) in
Honda’s work [6].

In (JOIN) a pointwise join with every monoid element assigned to a channel name
and the monoid element b is defined. And finally we need a partial order on type as-
signments (ORD) and an operation removing an assumption on a name x from a type
assignment (REMOVE).

We are now ready to define the rules of the type system (see table 3). out and in are
fixed monoid elements (where in must be comparable to 0) representing the capabilities
of output respectively input prefixes.

� ` P; � � �

� ` P
(T-�) � _ 0 ` 0 (T-NIL)

�1 ` P1; �2 ` P2

�1 ~ �2 ` P1 j P2

(T-PAR)

�; x : hs=ai; ~z : h~t;~bi ` P

(�; ~z : h~t;~bi) _ 0; x : hs=(a � in) _ 0 + outi ` �xh~zi:P
(T-OUT) if ob� (s) = ~t

�; x : hs=ai; ~y : h~t=~bi ` P

(� _ 0; x : hs=(a� out) _ 0 + ini)h
~t;~bi ` x(~y):P

(T-IN) if ob� (s) = ~t

�nfxg; x : hs=ai ` P

� hx;ai ` (�x : s)P
(T-RESTR)

� ` x(~y):P
�;x : hs=a+ sig(in)i ` !x(~y):P

(T-REP)

if � ~ � � � and � = �;x : ht=ai

Table 3. Rules of the type system

The intuitive meaning of the rules is as follows:

(T-�) We can always over-approximate the capabilities of a process.
(T-NIL) The nil process can have an arbitrary type assignment, provided the monoid

elements of the free names are greater than 0.
(T-PAR) The parallel composition of two processes can be typed by adding their re-

spective type assignments.
(T-OUT) First we subtract in from the monoid element a associated with the subject

x of the output prefix, since the emergence of P means the removal of an input
prefix with subject x somewhere else in the environment. We then take the join of
all monoid elements and 0, since we only consider capabilities on the outer level of
processes and thus we only consider future influence by positive capabilities, but
not by negative ones (since we are doing over-approximation). In the end out is
added to the monoid element associated with x.
Furthermore we have to check that the sort structure is correct, i.e. since z1; : : : ; zn
are communicated via x, the string of their sorts must be the object sort of the sort
of x.
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(T-IN) As described for (T-OUT), we subtract out, take the join with 0 and then add
in. Furthermore we check the correctness of the sort structure as above.
Since, in this case, y1; : : : ; yn are bound by the input prefix, all assumptions on
these names are removed from the type assignment, and their monoid elements are
added to the rest of the type assignment with�.

(T-RESTR) If a name is hidden, we remove the assumption on it, but retain information
on its capabilities by adding its monoid element to the type assignment and by
keeping the sort.

(T-REP) In this rule we have to make sure that a replicated process has a type assign-
ment which is either idempotent or gets smaller when added to itself. This can be
achieved if � contains only negative or idempotent monoid elements.
And furthermore, since we know that infinitely many copies of the input prefix with
subject x are available, we add ?,> or 0, according to the value of in.

The type system satisfies the following substitution lemma, which is central for
proving the subject reduction property:

Lemma 1. (Substitution) Let x 6= y be two names.
If �; x : hs=ai; y : hs=bi ` P , then �; x : hs=a + bi ` Pfx=yg.

Remark: the proofs can be found in the extended version of this paper [11].

The types defined in table 3 are not yet invariant under reduction: rather than � , a
modified type assignment � satisfies the subject reduction property.

Let � = ob;m; ~x : h~s=~ai and define � = (ob;m; ~x : h~s=~0i)h~s;~ai. That is we add
all monoid elements of the remaining free names to m with�. Constructing � directly
during the typing process does not seem to be possible, since we first have to sum up
monoid elements with + and then add them to the type tree with � the moment they
are hidden.

Proposition 1. (Subject Reduction Property) If P � Q and � ` P , then it holds
also that � ` Q. And if P ! P 0 and � ` P then there exists a type assignment � 0

such that � 0 ` P 0 and � 0 � � .

4 Using the Type System for Process Analysis

As in other type systems for mobile processes, a type guarantees absence of runtime
errors which may appear in the form of arity mismatches in the communication rules
(R-COMM) and (R-REP), but it also enables us to perform more detailed process anal-
ysis.

4.1 Process Capabilities

The aim of this paper is to construct type systems yielding useful results for the analysis
and verification of parallel processes. In our case the generic type system gives infor-
mation concerning structural properties of a process, especially concerning its input and
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output capabilities. We will now formally define the connection between the type of a
process and its capabilities.

Let P be a process and let x be a free name occurring in P . We define P ’s capability
wrt. x by adding the following monoid elements: for every use of x as an output port
we add out and for every use of x as an input port we add in. Notice that we do not
continue summation after prefixes (see table 4).

Cx(0) = 0 Cx(P j Q) = Cx(P ) + Cx(Q)

Cx(�zh~yi:P ) =

�
out if x = z
0 otherwise

Cx(z(~y):P ) =

�
in if x = z
0 otherwise

Cx(!z(~z):P ) =

�
sig(in) if x = z
0 otherwise

Cx((�y : s)P ) =

�
Cx(P ) if x 6= y
0 otherwise

Table 4. Determining the capabilities of a process

Proposition 2. If � ` P , P ! P 0 and x is a free name of P it follows that Cx(P
0) �

m� (sort� (x)), i.e. we determine the sort of x and look up the corresponding monoid el-
ement in � . And if P contains a subexpression (�y : s0)Q it follows that the capabilities
of y will never exceed m� (s

0).

4.2 Type Inference

In order to support our claim that the type system is useful for the automated analysis
of processes, we roughly sketch a type inference algorithm, determining the smallest
type (in the � relation defined in section 3) of a process P , provided P has a type. In
order to make sure that a smallest type exists, we impose the following condition on
the l-monoid: for every monoid element a 2 I there is a smallest element a0 such that
a � a0 and a0 + a0 � a0 (the same must be true for the operation �)1.

The algorithm proceeds in two steps:

– In the first step we determine the assignment of sorts to names and the mapping
ob� . This may be done by representing ob as a graph and refining ob step by step by
collapsing graph nodes every time we encounter a constraint of the form ob(s) = ~s.
Or we can use the sort inference algorithm by Simon Gay [5].

– In the second step we compute the monoid elements by induction on the structure of
P . In this case the typing rules are already very constructive, the main complication
arises from typing rule (T-REP). Here we require that the monoid I satisfies the
condition stated above. So (because of rule (T-�)) we may replace every monoid
element a with its corresponding a0 in the type assignment that we have derived so
far.

A straightforward implementation of the algorithm has a runtime complexity quadra-
tic in the size ofP . Ameliorations are certainly possible by using efficient algorithms for
unification and by finding an intelligent strategy for computing the monoid elements.

1 Every l-monoid useful for process analysis that we have come across so far satisfies this con-
dition. In the case ofZ1, a0 is 1 for positive a and a itself for all other elements.
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5 Examples

We now get back to the two example processes P and P 0 introduced in section 2.1
and type them with several instantiations of our type system, and thereby show how to
mechanise process analysis in these cases.

s2

ob1 ob2

ob1ob1

c sd

s1

s
We use the algorithm presented in section 4.2 to derive a type
assignment � for P and P 0 and in the first step obtain a sort
structure ob� as shown in the figure to the left (ob� is the
same for P and P 0). If there is an arrow labelled obi from
sort s to sort t, then t is the i-th element of the sequence
ob� (s). The assignment of names (in brackets we give the
bound names) to sorts is:

c : sc (d : sd) h; i1(; r; a; s; h1) : s1 i2(; h2) : s2

In the second step the monoid elements m� (s) are computed (see below) in order
to give an upper bound for all names having sort s.

5.1 Input/Output Behaviour of Channels

One simple application of our type system is to check whether channels are used for
input, output or for both. We use the monoid IO (with elements none, O–“output only”,
I–“input only” and both) introduced in section 2.2. We set in = I, out = O.

For both processes P and P 0 we obtain the same type assignments with monoid
elements shown in table 5 (row 1), i.e. i2, h2 are used neither for input nor output while
all other names may be used for both. Note that, because of residuation, typingF alone
yields capability I for name c, but no output capability. c acquires output capability only
if communication with the environment is taking place.

This type system is similar to the one in [15] (apart from the fact that we consider
types as a representation of process capabilities, rather than constraints on the environ-
ment), our type system however lacks a concept of co- and contravariance and thus our
bounds are less tight.

5.2 Upper Bounds on the Number of Active Channels

We attempt to define a type system, similar to the one presented in [8] for our frame-
work, i.e. we want to check how often a channel is used either for input or output.

We use the l-monoidZ1�Z1 (cartesian product of the set of integers with1 and
�1) introduced in section 2.2. The first component represents the number of active
output prefixes (with a fixed subject) and the second component represents the number
of active input prefixes.

We set out = (1; 0), in = (0; 1), and typing the processes P and P 0 yields the
results given in table 5 (rows 2 & 3). Since for P the upper bound is always (1; 1) or
smaller we can conclude that there is at most one active input port and one active output
port for any given subject at a time. For P 0 we can guarantee that, e.g. �c always occurs
at most once as an output prefix, although it occurs under a replication (see monoid
element m� (sc)).
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Property to be checked m� (sd) m� (sc) m� (s1) m� (s2)

1 Input/Output behaviour of P and P 0 both both both none
2 Upper bounds on active channels in P (1; 1) (1; 1) (1; 1) (0; 0)
3 Upper bounds on active channels in P 0 (1;1) (1;1) (1;1) (0; 0)
4 Lower bounds on active channels in P (�1; 0) (�1; 0) (�1;�1) (0; 0)

5 Lower bounds on active channels in P 0 (�1;1) (�1;1) (�1;�1) (0; 0)
6 Avoiding blocked output prefixes in P 0 (1;1) (1;1) (1;�1) (0; 0)

Table 5. Resulting monoid elements for different instantiations of the generic type system

5.3 Confluence

As in [8] we can use upper bounds on the number of active channels to guarantee
confluence for �-calculus processes (see also [14]). Let Q be a process, and for every
name x in Q which is either free or bound by the scope operator � it holds that its
capabilities never exceed (1; 1). Then we can guarantee that every channel (also bound
channels) occurs at most once at any given time as active input and output prefix, and we
have non-overlapping redexes in (R-COMM). Thus we can conclude that if Q !� Q0,
Q0 ! Q1 and Q0 ! Q2, then either Q1 � Q2 or there is a process Q3 such that
Q1 ! Q3 and Q2 ! Q3.

Row 2 in table 5 provides upper bound (1; 1) for all capabilities in P . So we can
state that P is confluent. Note that the same process would not be recognised as conflu-
ent by the type system in [8].

5.4 Lower Bounds on the Number of Active Channels

The type system is not limited to statements of the form: “there at most n active chan-
nels”, we can also guarantee that there are at least m active channels. In order to achieve
this, we use the type system above and just invert the partial order, i.e. we take� instead
of �, out and in remain unchanged. This means also that the join _ in the new partial
order is now the meet ^ of the original partial order. Typing P does not give us much
information, since we cannot guarantee that there are at least m > 0 prefixes active at
any given time (see table 5, row 4) for any channel. In fact, some lower bounds are even
(�1) stating that the respective channel removes input (or output) prefixes instead of
making them available. In this case P !�

0 which means that no lower bounds can be
guaranteed.

Typing P 0 yields the monoid elements given in table 5 (row 5) which states that
input prefixes with subjects c; d are available infinitely often.

5.5 Avoiding Blocked Prefixes

Another interesting feature is to avoid blocked prefixes, i.e. prefixes which are wait-
ing for a non-existing communication partner. We will first define—with the help of a
lattice-ordered monoid—what it means for an output prefix to be blocked.

We takeZ1�Z1 as an l-monoid and define a new partial order: (i; j) v (i0; j0) iff
i � i0 and j � j0. The first component represents the number of output prefixes and the
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second the number of input prefixes of the same subject. out = (1; 0) and in = (0; 1).
We say a name x is blocking in P , if P !� P 0, Cx(P

0) w (1; 0) (i.e. there is at least
one output prefix with subject x and no corresponding input prefixes) and for all P 00

with P 0 !� P 00 it follows that Cx(P
00) w (1; 0) (no communication with x will ever

take place).
We can, e.g., avoid this situation, by demanding that it is always the case that

Cx(P
0) = (a; b) and either a � 0 or b � 1 (i.e. (a; b) 6w (1; 0)). We take the l-

monoid and out; in introduced above. This type system can be obtained by composing
a type system establishing upper bounds for input prefixes and one establishing lower
bounds for output prefixes. In this way we find out that all output prefixes with subjects
c and d are non-blocking in P 0.

6 Conclusion and Future Work

This work has a similar aim as that of Honda [6], in that it attempts to describe a gen-
eral framework for process analysis using type systems. We concentrate on a more
specialised but still generic type system, which enables us to prove the subject reduc-
tion property for the general case. We have shown that, despite its generality, the type
system can be instantiated in order to yield type systems related to existing ones. We
have also shown how to parameterise type systems and what kind of parameters are
feasible (in our case an l-monoid).

Another type system that has close connections to ours is the linear type system
by Kobayashi, Pierce and Turner [8], since it also involves the typing of input/output
capabilities of processes. Apart from the more general approach, one new feature of our
type system is the introduction of residuation which allows us to recognise the process
P in section 5 as confluent, in contrast to the type system in [8]. In some other cases
however, our bounds are less tight. The central aim of [8] is to introduce a new notion of
barbed congruence by reducing the possible contexts of a process. This question has not
been addressed in this paper, it is an interesting direction for future work. For a more
detailed discussion of the relation between the two type systems see the full version of
this paper [11].

Our type system was derived from a type system for a graph-based process calculus
with graphs as types, which make it easier to add additional behaviour information and
which have a clear correspondence to associated monoid elements (via morphisms and
categorical functors) [9]. A graph-based type system with lattices instead of monoids
was presented in [10]. For lattices or positive cones of l-monoids, generic type systems
are much easier to present. The main complication arises from non-positive elements
and residuation.

Inspiration for this work came from papers deriving information on the behaviour
of a process by inspecting its input/output capabilities, such as [15, 14, 8]. In order to
conduct process analysis concerning more complex properties (as was done e.g. in [7,
4]) it is necessary to use type systems assigning behaviour information (i.e. monoid
elements in our case) not only to single channels, but rather to tuples of channels or
other more complex structures. This normally results in a semi-additive type system, in
the terminology of Honda [6], while our present type system is strictly additive. In order

413Input/Output-Capabilities of Mobile Processes with a Generic Type System



to extend this type system, a first solution would be to allow monoid labels for n-ary
tuples of names. Another idea is to integrate it into the categorical framework presented
in [10], which would allow us to specify very general behaviour descriptions.

We believe that generic type systems can be developed into tools suitable for fast
debugging and the analysis of concurrent programs. The next step is to apply the type
system presented here to “real-life examples” and to more realistic programming lan-
guages.

Acknowledgements: I would like to thank the anonymous referees for their helpful
comments, especially for the suggestion to use a sort system instead of type trees.
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Within the setting of the �-calculus we wish to investigate the use of types to
enforce security policies. To facilitate the discussion we extend the syntax with
a new construct to represent a process running at a given security clearance,
�JP K. Here � is some security level taken from a complete lattice of security
levels SL and P is the code of the process. Further, we associate with each
channel, the resources in our language, a set of input/output capabilities [22,
24], each decorated with a speci�c security level. Intuitively, if channel n has
a read capability at level �, then only processes running at security level � or
higher may be read from n. This leads to the notion of a security policy �, which
associates a set of capabilities with each channel in the system. The question
then is to design a typing system which ensures that processes do not violate
the given security policy.

Of course this depends on when we consider such a violation to take place.
For example if � assigns the channel or resource n the highest security level top
then it is reasonable to say that a violation will eventually occur in

c!hni j botJc?(x) x?(y)P K
as after the communication on c, a low level process, botJn?(y)P K has gained
access to the high level resource n. Underlying this example is the principle that
processes at a given security level � should have access to resources at security
level at most �. We formalize this principle in terms of a relation P �7�! err,
indicating that P violates the security policy �.

To prevent such errors, we restrict attention to security policies that are
somehow consistent. Let � be such a consistent policy; consistency is de�ned by
restricting types so that they respect a subtyping relation. We then introduce a
typing system, � ` P , which ensures that P can never violate � :

If � ` P then for every context C[ ] such that � ` C[P ] and every Q

which occurs during the execution of C[P ], that is C[P ] 7!� Q, we have
Q �7�X�! err.

Thus our typing system ensures that low level processes will never gain access to
high level resources. The typing system implements a particular view of security,
which we refer to as the R-security policy, as it o�ers protection to resources. Here
communication is allowed between high level and low level principals, provided
of course that the values involved are appropriate.

This policy does not rule out the possibility of information leaking indirectly
from high security to low security principals. Suppose h is a high channel and hl

is a channel with high-level write access and low-level read access in:

top
q
h?(x) if x = 0 then hl!h0i else hl!h1i

y
j bot

q
hl?(z)Q

y
(?)

This system can be well-typed although there is some implicit information ow
from the high security agent to the low security one; the value received on the
high level channel h can be determined by the low level process Q.

It is diÆcult to formalize exactly what is meant by implicit information ow

and in the literature various authors have instead relied on non-interference, [14,
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25, 11, 26], a concept more amenable to formalization, which ensures, at least
informally, the absence of implicit information ow.

To obtain such results for the �-calculus we need, as the above example
shows, a stricter security policy, which we refer to as the I-security policy. This
allows a high level principal to read from low level resources but not to write to
them. Using the terminology of [2, 7]:

{ write up: a process at level � may only write to channels at level � or above
{ read down: a process at level � may only read from channels at level � or

below.

In fact the type inference system remains the same and we only need constrain
the notion of type. In this restricted type system well-typing, �  P , ensures a
form of non-interference.

To formalize this non-interference result we need to develop a notion of pro-
cess behaviour, relative to a given security level. Since the behaviour of processes
also depends on the type environment in which they operate we need to de�ne
a relation

P ��
� Q

which intuitively states that, relative to � , there is no observable distinction
between the behaviour of P and Q at security level �; processes running at
security level � can observe no di�erence in the behaviour of P and Q. Lack of
information ow from high to low security levels now means that this relation
is invariant under changes in high-level values; or indeed under changes in high-
level behaviour.

It turns out that the extent to which this is true depends on the exact for-
mulation of the behavioural equivalence ��

� . We show that it is not true if ��
� is

based on observational equivalence [19] or must testing equivalence [21]. But a
result can be established if we restrict our attention to may testing equivalence
(here written '�

� ). Speci�cally we will show that, for certain H;K:

If � � P; Q and � top H; K then P '�
� Q implies P jH '�

� Q jK (??)

The remainder of the paper is organized as follows. In the next section we
de�ne the security �-calculus, giving a labelled transition semantics and a formal
de�nition of runtime errors. In Section 3 we design a set of types and a typing
system which implements the resource control policy. This section also contains
Subject Reduction and Type Safety theorems. In Section 4 we motivate the
restrictions required on types and terms in order to implement the information
control policy. We also give a precise statement of our non-interference result,
and give counter-examples to related conjectures based on equivalences other
than may testing.

The proof of our main theorem depends on an analysis of may testing in
terms of asynchronous sequences of actions [6] which in turn depends on a more
explicit operational semantics for our language, where actions are paramterised
relative to a typing environment. The details may be found in the full version of
the paper, [16].
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Fig. 1 Syntax

P;Q ::= Terms
u!hvi Output
u?(X : A)P Input
if u = v then P else Q Matching
�JP K Security level
(new a : A) P Name creation
P jQ Composition
�P Replication
0 Termination

X;Y ::= Patterns
x Variable
(X1; : : : ; Xk) Tuple

u; v; w ::= Values
bv Base Value
a Name
x Variable
(u1; : : : ; uk) Tuple

2 The Language

The syntax of the security �-calculus, given in Figure 1, uses a prede�ned set of
names, ranged over by a; b; : : : ; n and a set of variables, ranged over by x; y; z.
Identi�ers are either variables or names. Security annotations, ranged over by
small Greek letters �; �; : : : , are taken from a complete lattice hSL;�;u;t; top; boti
of security levels. We also assume for each � a set of basic values BV� ; we use
bv to range over base values. We require that all syntactic sets be disjoint.

The binding constructs u?(X : A)Q and (new a : A) Q introduce the usual
notions of free names and variables, fn(P ) and fv(P ), respectively, and associ-
ated notions of substitution; details may be found in the full version. Moreover
the typing annotations on the binding constructs, which will be explained in
Section 3, are omitted whenever they do not play a role.

The behaviour of a process is determined by the interactions in which it can
engage. To de�ne these, we give a labelled transition semantics (LTS) for the
language. The set Act of labels, or actions, is de�ned as follows:

� ::= Actions

� Internal action

(~c : ~C)a?v Input of v on a learning private names ~c

(~c : ~C)a!v Output of v on a revealing private names ~c

Visible actions (all except �) are ranged over by �, � and we use E(�) to denote
the bound names in �, together with their types. E((~c : ~C)a!v) = E((~c : ~C)a?v) =
(~c : ~C). Further, let n(�) be the set of names occurring in �, whether free or
bound. We say that the actions `(~c : ~C)a?v' and `(~c : ~C)a!v' are complementary,
with � denoting the complement of �.

The LTS is de�ned in Figure 2 and for the most part the rules are straight-
forward; it is based on the standard operational semantics from [20], to which
the reader is referred for more motivation.

Informally a security policy associates with each input/output capability on
a channel a security level. To this end, Pre-capabilities and pre-types are de�ned
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Fig. 2 Labelled Transition Semantics

(l-out)

a!hvi a!v��! 0

(l-in)

a?(X)P (ec : eC)a?v������! Pfjv=Xjg
~c =2 fn(P ); ~c 2 fn(v)

(l-open)

P (~c : ~C)a!v�����! P 0

(new b : B) P (b : B)(ec : eC)a!v���������! P 0

b 6= a
b 2 fn(v)

(l-com)

P ��! P 0; Q ��! Q0

P jQ ��! (new E(�)) (P 0 jQ0)

(l-eq)

if u = u then P else Q ��! P if u = w then P else Q ��! Q
u 6= w

(l-ctxt)

P ��! P 0

�P ��! �P j P 0

�JP K ��! �JP 0K

P ��! P 0

P jQ ��! P 0 jQ
Q j P ��! Q j P 0

bn(�) 62 fn(Q)

P ��! P 0

(new a : A) P ��! (new a : A) P 0
a 62 n(�)

as follows:

cap ::= Pre-Capability

w�hAi �-level process can write values with type A
r�hAi �-level process can read values with type A

A ::= Pre-Type

B� Base type
fcap1; : : : ; capkg Resource type (k � 0)
(A1; : : : ;Ak) Tuple type (k � 0)

We will tend to abbreviate a singleton set of capabilities, fcapg, to cap.
A security policy, �, is a �nite mapping from names to pre-types. Thus, for

example, if � maps the channel lh to the pre-type fwbothBi; rtophAig, for some
appropriate A; B, then low level processes may write to lh but only high level
ones may read from it; this is an approximation of the security associated with
a mailbox. On the other hand if � maps hl to frbothAi; wtophBig then hl acts
more like an information channel; anybody can read from it but only high level
processes may place information there.

The import of a security policy may be underlined by de�ning what it means
to violate it. Our de�nition is given in Figure 3, in terms of a relation P �7�! err.
For example, relative to the policy � de�ned above, after one reduction step
of the process topJc!hhliK j botJc?(x) x!hviK, there is a security error because
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Fig. 3 Runtime Errors

(e-rd) �Ja?(X)P K �7�! err if � � � implies for all A, r�hAi =2 �(a)

(e-wr1) �Ja!hviK
�7�! err if � � � implies for all A, w�hAi =2 �(a)

(e-wr2) �Ja!hviK
�7�! err if bv 2 v, bv 2 B� and � 6� �

(e-str)
P �7�! err

P jQ �7�! err

P �7�! err

�JP K �7�! err

P � Q; P �7�! err

Q �7�! err
P �;a : A7����! err

(new n : A) P �7�! err

botJhl!hviK �7�! err: A low security process has read access to security chan-
nel hl on which write access is reserved for high-security processes. Assuming
an appropriate typing for c and v the same security error does not occur in
topJc!hlhiK j botJc?(x) x!hviK: The low security process botJlh!hviQK has the right
to write on the channel lh.

3 Resource Control

Our typing system will apply only to certain security policies, those in which the
pre-types are in some sense consistent. Consistency is imposed using a system
of kinds: the kind RType� comprises the value types accessible to processes at
security level �. These kinds are in turn de�ned using a subtyping relation on
pre-capabilities and pre-types.

De�nition 1. Let <: be the least preorder on pre-capabilities and pre-types such

that:

(u-wr) w�hAi <: w�hBi if B <: A
(u-rd) r�hAi <: r�hBi if A <: B and � � �

(u-base) B� <: B� if � � �

(u-res) fcapigi2I <: fcap0jgj2J if (8j)(9i) capi <: cap0j
(u-tup) (A1; : : : ;Ak) <: (B1; : : : ;Bk) if (8i) Ai <: Bi

For each �, let RType� be the least set that satis�es:

(rt-wr)

A 2 RType�

fw�hAig 2 RType�
� � �

(rt-rd)

A 2 RType�

fr�hAig 2 RType�
� � �

(rt-wrrd)

A 2 RType�
A0 2 RType�0

fw�hAi; r�0 hA0ig 2 RType�

� � �
�0 � �
A <: A0

(rt-base)

B� 2 RType�
� � �

(rt-tup)

Ai 2 RType� (8i)

(A1; : : : ;Ak) 2 RType�

420 M. Hennessy and J. Riely



Fig. 4 Typing Rules

(t-id)

� (u) <: A

� ` u : A

(t-base)

bv 2 B�

� ` bv :B�

(t-tup)

� ` vi :Ai (8i)

� ` (v1; : : : ; vk) :(A1; : : : ;Ak)

(t-in)

�;X : A `� P
� ` u : r�hAi

� `� u?(X : A)P

(t-out)

� ` u :w�hAi
� ` v : A

� `� u!hvi

(t-eq)

� ` u : A; v : B
� `� Q
� u fu : B; v : Ag `� P

� `� if u = v then P else Q

(t-sr)

� `�u� P

� `� �JP K

(t-new)

�; a : A `� P

� `� (new a : A) P

(t-str)

� `� P; Q

� `� P jQ; �P; 0

Let RType be the union of the kinds RType� over all �. ut

Note that if � � � then RType� � RType�. Intuitively, low level values are
accessible to high level processes. However the converse is not true. For example
wtophi 2 RTypetop but wtophi is not in RTypebot. The compatibility requirement
between read and write capabilities in a type (rt-wrrd), in addition to the
typing implications discussed in [24], also has security implications. For example
suppose rbothB�i and wtophBi are capabilities in a valid channel type. Then
apriori a high level process can write to the channel while a low level process
may read from it. However the only possibility for � is bot, that is only low level
values may be read. Moreover the requirement B <: B� implies that B must also
be Bbot. So although high level processes may write to the channel they may
only write low level values.

Proposition 1. For every �, RType� is a preorder with respect to <:, with both

a partial meet operation u and a partial join t. ut

A type environment is a �nite mapping from identi�ers (names and variables)
to types. We adopt some standard notation. For example, let `�; u : A' denote the
obvious extension of � ; `�; u : A' is only de�ned if u is not in the domain of � . The
subtyping relation <: together with the partial operators u and t may also be
extended to environments. We will normally abbreviate the simple environment
fu : Ag to u : A and moreover use v : A to denote its obvious generalisation to
values.

The typing system is given in Figure 4 where the judgements are of the form
`� `� P '. If � `� P we say that P is a �-level process. Also, let `� ` P ' abbreviate
`� `top P '.

Intuitively `� `� P ' indicates that the process P will not cause any security
errors if executed with security clearance �. The rules are very similar to those
used in papers such as [24, 22] for the standard IO typing of the �-calculus.
Indeed the only signi�cant use of the security levels is in the (t-in) and (t-out)
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rules, where the channels are required to have a speci�c security level. This is
inferred using auxiliary value judgements, of the form � ` v : A. It is interesting
to note that security levels play no direct role in their derivation.

Theorem 1 (Subject Reduction). Suppose � `� P . Then

{ P ��! Q implies � `� Q

{ P (~c : ~C)a?v������! Q implies there exists a type A such that � ` a : rÆhAi for some

Æ � �, and if � u v : A is well-de�ned then � u v : A `� Q.

{ P (~c : ~C)a!v�����! Q implies there exists a type A such that � ` a :wÆhAi for some

Æ � �, �; ~c : ~C ` v : A and �; ~c : ~C `� Q.

ut

We can now state the �rst main result:

Theorem 2 (Type Safety). If � ` P then for every closed context C[ ] such
that � ` C[P ] and every Q such that C[P ] ��!� Q we have Q �7�X�! err

ut

Having de�ned our typing system we may now view �JP K simply as notation
for the fact that, relative to the current typing environment � , the process P is
well-typed at level �, i.e. � `� P . Technically we can view �JP K to be structurally
equivalent to P , assuming we are working in an environment � such that � `� P .

4 Information Flow

We have shown in the previous sections that, in well-typed systems, processes
running at a given security level can only access resources appropriate to that
level. However, as pointed out in the Introduction this does not rule out (im-
plicit) information ow between levels. One way of formalizing this notion of
ow of information is to consider the behaviour of processes and how it can be
inuenced. If the behaviour of low-level processes is independent of any high-
level values in its environment then we can say that there can be no implicit ow
of information from high-level to low-level. This is not the case in the example
considered in the Introduction, (?). Suppose, for example, that Q is the code
fragment `if z = 0 then l1!hi else l2!hi'. If (?) were placed in an environment with
`topJh!h0iK', then the resource l1 would be called. If, instead, (?) were placed in
an environment with `topJh!h42iK', then l2 would be called. In other words the
behaviour of the low-level process can be inuenced by high-level changes; there
is a possibility of information ow downwards.

This is not surprising in view of the type associated with the channel hl;
in the terminology of [2] it allows a write down from a high-level process to a
low-level process. Thus if we are to eliminate implicit information ow between
levels in well-typed processes we need to restrict further the allowed types; types
such as fwtophi; rbothig clearly contradict the spirit of secrecy. Thus, for the rest
of the paper we work with the more restrictive set IType, the Information types.
In order for fw�hAi; r�0 hA0ig to be in IType, it must be that � � �0; this is not
necessarily true for types in RType.
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De�nition 2. For each �, let IType�, be the least set that satis�es the rules in

De�nition 1, with (rt-wrrd) replaced by:

(it-wrrd)

A 2 IType�
A0 2 IType�0

fw�hAi; r�0hA0ig 2 IType�

� � �0

�0 � �
A <: A0

Let IType be the union of IType� over all �. We write � 
� P if � `� P can be

derived from the rules of Figure 4 using these more restrictive types. ut

All of the results of the previous section carry over to the stronger typing system;
we leave their elaboration to the reader.

Unfortunately, due to the expressiveness of our language, the use of I-types
still does not preclude information ow downwards, between levels. Consider the
system

top
q
h?(x) if x = 0 then botJl!h0iK else botJl!h1iKy j botql?(z)Qy

executing in an environment in which h is a top-level read/write channel and l

is a bot-level read/write channel. This system can be well-typed using I-types,
but there still appears to be some some implicit ow of information from top

to bot. The problem here is that our syntax allows a high-level process, which
can not write to low-level channels, to evolve into a low-level process which does
have this capability; we need to place a boundary between low- and high-level
processes which ensures a high-level process never gains write access to low-level
channels. This is the aim of the following de�nition:

De�nition 3. De�ne the security levels of a term below �, sl�(P ), as follows:

sl�(�P ) = sl�(P ) sl�(0) = f�g sl�(�JP K) = f� u �g [ sl�u�(P )

sl�((new a : A) P ) = sl�(P ) sl�(u!hvi) = ; sl�(P jQ) = sl�(P ) [ sl�(Q)

sl�(u?(X : B)P ) = sl�(P ) sl�(if u = v then P else Q) = sl�(P ) [ sl�(Q)

A process P is �-free if for every � in sltop(P ), � 6� �. ut

Non-interference, as discussed in the Introduction, (??), depends on a formu-
lation of a behavioural equivalence, as the following example illustrates. Let A
denote the type fwbothi; rbothig and B denote frbothig. Further, let � map a and
b to A and B, respectively, and n to the type fwbothAi; rbothAig. Now consider
the terms P and H de�ned by

P ( botJn!hai j n?(x : A) x!hiK H ( topJn?(x : B) b?(y) 0K
It is very easy to check that �  P;H and that H is bot-free. Note that in the
term P jH there is contention between the low and high-level processes for who
will receive a value on the channel n. This means that if we were to base the
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semantic relation � on any of strong bisimulation equivalence, weak bisimulation

equivalence, [19], or must testing, [21], we would have

P j 0 6�� P jH

The essential reason is that the consumption of writes can be detected; the
reduction

P jH ��! botJn?(x : A) x!hiK j topJb?(y) : 0K
cannot be matched by P j 0. Using the terminology of [21], P j 0 guarantees the
test botJa?(x)!!hiK whereas P jH does not.

May equivalence is de�ned in terms of tests. A test is a process with an
occurrence of a new reserved resource name !. We use T to range over tests,
with the typing rule � � !!hi for all � . When placed in parallel with a process P ,
a test may interact with P , producing an output on ! if some desired behaviour
of P has been observed. We write T+ if T ��!� T 0, where T 0 has the form
(new ~c) (!!hi j T 00) for some T 00 and ~c; that is T can eventually report success.

We wish to capture the behaviour of processes at a given level of security.
Consequently we only compare their ability to pass tests that are well-typed
at that level. The de�nition must also take into account the environment in
which the processes are used, as this determines the security level associated
with resources.

De�nition 4. We write P '�
� Q if for every test T such that � � T :

(P j T )+ if and only if (Q j T )+

ut

We can now state the main result of the paper.

Theorem 3 (Non-Interference). If � � P; Q and � top H; K where H and

K are �-free processes, then P '�
� Q implies P jH '�

� Q jK: ut

The proof of the theorem relies on a constructing suÆcient condition to guarantee
that two processes are may equivalent. This condition involves the asynchronous
sequences of actions which processes can perform in the type environment � . The
details may be found in the full version of the paper, [16], which also contains
the subsequent proof of the non-interference result.

Finally let us remark that if we allowed synchronous tests then this result
would no longer hold. For an appropriate � would have:

P j 0 '�
� P jH

Let T be the test botJb!hi!!hiK. Then P jH jT may eventually produce an output
on ! whereas P j0 jT cannot. However, since our language is asynchronous, such
tests are not allowed.
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5 Conclusions and Related Work

Methods for controling information ow are a central research issue in computer
security [7, 14, 27] and in the Introduction we have indicated a number of dif-
ferent approaches to its formalisation. Non-interference has emerged as a useful
concept and is widely used to infer (indirectly) the absence of information ow.
In publications such as [25, 9] it has been pointed out that process algebras may
be fruitfully used to formalise and investigate this concept; for example in [8]
process algebra based methods are suggested for investigating security protocols,
essentially using a formalisation of non-interference for CCS.

However in these publications the non-interference is always de�ned be-
haviourally, as a condition on the possible traces of CCS or CSP processes; useful
surveys of trace based non-interference may be found in [9, 26]. Here, we work
with the more expressive �-calculus, which allows dynamic process creation and
network recon�guration. Our approach to non-interference is also more exten-
sional in that it is expressed in terms of how processes e�ect their environments,
relative to a particular behavioural equivalence. However the proof of our main
result, Theorem 3, describes may equivalence in terms of (typed) traces; pre-
sumably a trace based de�nition of non-interference, similar in style to those in
[9, 26] could be extracted from this proof.

More importantly our approach di�ers from much of the recent process calcu-
lus based security research in that we develop purely static methods for ensuring
security. Processes are shown to be secure not by demonstrating some property
of trace sets, using a tool as such as that in [10], but by type-checking. Types
have also been used in this manner in [1] for an extension of the �-calculus called
the spi-calculus. But there the structure of the types are very straightforward;
the type Secret representing a secret channel, the type Public representing a
public one, and Any which could be either. However the main interest is in
the type rules for the encryption/decryption primitives of the spi-calculus. The
non-interference result also has a di�erent formulation to ours; it states that
the behaviour of well-typed processes is invariant, relative to may testing, under
certain value-substitutions. Intuitively, it means that the encryption/decryption
primitives preserve values of type Secret from certain kinds of attackers. It would
be interesting to add these primitives to the our security �-calculus and to try
to adapt the associated type rules to the set of I-Types.

An extension of the �-calculus is also considered in [18], where a sophisticated
type system is used to control information ow. The judgements in their system
take the form

� `s P . A

where s is a security level, P is a process term, A is a poset of so-called action

nodes and � is a type environment. Their environments are quite similar to ours,
essentially associating with channels a version of input/output types annotated
with, among other things, security levels. However their intuition, and much of
the technical development, is quite di�erent from ours. In summary it appears
that our type system addresses information ow within the core �-calculus while
the more sophisticated one of [18] controls the ow allowed via the extra syntactic
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constructs of their language. However a more thorough comparison between the
two systems deserves to be made.
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combinatorial optimization, pattern recognition, data mining and com-
putational learning theory. The speaker will provide an overview of this
field, describing such areas as genomic mapping and sequencing, sequence
analysis and analysis of gene expression data. He will then describe how
his research in this field has called upon his background in theoretical
computer science but required a shift in his approach to the design and
development of algorithms.
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veri�cation conditions. In principle veri�cation diagrams can be generated auto-
matically (apart from the strengthening and re�nement necessary for fairness),
using an algorithm similar to the tableau construction for ltl, thus reducing a
temporal property to �rst-order veri�cation conditions. However, veri�cation di-
agrams are based on (nondetermistic) !-automata, and the size of the resulting
diagram can, in the worst case, be exponential in the size of the formula, giving
rise to a number of �rst-order veri�cation conditions of the same order of mag-
nitude, which clearly is undesirable. Alternating automata have an advantage
over the regular !-automata that they are linear in the size of the formula, thus
making the number of veri�cation conditions generated also proportional to it.

The remainder of the paper is organized as follows. Section 2 provides the
preliminaries: it presents our computational model of transition systems, and
speci�cation language of linear temporal logic (ltl). Alternating automata and
their models are introduced in Section 3. In Section 4 we give an algorithm
to construct an alternating automaton for future ltl formulas, and we prove
that the language accepted by the constructed automaton is precisely the set of
sequences of states that satisfy the formula. Section 5 proposes the veri�cation
rules b-safe and safe that reduce the veri�cation of future safety formulas to
�rst-order veri�cation conditions, and it is shown that the special veri�cation
rules of [MP95] are subsumed by this rule. In Section 6 we give an algorithm to
construct an alternating automaton for ltl formulas involving past operators,
and we propose a veri�cation rule for such formulas. Finally, in Section 7 we
discuss some of the limitations of these rules and give some ideas on how they
could be overcome.

2 Preliminaries

2.1 Computational Model: Fair Transition Systems

The computational model used for reactive systems is that of a transition system
[MP95] (ts), S = hV;�S ; T i, where V is a �nite set of variables, �S is an initial
condition, and T is a �nite set of transitions. A state s is an interpretation of V ,
and � denotes the set of all states. A transition � 2 T is a function � : � 7! 2�,
and each state in �(s) is called a � -successor of s. We say that a transition �

is enabled on s if �(s) 6= ;, otherwise � is disabled on s. Each transition � is
represented by a transition relation �� (s; s

0), an assertion that expresses the
relation between the values of V in s and the values of V (referred to by V 0) in
any of its � -successors s0.

A run of S is an in�nite sequence of states such that the �rst state satis�es
�S and any two consecutive states satisfy a �� for some � 2 T . A state s is
called S-accessible if it appears in some run of S. The set of all runs of S is
denoted by L(S).

2.2 Speci�cation Language: Linear Temporal Logic

The speci�cation language studied in this paper is linear temporal logic. We
assume an underlying assertion language which is a �rst-order language over
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interpreted symbols for expressing functions and relations over some concrete
domains. We refer to a formula in the assertion language as a state formula or
assertion. A temporal formula is constructed out of state formulas to which we
apply the boolean connectives and the temporal operators shown below.

Temporal formulas are interpreted over a model, which is an in�nite sequence
of states � : s0; s1; : : :. Given a model �, a state formula p and temporal formulas
' and  , we present an inductive de�nition for the notion of a formula ' holding
at a position j � 0 in �, denoted by (�; j) q '.
For a state formula:

(�; j) q p i� sj q p; that is, p holds on state sj .

For the boolean connectives:

(�; j) q ' ^  i� (�; j) q ' and (�; j) q  
(�; j) q ' _  i� (�; j) q ' or (�; j) q  
(�; j) q :' i� (�; j) 6 q ' :

For the future temporal operators:

(�; j) q 2 ' i� (�; j + 1) q '
(�; j) q 0 ' i� (�; i) q ' for all i � j
(�; j) q 1 ' i� (�; i) q ' for some i � j
(�; j) q ' U  i� (�; k) q  for some k � j,

and (�; i) q ' for every i, j � i < k

(�; j) q 'W  i� (�; j) q ' U  or (�; j) q 0 ' :

For the past temporal operators:

(�; j) q � ' i� j > 0 and (�; j � 1) q '
(�; j) q 2� ' i� j = 0 or (�; j � 1) q '
(�; j) q ` ' i� (�; i) q ' for all 0 � i � j
(�; j) q Q ' i� (�; i) q ' for some 0 � i � j
(�; j) q ' S  i� (�; k) q  for some k � j,

and (�; i) q ' for every i, k < i � j
(�; j) q ' B  i� (�; j) q ' S  or (�; j) q ` ' :

An in�nite sequence of states � satis�es a temporal formula ', written � q ', if
(�; 0) q '. The set of all sequences that satisfy a formula ' is denoted by L('),
the language of '.

We say that a formula is a future (past) formula if it contains only state
formulas, boolean connectives and future (past) temporal operators. We say
that a formula is a general safety formula if it is of the form 0 ', for a past
formula '.

A state formula p is called S-state valid if it holds over all S-accessible states.
A temporal formula ' is called S-valid (valid over system S), denoted by

S q ' ;

if it holds over all runs of S.
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3 Alternating Automata

Alternating automata are a generalization of nondeterministic automata. Non-
deterministic automata have an existential avor: a word is accepted if it is
accepted by some path through the automaton. On the other hand 8-automata
[MP87] have a universal avor: a word is accepted if it is accepted by all paths.
Alternating automata combine the two avors by allowing choices along a path
to be marked as either existential or universal.

Example Consider the two automata shown in Figure 1. An arc between two
edges denotes an \and" choice: both paths have to be accepting. The absence of
an arc denotes the (regular) \or" choice.

n0 : true

n1(+) : p n2(+) : q

n3(+) : true

Aalt

n0(+) : true

n1(+) : p n2(+) : q

n3(+) : true

And

Fig. 1. An alternating automaton Aalt and a nondeterministic automaton And.

Automaton Aalt accepts only sequences of the form

h�;�i; hp; qi; hp;�i; hp;�i; hp;�i; : : :

where a \�" denotes a \don't care". For a sequence to be accepted, it has to
be accepted by both branches. Automaton And, on the other hand, accepts
sequences of the form

h�;�i; hp;�i; hp;�i; hp;�i; hp;�i; : : :

and sequences of the form

h�;�i; h�; qi; h�;�i; h�;�i; h�;�i; : : :

Automata are usually de�ned with input symbols labeling the edges. How-
ever, for our purposes it is more convenient to have them label the nodes. There-
fore our de�nition of alternating automata is somewhat di�erent from those
found in [Var96,Var97].
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De�nition 1 (Alternating Automaton) An alternating automaton A is de-
�ned recursively as follows:

A ::= �A empty automaton
j h�; Æ; fi single node
j A ^ A conjunction of two automata
j A _ A disjunction of two automata

where � is a state formula, Æ is an alternating automaton expressing the next-
state relation, and f indicates whether the node is accepting (denoted by +) or
rejecting (denoted by �). We require that the automaton be �nite.

The set of nodes of an alternating automatonA, denoted byN (A) is formally
de�ned as

N (�A) = ;
N (h�; Æ; fi) = h�; Æ; fi [ N (Æ)
N (A1 ^A2) = N (A1) [ N (A2)
N (A1 _A2) = N (A1) [ N (A2)

We denote with Nrej(A) the set of nodes of A that are rejecting, that is,

Nrej(A) = fn 2 N (A) j f(n) = �g :

Example The automata shown in Figure 1 can be written as follows:

Aalt : htrue;A1 ^ hq;A2;+i;+i and And : htrue;A1 _ hq;A2;+i;+i

where
A1 = hp;A1;+i and A2 = htrue;A2;+i :

A path through a regular !-automaton is an in�nite sequence of nodes. A
\path" through an alternating !-automaton is, in general, a tree. To de�ne the
language of an alternating automaton, we �rst de�ne a tree.

De�nition 2 A tree is de�ned recursively as follows:

T ::= �T empty tree
j T � T composition
j hnode; T i single node with child tree

A tree may have both �nite and in�nite branches.

De�nition 3 (Run) Given an in�nite sequence of states � : s0; s1; : : :, a tree
T is called a run of � in A if one of the following holds:

A = �A and T = �T
A = n and T = hn; T 0i and s0 q �(n) and

T 0 is a run of s1; s2; : : : in Æ(n)
A = A1 ^ A2 and T = T1 � T2,

T1 is a run of A1 and T2 is a run of A2

A = A1 _ A2 and T is a run of A1 or T is a run of A2
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De�nition 4 (Accepting run) A run T is accepting if every in�nite branch
contains in�nitely many accepting nodes.

Example A run of the sequence

� : hp; qi; hp; qi; hp;:qi; hp; qi; : : :

in the automaton Aalt of Figure 1 is shown in Figure 2. The run is clearly
accepting since both branches contain in�nitely many accepting nodes.

n0

n1

n1

n1

n2

n3

n3

Fig. 2. Run of � : hp; qi; hp; qi; hp;:qi; hp; qi; : : : in Aalt

De�nition 5 (Model) An in�nite sequence of states � is a model of an alter-
nating automaton A if there exists an accepting run of � in A.

The set of models of an automaton A, also called the language of A, is
denoted by L(A).

4 Linear Temporal Logic: Future Formulas

It has been shown that for every ltl formula ' there exists an alternating
automaton A such that L(') = L(A) and the size of A is linear in the size
of ' [Var97]. In [Var97] a construction method is given for such an automaton
with propositions labeling the edges. Since we prefer to label the nodes with
propositions (or, in our case, state formulas), we present a slightly di�erent
procedure. In the remainder of this paper we assume that all negations have
been pushed in to the state level (a full set of rewrite rules to accomplish this is
given in [MP95]), that is, no temporal operator is in the scope of a negation.

Given an ltl formula ', an alternating automaton A(') is constructed, as
follows.

For a state formula p:

A(p) = hp; �A;+i :
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For temporal formulas ' and  :

A(' ^  ) = A(') ^A( )
A(' _  ) = A(') _A( )
A(2 ') = htrue;A(');+i
A(0 ') = htrue;A(0 ');+i ^ A(')
A(1 ') = htrue;A(1 ');�i _ A(')
A(' U  ) = A( ) _ (htrue;A(' U  );�i ^ A('))
A('W ) = A( ) _ (htrue;A('W );+i ^ A('))

The constructions are illustrated in Figure 3.

(+) true
A(')

A(0 ')

(�) true
A(')

A(1 ')

A( )

A(')
(�) true

A(' U  )

A( )

A(')
(+) true

A('W )

Fig. 3. Alternating automata for the temporal operators 0 , 1 , U , W

Note the close resemblance between these constructions and the expansion con-
gruences [MP95]:

0 ' � ' ^ 2 0 '

1 ' � ' _ 2 1 '

' U  �  _ (' ^ 2 (' U  ))
'W �  _ (' ^ 2 ('W ))

Alternating automata represent these congruences completely, while in addition
capturing the acceptance condition, not encoded in them.

Example The automaton for the wait-for formula, for state formulas p, q, and
r:

' : 0 (p! qWr)

is shown in Figure 4. A run for the sequence

� : h:p;�;�i; hp; q;:ri; h:p; q;:ri; hp;:q; ri; h:p;�;�i; h:p;�;�i; : : :
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is shown in Figure 5.

The automaton for the formula

' : 0 (p! q U r)

is identical to that of Figure 4 except that node n4 is rejecting.

n0(+) : true

n1(+) : :p

n2(+) : r

n3(+) : q n4(+) : true

A(0 (p! qWr))

A(p! qWr))

A(qWr)

Fig. 4. Alternating automaton for 0 (p! qWr)

It is easy to see that, without changing the language of the automaton, we
can make the following simpli�cations to the construction, for state formula p:

A(0 p) = hp;A(0 p);+i
A(p U  ) = A( ) _ (hp;A(p U  );�i
A(pW ) = A( ) _ (hp;A(pW );+i

In this case the automaton for 0 (p ! qWr) becomes the one shown in
Figure 6.

Theorem 1. For a future temporal formula ', L(') = L(A(')).

Before we prove this theorem, we state a supporting lemma, which we will
use without mention in the proof below.

Lemma 1. For two automata A1 and A2,
(1) L(A1) \ L(A2) = L(A1 ^A2)
(2) L(A1) [ L(A2) = L(A1 _A2)

Proof This follows directly from the de�nition of a run.
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b

n0

b

n0

b

n0

b

n0

b

n0 n1

n2

n1

b

n3 n4

b

n3 n4

n2

n1 h:p;�;�i

hp; q;:ri

h:p; q;:ri

hp;:q; ri

h:p;�;�i

Fig. 5. Run

n0(+) : true

n1(+) : :p

n2(+) : r n3(+) : q

A(0 (p! qWr))

A(p! qWr))

A(qWr)

Fig. 6. (Simpli�ed) Alternating automaton for 0 (p! qWr)
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Proof of Theorem 1 The proof is by induction on the structure of the formula.
In each of the cases we assume an arbitrary sequence of states � : s0; s1; : : :,
and denote the sequence si; si+1; : : : by �

i.

{ ' is a state formula. In this case A = h'; �A;+i. A accepts all sequences
whose �rst state satis�es ', which are exactly the sequences that satisfy '.

{ ' = '1 ^ '2; ' = '1 _ '2. These follow directly from Lemma 1.
{ ' = 2  . In this case A(') = htrue;A( );+i. We prove the two directions
separately.
� Assume � 2 L(A(')). Then � has an accepting run T in A(') such that
T = hn; T 0i, and T 0 is a run of �1 in A( ). Clearly if T is accepting, so is
T 0, and thus �1 2 L(A( )). Then, by the inductive hypothesis, �1 q  ,
and thus, by the de�nition of 2 , � q '.
� Assume � q 2  . Then, �1 q  , and, by the inductive hypothesis, �1 2
L(A( )), and, by the de�nition of a run, � 2 L(htrue;A( );+i).

{ ' = 0  . In this case A(') = htrue;A(');+i ^ A( ). We prove the two
directions separately.
� Assume � 2 L(A(')), and for the sake of contradiction, � 6 q 0  . Then
there must be some i � 0 such that �i 6 q  . But then, by the inductive
hypothesis, �i 62 L(A( )), and, by the de�nition of A(0  ) (and by
Lemma 1), �i 62 L(A(0  )). For i = 0 this contradicts the assumption
that � 2 L(A(')). For i > 0 we have that �i�1 62 L(htrue;A(0  );+i)
and thus (again by Lemma 1 and the de�nition of A(0  )) that �i�1 62
L(A(0  )). By downwards induction on i we can conclude that � 62
L(A(0  )), a contradiction. Therefore � q 0  .

� Assume � q 0  . Then, by the semantics of 0 , for all i � 0, �i q  , and
therefore, by the induction hypothesis, for all i � 0, �i 2 L(A( )). Let
n0 be htrue;A(0  );+i. We construct a tree T as shown in Figure 7,
where T�i is an accepting run of �i in A( ), which exists since for all
i � 0, �i 2 L(A( )). We claim that T is an accepting run of � in A(0  )
and therefore � 2 L(A(')). Indeed, consider an in�nite branch in T . This
branch is either n0; n0; n0; : : : or it ends in a T�i . In any case it contains
an in�nite number of accepting nodes.

{ ' = 1  . In this case A(') = htrue;A(');�i _ A( ).
� Assume � 2 L(A(')) and let T be a run of � in L(A(')). Let n0 be
htrue;A(');�i. Then T has to be of the form n0; : : : ; n0; T

0, where T 0

is an accepting run of A( ). (Note that it cannot be n0; n0; : : :, because
n0 is rejecting.) Therefore there exists a suÆx �i of � such that �i 2
L(A( )). By the induction hypothesis, �i q  and therefore � q 1  .

� Assume � q 1  . Then, by the semantics of 1 , there exists i � 0 such
that �i q  , and by the inductive hypothesis, �i 2 L(A( )), and thus
(by the de�nition of A(1  ) and Lemma 1) �i 2 L(A(1  )). If i = 0 we
are done. If i > 0 then we have that �i�1 2 L(htrue ;A(1  );�i), and
thus �i�1 2 L(A(1  )). By downwards induction on i we can conclude
that � 2 L(1  ).

{ ' = '1 U '2; ' = '1W'2. The proof of these cases proceeds along the same
lines as those for 0  and 1  , and is omitted.
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b

n0

b

n0

b

n0 T�3

T�2

T�1

Fig. 7. Tree for � in A(0  )

5 Temporal Veri�cation Rule for Future Safety Formulas

Alternating automata can be used to automatically reduce the veri�cation of an
arbitrary safety property speci�ed by a future formula to �rst-order veri�cation
conditions, where a safety property is de�ned to be a property ', such that if
a sequence � does not satisfy ', then there is a �nite pre�x of � such that ' is
false on every extension of this pre�x.

We de�ne the initial condition of an alternating automaton A, denoted by
�A(A), as follows:

�A(�A) = true
�A(h�; Æ; fi) = �

�A(A1 ^ A2) = �A(A1) ^ �A(A2)
�A(A1 _ A2) = �A(A1) _ �A(A2)

Intuitively, the initial condition of an automaton characterizes the set of initial
states of sequences accepted by the automaton. For example, the initial condition
of the automaton shown in Figure 4 is

�A(A) = :p _ q _ r :

Basic Rule

Following the style of veri�cation rules of [MP95] we can now present the basic
temporal rule b-safe, shown in Figure 8. In the rule we use the Hoare triple
notation fpg � fqg, which stands for p^ �� ! q0. The notation fpgT fqg stands
for fpg � fqg for all � 2 T .

Premise T1, the Initiation Condition, requires that the initial condition of S
implies the initial condition of the automatonA('). Premise T2, the Consecution
Condition, requires that for all nodes, n 2 N (A(')), and for all transitions
� 2 T , � , if enabled, leads to the initial condition of the next-state automaton
of n.
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For a future safety formula ' and ts S : hV;�S ; T i,

T1. �S ! �A(A('))

T2. f�(n)g T f�A(Æ(n))g for n 2 N (A('))

S q '

Fig. 8. Basic temporal rule b-safe

General Rule

As is the case with the rules b-inv and b-wait in [MP95], rule b-safe is hardly
ever directly applicable, because the assertions labeling the nodes are not induc-
tive: they must be strengthened. To represent the strengthening of an automa-
ton, we add a new label � to the de�nition of a node, h�; �; Æ; fi, where � is an
assertion, and we change the de�nition of �A for a node into

�A(h�; �; Æ; fi) = � :

Using these de�nitions, Figure 9 shows the more general rule safe that allows
strengthening of the intermediate assertions.

For a future safety formula ', ts S : hV;�S ; T i,
and strengthened automaton A(')

T0. �(n)! �(n) for n 2 N (A('))

T1. �S ! �A(A('))

T2. f�(n)g T f�A(Æ(n))g for n 2 N (A('))

S q '

Fig. 9. General temporal rule safe

Note that terminal nodes, that is, nodes with Æ = �A, never need to be
strengthened. This is so, because consecution conditions from terminal nodes
are all of the form �(n) ^ �� ! true, since �A(�A) = true, and thus trivially
valid.

Some strengthening can be applied automatically. For automata of the form

A : n0 : htrue;A; fi ^ A1
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node n0 can be strengthened with �A(A1) without changing the language of the
automaton. In the following special cases we will apply this default strengthen-
ing.

Special Cases

We consider the relation between rule safe and the special veri�cation rules of
[MP95].

inv

For an invariance formula ' : 0 p, with p a state formula, the (simpli�ed)
automaton A(') consists of a single node n0, labeled by p and with next-state
automaton n0. If we strengthen node n0 with �, rule safe produces the following
veri�cation conditions (after applying the default strengthening):

T0. �! p for n0

T1. �S ! �

T2. f�gT f�g for n0

which is identical to rule inv.

wait

For a wait-for formula,

' : 0 (p! qWr)

rule safe, using the automaton shown in Figure 6 with node n3 strengthened
by �, results in the following veri�cation conditions (after applying the default
strengthening):

T0. �! q for n3

T1. �S ! :p _ r _ �

T2. f:p _ r _ �gT f:p _ r _ �g for n0

f�g T f� _ rg for n3

Comparing these conditions with those of rule wait we notice that the state-
validity p ! � _ r in wait has been replaced by the invariance conditions for
the same formula, represented by T1 and the �rst set of conditions of T2. The
other conditions are identical.
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n-wait

Consider the nested wait-for formula, with p, q0; : : : ; qn state formulas:

0 (p! qnW(qn�1 : : :W(q1Wq0) : : :))

The procedure described above generates the (simpli�ed) automaton shown in
Figure 10 for this formula. It is easy to see that this automaton will generate the
same veri�cation conditions as given in nwait, again with the exception that
the state validity in nwait is replaced by the invariance conditions for the same
formula.

nn+2 : true

nn+1 : :p

nn : qn

nn�1 : qn�1

n1 : q1n0 : q0

Fig. 10. Alternating automaton for 0 (p! qnW(qn�1 : : :W(q1Wq0) : : :))

Theorem 2 (Soundness of b-safe). For a ts S and future safety formula ',
if the premises T1 and T2 of rule b-safe are S-state valid then S q '.

Before we prove this theorem we present some supporting de�nitions and
lemmas.

De�nition 6 (k-Run) A �nite tree T is a k-run of an in�nite sequence of states
� : s0; s1; : : : in an alternating automaton A if one of the following holds:

A = �A and T = �T
A = n and T = hn; T 0i and s0 q �(n) and

(a) k = 1 and T 0 = �T ; or
(b) k > 1 and T 0 is a (k � 1)-run of �1 in Æ(n)

A = A1 ^A2 and T = T1 � T2 and T1 is a k-run of � in A1

and T2 is a k-run of � in A2

A = A1 _A2 and T is a k-run of � in A1 or T is a k-run of � in A2
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De�nition 7 (k-Model) An in�nite sequence of states � is a k-model of an
alternating automaton A if there exists a k-run of � in A.

Example The sequence

h:p;�;�i; hp; q;:ri; h�;�;�i; : : :

is a 2-model of the automaton shown in Figure 4. Its 2-run is shown in Figure 11.

b

n0

b

n0

b

n3 n4

n1 h:p;�;�i

hp; q;:ri

Fig. 11. 2-run of h:p;�;�i; hp; q;:ri; h�;�;�i; : : :

De�nition 8 (k-Nodes) The set of k-nodes of a tree T , written Nk(T ) consists
of the nodes present at depth k. Formally:

Nk(�T ) = ;

Nk(hn; T i) =

�
fng if k = 1
Nk�1(T ) otherwise

Nk(T1 � T2) = Nk(T1) [ Nk(T2)

Example For the tree T shown in Figure 5, N1(T ) = fn0; n1g, N2(T ) =
fn0; n3; n4g, N3(T ) = fn0; n1; n3; n4g, etc.

Lemma 2. For an in�nite sequence of states � : s0; s1; : : :, k > 0, and alternat-
ing automata A, A1, and A2 the following hold:

{ � is a k-model of �A.
{ � is a k-model of A = n i� s0 q �(n) and �1 is a (k � 1)-model of Æ(n).
{ � is a k-model of A1^A2 i� � is a k-model of A1 and � is a k-model of A2.
{ � is a k-model of A1 _A2 i� � is a k-model of A1 or � is a k-model of A2.

Proof These follow directly from the de�nition of k-run and k-model.
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Lemma 3 (Initial Condition). An in�nite sequence of states � : s0; : : : is a
1-model of an alternating automaton A i� s0 q �A(A).

Proof The proof is by induction on the structure of the automaton.

{ A = �A. By lemma 2, the sequence � is a 1-model of A; �A(�A) = true and
thus s0 q �A(A).

{ A = n. The sequence � is a 1-model of A i� s0 q �(n) i� s0 q �A(A).
{ A = A1 ^ A2. By lemma 2, the sequence � is a 1-model of A i� � is a
1-model of A1 and � is a 1-model of A2, i�, by the inductive hypothesis,
s0 q �A(A1) and s0 q �A(A2), i� s0 q �A(A1)^ �A(A2) i�, by the de�nition
of �A, s0 q �A(A1 ^A2).

{ A = A1 _ A2. Similar to the above case.

Lemma 4. If an in�nite sequence of states � is a k-model of an alternating
automaton A with k-run T , and if for all nodes n 2 Nk(T ), �

k is a 1-model of
Æ(n), then � is a (k + 1)-model of A.

Proof Assume T is a k-run of � in A, and for all n 2 Nk(T ) �
k is a 1-

model of Æ(n) with 1-run Tn. Then we can construct a tree T 0 by replacing each
occurrence of hn; �T i in T by hn; Tni. It is easy to see that T 0 is a (k+1)-run of
� in A, and thus � is a (k + 1)-model of A.

Lemma 5. An in�nite sequence of states � : s0; s1 : : : is a k-model, with k > 0,
of an alternating automaton A, with k-run T i� for all 1 � j � k, for all nodes
n 2 Nj(T ), sj�1 q �(n).

Proof By induction on k, and the structure of the tree T .

Example Consider Figure 5. The state s2 : h:p; q;:ri indeed satis�es the
assertion � of all nodes in N3(T ) = fn0; n1; n3; n4g.

Lemma 6. Given a ts S, a future temporal formula ', and an in�nite sequence
of states � 2 L(S), if the premises T1 and T2 are S-state valid, then � is a k-
model of A(') for all k > 0.

Proof The proof is by induction on k.

{ Base case. By the de�nition of a run of S, s0 q �S , and thus, by premise
T1, s0 q �A(A(')). Then, by lemma 3, � is a 1-model of A(').

{ Inductive step. Assume � is a k-model of A(') with k-run T . Then, by
lemma 5, for all n 2 Nk(T ), sk�1 q �(n). By the consecution requirement
for runs, there exists some transition � 2 T such that (sk�1; sk) satis�es �� .
By premise T2, for every node n 2 N (A(')), every transition starting from
a state that satis�es �(n) leads to a state that satis�es �A(Æ(n)), and thus,
by lemma 3 and lemma 4, � is a (k + 1)-model of A(').
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Lemma 7. For a safety formula ', if a sequence of states � is a k-model of
A(') for any k > 0, then � is a model of A(').

Proof This follows directly from the de�nition of a safety formula: a safety
property holds i� it cannot be violated in �nite time.

Proof of Theorem 2 Consider a ts S and a future safety formula ' and
assume that the premises T1 and T2 are S-state valid. Consider an arbitrary
sequence of states � 2 L(S), and future safety formula '. By lemma 6, � is a
k-model of A(') for all k > 0. Then, by lemma 7, � is a model of A('). Finally,
by theorem 1, � q '.

6 Past formulas

In Section 4 we showed how to construct alternating automata for ltl formulas
containing future operators only. Here we will extend the procedure to include
past operators as well.

To de�ne an alternating automaton for ltl formulas including past operators,
we add a component g to the de�nition of a node, such that a node is now de�ned
as

h�; Æ; f; gi

where g indicates whether the node is past (indicated by \ ") or future (indi-
cated by \!").

To accomodate the presence of past nodes we extend the notions of a run
and model of an automaton.

De�nition 9 (Run) Given an in�nite sequence of states � : s0; s1; : : :, and a
position j � 0, a tree T is called a run of � at position j if one of the following
holds:

A = �A and T = �T
A = n and T = hn; T 0i and s0 q �(n) and8>>>><

>>>>:

(a) T 0 is a run of � in Æ(n) at j + 1;
if g(n) =!; or

(b) T 0 is a run of � in Æ(n) at j � 1;
if g(n) = and j > 0; or

(c) T 0 = �T if g(n) = , f(n) = +, and j = 0:
A = A1 ^A2 and T = T1 � T2,

T1 is a run of A1 and T2 is a run of A2

A = A1 _A2 and T is a run of A1 or T is a run of A2

De�nition 10 (Accepting run) A run T is accepting if every in�nite branch
of T contains in�nitely many accepting nodes.

De�nition 11 (Model at j) An in�nite sequence of states � is a model of an
alternating automaton A at position j if there exists an accepting run of � in A
at position j.
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De�nition 12 (Model) An in�nite sequence of states � is a model of an al-
ternating automaton A if it is a model at position 0.

Given an ltl formula ', an alternating automatonA(') is constructed as before,
where all nodes constructed before are future nodes, and with the following
additions for the past operators:

A(2� ') = htrue;A(');+; i
A(� ') = htrue;A(');�; i
A(` ') = htrue;A(` ');+; i ^ A(')
A(Q ') = htrue;A(Q ');�; i _A(')
A(' S  ) = A( ) _ (htrue;A(' S  );�; i ^ A('))
A(' B  ) = A( ) _ (htrue;A(' B  );+; i ^A('))

Again, these constructions closely resemble the expansion congruences for the
past formulas:

` ' � ' ^ 2� ` '

Q ' � ' _ � Q '

' S  �  _ (' ^ � (' S  ))
' B  �  _ (' ^ 2� (' B  ))

Example For a causality formula ' : 0 (p ! Q r) with p, q, and r state
formulas, the automaton is shown in Figure 12.

n0(+;!) : true

n1(+;!) : :p

n2(�; ) : true n3(+;!) : r

A(0 (p! Q r))

A(p! Q r))

A(Q r)

Fig. 12. Alternating automaton for 0 (p! Q r)

We denote with PN (A) the past nodes of A and with FN (A) the future
nodes of A.

We can now formulate the veri�cation rule gsafe, shown in Figure 13, that is
applicable to arbitrary general safety formulas. Again, we augment the de�nition
of a node with a strengthening �.
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For a general safety formula ', and ts S : hV;�S ; T i,
and strengthened automaton A(')

T0. �(n)! �(n) for n 2 N (A('))

T1. �S ! �A(A('))

T2. f�(n)g T f�A(Æ(n))g for n 2 FN (A('))

f�(n)g T �1 f�A(Æ(n))g for n 2 PN (A('))

T3. �S ! :�(n) for n 2 PN rej(A('))

S q '

Fig. 13. General safety rule gsafe

Premise T0 requires that the assertions used to strengthen the node imply the
original assertions. Premise T1 requires that the initial condition of the system
implies the (strengthened) initial condition of the automaton for '. Premise T2
requires the regular consecution condition for all future nodes, and the inverse
consecution condition for all past nodes, where T �1 =

�
��1 j � 2 T

	
and

fpg ��1 fqg = p0 ^ �� ! q :

Finally, premise T3 requires that no initial state satis�es a rejecting past node.
This last requirement ensures that \promises for the past" are ful�lled before
the �rst state is reached.

Special cases

As for future formulas we compare the veri�cation conditions produced by rule
gsafe with the premises of a special veri�cation rule involving past operators
presented in [MP95].

caus

For a causality formula ' : 0 (p ! Q r) with p, q, and r state formulas, rule
gsafe, based on the automaton shown in Figure 12 with node n2 strengthened
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with �, results in the following veri�cation conditions:

T0. �! true for n2

T1. �S ! :p _ � _ r

T2. f:p _ � _ rg T f:p _ � _ rg for n0

f�g T �1 f� _ rg for n2
T3. �S ! :�

For state formulas p and r, the premises of the rule caus are the following:

C1. p! � _ r

C2. �S ! :� _ r

C3. f�gT �1 f� _ rg

Premise C1 corresponds to premises T1, and T2 for n0. Premise C2 is represented
by the (stronger) premise T3, and premise C3 is identical to premise T2 for n2.

7 Discussion

The work presented in this paper is a �rst attempt to use alternating automata
as a basis for the deductive veri�cation of ltl properties. We have shown that
it successfully generalizes several of the special veri�cation rules for the corre-
sponding classes of formulas, thus obviating the need to implement these rules
separately in a veri�cation tool. Instead the single rule gsafe suÆces. The
rule safe has been implemented in STeP, the Stanford Temporal Prover, a
veri�cation tool for algorithmic and deductive veri�cation of reactive systems
[BBC+95,BBC+00].

It is straightforward to extend rule safe to general reactivity properties by
adding a fourth premise

T3. 0 1 :�(n) for all rejecting nodes n 2 Nrej(A('))

which can be reduced to �rst-order veri�cation conditions by one of the rules
given in [MP91]. The reason we have omitted this extension from this paper
is that we found this rule not useful for many of these properties. We are cur-
rently working on a more general rule that allows the application of di�erent
proof methods on di�erent parts of the automaton. This will be presented in a
forthcoming paper.

8 Related Work

Alternating �nite state automata over �nite words were �rst introduced in
[CKS81] and shown to be exponentially more succinct than nondeterministic
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automata. In [MH84] it was shown that alternating �nite automata on in�nite
words with B�uchi acceptance conditions are as expressive as nondeterministic !-
automata with B�uchi acceptance conditions, and in [MSS88,Var94] it was shown
that for every ltl formula an alternating B�uchi automaton can be constructed
that is linear in the size of the formula. In [Var95,Var96,Var97] alternating au-
tomata are used as the basis for a model checking algorithm for �nite-state
systems and both linear and branching time temporal logics. In [Var98] a theory
of two-way alternating automata on in�nite trees is developed to check satis�a-
bility of �-calculus formulas with both forward and backward modalities. In that
paper a direction is introduced in the next-state relation, redirecting a run to the
parent node when encountering a past operator. The procedure presented in this
paper takes the opposite approach for past operators: it reverses the direction
in the sequence, instead of in the automaton.

Deductive veri�cation methods using automata include a sound and complete
proofrule based on 8-automata [MP87], and generalized veri�cation diagrams
[BMS95,MBSU98].
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Abstract. Establishing relationships between primitives is an impor-
tant area in the foundations of Cryptography. In this paper we con-
sider the primitive of non-interactive zero-knowledge proofs of knowl-
edge, namely, methods for writing a proof that on input x the prover
knows y such that relation R(x, y) holds. These proofs have important
applications for the construction of cryptographic protocols, as cryp-
tosystems and signatures that are secure under strong types of attacks.
They were first defined in [10], where a sufficient condition for the exis-
tence of such proofs for all NP relations was given. In this paper we show,
perhaps unexpectedly, that such condition, based on a variant of public-
key cryptosystems, is also necessary. Moreover, we present an alternative
and natural condition, based on a variant of commitment schemes, which
we show to be necessary and sufficient as well for the construction of such
proofs. Such equivalence also allows us to improve known results on the
construction of such proofs under the hardness of specific computational
problems. Specifically, we show that assuming the hardness of factoring
Blum integers is sufficient for such constructions.

1 Introduction

Understanding the conditions under which cryptographic applications are pos-
sible is of crucial importance for both the theoretical development of Cryptog-
raphy and the concrete realization of real-life cryptographic systems. Modern
complexity-based Cryptography is based on intractability assumptions such as
the existence of several basic primitives, the most basic being perhaps that of the
existence of one-way functions (functions that can be evaluated in polynomial
time but that no polynomial time algorithm can invert). Since the first days of
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modern Cryptography a main research area has been to establish relationships
between all primitives used in this field. In some cases, researchers have been
successful in presenting necessary and sufficient conditions for the existence of
such primitives. For instance, it is known that the existence of one-way func-
tions is necessary ([20]) and sufficient for the construction of other primitives
as pseudo-random generators [19], commitment schemes [19,23], pseudo-random
functions [19,14], signatures schemes [27,24], zero-knowledge proofs of member-
ship for all languages in NP and zero-knowledge proofs of knowledge for all NP
relations [16,19,23,26]. Moreover, some other primitives, such as public-key cryp-
tosystems [9], are known to exist under the necessary and sufficient assumption
of the existence of one-way functions with trapdoors.

The object of this paper is to consider the primitive of non-interactive zero-
knowledge (nizk) proofs of knowledge. These proofs, first defined in [10], have im-
portant applications for the construction of cryptographic protocols with strong
security, as public-key cryptosystems secure under chosen ciphertext attack [25]
and digital signatures secure under existential forgery [4]. In [10] a sufficient
condition was presented for the existence of nizk proofs of knowledge for all NP
relations, and it was given strong evidence that it is not possible to construct
nizk proofs of knowledge using one-way functions only.

Summary of main contributions. We study necessary and sufficient condi-
tions for the existence of nizk proofs of knowledge for all NP relations. Our main
contributions can be summarized as follows:

In [10] it is shown that the existence of dense secure cryptosystems and of
non-interactive zero-knowledge proofs of membership for all languages in NP is
sufficient for the existence of nizk proofs of knowledge for all NP relations. Here,
we show that, perhaps unexpectedly, such assumption is also necessary.

We introduce the concept of an extractable commitment (a natural concept,
dual to those of equivocable commitment, used in [3,11,12] and chameleon com-
mitments of [8]) and show that the notions of extractable commitments and
dense-secure cryptosystems are equivalent. It follows that the existence of ex-
tractable commitments and of nizk proofs of membership for all languages in
NP is necessary and sufficient for the existence of nizk proofs of knowledge for
all NP relations.

We then show that assuming difficulty of factoring Blum integers is suffi-
cient for constructing extractable commitments and thus nizk proofs of knowl-
edge. Previous constructions of nizk proofs of knowledge were based on provably
non-weaker assumptions of the difficulty of inverting the RSA function and of
deciding the quadratic residuosity predicate modulo Blum integers.

Organization of the paper. Definitions are in Section 2, the sufficient condi-
tion based on extractable commitment schemes is given in Section 3, the suffi-
cient condition based on the hardness of factoring Blum integers is in Section 4,
the proof that the two conditions based on dense cryptosystems and extractable
commitment schemes are also necessary for the construction of nizk proofs of
knowledge for all NP relations is in Section 5.

Basic notations, definitions and most proofs are omitted for lack of space.
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2 Definitions

We present the definitions of cryptographic primitives of interest in this paper.
We review nizk proofs of membership, nizk proofs of knowledge and dense en-
cryption schemes and define the new notion of extractable commitment scheme.
Nizk proofs of membership. A nizk proof system of membership for a certain
language L is a pair of algorithms, a prover and a verifier, the latter running in
polynomial time, such that the prover, on input string x and a public random
string, can compute a proof that convinces the verifier that the statement ‘x ∈ L’
is true, without revealing anything else. Such proof systems satisfy three require-
ments: completeness, soundness and zero-knowledge. Completeness states that
if the input x is in the language L, with high probability, the string computed
by the prover makes the verifier accept. Soundness states that the probability
that any prover, given the reference string, can compute an x not in L and a
string that makes the verifier accept, is very small. Zero-knowledge is formalized
by saying that there exists an efficient algorithm that generates a pair which has
distribution indistinguishable from the reference string and the proof in a real
execution of the proof system (see [5] for a formal definition).
Nizk proofs of knowledge. A nizk proof system of knowledge for a certain
relation R is a pair of algorithms, a prover and a verifier, the latter running in
polynomial time, such that the prover, on input string x and a public random
string, can compute a proof that convinces the verifier that ‘he knows y such that
R(x, y)’. It is defined as a nizk proof system of membership for language dom R
that satisfies the following additional requirement, called validity: there exists
an efficient extractor that is able to prepare a reference string (together with
some additional information) and extract a witness for the common input from
any accepting proof given by the prover; moreover, this happens with essentially
the same probability that such prover makes the verifier accept. The formal
definition from [10] follows.

Definition 1. Let P a probabilistic Turing machine and V a deterministic poly-
nomial time Turing machine. Also, let R be a relation and LR be the language
associated to R. We say that (P,V) is a non-interactive zero-knowledge proof
system of knowledge for R if it is a nizk proof of membership for LR and if there
exists a pair (E0, E1) of probabilistic polynomial time algorithms such that for
all algorithms P ′, for all constants c and all sufficiently large n, p0 − p1 ≤ n−c,
where p0, p1 are, respectively,

Prob[ (σ, aux)←E0(1n); (x, Proof)←P ′(σ); w←E1(σ, aux, x, Proof) : (x, w) ∈ R ];

Prob[ σ←{0, 1}∗; (x, Proof)←P ′(σ) : V (σ, x, Proof) = 1 ].

Public-key cryptosystems. We now review the definition of public-key cryp-
tosystems, as first defined in [17]. A public-key cryptosystem is a triple of poly-
nomial time algorithms (KG,E,D). The algorithm KG, called the key-generation
algorithm, is probabilistic; on input a security parameter 1n and a random string
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r of appropriate length, KG returns a pair (pk, sk), where pk is called the public-
key, and sk is called the secret-key. The algorithm E, called the encryption al-
gorithm, is probabilistic; on input pk, a bit b, called the plaintext, and a random
string s of appropriate length, E returns a string ct, called the ciphertext. The
algorithm D, called the decryption algorithm, is deterministic; on input sk, pk
and a string ct, D returns a bit b, or a special failure symbol ⊥. The algorithms
KG,E,D have to satisfy the two requirements of correctness and security, defined
as follows. Correctness means that for all constants c, all sufficiently large n, and
all b ∈ {0, 1}, pb ≥ 1− n−c, where pb is equal to

Prob
[

r, s←{0, 1}∗; (pk, sk)←KG(1n, r); ct←E(pk, s, b); b′←D(pk, sk, ct) : b′ = b
]
.

Security means that for any probabilistic polynomial time algorithm A′, for all
constant c, and any sufficiently large n, q0 − q1 is negligible, where

qb = Prob
[
r, s←{0, 1}∗; (pk, sk)←KG(1n, r); ct←E(pk, s, b) : A′(pk, ct) = b

]
.

Dense public-key cryptosystems. A dense public-key cryptosystem is de-
fined starting from a public-key cryptosystem, and performing the following two
variations. First, the public key output by the key-generation algorithm is uni-
formly distributed over a set of the type {0, 1}k, for some integer k. Second, the
security requirement holds for at least a noticeable1 set of public keys output by
the key-generation algorithm, rather than for all of them.

Definition 2. Let (KG,E,D) be a triple containing the above defined algo-
rithms, as follows; namely, KG is a key-generation algorithm, E is an encryption
algorithm and D is a decryption algorithm. Also, let (KG,E,D) satisfy the above
defined correctness requirement. We say that (KG,E,D) is a δ-dense public-key
cryptosystem if the following two requirements hold:

1. Uniformity. For all n ∈ N , and all constants c, it holds that∑
α

|Prob[ α←Dn ]− Prob[ α←Un ] | ≤ n−c,

where Dn = {r←{0, 1}∗; (pk, sk)←KG(1n, r) : pk} and
Un = {r←{0, 1}∗; (pk, sk)←KG(1n, r); s←{0, 1}|pk| : s}.

2. δ-Security. For any m ∈ N , there exists a set Hardm ⊆ {0, 1}q(m) of size
δ(m) · 2q(m), for some noticeable function δ, such that for any probabilistic
polynomial time algorithm A = (A1, A2), for any constant c, any sufficiently
large n, and any r ∈ Hardn,

Prob [ (pk, sk)←KG(1n, r); (m0, m1, aux)←A1(pk); b←{0, 1};
c←E(pk, mb); d←A2(pk, c, aux) : d = b ] < 1/2 + n−c.

Commitment schemes. A bit commitment scheme (A,B) in the public random
string model is a two-phase interactive protocol between two probabilistic poly-
nomial time parties A and B, called the committer and the receiver, respectively,
1 A function f : N → N is noticeable if there exists a constant c such that for all

sufficiently large n, f(n) ≥ n−c.
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such that the following is true. In the first phase (the commitment phase), given
the public random string σ, A commits to a bit b by computing a pair of keys
(com, dec) and sending com (the commitment key) to B. In the second phase
(the decommitment phase) A reveals the bit b and the key dec (the decommit-
ment key) to B. Now B checks whether the decommitment key is valid; if not,
B outputs a special string ⊥, meaning that he rejects the decommitment from
A; otherwise, B can efficiently compute the string s revealed by A. (A,B) has
to satisfy three requirements: correctness, security and binding.The correctness
requirement states that the probability that algorithm B, on input σ, com, dec,
can compute the committed bit b after the reference string σ has been uniformly
chosen, and after algorithm A, on input σ, b, has returned pair (com, dec), is at
least 1 − ε, for some negligible function ε. The security requirement states that
given just σ and the commitment key com, no polynomial-time receiver B′ can
distinguish with probability more than negligible whether the pair (σ, com) is a
commitment to 0 or to 1. The binding requirement states that after σ has been
uniformly chosen, for any algorithm A′ returning three strings com′, dec0, dec1,
the probability that decb is a valid decommitment for σ, com′ as bit b, for b = 0, 1,
is negligible.

Extractable Commitment Schemes. A commitment scheme is extractable if
there exists an efficient extractor algorithm that is able to prepare a reference
string (together with some additional information) and extract the value of the
committed bit from any valid commitment key sent by the prover; here, by
a valid commitment key we mean a commitment key for which there exists a
decommitment key that would allow the receiver to obtain the committed bit.
A formal definition follows.

Definition 3. Let (A,B) be a commitment scheme. We say that (A,B) is ex-
tractable if there exists a pair (E0, E1) of probabilistic polynomial time algo-
rithms such that for all algorithms A′, for all b ∈ {0, 1}, for all constants c and
all sufficiently large n, it holds that p0 − p1 ≤ n−c, where p0, p1 are, resp.,

Prob[ (σ, aux)←E0(1n); (com, dec)←A′(σ); b←E1(σ, aux, com) : B(σ, com, dec)=b ];

Prob
[
σ←{0, 1}∗; (com, dec)←A′(σ, b) : B(σ, com, dec) = b

]
.

3 Sufficient Conditions for Nick Proofs of Knowledge

In this section we present an additional sufficient condition for the construction
of nizk proofs of knowledge for any NP relation. Formally, we obtain the following

Theorem 1. Let R be a polynomial time computable relation and let LR be
the language associated to R. If there exists a nizk proof system of membership
for LR and there exists an extractable commitment scheme then it is possible to
construct a nizk proof of knowledge for R.



456 A. De Santis, G. Di Crescenzo, and G. Persiano

In order to prove the above theorem, we start by showing that the following two
cryptographic primitives are equivalent: extractable commitment schemes and
dense public-key cryptosystems. More precisely, we show the following

Lemma 1. Let δ be a noticeable function. There exists (constructively) an ex-
tractable commitment scheme if and only if there exists (constructively) a δ-
dense public-key cryptosystem.

Theorem 1 follows then directly from Lemma 1 and the main result in [10],
saying that the existence of dense public-key cryptosystems and the existence
of nizk proofs of membership for all languages in NP implies the existence of
a nizk proof of knowledge for all polynomial time relations R. The proof of
Lemma 1 is described in Sections 3.1 and 3.2. We note that one could define a
notion of δ-dense trapdoor permutations (by modifying the definition of trapdoor
permutations as one modifies the definition of public-key cryptosystems to define
their δ-dense variant). As a direct corollary of the techniques in this paper, and
using the fact that the existence of trapdoor permutations is sufficient for the
existence of nizk proofs of membership for all languages in NP [13], we would
obtain that the existence of δ-dense trapdoor permutation (alone) is a sufficient
condition for the existence of nizk proofs of knowledge for all NP relations.
We now describe two corollaries about constructing extractable commitment
schemes using both general complexity-theoretic conditions and also practical
conditions based on the conjectured hardness of specific computational problems.
In the first case we have a negative result and in the second some positive ones.

Constructions under general conditions. We first observe that δ-dense
public-key cryptosystems imply the existence of (1 − ε)-dense public-key cryp-
tosystems, where ε is a negligible function (this follows by using independent
repetition of the δ-dense cryptosystem, as in Yao’s XOR theorem [28]). Then,
using the result in [21] saying that constructing (1 − ε)-dense public-key cryp-
tosystems based on one-way permutations only is as hard as proving that P 6=
NP, and our Lemma 1, we obtain the following

Corollary 1. Constructing extractable commitment schemes based on one-way
permutations only is as hard as proving that P 6= NP.

We note that the above result is especially interesting in light of the fact that,
based on one-way functions only, it is known how to construct commitment
schemes (using results from [19,23]). In other words, this shows that constructing
extractable commitment schemes from any commitment scheme can be as hard
as proving that P 6= NP.

Constructions under practical conditions. Combining Lemma 1 with
results in [10], we obtain the following

Corollary 2. Let δ be a noticeable function. If breaking the RSA cryptosystem,
or the decisional Diffie Hellman problem or deciding quadratic residuosity is
hard, then it is possible to construct an extractable commitment scheme.
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3.1 From Extractable Commitments to Dense Cryptosystems

In this subsection we prove one direction of the main statement in Lemma 1.
Given an extractable commitment scheme (A,B,(E0,E1)), we construct a δ-dense
public-key cryptosystem (KG,E,D), for some noticeable function δ.
Constructing the dense cryptosystem. The basic idea of the construc-
tion of the dense public-key cryptosystem is to use the extractor both for the
key-generation and the decryption algorithms. Specifically, the key-generation al-
gorithm KG is obtained by running the first extractor algorithm E0, and outputs
the reference string σ returned by E0 as a public key and the private information
aux as a secret key. The encryption of message m is obtained by performing a
commitment to m using algorithm A and the public key output by KG as a
reference string. The decryption is obtained by running the second extractor
algorithm E1 on input the ciphertext returned by the encryption algorithm, and
the public and secret keys returned by KG. A formal description follows.
The algorithm KG. On input a security parameter 1n and a sufficiently long
random string r, algorithm KG sets (σ, aux) =E0(1n, r), pk = σ, sk = aux and
outputs: (pk, sk).

The algorithm E. On input a public key pk and a message m, algorithm E
sets σ = pk, (com, dec) = A(σ, m), ct = com, and outputs: ct.

The algorithm D. On input public key pk, secret key sk and ciphertext ct, al-
gorithm D sets σ = pk, aux = sk, com = ct, mes =E1(σ, aux, com) and outputs:
mes.

3.2 From Dense Cryptosystems to Extractable Commitments

In this subsection we prove the other direction of Lemma 1. Given a δ-dense
public-key cryptosystem (KG,E,D), for some noticeable function δ, we construct
an extractable commitment scheme (A,B,(E0,E1)).
Constructing the extractable commitment scheme. The basic idea of
the construction of the extractable commitment scheme is to use a portion of the
reference string as specifying several public keys for the encryption scheme, and
to commit to a bit b by encrypting such bit according to any of such public keys.
The first extractor algorithm would prepare the reference string by running the
key generator algorithm several times, by keeping the secret keys private and
setting the reference string equal to the sequence of public keys thus obtained.
The second extractor algorithm would run the decryption algorithm to decrypt
all encryptions that are in the commitment key; if all such decryptions return
the same bit, then the algorithm outputs such bit. Let m = n/δ(n).
The algorithm A. On input reference string σ and bit b, algorithm A does the
following. First, A writes σ as σ = σ1 ◦ · · · ◦σm, where |σi| = n, for i = 1, . . . , m.
Then, A sets pki = σi and computes cti = E(pki, b) using a uniformly chosen
string ri as a random string for algorithm E, for i = 1, . . . , m. Finally E sets
com = (ct1, . . . , ctm) and dec = (r1, . . . , rm), and outputs: (com, dec).
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The algorithm B. On input reference string σ, and strings com, dec, algorithm
B does the following. First B writes σ as σ = pk1 ◦ · · · ◦ pkm, com as com =
(com1, . . . , comm), and dec = (dec1, . . . , decm), Then B verifies that there exists
a bit b such that comi = E(pki, b) using deci as a random string. If all these
verifications are successful then B outputs: b, else B outputs: ⊥.

The algorithm E0. On input 1n, algorithm E0 does the following. E0 lets
(pki, ski) = KG(1n), for i = 1, . . . , m, and using each time independently chosen
random bits. Finally E0 sets σ = pk1 ◦ · · · ◦ pkm and aux = (sk1, . . . , skm), and
outputs: (σ, aux).

The algorithm E1. On input reference string σ, and strings com, aux, algo-
rithm E1 does the following. First algorithm E1 writes σ as σ = pk1 ◦ · · · ◦ pkm,
com as com = (com1, . . . , comm), and aux as aux = (sk1, . . . , skm). Then E1
checks if there exists a bit b such that b = D(pki, ski, comi), for i = 1, . . . , m. If
so, then E1 outputs: b; if not, then E1 outputs: ⊥.

4 A Practical Sufficient Condition: Hardness of Factoring

In this section we consider the problem of constructing nizk proofs of knowledge
for all NP relations based on practical conditions, namely, using the conjectured
hardness of specific computational problems. We show that the hardness of fac-
toring Blum integers (BF assumption) is sufficient for this task.

Theorem 2. If the BF assumption holds then it is possible to construct a nizk
proof system of knowledge for all polynomial-time relations.

The theorem follows from a construction of δ-secure extractable commitment
schemes from the BF assumption, shown in Section 4.1, an application of
Lemma 1, and the result in [13], which implies that the BF assumption is suf-
ficient for constructing a nizk proof of membership for all languages in NP. As
another application of this fact and Lemma 1, we obtain:

Corollary 3. If the BF assumption holds then it is possible to construct a δ-
dense public-key cryptosystem, for some noticeable function δ.

4.1 An Extractable Commitment Based on Factoring

We now present a construction of an extractable commitment scheme based on
the hardness of factoring Blum integers (we remark that none of the previous
commitment schemes based on such assumptions is extractable).
Constructing the extractable commitment scheme. We informally de-
scribe the basic ideas of our construction. First, a portion of the reference string
is used as an integer x that is a Blum integer (note that by the results on the
distribution of primes, it follows that the probability that a uniformly chosen
n-bit integer satisfies this property is at least Ω(1/n2) and therefore a notice-
able function). Then the squaring function is used in order to hide a value r
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uniformly chosen among the elements in Z∗
x smaller than x/2 (note that this

mapping defines a one-to-one function). Then, if b is the bit to be committed,
the committer chooses an n-bit random string s such that r � s = c and deter-
mines (s, r2 mod x, c ⊕ b) as a commitment key and r as a decommitment key
(here, the � operation is used to define a hard-core bit, as from the result of
[15]). Two levels of repetitions are required: the first ensures that the probabil-
ity that two square roots of the same integer satisfy the � equation for different
values of c; the second ensures that at least one modulus from the public random
string is a Blum integer. Now we formally describe the scheme. We will denote
by S the probabilistic polynomial time algorithm from [1] which, on input 1n,
outputs an n-bit integer x, together with its factorization fact.

The algorithm A: On input the reference string σ and a bit b, algorithm A
does the following. A writes σ as σ = σ1 ◦ · · · ◦ σm, for m = n3, and repeats
the following for each j = 1, . . . , m (using independently chosen random bits).
A writes σj as σj = xj ◦ s1j ◦ · · · ◦ s2n,j , where xj , s1j , . . . , s2n,j ∈ {0, 1}n.
Then A randomly chooses r1j , . . . , r2n,j ∈ Z∗

xj
such that r1j , . . . , r2n,j ≤ xj/2.

Now, for i = 1, . . . , 2n, A computes cij = sij � rij , if b = 0, and cij = 1 −
(sij � rij), if b = 1. Finally A computes zij = r2

ij mod x, for i = 1, . . . , 2n,
sets comj = ((z1j , s1j , c1j), . . . , (z2n,j , s2n,j , c2n,j)) and decj = (r1j , . . . , r2n,j),
com = (com1, . . . , comn3) and dec = (dec1, . . . , decn3) and outputs: (com, dec).

The algorithm B: On input the reference string σ, and two strings com, dec,
algorithm B does the following. B writes σ as σ = σ1 ◦ · · · ◦σm, for m = n3, and
repeats the following for each j = 1, . . . , m (using independently chosen random
bits). B writes each σj as σj = xj ◦ s1j ◦ · · · ◦ s2n,j , where xj , s1j , . . . , s2n,j ∈
{0, 1}n. Then B checks that com can be written as com = (com1, . . . , comn3), and
dec can be written as dec = (dec1, . . . , decn3), where comj = ((z1j , s1j , c1j), . . . ,
(z2n,j , s2n,j , c2n,j)), decj = (r1j , . . . , r2n,j), zij , rij ∈ Z∗

xj
, cij ∈ {0, 1}, rij ≤ xj/2,

and zij = r2
ij mod xj , for j = 1, . . . , n3 and i = 1, . . . , 2n. If any of the above

verifications is not satisfied, then B outputs: ⊥ and halt. Otherwise, for each
j = 1, . . . , n3, B checks that either sij�rij = cij , for i = 1, . . . , 2n, in which case
B sets bi = 0 or sij � rij = 1− cij , for i = 1, . . . , 2n, in which case B sets bi = 1.
If b1 = · · · = b2n then B sets b = b1 else B sets b =⊥. Finally, B outputs: b.

The algorithm E0: On input 1n, algorithm E0 does the following. E0 runs n3

times algorithm S on input 1n (each time using independently chosen random
bits), and lets ((x1, fact1), . . . , (xn3 , factn3)) be its output. Then E0 sets σ =
x1 ◦ · · · ◦ xn3 , sets aux = (fact1, . . . , factn3), and outputs: (σ, aux).

The algorithm E1: On input σ, com, aux, algorithm E1 does the following.
E1 writes σ as σ1, . . . , σn3 , and each σj as σj = xj ◦ s1j ◦ · · · ◦ s2n,j , where
xj is an n-bit integer, and com as com = com1 ◦ · · · ◦ comn3 , where comj =
((z1j , s1j , c1j), . . . , (z2n,j , s2n,j , c2n,j)), for zij ∈ Z∗

x, sij ∈ {0, 1}n and cij ∈ {0, 1},
for i = 1, . . . , 2n and j = 1, . . . , n3. E1 checks that com can be written as above
and that auxj is the factorization of xj , for j = 1, . . . , n3. If these verifications
are not satisfied, E1 outputs: ⊥ and halts. Otherwise, E1 uses aux to compute
r1j , . . . , r2n,j ∈ Z∗

x such that rij ≤ x/2, r2
ij = zij mod x, and it holds that
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rij � sij = cij ⊕ b′, for i = 1, . . . , 2n, j = 1, . . . , n3 and b′ ∈ {0, 1}. E1 sets b = b′

if such a b′ exists, or b =⊥ otherwise, and outputs: b.

5 Necessary and Sufficient Conditions

In this section we consider the problem of providing necessary conditions for
the construction of nizk proofs of knowledge for any NP relation. We show that
both sufficient conditions considered in Section 3 are also necessary, and therefore
equivalent. Formally, we obtain the following

Theorem 3. Let δ be a noticeable function, let R be a polynomial time com-
putable relation, let LR be the language associated to R, and assume that
LR 6∈ BPP. The following three conditions are equivalent:

1. the existence of a nizk proof of knowledge for R;
2. the existence of a δ-dense public-key cryptosystem and the existence of a
nizk proof system of membership for LR;

3. the existence of an extractable commitment scheme and the existence of a
nizk proof system of membership for LR.

First of all we remark that the assumption made in the above theorem that
LR 6∈ BPP is wlog. Indeed, if LR is in BPP, then a trivial and unconditional
construction for a nizk proof of knowledge for R exists (namely, the prover
sends no proof to the verifier who can compute by himself a y such that R(x, y)
holds, for any input x). Therefore, we continue our discussion by assuming that
LR 6∈ BPP. In order to prove the above theorem, it is enough to show that the
one of the two conditions shown to be sufficient in Section 3 is indeed necessary
as well. We do this in the rest of the section with extractable commitment
schemes. We divide the presentation in two steps. Since the existence of nizk
proofs of knowledge for a relation R implies, by definition, the existence of a
nizk proof of membership for the associated language LR, it is enough to prove
that 1) the existence of nizk proofs of knowledge for a relation R associated
to a language not in BPP implies the existence of commitment schemes, and
2) the existence of commitment schemes and of nizk proofs of knowledge for
all polynomial time relations implies the existence of extractable commitment
schemes. Clearly, Theorem 3 follows by combining these statements.
Nizk proofs of knowledge imply commitment schemes. We first discuss
the possibility of proving that the existence of a nizk proof of knowledge for
relation R implies the existence of a one-way function. Notice that we cannot
use the result of [26] since it would give such a result by making the additional
assumption that the language LR is hard on average; namely, it is not in average-
BPP (which is likely to be a class larger than BPP). Instead, we give the following
direct construction. Let (P,V) be the nizk proof of knowledge for R and let
(E0,E1) be the extractor associated to (P,V). Moreover, let m(n) be an upper
bound on the number of random bits that E0 uses when taking as input security
parameter 1n. Since m(n) can be chosen as a polynomial, there exists a function
l : N → N such that m(l(n)) = n for all n ∈ N , and l is itself bounded by a
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polynomial. Then, we define the function ensemble f = {fn}n∈N , where for all
x ∈ {0, 1}n, it holds that fn(x) = σ, such that (σ, aux) = E0(1l(n), x). We can
prove that if LR is not in BPP then f is a one-way function (intuitively, observe
that if this is not the case, then V can invert f and use the proof received by
P in order to obtain w with some not negligible probability, thus contradicting
the zero-knowledge property of (P,V)). A construction of a commitment scheme
in the public random string model starting from any one-way function can be
obtained by using the results in [19,23] and observing that the commitment
scheme in [23] can be modified so to require only one move in the public random
string setting.

Commitment schemes and nizk proofs of knowledge imply extracta-
ble commitment schemes. We assume the existence of a commitment scheme
(C,D) in the public random string model and the existence of a nizk proof of
knowledge (P,V) for any polynomial time relation R, with an associated extrac-
tor (Ext0,Ext1). We would like to construct an extractable commitment scheme
(A,B,(E0,E1)). The basic idea of our construction is to have algorithm A com-
mit to a bit b by using algorithm C and then using algorithm P to prove the
knowledge of a valid decommitment key for the commitment key output by C.

The algorithm A: On input the reference string σ and a bit b, algorithm A
does the following. A writes σ as σ = σ1 ◦ σ2, sets (com1, dec1) = C(σ1, b) and
defines relation R2 = R2(σ, b) = {(c, d) |D(σ, c, d) = b}. Then A runs algorithm
P using com1 as public input, dec1 as private input, and σ2 as a reference string
in order to compute a proof of knowledge proof of dec1 such that (com1, dec1)
belong to relation R2. Finally A sets com = (com1, proof) and dec = dec1 and
outputs: (com, dec).

The algorithm B: On input the reference string σ, and two strings com, dec,
algorithm B does the following. B writes σ as σ = σ1 ◦ σ2 and com as com =
(com1, proof), and defines relation R2 = R2(σ, b) = {(c, d) |D(σ, c, d) = b}.
Then B verifies that D(σ1, com1, dec) 6=⊥, and V (σ2, com1, proof) = 1. If any
of the above verifications is not satisfied B outputs: ⊥ else B computes b =
D(σ1, com1, dec) and outputs: b.

The algorithm E0: On input 1n, algorithm E0 uniformly chooses σ1, computes
(σ2, aux) = Ext0(1n) and sets σ = σ1 ◦ σ2. Finally E0 outputs: (σ, aux).

The algorithm E1: On input σ, com, aux, algorithm E1 writes σ as σ1 ◦σ2 and
com as com = (com1, proof). Then E1 sets dec1 = Ext1(σ2, com1, proof, aux)
and computes b = D(σ1, com1, dec1). Finally E1 outputs: b.
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Abstract. Under a computational assumption, and assuming that both
Prover and Verifier are computationally bounded, we show a one-round
(i.e., Verifier speaks and then Prover answers) witness-indistinguishable
interactive proof for NP with poly-logarithmic communication complex-
ity. A major application of our main result is that we show how to check
in an efficient manner and without any additional interaction the cor-
rectness of the output of any remote procedure call.

1 Introduction

Under a computational assumption, and assuming that both Prover and Verifier
are computationally bounded, we show a one-round (i.e., Verifier speaks and
then Prover answers) witness-indistinguishable interactive proof for NP with
poly-logarithmic communication complexity. That is, the properties of our one-
round interactive proof (argument) are as follows:

– Perfect Completeness: On a common input x ∈ L for any L in NP if Prover is
given a witness as a private input, it convinces Verifier (i.e. Verifier accepts)
with probability one.

– Computational Soundness: If x 6∈ L, no poly-time cheating Prover can make
the Verifier accept except with negligible probability.

– Protocol is Short: the communication complexity (of both messages) is poly-
logarithmic in the length of the proof.

– Witness-indistinguishability: The interactive proof is witness indistinguish-
able: If there is more then one witness that x ∈ L then for any two witnesses
no poly-time cheating Verifier can distinguish which was given to a Prover
as a private input.

Our result improves upon best previous results on short computationally-sound
proofs (arguments) of Micali [20] and of Kilian [15,16] which required either three
messages of interaction or the assumption of the existence of a random oracle.
Our result also improves the communication-complexity of one-round witness-
indistinguishable arguments (“Zaps”) of Dwork and Naor [7] which required
polynomial communication complexity in the length of the proof. One important
difference in our protocol vs. [7] is that our protocol is private-coin protocol1
where as the Dwork and Naor protocol is public-coin.
1 Private-coin protocol is the one where Verifier tosses coins but keeps them secret

from the prover, where is public-coin protocols are the ones where Verifier can just
publish its coin-flips.
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A major corollary of our result is that we show how to check in an efficient
manner and without any additional interaction the correctness of the output of
any remote procedure call. That is, if Alice requests Bob to execute any remote
code and give back the result, Alice can also provide to Bob (together with the
code) a very short public-key and receive back from Bob not only the result
of the execution but also a very short and easily2 verifiable certificate that the
output was computed correctly. We stress that our scheme for verifiable remote
procedure call is round-optimal: there is only one message from Alice to Bob
(i.e. the procedure call) and only one message back from Bob to Alice (with
the output of the procedure call and the certificate of correctness). Our scheme
guarantees that if Bob follows the protocol then Alice always accepts the output,
but if the claimed output is incorrect Bob can not construct a certificate which
Alice will accept, except with negligible probability. The public key and the
certificate is only of poly-logarithmic size and can be constructed by Bob in
polynomial time and verified by Alice in poly-logarithmic time. This resolves
the major open problem posed Micali in the theory of short computationally-
sound proofs [20] (i.e., that they exist with only one round of interaction under a
complexity assumption). This also improves the works of [20,15,16,24] and also
of Ergün, Kumar and Rubinfeld [12] who consider this problem for a restricted
case of languages in NP with additional algebraic properties.

It is interesting to point out that the proof of our main result also shows
that the heuristic approach of Biehl, Meyer and Wetzel [4] of combining Prob-
abilistically Checkable Proofs of Arora at. al., [2] with Single-Database Private
Information Retrieval of Kushilevitz and Ostrovsky [18] and of Cachin, Micali
and Stadler [6] is valid, though with additional steps both in the protocol and
in its proof of security. More specifically, our main result uses a novel combina-
torial technique to prove computational soundness of our interactive proof and
we believe this proof is of independent interest.

Our result also has interesting connection to the PCP theorem [2]. Recall
that in the PCP settings Prover must send to the Verifier an entire proof. Sub-
sequently verifier needs to read only a few bits of this proof at random in order to
check its validity. Notice, however, that the communication complexity is large
(since the Prover must send the entire PCP proof). Moreover, notice that even
though verifier is interested in reading only a few bits, Verifier must count the
received bits, in order to decide which bits to read. In our setting, verifier asks his
question first and then Prover can make his answers dependent on the verifiers
questions. Never-the-less, we show that even if computationally-bounded Prover
gets to see the verifiers message before it generates its answer, it can not cheat
the verifier, even if his answer depends on the question. Moreover, the length of
the proof is dramatically shorter then the PCP proof.

Our main result have several implications including a different a method of
reducing the error in one-round two-prover interactive proofs with small com-
munication complexity. Our proof also has implications to the generalized PIR
protocols, where user asks for many bits and wishes to know if there exist some
database which is consistent with all the answers. We discuss this and other
implications after we prove our main result.

2 By very short and easily verifiable we mean that the size of the public-key/certificate
as well as generation/verification time is a product of two quantities: a fixed polyno-
mial in the security parameter times a term which is poly-logarithmic in the running
time of the actual remote procedure call.
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2 Preliminaries

First, we recall some of the terminology and tools that we use in our construction.
For definitions and further discussion see provided references. We use standard
notions of expected polynomial-time computations, polynomial indistinguisha-
bility, negligible fractions and hybrid arguments (for example, see Yao [25]) and
the notion of witness-indistinguishability [11].

We shall use Single Database Private Information Retrieval (PIR) protocols
first put forward by Kushilevitz and Ostrovsky [18] and further improved (to an
essentially optimal communication complexity) by Cachin, Micali and Stadler
[6]. (In the setting of multiple non-communicating copies of the database PIR
was originally defined by Chor at. al. [5].) Recall that Single Database PIR are
private-coin protocols between user and a database, where database has an n-
bit string D and a user has an index 1 ≤ i ≤ n. Assuming some computational
(hardness) assumption [18,6,9], the user forms a PIR question to the database
based on i and a security parameter3 k, which database answers. The answer can
be “decrypted” by the user to correctly learn the i’th bit of D. The key property
is that i remains hidden from the database. That is, for any two indexes i and
j the PIR questions of i and j are computationally indistinguishable (i.e., can
not be distinguished except with negligible probability, denoted as εPIR.) By
PIR(cc, u, db) we denote any one-round single database PIR protocol with com-
munication complexity cc(n, k) the running time of the user (to both generate
the question and decode the answer from the database) to be u(n, k) and and
running time of the database to be db(n, k) (where db(n, k) must be polynomial
in n and k.)

We remark that by standard hybrid argument, poly-size vectors of PIR
queries are also indistinguishable. We also point our that both [18] and [6]
are one-round protocols, unlike [19]. Furthermore, we will also use Secure-PIR
(SPIR) protocols in a single database setting (see Gertner at al. [13] and Kushile-
vitz and Ostrovsky [18]) and one-round SPIR protocol (based on any 1-round
PIR protocol and one-round OT) of Naor and Pinkas [21]. The latter result
shows how to convert any PIR protocol to a SPIR protocol using one call to
PIR and an additive polylogarithmic overhead in communication.

We will use Probabilistically Checkable Proof (PCP) proofs of Arora at al.
[2] and 3-query PCP proofs of H̊astad [14] as well as holographic PCP proofs
of Babai at al. [3] and Polishchuk and Spielman [22]. Recall that a language in
NP has a (εPCP , k) PCP proof if two conditions hold: For every string x in the
language there is a polynomially long “proof” (which, given a witness can be
constructed in polynomial time) which the probabilistic polynomial time Verifier
V will always accept. For every string not in the language there is no proof that
such a V will accept with probability greater than εpcp. Furthermore, V reads
only at most k bits. Additionally, we shall need Zero-Knowledge PCP of Kilian
at al. [17].

3 Problem Statements and Our Results

We state our problem in two settings, the setting of proving an NP statement
and the setting of efficient verification of remote procedure calls.
3 By k = k(·) we denote a sufficiently large security parameter. That is, k(·) is a

function of n so that for sufficiently large n, the error probability is negligible. In
PIR implementations (i.e., [18,6]) depending on a particular assumption, k(n) is
typically assumed to be either logO(1)(|n|) or |n|ε for ε > 0.
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In the setting of proving an NP statement, both prover and verifier are prob-
abilistic poly-time machines. They both receive as as a common input (i.e., on
their work-tapes) an input x and a security parameter k. Here, since x is given
on the work-tape of the verifier, we do not charge the length of x as part of
communication complexity, nor do we charge the time to read x, as it is given
before the protocol begins. Additionally Prover receives (if x ∈ L) as a private
input a witness w that x ∈ L. W.l.o.g. we assume that |w| ≥ |x| (we stress
here that the interesting case, and the one that we also handle, is the one where
|w| >> |x|).
THEOREM 1 Assume that one-round PIR(cc, db, u) scheme exist. Then, there
exists (P,V) one-round computationally-sound proof with perfect completeness and
computational soundness, so that: the communication complexity is O(logO(1) |w| ·
cc(|w|O(1), k)); prover running time is O(|w|O(1) + db(|w|O(1), k)); and verifier run-
ning time is O(logO(1) |w| · u(|w|O(1), k)).

If we use Cachin at al. implementation of PIR based on φ-hiding assumption
[6], and k(x) = logO(1) |x| for sufficiently large x, then we can achieve both poly-
logarithmic communication complexity and poly-logarithmic user’s computation:

COROLLARY 1 Assume that φ-hiding assumption holds. Then, for any ε > 0
there exists (P,V) one-round computationally-sound proof with perfect complete-
ness and computational soundness, so that for x sufficiently large, the total com-
munication complexity is O(logO(1) |w|); prover computation is |w|O(1) and verifiers
computation is O(logO(1) |w|).

If we use Kushilevitz and Ostrovsky implementation of PIR based on quadra-
tic residuosity assumption [18], and k(x) = |x|ε for ε > 0 and x sufficiently large,
then we get the following:

COROLLARY 2 Assume that quadratic residuosity assumption holds. Then,
there exists (P,V) one-round computationally-sound proof with perfect completeness
and computational soundness, so that for x sufficiently large, the total communica-
tion complexity is |w|ε; prover computation is |w|O(1) and verifiers computation is
|w|ε, for any ε > 0.

We remark that using holographic proofs [3,22], we can make the running
time of the prover in the above theorem and in both corollaries nearly-linear.

We also show how we can add witness-indistinguishability property to our
low-communication complexity protocol by combining Zero-Knowledge PCP [17])
with one-round SPIR protocols [13,18,21]. That is, we modify our results above
to have witness indistinguishability property:

THEOREM 2 Assume that one-round PIR(cc, db, u) scheme exist. Then, there
exists (P,V) one-round witness-indistinguishable computationally-sound proof with
perfect completeness and computational soundness, so that: the communication
complexity is O(logO(1) |w| · cc(|w|O(1), k)); prover running time is O(|w|O(1) +
db(|w|O(1), k)); and verifier running time is O(logO(1) |w| · u(|w|O(1), k)).

Our second setting is that of verification of any remote procedure call. Here,
Alice has remote procedure call Π (an arbitrary code with an arbitrary input)
and a polynomial bound t on the running time. Alice generates a public-key and
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a private key, keeps the private key to herself and send the public-key, Π and
t to Bob. Bob executes y ← Π for at most t steps (y is defined as ⊥ if the
program Π did not terminate in t steps). Bob using public-key also computes
a certificate c that y is correct and sends c and y back to Alice. Alice using
her public-key and private-key decides to either accept or reject y. We say that
the remote procedure call verification is correct if two conditions hold: if Bob
follows the protocol then Alice always accepts; on the other hand no poly-time
cheating Bob’ can find a certificate for an incorrect y′ on which Alice will accept,
except with negligible probability. Clearly, Alice must take the time to send Π
to Bob and to read y. W.l.o.g. we assume |y| = |Π| < t. However, if |y| << t,
the question of fast verification of y becomes important. We show that Alice can
do so in an efficient manner:

THEOREM 3 Assume that one-round PIR(cc, db, u) scheme exist. Then, there
exists correct verification of any remote procedure call (Π, t) such that the running
time of Bob is O(tO(1) + db(tO(1), k)); the size of public key, private key and the
certificate are O(logO(1) t · cc(tO(1), k)), and the running time of Alice is O(|y| +
logO(1) t · u(tO(1), k)) .

We stress that theorem 3 holds for any one-round implementation of PIR
protocol. For example, if we use Cachin at al. implementation of PIR, based
on φ-hiding assumption [6], and k(t) = logO(1) t for sufficiently large t, then we
achieve poly-logarithmic bounds for the verification of y. We again remark that
using holographic proofs [3,22], we can make the running time of the prover in
the above theorem nearly-linear. Combining, we achieve:

COROLLARY 3 Assume that φ-hiding assumption holds. Then, for any ε > 0,
there exists correct verification of any remote procedure call (Π, t) such that for
t sufficiently large, the running time of Bob is O(t1+ε); the size of public key,
private key and the certificate are all O(logO(1) t), and the running time of Alice is
O(|y|+ logO(1) t).

We remark that if Π is a probabilistic computation, the above theorems
also hold. Moreover, the coin-flips of Bob can be made witness-indistinguishable,
similar to theorem 2.

4 Constructions

First, we describe our construction for theorem 1. Recall that the Prover is
given x and a witness w. Let |PCP (x, w)| = N be H̊astad’s 3-query PCP proof
that x ∈ L [14]. We remark that the use of of Hastad’s version of PCP is
not essential in our construction, and we can replace it with any holographic
proofs [3,22] that achieves negligible error probability, and thus we can improve
improve the running time of the prover to be nearly-linear. We choose to use
Hastad’s version of PCP since is somewhat simplifies the presentation of our
main theorem. However, we stress that permuting PCP queries is essential in
our proof.

In the construction of theorem 3 simply note that Prover can write down
the trace of the execution of the procedure call, which serves as a witness that
the output is correct, and the same construction applies. The corollaries 2, 1,
and 3 follow from our construction by simply by plugging in the appropriate
implementation of PIR protocols.
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V : For j = 1, . . . , log2 N do:
– Choose (i1, i2, i3)j ∈ [1, N ] according to Hastad’s PCP Verifier.
– Choose a random permutation σj over {i1, i2, i3}.

Let (i′1, i′2, i′3)j = σj(i1, i2, i3).
– Compute 3 independent PIR encodings of i′1, i

′
2, i

′
3 PIRj(i′1)

PIRj(i′2) PIRj(i′3) (i.e. 3 queries for retrieval from N -bit database,
each having its own independent encoding and decoding keys)

V → P : For 1 ≤ j ≤ log2 send PIRj(i′1) PIRj(i′2) PIRj(i′3)
P → V : Prover computes Hastad PCP proof on (x, w) treats it as an N -bit

database, evaluates 3 log2 n PIR queries received from the verifier and
sends the PIR answers back to the Verifier.

V : For 1 ≤ j ≤ log2 n PIR-decode the answers to PIRj(i′1), PIRj(i′2),
PIRj(i′3), apply σ−1

j to get the answers to (i1, i2, i3)j . If for all 1 ≤ j ≤
log2 n, Hastad’s PCP verifier accepts on answers to PCP queries (i1, i2, i3)j

then accept, else reject.

Next, we describe the construction of theorem 2, which also achieves witness-
indistinguishability. We shall use Zero-Knowledge PCP and one-round SPIR.
Again, we denote |ZKPCP (w, x)| = N (recall that N is polynomial in |w|).
This time by j we denote O(logO(1) N) queries needed by ZKPCP to achieve
negligible error probability while maintaining super-logarithmic bound on the
number of bits needed to be read by the ZKPCP verifier to break the Zero-
Knowledge property of the PCP [17].

V : Choose i1, . . . , ij ∈ [1, N ] according to ZKPCP Verifier; Choose a random
permutation σ over {i1, . . . , ij}; Let (i′1, . . . , i′j) = σ(i1, . . . , ij); Compute
j independent SPIR encodings SPIR1(i′1), . . . , SPIRj(i;j ) (i.e. j queries
for retrieval from N -bit database, each having its own independent PIR
encoding and decoding keys);

V → P : Send SPIR1(i′1), . . . , SPIRj(i′j)).
P → V : Prover computes ZKPCP proof on (x, w) and treats it as an N -bit

database, evaluates j received SPIR queries on it and sends SPIR answers
back to the Verifier.

V : Decode j SPIR answers to SPIR1(i′1), . . . , SPIRj(i′j)), apply σ−1 to get
the answers to i1, . . . , ij queries and check if ZKPCP verifier accepts on
answers to i1, . . . , ij . If so accept, else reject.

5 Proof of Theorem 1

In order to prove Theorem 1, we need to prove completeness and soundness. We will
prove them in that order.

The proof of completeness follows from our construction, i.e. there exist algorithms
for C and (honest) S such that for every triple f, x, y where f is a polynomial time
computation, there is a certificate which is the set of correct answers for every query
set from a PCP verifier. The PIR encoding of this query set can be efficiently computed
by C. Similarly, the correct PCP answers to the query set and their PIR encoding can
also be computed efficiently by S. There are logO(1) n PIR queries each of which can
be encoded in the [6] construction using logO(1) n bits giving a total communication
complexity of logO(1) n bits both in the query and the response.
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The intuition of the soundness proof is that even though a cheating server may
use a different proof string for each query response, we can construct an “emulator”
algorithm for this server that flips its coins independent of the server and the PIR
encoded queries, selects one “proof” string according to some probability distribution,
and responds to queries honestly according to this string. Most of the work in the
proof will be in showing that the induced distribution on the query responses from the
emulator is close to that of the server and hence the error bounds of the PCP theorem
apply with some small slack. Recall that N is the length of the PCP proof string and
let [N ] represent {1, 2, . . . , N}. εPCP is the acceptance error of the PCP verifier using
l queries and εPIR is the error probability of the PIR scheme used. Let I1, I2, . . . , Il

be random variables representing the l queries over [N ] asked by the verifier V and
B1, . . . , Bl be the random variables representing the decoded bit responses of the server.
Let P

i1...il
b1...bl

= Pr[B1 = b1 . . . Bl = bl|I1 = i1, . . . , Il = il] be the probability distribution
of the server’s responses to queries where the choice is over the server’s coin flips and
PIR-encodings.

Given the distribution P
i1...il
b1...bl

, we will construct an emulator algorithm which prob-
abilistically (using its own coin flips and independent of the server and queries) chooses
a proof string and answers the queries according to this string. Furthermore, the dis-
tribution induced on the emulator’s responses by this choice of string will be close to
P

i1...il
b1...bl

. We will show that the PCP error bound applies to the emulator’s responses and
thence that the error bound will also apply to the server’s responses but with some addi-
tional slack. Let the emulator have a probability distribution Q on N -bit strings and let
B̃1 . . . B̃l be random variables representing the bits of the proof string chosen according
to Q. Q induces a probability distribution on the emulator’s responses to queries. De-
note this induced distribution by P̃

i1...il
b1...bl

= Pr[B̃1 = b1 . . . B̃l = bl|I1 = i1, . . . , Il = il].
Define εS := maxi1...il,b1...bl |P i1...il

b1...bl
− P̃

i1...il
b1...bl

|. First, we note that the emulator’s prob-
ability of acceptance by the PCP verifier is bounded by εPCP .

CLAIM 1 Pr[V (I1, . . . , Il; B̃1 . . . B̃l) = 1] ≤ εPCP .

Proof: Pr[V (I1, . . . , Il; B̃1 . . . B̃l) = 1] =
∑

D∈{0,1}N Pr[V (I1, . . . , Il; dI1 . . .Il) = 1|D =
d]Pr[D = d] where dIj denotes the Ij-th bit of d. From the PCP Theorem, for all d,
Pr[V (I1, . . . , Il; dI1 . . .Il) = 1] ≤ εPCP . Applying this to the previous equation we get,
Pr[V (I1, . . . , Il; B̃1 . . . B̃l) = 1] ≤ ∑

D∈{0,1}N εPCP Pr[D = d] = εPCP . ut
Next, we note that the server’s probability of acceptance by the Verifier is close to

that of the emulator.

LEMMA 1 Pr[V (I1, . . . , Il; B1 . . . Bl) = 1] ≤ εPCP + 2lεS .

Proof: From the PCP Theorem, Pr[V (I1, . . . , Il; B̃1 . . . B̃l) = 1] ≤ εPCP . Let i1, . . . , il ∈
[N ] be query instances and b1 . . . bl be bit strings. Using conditional probabilities we
can express the LHS as a sum over all query instances and response bit strings. Using
|P̃ i1...il

b1...bl
− P

i1...il
b1...bl

| ≤ εS and collapsing the sums we get, Pr[V (I1, . . . , Il; B1 . . . Bl) =
1] ≤ Pr[V (I1, . . . , Il; B̃1 . . . B̃l) = 1] + εS

∑
I1...Il

∑
b1...bl

≤ εPCP + 2lεS . ut
Next, we show the existence of an emulator whose response distribution is close to

the server’s. Note mere proof of existence suffices.

LEMMA 2 There exists an “emulator” algorithm such that εS ≤ εPIR · 2O(l log l).

For clarity of exposition, we write the proof using only 3-tuple queries and provide the
calculation for l > 3 queries at the end. First, we make a simple claim which follows
from the fact that the client chooses a random permutation of the 3-query, hence the
server strategy has to be oblivious of the order of elements within the 3-tuple. Thus,
w.l.o.g. we only need to consider the distributions P i,j,k where 1 ≤ i < j < k ≤ N .
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CLAIM 2 For all permutations σ on {1, 2, 3} and all 3-tuples i1, i2, i3, and all decodings
b1, b2, b3, P i1,i2,i3

b1,b2,b3
= P

iσ(1),iσ(2),iσ(3)
bσ(1),bσ(2),bσ(3)

.

We want an emulator whose probability distribution Q over N -bit strings is consis-
tent with the distribution of the server’s responses. Formally, if Q

[N ]|i1i2i3
b1b2b3

is the prob-
ability distribution induced by Q on indices i1, i2, i3, then we want ∀i1, i2, i3, b1, b2, b3

Q
[N ]|i1,i2,i3
b1b2b3

= P i1i2i3
b1b2b3

to be true. What we will actually show that there is a emulator

for which this is true with small error, i.e. maxi1i2i3,b1b2b3 |Q[N ]|i1i2i3
b1b2b3

− P i1i2i3
b1b2b3

| ≤ εS .
To show the existence of such an emulator, we write out the equations that the above
equality implies on the actual proof strings that Q is over.

Construct matrix A with 23
(

N
3

)
rows and 2N columns as follows: the rows of A

are labeled by the different query-response tuples rijk
b1,b2,b3

and the columns are labeled
by the 2N possible N -bit strings. Let B be the vector of 8

(
N
3

)
of values P i,j,k

b1,b2,b3
from

the server’s strategy. Let x be the probability vector with 2N entries where xi is the
probability that the i-th N bit string is chosen as the database. To prove Lemma 2, it
is enough to show that the system Ax = B can be solved for the probability vector x.
Any such solution can be used for the distribution Q.

For clarity, we label the 8
(

N
3

)
rows of matrix A in lexicographic order over the tuples

and in increasing order of weight over bit strings r123
000, r123

001, r123
010, r123

100, r123
011 . . .rN−2,N−1,N

111
and the 2N columns of matrix A by subsets of [N ] enumerated in lexicographic order.
That is, let ∅, {1}, {2}, . . . , {N}, {1, 2}, {1, 3}, . . . , {N −1, N}, . . . , {1, . . . , N} represent
the labels of the columns of A in order. Now we can describe how the elements of A
can be filled: let I = ri,j,k

b1b2b3
be the label of the row in question and let Ri,j,k

b1b2b3
be the

actual vector. Let J ⊂ {1, . . . , N} be the label of the column, then set A[I, J ] = 1 if
DJ [I] = 0, i.e. if the J-th string has a zero in its I-th position. Clearly, if there is a
solution x which is a probability distribution on N -bit strings, then the emulator using
this distribution can generate the same distribution as the server on query-response
tuples.

In order to prove that a solution exists, we now define a series of row transformations
on A in lexicographic order. For the first row R123

000 there is no change. For the next
row, r123

001, we add the previous row to this one. That is, the second row with label r123
001

is now R123
000 + R123

001. Define Ri,j
0,0 as the N bit vector which is defined as: Ri,j

0,0[l] = 1 if
the l-th column label contains i and j. Note that Ri,j,k

0.0.0 and Ri,j,k
0,0,1 can not both be 1

in any index. Hence, the row with label r123
001 has the row R12

00. Next, for the row with
label r123

010, we add the row labeled r123
000 to get the row R13

00 and similarly, for the row
labeled r123

100. Finally, for the rows labeled r123
011 we add the rows labeled r123

000, r123
001 and

r123
010. Defining Ri

0 as the vector with 1 in all the positions where the i-th bit is 1, we
note that the row labeled r123

011 has the row R1
0. Analogously, we transform the rows

labeled r123
101 to R2

0 and r123
110 to R3

0. Finally, the row labeled r123
111 can be transformed to

the all 1’s vector by adding to it all the previous rows. Next in the lexicographic order
are the rows labeled r124

000 through r124
111. We follow the same procedure outlined above

for these rows to get the rows R124
000, . . . , R

4
0,1. Since every one of the 8

(
N
3

)
rows in the

matrix has a label of one of these forms we can carry out this procedure for all the
rows of A to give us a new matrix A′.

In order that the solutions to the system Ax = B remain unchanged when we
transformed A to A′, we have to perform the same set of row operations on B. To start
with, consider B123

001 . To be consistent with A, we add B123
001 to give B

123|12
00 . Similarly,

we add B123
000 to B123

010 . Let this sum be called B
123|13
00 and analogously for B

123|23
00 . Next,

for B123
011 , we add B123

000 , B123
001 and B123

010 to get B
123|1
0 . Similarly, we get B

123|2
0 and B

123|3
0 .

Finally, replace B123
111 by the sum of all the eight quantities i.e.

∑
b1b2b3

B123
b1b2b3

. Follow
this procedure for all the values of B to give a new vector B′.
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CLAIM 3 The systems Ax = B and Ax′ = B′ have exactly the same set of solutions.

Proof: We can write the row transformations that we have performed as a matrix T
that left multiplies both sides. Since we have performed the same transformations on
B as on A, we get TAx = TB. Trivially, T is an invertible matrix. ut

Now, we proceed to show that the system A′x = B′ is solvable , i.e. there is at least
one solution which is a probability. As is obvious from the construction of A′, all rows
are duplicated many times. Hence A′ is not full rank and we have to show that B′ is
in the column space of A′. We do this by collecting all the unique rows and reordering
the rows of matrix A′ so that it becomes upper triangular. Since, we want A′ to be
upper triangular, we must dovetail the row order to the column order that we have
already established. Hence, we list the rows in the following order now: the first row
will be the vector R∅

∅ which is the all ones vector. Next, we list in order Ri
0, i = 1, . . . , N

(only one copy each). Consider the elements of the row R1
0. Recall that the columns

of A′ (as were the columns of A) are labeled as ∅, {1}, {2}, . . . , {N}, {1, 2}, . . .. Hence,
R1

0 is of the form 0, 1, . . . whereas R2
0 has the form 0, 0, 1, . . . and so on. Next, we list

in order one copy each of Ri,j
00 . Similarly, R1,2

0,0 will have N + 1 leading zeros and then
a 1 in the column labeled {1, 2}. One can similarly write the elements of the rows of
the form Ri,j,k

0,0,0. We have accounted for l = 1 +
(

N
1

)
+

(
N
2

)
+

(
N
3

)
rows and by listing

the rows in this order gives an upper triangular part of A′. To preserve equivalence,
we have to reorder the elements of B′ in the same way. The first element of B′ is
1. The second element in B′ (corresponding to row R1

0) is P
123|1
0 . Similarly, the next

N −1 elements are P
123|2
0 through P

N−2,N−1,N|N
0 . The next set of elements are P

123|12
00

through P
N−2,N−1,N|N−1,N
00 followed by P 123

000 through P N−2,N−1,N
000 .

The remaining 8
(

N
3

)
− (1 +

(
N
1

)
+

(
N
2

)
+

(
N
3

)
) rows are all duplicates of the rows in

the upper triangle since our transformation from A to A′ transformed all the rows. For
example, the row Rij

00 will be repeated N − 2 times, once for every k ∈ [N ], k 6= i 6= j.
Similarly, Ri

0 will be repeated once for every pair j, k ∈ [N ], i 6= j 6= k. This gives us
an easy construction of the left null space LA′ of A′. For every i-th row not in the
upper triangle, we know that it is a duplicate of some j-th row in the upper triangle.
We can construct a vector in LA′ which has a 1 in the i-th position and −1 in the j-th
position. This construction describes all the vectors in LA′ . Now, it is sufficient that B′

be orthogonal to all the vectors in LA′ , i.e. ∀y ∈ LA′(y, B′) = 0. By our construction,
every such y has a −1 in one of the first t elements and a +1 in one of the remaining
positions. This gives us the following equality constraints between elements of B′. The
duplicates of the rows in A′ of the form Ri,j

00 give constraints of the form:

∀i, j, k, k′ ∈ [N ], i 6= j 6= k 6= k′, P ijk
000 + P ijk

001 = P ijk′
000 + P ijk′

001 .

All the duplicate rows in A′ of the form Ri
0 give constraints of the form

∀i, j, j′, k, k′ ∈ [N ], i 6= j 6= j′ 6= k 6= k′

P ijk
000 + P ijk

001 + P ijk
010 + P ijk

011 = P ij′k′
000 + P ij′k′

001 + P ij′k′
010 + P ij′k′

011 .

Hence, if these constraints are true on B′ then B′ is in the column space of A′.
Define projections of the probability distributions P i1i2i3 as follows. Let P

i1i2i3|i1i2
b1b2

= P i1i2i3
b1b20 + P i1i2i3

b1b21 . Similarly, define projections of the form P i1
0 . The following claim

follows from the assumption of zero error probability for PIR. It says that the server’s
response on a particular query index cannot depend on the tuple.

CLAIM 4 Let t be any single query or two query indices and let s and s′ be any three-
query tuples containing t. Then, if εPIR = 0, P s|t = P s′|t.
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By the claim above, projection probabilities are well defined. Let P i1,i2 := P s|i1,i2

for any s which contains i1 and i2. Likewise, P i1 is defined analogously.

LEMMA 3 The system A′x = B′ yields a valid set x of probabilities on N -bit strings
when εPIR = 0.

Proof: We have shown above that the system A′x = B′ has a solution when B′ satisfies
the projection constraints above. Indeed, that these constraints are satisfied follows
immediately from the assumption of zero-error PIR. However, we still have to ensure
that the solutions we have are probabilities. The first row ensures that all the elements
of the solution vector sum up to 1. However, it is not obvious that the elements are
non-negative. To see this, we break the solution to the upper triangular system into
blocks. An (i, j) block is a subset of rows consisting of the row Ri,j

00 and all rows of
the form Rijk

000. Note that P ijk
000 is already non-negative since it is a given probability.

The constraints on P ij
00 imply that P ij

00 = P ijk
000 + P ijk

001 for all k 6= i 6= j. Furthermore,
the rows Rij

00 has no common 1 positions with any row except rows of the form Rijk
00∗.

From this we can infer that a non-negative solution exists in this block. We can follow
the same argument for all such (i, j) blocks since they are independent. Finally, by an
analogous argument, it can be shown that the i blocks can be solved with non-negative
solutions as well. ut

It now remains to consider the case of εPIR > 0. First, we note that permutations of
a query do not give any advantage to the adversary since we chose a random permuta-
tion of any query. However, the projection constraints may not hold exactly, and hence
existence of a solution to A′x = B′ is not a given. A PIR scheme with εPIR > 0 implies
that the projection constraints are satisfied with error bounded by εPIR. That is, for
example, ∀i 6= j 6= k 6= k′ ∈ [N ] |P ijk

000 + P ijk
001 − (P ijk′

000 + P ijk′
001 )| ≤ εPIR. The following

lemma shows that there is a solution P̃ that satisfies all the projection constraints and
is close to the given probabilities P .

LEMMA 4 There exists a probability vector P̃
i1...il
b1...bl

such that the system Ax = P̃ is

solvable and maxi1...il,b1...bl |P ijk
bibjbk

− P̃ ijk
bibjbk

| ≤ 2O(l log l)εPIR.

Proof: To create the vector P̃ of probabilities we first compute P̄ ij
00 := 1

N−2

∑
k 6=i6=j

P̃
ijk|ij
00 where P̃

ijk|k
bibj

:= P̃
ijk|k
bibj0 + P̃

ijk|k
bibj1 . Similarly, P̄ i

0 :=
(

N−1
2

)−1 ∑
k 6=i6=j

P̃
ijk|i
0 with

P̃
ijk|i
0 defined analogously. We now show how to compute P̃ ijk

bibjbk
from these values.

There are 8 values to be calculated P̃ ijk
000 through P ijk

111 . Start with P ijk
000 = P ijk

000 . Given
the values P̄ ij

00 and P̄ i
0 we can compute all the P̃ ijk

bibjbk
such that they satisfy the pro-

jection constraints exactly as follows. P̃ ijk
001 := P̄ ij

00 − P̃ ijk
000 . Similarly, we can compute

P̃ ijk
010 := P̄ ik

00 − P̃ ijk
000 and P̃ ijk

100 := P̄ jk
00 − P̃ ijk

000 . Then, P̃ ijk
011 := P̄ i

0 − (P̃ ijk
000 + P̃ ijk

001 + P̃ ijk
010)

and so on. Finally, we have to show that the probabilities P̃ are within some ε of P .
We can compute the distance by tracing the computation path of these probabilities
above. The error bound depends on the number of queries l asked and so we state this
last bound in terms of l.

CLAIM 5 For any client making l queries, there exists a probability vector P̃ satisfying
the projection constraints such that for all i1, . . . , il and b1 . . . bl, |P i1...il

b1...bl
− P̃

i1...il
b1...bl

| ≤
2O(l log l)εPIR.

This claim completes the proof of Lemma 2. We omit the simple proof for lack of space.
Proof of Theorem 1: Given a cheating server whose acceptance probability for a lan-
guage L ∈ NP is ≥ εPCP , using Lemmas 1 and 2, there is an emulator whose acceptance
probability is ≥ εPCP + εPIR · 2O(l log l). εPCP is already negligible by assumption. The
second term can be made negligible by increasing the security parameter in the PIR
scheme by a poly-logarithmic factor. ut
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6 Extensions and Further Results

We briefly sketch the proof of Theorem 2. It is straightforward to see that Theorem 2
carries all the properties of Theorem 1 using essentially the same proof (i.e. showing
that one can construct probability distribution on databases which will pass PCP
theorem) but converting the PCP proof into a ZKPCP proof and using PIR instead of
SPIR. To prove witness-indistinguishability, we now assume that the Prover is honest,
and that there is a poly-bounded Verifier who wants to distinguish witness w1 from
witness w2. SPIR guarantees that the verifier will not be able to read more than allowed
by our protocol logO(1) N bits and by the properties of ZKPCP the bits retrieved are
computationally indistinguishable for w1 and w2. Hence, if the Verifier can distinguish
this violates either SPIR security or the zero-knowledge property of ZKPCP [17]. This
sketch will be elaborated in the full version of the paper.

The proof of Theorem 1 also has implications for one-round multi-prover proof sys-
tems in the information-theoretic setting. Notice that we show in Theorem 1 how to
combine PIR protocols with PCP in one round. In the multi-prover setting, information-
theoretic implementations of PIR are known [5,1] with small communication complex-
ity. Our theorem provides an alternative way to reduce the communication complexity
in the multi-prover setting: all provers can write down a PCP proof on their work
tapes, and then the communication complexity is simply the cost of retrieving poly-
logarithmic number of bits using information-theoretically secure PIR protocols. So far,
the best bounds known for retrieving a single bit using info-theoretic PIR with only
two provers is O(N

1
3 ) [5]. Thus, our approach gives an inferior result to [10]. However,

our technique works with any multi-database PIR protocol and thus an improvement
in information-theoretic PIR protocols would improve the communication complexity
in our approach. We remark as an aside that our results also hold in the setting of
universal service provider PIR [8].

Note that our “emulation” technique is not PCP-specific. More specifically, any
adversary who does not answer PIR queries honestly can be emulated (with small
error) by an algorithm that flips coins independently of the PIR encodings to choose a
database which it then uses to answer the queries honestly.

We also wish to point out that the same Verifier’s message can be used for multiple
proofs to multiple provers, and they all can be checked for correctness (with the same
error probability) without any additional messages from the verifier. As long as the
Verifier does not reveal any additional information about his private key or whether
he accepted or rejected each individual input, the error probability holds.
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Abstract. A new unfolding approach to LTL model checking is pre-
sented, in which the model checking problem can be solved by direct
inspection of a certain finite prefix. The techniques presented so far re-
quired to run an elaborate algorithm on the prefix.

1 Introduction

Unfoldings are a partial order technique for the verification of concurrent and dis-
tributed systems, initially introduced by McMillan [11]. They can be understood
as the extension to communicating automata of the well-known unfolding of a
finite automaton into a (possibly infinite) tree. The unfolding technique can be
applied to systems modelled by Petri nets, communicating automata, or process
algebras [4,3,10]. It has been used to verify properties of circuits, telecommuni-
cation systems, distributed algorithms, and manufacturing systems [1].

Unfoldings have proved to be very suitable for deadlock detection and invari-
ant checking [11]. For these problems, one first constructs a so-called complete
prefix [4], a finite initial part of the unfolding containing all the reachable states.
This prefix is at most as large as the state space, and usually much smaller (often
exponentially smaller). Once the prefix has been constructed, the deadlock de-
tection problem can be easily reduced to a graph problem [11], an integer linear
programming problem [12], or to a logic programming problem [8].

In [2,7] and [17,16], unfolding-based model checking algorithms have been
proposed for a simple branching-time logic and for LTL, respectively. Although
the algorithms have been applied with success to a variety of examples, they are
not completely satisfactory: After constructing the complete prefix, the model
checking problem cannot be yet reduced to a simple problem like, say, finding
cycles in a graph. In the case of LTL the intuitive reason is that the infinite
sequences of the system are “hidden” in the finite prefix in a complicated way.
In order to make them “visible”, a certain graph has to be constructed. Unfor-
tunately, the graph can be exponentially larger than the complete prefix itself.
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Niebert has observed [13] that this exponential blow-up already appears in a sys-
tem of n independent processes, each of them consisting of an endless loop with
one single action as body. The complete prefix has size O(n), which in principle
should lead to large savings in time and space with respect to an interleaving
approach, but the graph i s of size O(2n), i.e. as large as the state space itself.

In this paper we present a different unfolding technique which overcomes this
problem. Instead of unrolling the system until a complete prefix has been gener-
ated, we “keep on unrolling” for a while, and stop when certain conditions are
met. There are two advantages: (i) the model checking problem can be solved by
a direct inspection of the prefix, and so we avoid the construction of the possibly
exponential graph; and, (ii) the algorithm for the construction of the new prefix
is similar to the old algorithm for the complete prefix; only the definition of a
cut-off event needs to be changed. The only disadvantage is the larger size of the
new prefix. Fortunately, we are able to provide a bound: the prefix of a system
with K reachable states contains at most O(K2) events, assuming that the sys-
tem is presented as a 1-safe Petri net or as a product of automata1. Notice that
this is an upper bound: the new prefix is usually much smaller than the state
space, and in particular for Niebert’s example it grows linearly in n.

The paper is structured as follows (for detailed definitions and proofs see
the full version [5]). Section 2 presents the automata theoretic approach to LTL
model checking. In Sect. 3 the unfolding method is introduced. Sections 4 and
5 contain the tableau systems for the two subproblems. In Sect. 6 we show how
LTL model checking can be solved with the presented tableau systems. In Sect. 7
we conclude and discuss topics for further research.

2 Automata Theoretic Approach to Model Checking LTL

Petri nets. We assume that the reader is familiar with basic notions, such as
net, preset, postset, marking, firing, firing sequence, and reachability graph. We
consider labelled nets, in which places and transitions carry labels taken from a
finite alphabet L, and labelled net systems. We denote a labelled net system by
Σ = (P, T, F, l, M0), where P and T are the sets of places and transitions, F is
the flow function F : (P × T ) ∪ (T × P ) → {0, 1}, l: P ∪ T → L is the labelling
function, and M0 is the initial marking.

We present how to modify the automata theoretic approach to model check-
ing LTL [15] to best suit the net unfolding approach. For technical convenience
we use an action-based temporal logic instead of a state-based one, namely the
linear temporal logic tLTL′ of Kaivola, which is immune to the stuttering of in-
visible actions [9]. With small modifications the approach can also handle state
based stuttering invariant logics such as LTL-X. Given a finite set A of actions,
and a set V ⊆ A of visible actions, the abstract syntax of tLTL′ is given by:

ϕ ::= > | ¬ϕ | ϕ1 ∨ ϕ2 | ϕ1 U ϕ2 | ϕ1 Ua ϕ2, where a ∈ V

1 More precisely, the number of non-cut-off events is at most O(K2).
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Formulas are interpreted over sequences of Aω. The semantics of ϕ1 U ϕ2 is
as expected. Loosely speaking, a sequence w satisfies ϕ1 Ua ϕ2 if ϕ1 holds until
the first a in w, and then ϕ2 holds2.

Given a net system Σ = (P, T, F, l, M0), where the transitions of T are la-
belled with actions from the set A, and a formula ϕ of tLTL′, the model checking
problem consists of deciding if all the infinite firing sequences of Σ satisfy ϕ.

The automata theoretic approach attacks this problem as follows. First, a
procedure similar to that of [6] converts the negation of ϕ into a Büchi automaton
A¬ϕ over the alphabet Γ = V ∪{τ}, where τ 6∈ A is a new label used to represent
all the invisible actions. Then, this automaton is synchronized with Σ on visible
actions (see [5] for details). The synchronization can be represented by a new
labelled net system Σ¬ϕ containing a transition (u, t) for every u = q

a−−−→ q′ in
A¬ϕ and for every t ∈ T , such that l(t) = a and a ∈ V , plus other transitions for
the invisible transitions of Σ. We say that (u, t) is an infinite-trace monitor if q′

is a final state of A¬ϕ, and a livelock monitor if the automaton A¬ϕ accepts an
infinite sequence of invisible transitions (a livelock) with q′ as initial state. The
sets of infinite-trace and livelock monitors are denoted by I and L, respectively.
An illegal ω-trace of Σ¬ϕ is an infinite firing sequence M0

t1t2...−−−−−−→ such that
ti ∈ I for infinitely many indices i. An illegal livelock of Σ¬ϕ is an infinite firing

sequence M0
t1t2...ti−−−−−−−→ M

ti+1ti+2...−−−−−−−−−→ such that ti ∈ L, and ti+k ∈ (T \ V )
for all k ≥ 1. We have the following result:

Theorem 1. Let Σ be a labelled net system, and ϕ a tLTL′-formula. Σ |= ϕ if
and only if Σ¬ϕ has no illegal ω-traces and no illegal livelocks.

The intuition behind this theorem is as follows. Assume that Σ can execute
an infinite firing sequence corresponding to a word w ∈ (V ∪ {τ})ω violating ϕ
(where ‘corresponding’ means that the firing sequence executes the same visible
actions in the same order, and an invisible action for each τ). If w contains
infinitely many occurrences of visible actions, then Σ¬ϕ contains an illegal ω-
trace; if not, it contains an illegal livelock.

In the next sections we provide unfolding-based solutions to the problems
of detecting illegal ω-traces and illegal livelocks. We solve the problems in an
abstract setting. We fix a net system Σ = (P, T, F, M0), where T is divided into
two sets V and T \V of visible and invisible transitions, respectively. Moreover, T
contains two special subsets L and I. We assume that no reachable marking of Σ
concurrently enables a transition of V and a transition of L. We further assume
that M0 does not put more than one token on any place. In particular, when
applying the results to the model checking problem for tLTL′ and Petri nets, the
system Σ is the synchronization Σ¬ϕ of a Petri net and a Büchi automaton, and
it satisfies these conditions. We use as running example the net system of Fig. 1.
We have V = {t6}, I = {t1}, and L = {t2}. The system has illegal ω-traces (for
instance, (t1t3t4t6t7)ω), but no illegal livelocks.

2 Kaivola’s semantics is interpreted over A∗∪Aω, which is a small technical difference.
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Fig. 1. A net system

3 Basic Definitions on Unfoldings

In this section we briefly introduce the definitions we need to describe the un-
folding approach to our two problems. More details can be found in [4].

Occurrence nets. Given two nodes x and y of a net, we say that x is causally
related to y, denoted by x ≤ y, if there is a path of arrows from x to y. We say
that x and y are in conflict, denoted by x#y, if there is a place z, different from
x and y, from which one can reach x and y, exiting z by different arrows. Finally,
we say that x and y are concurrent, denoted by xco y, if neither x ≤ y nor y ≤ x
nor x#y hold. A co-set is a set of nodes X such that x co y for every x, y ∈ X.
Occurrence nets are those satisfying the following three properties: the net, seen
as a graph, has no cycles; every place has at most one input transition; and, no
node is in self-conflict, i.e., x#x holds for no x. A place of an occurrence net is
minimal if it has no input transitions. The net of Fig. 2 is an infinite occurrence
net with minimal places a, b. The default initial marking of an occurrence net
puts one token on each minimal place an none in the rest.

Branching processes. We associate to Σ a set of labelled occurrence nets, called
the branching processes of Σ. To avoid confusions, we call the places and transi-
tions of branching processes conditions and events, respectively. The conditions
and events of branching processes are labelled with places and transitions of Σ,
respectively. The conditions and events of the branching processes are subsets
from two sets B and E , inductively defined as the smallest sets satisfying:

– ⊥ ∈ E , where ⊥ is an special symbol;
– if e ∈ E , then (p, e) ∈ B for every p ∈ P ;
– if ∅ ⊂ X ⊆ B, then (t, X) ∈ E for every t ∈ T .

In our definitions we make consistent use of these names: The label of a
condition (p, e) is p, and its unique input event is e. Conditions (p, ⊥) have no
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input event, i.e., the special symbol ⊥ is used for the minimal places of the
occurrence net. Similarly, the label of an event (t, X) is t, and its set of input
conditions is X. The advantage of this scheme is that a branching process is
completely determined by its sets of conditions and events. We make use of this
and represent a branching process as a pair (B, E).

Definition 1. The set of finite branching processes of a net system Σ with the
initial marking M0 = {p1, . . . , pn} is inductively defined as follows:

– ({(p1,⊥), . . . , (pn,⊥)}, ∅) is a branching process of Σ.3
– If (B, E) is a branching process of Σ, t ∈ T , and X ⊆ B is a co-set labelled

by •t, then ( B ∪{(p, e) | p ∈ t•} , E ∪{e} ) is also a branching process of Σ,
where e = (t, X). If e /∈ E, then e is called a possible extension of (B, E).

The set of branching processes of Σ is obtained by declaring that the union
of any finite or infinite set of branching processes is also a branching process,
where union of branching processes is defined componentwise on conditions and
events. Since branching processes are closed under union, there is a unique max-
imal branching process, called the unfolding of Σ. The unfolding of our running
example is an infinite occurrence net. Figure 2 shows an initial part. Events and
conditions have been assigned identificators that will be used in the examples.
For instance, the event (t1, {(p1,⊥)}) is assigned the identificator 1.
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Fig. 2. The unfolding of Σ

3 This is the point at which we use the fact that the initial marking is 1-safe.
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Configurations. A configuration of an occurrence net is a set of events C satis-
fying the two following properties: C is causally closed, i.e., if e ∈ C and e′ < e
then e′ ∈ C, and C is conflict-free, i.e., no two events of C are in conflict. Given
an event e, we call [e] = {e′ ∈ E | e′ ≤ e} the local configuration of e. Let
Min denote the set of minimal places of the branching process. A configura-
tion C of the branching process is associated with a marking of Σ denoted by
Mark(C) = l((Min ∪ C•) \ •C).

In Fig. 2, {1, 3, 4, 6} is a configuration, and {1, 4} (not causally closed) or
{1, 2} (not conflict-free) are not. A set of events is a configuration if and only
if there is one or more firing sequences of the occurrence net (from the default
initial marking) containing each event from the set exactly once, and no fur-
ther events. These firing sequences are called linearisations. The configuration
{1, 3, 4, 6} has two linearisations, namely 1 3 4 6 and 3 1 4 6. All linearisations lead
to the same reachable marking. For example, the two sequences above lead to the
marking {p1, p7}. By applying the labelling function to a linearisation we obtain
a firing sequence of Σ. Abusing of language, we also call this firing sequence a
linearisation. In our example we obtain t1t3t4t6 and t3t1t4t6 as linearisations.

Given a configuration C, we denote by ↑C the set of events e ∈ E, such that:
(1) e′ < e for some event e′ ∈ C, and (2) e is not in conflict with any event of
C. Intuitively, ↑C corresponds to the behavior of Σ from the marking reached
after executing any of the linearisations of C. We call ↑C the continuation after
C of the unfolding of Σ. If C1 and C2 are two finite configurations leading to
the same marking, i.e. Mark(C1) = M = Mark(C2), then ↑C1 and ↑C2 are
isomorphic, i.e., there is a bijection between them which preserves the labelling
of events and the causal, conflict, and concurrency relations (see [4]).

4 A Tableau System for the Illegal ω-Trace Problem

In this section we present an unfolding technique for detecting illegal ω-traces.
We introduce it using the terminology of tableau systems, the reason being that
the technique has many similarities with tableau systems as used for instance
in [18] for model-checking LTL, or in [14] for model-checking the mu-calculus.
However, no previous knowledge of tableau systems is required.

Adequate orders. We need the notion of adequate order on configurations [4]. In
fact, our tableau system will be parametric in the adequate order, i.e., we will
obtain a different system for each adequate order. Given a configuration C of the
unfolding of Σ, we denote by C⊕E the set C∪E, under the condition that C∪E
is a configuration satisfying C ∩ E = ∅. We say that C ⊕ E is an extension of C.
Now, let C1 and C2 be two finite configurations leading to the same marking.
Then ↑C1 and ↑C2 are isomorphic. This isomorphism, say f , induces a mapping
from the extensions of C1 onto the extensions of C2; the image of C1 ⊕ E under
this mapping is C2 ⊕ f(E).

Definition 2. A partial order ≺ on the finite configurations of the unfolding of
a net system is an adequate order if:
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– ≺ is well-founded,
– C1 ⊂ C2 implies C1 ≺ C2, and
– ≺ is preserved by finite extensions; if C1 ≺ C2 and Mark(C1) = Mark(C2),

then the isomorphism f from above satisfies C1 ⊕ E ≺ C2 ⊕ f(E) for all
finite extensions C1 ⊕ E of C1.

Total adequate orders are particularly good for our tableau systems because
they lead to stronger conditions for an event to be a terminal, and so to smaller
tableaux. Total adequate orders for 1-safe Petri nets and for synchronous prod-
ucts of transition systems, have been presented in [4,3].

4.1 The Tableau System

Given a configuration C of the unfolding of Σ, denote by #IC the number of
events e ∈ C labelled by transitions of I.

Definition 3. An event e of a branching process BP is a repeat (with respect
to ≺) if BP contains another event e′, called the companion of e, such that
Mark([e′]) = Mark([e]), and either

(I) e′ < e, or
(II) ¬(e′ < e), [e′] ≺ [e], and #I [e′] ≥ #I [e].

A terminal is a minimal repeat with respect to the causal relation; in other
words, a repeat e is a terminal if the unfolding of Σ contains no repeat e′ < e.
Repeats, and in particular terminals, are of type I or type II, according to the
condition they satisfy.

Events labelled by I-transitions are called I-events. A repeat e with companion
e′ is successful if it is of type I, and [e] \ [e′] contains some I-event. Otherwise
it is unsuccessful.

A tableau is a branching process BP such that for every possible extension
e of BP at least one of the immediate causal predecessors of e is a terminal. A
tableau is successful if at least one of its terminals is successful.

Loosely speaking, a tableau is a branching process which cannot be extended
without adding a causal successor to a terminal. In the case of a terminal of type
I, ↑[e] need not be constructed because ↑[e′], which is isomorphic to it, will be
in the tableau. In the case of a terminal of type II, ↑[e] need not be constructed
either, because ↑[e′] will appear in the tableau. However, in order to guarantee
completeness, we need the condition #I [e′] ≥ #I [e].

The tableau construction is straightforward. Given Σ = (N, M0), where
M0 = {p1, . . . , pn}, start from the branching process ({(p1,⊥), . . . , (pn,⊥)}, ∅).
Add events according to the inductive definition of branching process, but with
the restriction that no event having a terminal as a causal predecessor is added.
Events are added in ≺ order; more precisely, if [e] ≺ [e′], then e is added before
e′. The construction terminates when no further events can be added.
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We construct the tableau corresponding to the net system of Fig. 1 using the
total adequate order of [4].4 All we need to know about this order is that for
the events 4 and 5 in Fig. 2, [4] ≺ [5] holds. The tableau is the fragment of the
unfolding of Fig. 2 having events 16, 17, and 5 as terminals. Events 16 and 17 are
terminals of type I having event 4 as companion. Event 16 is successful because
the set [16] \ [4] = {6, 7, 10, 11, 12, 16} contains an I-event, namely 10. The
intuition behind these terminals is rather clear: a terminal of type I corresponds
to a cycle in the reachability graph. Loosely speaking, the events of [16] \ [4]
correspond to a firing sequence leading from Mark([4]) to Mark([16]), and these
two markings coincide. Since [16] \ [4] contains an I-event, the firing sequence
contains a transition of I, and so we have found an illegal ω-trace. The set [17]\[4]
doesn’t contains any I-event, but ↑[17] need not be constructed, because it is
isomorphic to ↑[4]. Event 5 is a terminal of type II with event 4 as companion
because Mark([4]) = {p6, p7} = Mark([5]), [4] ≺ [5], and 1 = #I [4] ≥ #I [5] = 0.
The intuition is that ↑[5] need not be constructed, because it is isomorphic to
↑[4]. However, this doesn’t explain why the condition #I [e′] ≥ #I [e] is needed.
In [5] we present an example showing that after removing this condition the
tableau system is no longer complete.

Let K denote the number of reachable markings of Σ, and let B denote the
maximum number of tokens that the reachable markings of Σ put in all the
places of Σ. We have the following result:

Theorem 2. Let T be a tableau of Σ constructed according to a total adequate
order ≺.

– T is successful if and only if Σ has an illegal ω-trace.
– T contains at most K2 · B non-terminal events.
– If the transitions of I are pairwise non-concurrent, then T contains at most

K2 non-terminal events.

5 A Tableau System for the Illegal Livelock Problem

The tableau system for the illegal livelock problem is a bit more involved that
that of the illegal ω-trace problem. In a first step we compute a set CP =
{M1, . . . , Mn} of reachable markings of Σ, called the set of checkpoints. This set
has the following property: if Σ has an illegal livelock, then it also has an illegal
livelock M0

t1t2...ti−−−−−−−→ M
ti+1ti+2...−−−−−−−−−→ such that ti ∈ L and M is a checkpoint.

For the computation of CP we use the unfolding technique of [4] or [3]; the
procedure is described in Sect. 5.1.

The tableau system solves the problem whether some checkpoint enables an
infinite sequence of invisible actions. Clearly, Σ has an illegal livelock if and
only if this is indeed the case. For this, we consider the net Ninv obtained from
N by removing all the visible transitions together with their adjacent arcs. We
construct unfoldings for the net systems (Ninv , M1), . . . , (Ninv , Mn), and check
4 We can also take the order of [3], which for this example yields the same results.
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on them if the systems exhibit some infinite behavior. The tableau system is
described in Sect. 5.2.

5.1 Computing the Set of Checkpoints

We construct the complete prefix of the unfolding of Σ as defined in [4] or [3].
In the terminology of this paper, the complete prefix corresponds to a tableau
in which an event e is a terminal if there is an event e′ such that Mark([e′]) =
Mark([e]), and [e′] ≺ [e].

Definition 4. A marking M belongs to the set CP of checkpoints of Σ if M =
Mark([e]) for some non-terminal event e of the complete prefix of Σ labelled by
a transition of L.

Let us compute CP for our example. The complete prefix of Σ coincides
with the tableau for the illegal ω-trace problem. The events labelled by t2, the
only transition of L, are 2 and 11. The corresponding markings are Mark([2]) =
{p2, p4} and Mark([11]) = {p4, p7}. So CP = { {p2, p4}, {p4, p7} }.

5.2 The Tableau System

Let {M1, . . . , Mn} be the set of checkpoints obtained in the first phase. We will
use Σ1, . . . , Σn to denote the net systems (Ninv , M1), . . . , (Ninv , Mn).

Definition 5. Let BP1, . . . ,BPn be branching processes of Σ1, . . . , Σn, respec-
tively. An event e of BP i is a repeat (with respect to ≺) if there is an index
j ≤ i and an event e′ in BP j, called the companion of e, such that Mark([e′]) =
Mark([e]), and either

(I) j < i, or
(II) i = j and e′ < e, or

(III) i = j, ¬(e′ < e), [e′] ≺ [e], and |[e′]| ≥ |[e]|.
A repeat e of BP i is a terminal if BP i contains no repeat e′ < e. Repeats,

and in particular terminals, are of type I, II, or III, according to the condition
they satisfy. A repeat e with companion e′ is successful if it is of type II, and
unsuccessful otherwise.

A tableau is a tuple BP1, . . . ,BPn of branching processes of Σ1, . . . , Σn such
that for every 1 ≤ i ≤ n and for every possible extension e of BP i at least one
of the immediate causal predecessors of e is a terminal. Each BP i is called a
tableau component. A tableau is successful if at least one of its terminals is
successful.

Observe that an event of BP i can be a repeat because of an event that
belongs to another branching process BP j . The definition of repeat depends on
the order of the checkpoints, but the tableau system defined above is sound and
complete for any fixed order. Because the definition of the tableau component
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Fig. 3. The tableau system for the illegal livelock problem

BP i depends only on the components with a smaller index, we can create the
tableau components in increasing i order. Tableau components are constructed
as for the illegal ω-trace problem, using the new definition of terminal.

The tableau for our example is shown in Fig. 3. The names of places and tran-
sitions have been chosen to match “pieces” of the unfolding in Fig. 2. The first
tableau component contains no terminals; the construction terminates because
no event labelled by an invisible transition can be added. In the second compo-
nent, event 12 is a terminal with event 3 in the first component as companion.
The intuition is that we don’t need to unfold beyond 12 in the second component,
because what we construct can be found after 3 in the first component.

Similarly to the case of the illegal ω-trace problem, a terminal of type II
corresponds to a cycle in the reachability graph. Since the transitions of Ninv
are all invisible, such a cycle always originates an illegal livelock, and so terminals
of type II are always successful. For terminals of type III, the intuition is that
↑ [e] need not be constructed, because it is isomorphic to ↑ [e′]. The condition
|[e′]| ≥ |[e]| is required for completeness (see [5]). We have the following result:

Theorem 3. Let T1, . . . , Tn be a tableau of Σ1, . . . , Σn constructed according to
a total adequate order ≺.

– T1, . . . , Tn is successful if and only if Σ contains an illegal livelock.
– T1, . . . , Tn contain together at most K2 · B non-terminal events.

5.3 A Tableau System for the 1-Safe Case

If Σ is 1-safe then we can modify the tableau system to obtain a bound of K2

non-terminal events. We modify the definition of the repeats of type II and III:

(II’) i = j and ¬(e′#e), or
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(III’) i = j, e′#e, [e′] ≺ [e], and |[e′]| ≥ |[e]|.
Theorem 4. Let Σ be 1-safe. Let T1, . . . , Tn be a tableau of Σ1, . . . , Σn con-
structed according to a total adequate order ≺, and to the new definition of
repeats of type II and III.
– T1, . . . , Tn is successful if and only if Σ contains an illegal livelock.
– T1, . . . , Tn contain together at most K2 non-terminal events.

6 A Tableau System for LTL Model Checking

Putting the tableau systems of Sections 4 and 5 together, we obtain a tableau
system for the model checking problem of tLTL′. For the sake of clarity we have
considered the illegal ω-trace problem and the illegal livelock problem separately.
However, when implementing the tableau systems there is no reason to do so.
Since all the branching processes we need to construct are “embedded” in the
unfolding of Σ¬ϕ, it suffices in fact to construct one single branching process,
namely the union of all the processes needed to solve both problems.

Clearly, this prefix contains O(K2 · B) non-terminal events. If the system
is presented as a 1-safe Petri net, then the prefix contains O(K2) non-terminal
events because the following two conditions hold: (i) None of the reachable mark-
ings of the synchronization Σ¬φ enable two I-transitions concurrently. (ii) If the
system is a 1-safe Petri net, then the synchronization Σ¬φ is also 1-safe.

7 Conclusions

We have presented a new unfolding technique for checking LTL-properties. We
first make use of the automata-theoretic approach to model checking: a combined
system is constructed as the product of the system itself and of an automaton
for the negation of the property to be checked. The model checking problem
reduces to the illegal ω-trace problem and to the illegal livelock problem for the
combined system. Both problems are solved by constructing certain prefixes of
the net unfolding of the combined system. In fact, it suffices to construct the
union of these prefixes.

The prefixes can be seen as tableau systems for the illegal ω-trace and the
illegal livelock problem. We have proved soundness and completeness of these
tableau systems, and we have given an upper bound on the size of the tableau.
For systems presented as 1-safe Petri nets or products of automata, tableaux
contain at most size O(K2) (non-terminal) events, where K is the number of
reachable states of the system. An interesting open problem is the existence of
a better tableau system such that tableaux contain at most O(K) events. We
conjecture that it doesn’t exist.

The main advantage of our approach is its simplicity. Wallner’s approach pro-
ceeds in two steps: construction of a complete prefix, and then construction of a
graph. The definition of a graph is non-trivial, and the graph itself can be expo-
nential in the size of the complete prefix. Our approach makes the construction
of the graph unnecessary. The price to pay is a larger prefix.
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Abstract. We consider the problem of reasoning about message based
systems in finite state environments. Two notions of finite state envi-
ronments are discussed: bounded buffers and implicit buffers. The former
notion is standard, whereby the sender gets blocked when the buffer is
full. In the latter, the sender proceeds as if the buffer were unbounded,
but the system has bounded memory and hence “forgets” some of the
messages. The computations of such systems are given as communication
diagrams. We present a linear time temporal logic which is interpreted on
n-agent diagrams. The formulas of the logic specify local properties using
standard temporal modalities and a basic communication modality. The
satisfiability and model checking problems for the logic are shown to be
decidable for both buffered products and implicit products. An example
of system specification in the logic is discussed.

1 Motivation

In distributed systems, the computations of autonomous agents proceed asyn-
chronously and communication is by message passing. When the medium of
communication buffers messages, the sender is assumed to put messages into the
medium and proceed in its computation whereas a receiver may need to wait for
message delivery. This notion that the sender is not blocked is often referred to
as the unbounded buffer abstraction ([LL90]), and is widely used in the design of
agents in distributed systems. In addition, assumptions are made about whether
message delivery is guaranteed or not, about whether messages are delivered in
the order in which they were sent, and so on. Most distributed algorithms work
on variants of such models ([Lyn96]).

While the assumption that buffers are unbounded abstracts away messy de-
tails and hence is welcome, implementations need to work with bounded buffers.
But then, when such a buffer is full, the sender must wait till one of the el-
ements has been removed. We need to modify the original design, and since
each change may cascade a number of changes in the pattern of communication
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between agents, we may end up with deadlock or other disastrous possibilities,
necessitating verification again. Therefore, we would like to have a methodology
whereby systems are developed without reference to buffers, and system prop-
erties are stated without mentioning buffer status, but buffers figure only in the
analysis. In some sense, buffer behaviour should be abstracted as environment
behaviour, where the environment is (hopefully) finite state.

When both the agents in the system and the environment are finite state,
automata-theoretic techniques can be employed in the verification of temporal
properties [MP95]. In this paper, we follow such a framework in the context of
message passing in finite state environments. We consider systems of finite state
automata with communication constraints between them. The computations of
these systems are given as communication diagrams, a slight generalization of
Lamport diagrams [La78] and message sequence charts (MSCs). We study two no-
tions of finite state environments: product of automata defined by bounded buffers
and that defined by implicit buffers. The former notion is standard, whereby the
sender gets blocked when the buffer is full. In the latter, the sender proceeds as
if the buffer were unbounded, but the system has bounded memory and hence
“forgets” some of the messages, or the order in which messages were sent. In our
automaton model, communications are not observable system transitions, but
only define a coupling relation that constrains the possible runs of the system;
this is a departure from the way such systems are typically modelled in process
algebras or net theory.

The diagrams suggest a natural linear time temporal logic in which the for-
mulas specify local properties using standard temporal modalities and a basic
communication modality. The satisfiability and model checking problems for the
logic are shown to be decidable for both buffered products and implicit products.
We illustrate how this logic can be employed in reasoning about message based
systems using a conference coordination example suggested by [MS99], [CNT98].
This system consists of authors who submit papers, reviewers who examine the
papers and a moderator who communicates the results.

A distinct feature of the proposed logic is that it uses local assertions as in
[Ra96]. In the context of bounded buffer products, this means that the logic can-
not force buffers of specific size. Most of the locally based logics in the literature
study systems where communication is only by synchronous means, or, as is the
case with [LRT92], study subclasses of event structures, where the model check-
ing problem is not addressed. The work of [HNW99] does consider the model
checking problem using finite unfoldings of a class of nets, but since they do not
study linearizations of the associated partial order, these difficulties related to
buffers do not arise there.

[AY99] also present results about model checking message passing systems
where the computations are MSCs. The difference is that our approach is dual:
as [AY99] put it neatly, the communicating state machine model (that we study)
is a parallel composition of sequential machines, while the MSC model (that they
discuss) is a sequential composition of concurrent executions.
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2 Communicating Automata

Throughout the paper, we fix n > 0, and study distributed systems of n agents.
We will follow the linguistic convention that the term ‘system’ will refer to
composite distributed systems, and ‘agent’ to component processes in systems.
In any system, the agents are referred to by the indices i, 1 ≤ i ≤ n. We will use
the notation [n] to denote the set {1, 2, . . . , n}.

A distributed alphabet for such systems is an n-tuple Σ̃ = (Σ1, . . . , Σn),
where for each i ∈ [n], Σi is a finite nonempty alphabet of i-actions and for all
i 6= j, Σi ∩ Σj = ∅. The set of system actions is the set Σ′ = {λ} ∪ Σ, where
Σ =

⋃
i

Σi. λ is referred to as the communication action. We will use a, b, c etc

to refer to elements of Σ and τ, τ ′ etc to refer to those of Σ′.

Definition 2.1 A System of n communicating automata (SCA) on Σ̃ is
a tuple S = ((Q1, G1), . . . , (Qn, Gn),→, Init), where for j ∈ [n], Qj is a finite
set of states, Gj ⊆ Qj, Init ⊆ (Q1 × . . .×Qn) and for i 6= j, Qi ∩Qj = ∅. Let
Q =

⋃
i

Qi. →⊆ (Q × Σ′ ×Q) such that if q τ→q′ then either there exists i such

that {q, q′} ⊆ Qi and τ ∈ Σi, or there exist i 6= j such that q ∈ Qi, q
′ ∈ Qj and

τ = λ.

Init contains the (global) initial states of the system and Gj are the (lo-

cal) good states of agent j. We will use the notation •q def= {q′ | q′ λ→q} and
q • def= {q′ | q λ→q′}. The set Q̃ def= (Q1 × . . .×Qn), refers to global states, and
when u = (q1, . . . , qn) ∈ Q̃, u[i] refers to qi.

Note that → above is not a global transition relation, it consists of local
transition relations, one for each automaton, and communication constraints of the
form q

λ→q′, where q and q′ are states of different automata. The latter define a
coupling relation rather than a transition. The interpretation of local transition
relations is standard: when the ith automaton is in state q1 and reads input
a ∈ Σi, it can move to a state q2 and be ready for the next input if (q1, a, q2) ∈→.
The interpretation of the communication constraint is non-standard and depends
only on automaton states, not on input. When q λ→q′, where q ∈ Qi and q′ ∈ Qj ,
it constrains the system behaviour as follows: whenever automaton i is in state
q, it puts out a message whose content is q and intended recipient is j; whenever
automaton j needs to enter state q′, it checks its environment to see if a message
of the form q from i is available for it, and waits indefinitely otherwise. If a
system S has no λ constraints at all, the automata in it proceed asynchronously
and do not wait for each other.

However, computations where every receipt of a message is matched with a
corresponding ‘send’ lead to non-regular behaviour. We therefore constrain the
interpretation of λ constraints to reflect finite environments. The first one we
consider is that of bounded buffers. When q λ→q′, q ∈ Qi, q

′ ∈ Qj , when i needs to
enter state q, it checks whether the bounded buffer constituting the environment
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is full; if it is, then it waits till it is no longer full, then puts in a message q for j
and proceeds. The product construction defined below is designed to reflect this
intuition.

2.1 Bounded Buffers

To keep the presentation simple, we will focus only on 1-buffered runs. (In the next
section, we will see that unit buffers suffice for the logic presented, justifying this
decision.) The product definition below can be generalized for k-buffered runs,
for any k > 0, but becomes technically more involved.

Definition 2.2 Given an SCA S = ((Q1, G1), . . ., (Qn, Gn), →, Init) on Σ̃, the
1-product of the system is defined to be PrS = (X, Ĩ, Ĝ,⇒), where X = Q̃×B,
Ĩ = (Init× {∅}), Ĝ = (G1, . . . , Gn) and B = {B ⊆ ([n] ×Q) | if (i, q) ∈ B then
q 6∈ Qi, and for each i, j, there exists at most one (i, q) ∈ B where q ∈ Qj}.
⇒⊆ (X ×Σ ×X) is defined by: (q1, . . . , qn, B) a⇒(q′

1, . . . , q
′
n, B

′), a ∈ Σi, iff

1. qi
a→q′

i, and for all j 6= i, qj = q′
j.

2. if (•q′
i ∩ Qj) = R 6= ∅, then there exists q ∈ R such that (i, q) ∈ B and

B′ = B − {(i, q)}.
3. if (qi • ∩Qj) 6= ∅, then {(j, q) ∈ B | q ∈ Qi} = ∅ and B′ = B ∪ {(j, qi)}.

A state q ∈ Qi is said to be terminal if {q′ ∈ Qi | q a→q′ for some a ∈ Σi} = ∅.
For w ∈ Σω, we use the notation wdi to denote the restriction of w to Σi.

Computations of S are defined by runs of PrS . We consider only infinite
behaviours in this paper. Let w = a1a2 . . . ∈ Σω. An infinite run ρ = x0x1 . . .

on w is a sequence where for k ≥ 0, xk
ak+1⇒ xk+1. We say that i terminates in ρ

if there exists k such that xk[i] is terminal. ρ is said to be good if for all i ∈ [n],
wdi is infinite or i terminates in ρ. Let Infi(ρ) def= {q ∈ Qi | for infinitely
many k ≥ 0, xk[i] = q}. The run ρ on w is said to be accepting iff ρ is good,
x0 ∈ Ĩ, and for all i, Infi(ρ) ∩Gi 6= ∅. The language accepted by PrS , denoted
L1(S) def= {w ∈ Σω | S has an accepting run on w}. Note that, if PrS has no
infinite runs at all, then L1(S) = ∅. A consequence of the definition of good
runs is that no agent gets stuck because of the buffer condition. Figure 1 gives
a 2-agent system and its 1-buffered product.

Even though we refer to these products as 1-buffered, there are really n(n−1)
unit buffers in the system, one for each pair (i, j), i 6= j, each containing at most
one message. Emptiness checking for an SCA can be done in time linear in the
size of the constructed product. We have:

Lemma 2.3 Given an SCA S of n automata, checking whether L1(S) ?= ∅ can
be done in time kO(n), where k is the maximum of {|Qi| | i ∈ [n]}.
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Fig. 1. 1-buffered product

2.2 Implicit Buffers

We now study an alternative to bounded buffers, based on a more abstract notion
of finite state environment. For this, recall the notion of messages in SCAs: an
edge q λ→q′, with q ∈ Qi and q′ ∈ Qj , represents a constraint on runs; q′ cannot
be visited in the run until q has been visited prior to it. The difficulty comes
when q is visited several times; if each visit is recorded as a message in the buffer,
unless i is made to wait, we require unbounded memory. On the other hand, if
i is in a cycle, should we consider each visit as a new message ? Or, if i cycles
between q0 and q1, is it important for the receiver to know whether the cycle was
entered at q0 or at q1 ? These considerations lead us to the notion of implicit
products of automata in systems below.

Definition 2.4 Given an SCA S = ((Q1, G1), . . ., (Qn, Gn), →, Init) on Σ̃,
the implicit buffered product of the system is defined to be the tuple PrimpS

= (X, Ĩ, Ĝ,⇒), where X = Q̃ × B, Ĩ = (Init × {∅}), Ĝ = (G1, . . . , Gn) and
B = {B ⊆ ([n] ×Q) | if (i, q) ∈ B then q 6∈ Qi}. ⇒⊆ (X ×Σ ×X) is defined by:
(q1, . . . , qn, B) a⇒(q′

1, . . . , q
′
n, B

′), a ∈ Σi, iff

1. qi
a→q′

i, and for all j 6= i, qj = q′
j.

2. if (•q′
i ∩ Qj) = R 6= ∅, then there exists q ∈ R such that (i, q) ∈ B and

B′ = B − {(i, q)}.
3. if (qi • ∩Qj) 6= ∅, then B′ = B ∪ {(j, qi)}.

The language accepted by the system, denoted Limp(S), is defined exactly as
before. Clearly, we have a notion here that’s very different from the previous one.
In fact it is easy to construct an SCA S such that Limp(S) is infinite, but L1(S)
is empty, with the system deadlocked. In implicit buffered products, the sender
is never blocked. However, every agent i can offer a subset of Qi for each j 6= i
as messages in the buffer, and hence the complexity of checking for emptiness is
higher.
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Lemma 2.5 Given an SCA S of n automata, checking whether Limp(S) ?= ∅
can be done in time 2O(kn2), where k is the maximum of {|Qi| | i ∈ [n]}.

3 Lamport Diagrams and a Temporal Logic

The computations of systems of communicating automata can be seen as Lamport
diagrams, which depict local runs and message dependence between them.

Definition 3.1 A Lamport diagram is a tuple D = (E1, . . . , En,≤), where
Ei is the set of event occurrences of agent i, ≤ is a partial order on E def=

⋃
i

Ei

called the causality relation such that: for all i ∈ {1, . . . , n}, Ei is totally ordered
by ≤, and for all e ∈ E, ↓e def= {e′ | e′ ≤ e} is finite.

Since for all e ∈ E, ↓e is finite, ≤ must be discrete. Hence there exists <. ⊂≤,
the immediate causality relation, which generates the causality relation; that is:
for all e, e′, e′′, if e<. e′ and e ≤ e′′ ≤ e′ then e′′ ∈ {e, e′}. We have: ≤= (<. )∗.
When e ∈ Ei, e′ ∈ Ej , i 6= j and e<. e′, we interpret e as the sending of a
message by agent i and e′ its corresponding receipt by j.

Let e ∈ Ei. We can think of ↓e as the local state of agent i when the event
e has just occurred. This state contains the information that i has up till that
instant in the computation, which contains it own local history and that of others
according to the latest communication from them. The empty set corresponds
to the initial state, where no i-event has occurred, and is denoted by εi. Let the
set of all local states of agent i be denoted LCi

def= {εi} ∪ {↓e | e ∈ Ei} and let
LC

def=
⋃
i

LCi. We use d, d′ etc to denote local states. We can extend the <.

relation to local states as follows: let d1 ∈ LCj and d2 ∈ LCi; we say d1<. d2 iff
d1 ⊆ d2 and for all d ∈ LCj , if d ⊆ d2, then d ⊆ d1 as well; that is, d1 is the last
j-local state seen by i at d2.

Given a Lamport diagram D = (E1, . . . , En,≤), a sequentialization of D
is any sequence σ = e0e1 . . . such that E = {e0, e1, . . .} and for all k ≥ 0,
↓ek ⊆ {e0, . . . , ek}; that is, σ is a linear order that respects ≤. Let σ = e0e1 . . . be
a sequentialization of D. We say σ is k-bounded iff the following property holds:
suppose {h1, . . . , hk, hk+1} ⊆ Ei such that h1 ≤ . . . ≤ hk+1, for all l : 1 ≤ l ≤ k,
gl is the j-maximal event in ↓h, where h is any event such that hl ≤ h < hl+1,
and gk+1 is the j-maximal event in ↓hk+1; then gk+1 occurs later than h1 in σ.
It is easy to see that, when k = 1, this is basically the same notion as that of
1-buffered runs studied in the previous section.

3.1 From Runs to Lamport Diagrams

Consider an SCA S; suppose that PrS has an infinite run ρ = x0x1 . . ., on
w = a1a2 . . . ∈ Σω, i.e., for k ≥ 0, xk

ak+1⇒ xk+1. ρ induces a clock function
χ : ([n] × [n] × N) → N which records, for each pair of agents i, j and each
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instance k, the latest instant at which i last heard from the agent j at k. We
define χ(i, j, k) by induction on k. Set χ(i, j, 0) = 0 for all i, j. Suppose χ(i, j, k)
is inductively defined and •ρ(k + 1)[i] ∩ Qj 6= ∅; then, between χ(i, j, k) and
k, there could be many instances l when j could have sent a ‘message’ to i
(ρ[l](j) • ∩Qi 6= ∅). However, since ρ is 1-buffered, l is unique and χ(i, j, k + 1)
is set to l.

The Lamport diagram Dρ associated with ρ is defined as follows. Every
transition xk

ak+1⇒ xk+1 of ρ is recorded as an event (k, k + 1) of Ei in Dρ, where
ak+1 ∈ Σi. The local causal order ≤i of agent i consists of all pairs of the
form ((k, k + 1), (l, l + 1)) such that k ≤ l. For communication edges, define
(m−1,m)<. c(k, k+ 1) iff (m−1,m) ∈ Ej , (k, k+ 1) ∈ Ei, i 6= j and χ(i, j, k) <
χ(i, j, k+ 1) = m. Now we define ≤= ((

⋃
i ≤i) ∪<. c)∗ and it is easy to see that

Dρ is a Lamport diagram. Thus, to each infinite run ρ of PrS , we can associate
a Lamport diagram Dρ.

3.2 A Temporal Logic

We now proceed to define the temporal logic, which we call m-LTL in which
we can reason about local assertions on Lamport diagrams. A crucial aspect
of the logic is the asymmetry in the communication modality: the receiver of
a message gets information about the sender’s past, whereas the sender cannot
access the receiver’s future. This is because, in distributed systems, when we
cannot make any assumptions about relative speeds of processes, the sender
cannot, in general, infer any information about the status of the receiver at the
time of message receipt. On the other hand, local information (like, “I have sent
a message”) can always be maintained using local propositions by the sender.

Fix countable sets of propositional letters (P1, P2, . . . , Pn), where Pi consists
of the atomic local properties of agent i. Let P def=

⋃
i

Pi.

Let i ∈ [n]. The syntax of i-local formulas is given below:

Φi ::= p ∈ Pi | ¬ α | α1 ∨ α2 | © α | α1 U α2 | �j α, j 6= i, α ∈ Φj

Global formulas are obtained by boolean combination of local formulas:

Ψ ::= α@i, α ∈ Φi | ¬ ψ | ψ1 ∨ ψ2

The propositional connectives (∧, ⊃ ,≡) and derived temporal modalities
(3,2) are defined as usual. The formulas are interpreted on Lamport diagrams.
For technical convenience, we consider only infinite behaviours. Formally, models
are pairs of the form M = (D,V ), where D = (E1, . . . , En,≤) is a Lamport
diagram such that E =

⋃
i

Ei is a countably infinite set and V : LC → 2P is the

valuation map such that for d ∈ LCi, V (d) ⊆ Pi.
Let α ∈ Φi and d ∈ LCi. The notion that α holds in the local state d of agent

i in model M is denoted M,d |=i α, and is defined inductively as usual:
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– M,d |=i p iff p ∈ V (d).
– M,d |=i ¬α iff M,d 6|=i α.
– M,d |=i α ∨ β iff M,d |=i α or M,d |=i β.
– M,d |=i ©α iff there exists d′ ∈ LCi such that d<. d′ and M,d′ |=i α.
– M,d |=i αUβ iff ∃d′ ∈ LCi: d ⊆ d′,M, d′ |=i β and ∀d′′ ∈ LCi : d ⊆ d′′ ⊂ d′ :
M,d′′ |=i α.

– M,d |=i �jα iff there exists d′ ∈ LCj such that d′<. d and M,d′ |=j α.

The new modality �jα, asserted by i, says that α held in the last j-local
state visible to i. For global formulas, the corresponding notion is defined only
at initial states, in terms of the notion defined above for local formulas.

– M |= α@i iff M, εi |=i α; M |= ¬ψ iff M 6|= ψ;
M |= ψ1 ∨ ψ2 iff M |= ψ1 or M |= ψ2.

We say that ψ is satisfiable iff there exists a model M such that M |= ψ. We
say that ψ is valid if for every model M , we have M |= ψ.

A typical specification in the logic has the form: (2(p∧�2¬ ‘OK’ ⊃ ©(q ∧
�2 ‘OK’)))@1, which asserts that agent 1 can make a transition from a state
satisfying p into a state in which q holds only after hearing an ‘OK’ from agent
2, and must block otherwise.

3.3 Model Checking

Every (1-buffered) infinite run of an SCA gives rise to a Lamport diagram, and
formulas of m-LTL are interpreted over such diagrams. We are thus in a position
to formulate the problem we began with: can we automatically check that all
runs of a given SCA satisfy a specification ψ in the logic m-LTL ?

To make this precise, we define an interpreted system to be a pair S =
(S, V al), where S = ((Q1, G1), . . ., (Qn, Gn), →, Init) on Σ̃, V al : Q → 2P

such that for all q ∈ Qi, V al(q) ⊆ Pi. Now, every infinite run ρ = x0x1 . . . of S
defines a Lamport diagram Dρ as we have seen above; we define the associated

model Mρ = (Dρ, Vρ), where Vρ(εi)
def= V al(x0[i]), and for all e = (k, k + 1) in

Ei, Vρ(↓e) def= V al(xk+1[i]). It can be easily checked that Vρ is indeed a legal
valuation. We say that an interpreted system S = (S, V al) satisfies a formula
ψ of m-LTL iff for every accepting run ρ of S, the associated model (Dρ, Vρ)
induced by V al and S satisfies ψ. We denote this by S |= ψ.

Theorem 3.2 Let ψ be a m-LTL formula of length m. Satisfiability of ψ over n-
agent Lamport diagrams can be checked in time 2O(mn). Let S be an interpreted
SCA with k being the maximum of {|Qi| | i ∈ [n]}. Then the question S |=? ψ
can be answered in time kO(n).2O(mn).

The theorem is proved by associating a system Sψ over the distributed al-
phabet (2P1 , . . . , 2Pn) with every formula ψ such that L1(Sψ) in some way corre-
sponds exactly to the class of models of ψ. This correspondence is made precise
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as follows: let M |= ψ, where M = (D,V ) and let σ = e1e2 . . . be any 1-bounded
sequentialization of D. Let Propσ = V (↓e1)V (↓e2) . . .. Now, define Lang(ψ) to
be the set of all such Propσ; it is a subset of (2P )ω. Moreover, M defines an
n-tuple < V (ε1), . . . , V (εn) >. Let V̂ (ψ) denote the set of all such tuples. Then
what we do is to associate an interpreted system (Sψ, V alψ) with every formula
ψ such that L1(Sψ) = Lang(ψ) and V alψ(Init) = V̂ (ψ), where Init is the set
of global initial states of S and V al is applied pointwise on it.

Now, checking decidability of a formula amounts to checking whether the
associated system accepts a nonempty language. For model checking, first note
that languages accepted by 1-buffered products are closed under intersection.
Hence, we can check emptiness of the language obtained by the intersection
L1(S) ∩ L1(S¬ψ) and answer accordingly whether the given interpreted system
satisfies ψ or not. (Proof details are available from the authors.)

4 Implicit Buffers

The computations of implicit products cannot be presented as Lamport dia-
grams, since ‘communication edges’ can cross each other now, as they do in sys-
tems where messages are not guaranteed to be delivered in the order in which
they were sent. Moreover, since repeated visits to ‘send’ states are possible with-
out ever visiting corresponding ‘receive’ states, the modelled systems do not pro-
vide guaranteed message delivery either. We now generalize Lamport diagrams
to include these possibilities formally and reinterpret our logic on them.

Definition 4.1 A communication diagram is a tuple C = ((E1,≤1), . . .,
(En,≤n), <c), where for all i ∈ [n], ≤i is a total order on Ei and <c⊂ (E ×E)
where E =

⋃
i

Ei. For i 6= j, Ei∩Ej = ∅ and <c satisfies the following conditions:

1. ≤= (
⋃
i

≤i ∪ <c)∗ is acyclic.

2. If e <c e′ and e ∈ Ei, then e′ /∈ Ei, and
3. For all e ∈ Ei, for each j 6= i, e has at most one <c successor and at most

one <c predecessor in Ej.

Above, we refer to (E,≤) as the poset generated by C.
Given any Lamport diagram D = (E1, . . . , En,≤), the structure defined by

CD = ((E1,≤1), . . ., (En,≤n), <c) is a communication diagram, where ≤i=≤
∩(Ei × Ei) and <c= <. −

⋃
i

≤i. On the other hand, given any communication

diagram C, we can associate a structure DC = (E1, . . . , En,≤) with it, where ≤
is the partial order generated by C. However, there is an important difference
between these classes of diagrams, as the following proposition shows.

Proposition 4.2 Let D, C be as above: DCD
is isomorphic to D. CDC

is iso-
morphic to C only if C satisfies the following condition: for all e1, e2 ∈ Ei,
f1, f2 ∈ Ej, i 6= j, if e1 ≤i e2, e1 <c f1 and e2 <c f2, then f1 ≤j f2.
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Thus communication diagrams generalize Lamport diagrams. We can now
interpret m-LTL on these frames. The notion ↓e now refers to the generated
relation ≤. The only changes are in the semantics of the communication modality.

– Let d ∈ LCi and j 6= i.

M,d |=i �jα iff ∃e ∈ Ei : d = ↓e,∃e′ ∈ Ej : e′ <c e and M, ↓e′ |=j α

– An implicit model is a pair M = (C, V ), where C is a communication diagram
such that E is countable, and V : LC → 2P is the valuation map such that
for d ∈ LCi, V (d) ⊆ Pi.

We now speak of implicit models for a formula, and of a formula being im-
plicitly satisfiable. Note that the �j modality now refers to the presence of an
explicit edge. e′ may be the j-maximal event occurrence in ↓e without e′<. e; in
the earlier semantics such an e′ could witness the truth of �jα at ↓e, but this is
not possible with the semantics presented here.

Given a formula ψ0, we can construct a system Sψ0 in a similar manner as
before. We omit the proof and mention only the results.

Theorem 4.3 Implicit satisfiability of a formula ψ in m-LTL over n-agent com-
munication diagrams can be decided in time 2O(2mn2), where m = |ψ|. Let S be
an interpreted SCA with k being the maximum of {|Qi| | i ∈ [n]}. Then the
question S |=?

imp ψ can be answered in time kO(n).2O(2mn2).

5 A System Specification

In this section we consider a simplified version of a case study [CNT98], [MS99].
The system has five components — two authors (A1 and A2), a moderator M
and two reviewers (R1 and R2). Both authors submit papers to M who passes
them on to both reviewers who review each submission, and send the result
to M . A paper is accepted only if both the reviewers choose to accept it. M
communicates results to authors and there is no direct communication between
authors and reviewers. For simplification we assume that papers are considered
one at a time.

The system is modelled as an SCA given in Figure 2. For simplification, we
have just shown the automata corresponding to A1, M , R1. The λ-constraints
across the system are shown by dotted-directed lines pointing to the send-
ing/receiving states. The λ-constraints associated with the states p′

i and s′
j (of

M and R1 respectively) are symmetric to those associated with the states pi and
sj respectively and hence not mentioned.

A1 submits at state q0 (a λ constraint to state p1 of M), and then waits for
result: accept is state q1 (λ edge from p6 of M), reject is q2, and a positive result
for author is A2 is recorded in q3. M has two symmetric sub-components, one
for A1 and the other for A2. When it gets a submission (state p1), it sends it
to R1 and R2 and waits for the four possible outcomes, one of which is accept
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Fig. 2. Paper review system

(state p2), the rest being reject (states p3 through p5); these are accordingly
communicated in states p6 and p7. R1 is simple: it gets a submission, makes a
binary choice and reverts to waiting.

With each component a set of propositions is associated. The intended mean-
ing of each proposition should be clear from the name. With A1: P1 = {result1,
pl1 = ∅, pl1 = 1, pl1 = 2}. With M : P3 = {wait, proc1, proc2} ∪ {FB i = x |
x ∈ Dec, i = 1, 2} ∪ {R = x | x ∈ Dec} where Dec = {acc, rej, nil}. With R1:
P4 = {ready1, review1(i), decided1(i), OK1(i) | i = 1, 2}. The set of propositions
P2 for author A2 and P5 for reviewer R2 correspond to P1 and P4 respectively.
pli indicates the ‘publication list’ of i. Note that each author keeps a record of
the current list. FBi stands for feedback from i.
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The valuation map is suitably defined from the automaton description. The
following are some examples of local properties expressed in m-LTL, which the
1-buffered product of the system in Figure 2 satisfies.

1. M -formula: 2(proc1 ∧ �1(¬result1 ∧ pl1 = ∅) ⊃
((proc1 ∧ ¬wait)U(R = acc ∨R = rej))))

2. M -formula: 2((proc1 ∧ (R = acc)) ⊃
(�4(decided1(1) ∧ OK 1(1)) ∧ �5(decided2(1) ∧ OK 2(1))))

3. A1-formula: 2(pl1 = 2 ⊃ �3(proc2 ∧R = acc))
4. R1-formula: 2(review1(1) ⊃ �1(¬result1 ∧ pl1 = ∅))

Interestingly, R1 can assert this despite having no direct contact with A1: this
is because it can assert �3�1(¬result1 ∧ pl1 = ∅) above, and by the semantics
of the modality, the use of �1 suffices.
Remark: m-LTL is based on local assertions, and hence the sender of a message
cannot refer to the state of the receiver on receiving the message. However we
can use propositions sij ∈ Pi, i 6= j, whereby i asserts that a message meant for j
has been sent; this is a local property and does not refer to receiver states. The
technical results can be easily extended, and we get additional convenience in
specification. We can also study extensions of the logic with past tense and global
modalities; in the presence of the ‘send’-propositions above, global formulas can
force buffers of specified size in buffered products.
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Abstract. In this paper we introduce two notions of security: multi-user
indistinguishability and multi-user non-malleability. We believe that they
encompass the correct requirements for public key encryption schemes
in the context of multicast communications. A precise and non-trivial
analysis proves that they are equivalent to the former single-user notions,
provided the number of participants is polynomial. We also introduce a
new definition for non-malleability which is simpler than those currently
in use. We believe that our results are of practical significance: especially
they support the use of PKCS#1 v.2 based on OAEP in the multicast
setting.
Keywords: Multicast encryption, semantic security, non-malleability.

1 Introduction

1.1 Motivation

With the growth of wide area networks, cryptographic tools often have to coexist
and perform related computations. This may raise new security concerns. For
example, broadcast encryption has been the subject of several specific attacks,
notably directed against low-exponent RSA [20]. Basically, if e is the common
public exponent, then e encryptions of a given message under different public
keys lead to an easy recovery of the plaintext. Further results by H̊astad [14,22]
and Coppersmith [6,7] proved that “time stamp” variants of broadcast, attaching
time to the message before encryption, can be successfully cryptanalyzed with
e encrypted messages. So far, most known attacks against RSA assume that
related plaintexts have been encrypted to different destinations, which enables
an eavesdropper to take advantage of the strong dependences between the RSA
permutations, although each one is individually one-way.

Despite these attacks, RSA with small exponents is the de facto standard
and multicast encryption is performed in many products by encapsulating a
symmetric key within several RSA encryptions together with side data which
are specific to each receiver. This is precisely the context that we wish to address
and we believe that the related security issues needed to be cleared up in order
to ensure confidence in standard designs that allow multicast encryption such as
PKCS#1. Thus, albeit technical, our research is of practical significance.

U. Montanari et al. (Eds.): ICALP 2000, LNCS 1853, pp. 499–511, 2000.
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1.2 Notions of Security for Encryption

In this paper, we wish to propose notions of security that adequately prevent
the attacks just mentioned. Usually, a security level is analyzed in terms of the
goal and power of an adversary. The ultimate goal that can be achieved is called
invertibility : given a public key and an encryption of m, retrieve the whole plain-
text m. The RSA assumption implies that the basic RSA encryption scheme is
non-invertible. As shown in the above example, the related notion dramatically
collapses in a broadcast attack. In a different context, stronger notions of secu-
rity, have been proposed. Goldwasser and Micali define semantic security [13]
(also called indistinguishability) as the inability for an adversary to distinguish
encryptions of two plaintexts. This requires probabilistic encryption, where each
plaintext has many corresponding ciphertexts, depending on a random parame-
ter. Recent successful attacks against RSA-like cryptosystems [8] based on known
plaintext relations stresses the need for proven schemes achieving semantic se-
curity.

Surprisingly, the relationship between broadcast attacks and the improved
notions of security has not been the subject of specific research, even if known
cryptanalyses seem to fail against semantic security. The motivation of this paper
is to investigate whether semantic security, contrary to invertibility, is robust in
scenarii involving a general notion of multicast. Our first result gives a positive
answer: if one can gain a bit of information by considering a specific set of
multicast encrypted messages, then at least one scheme used for encryption is not
semantically secure. The proof relies on the hybrid technique and is conceptually
simple. It is an independant work of Bellare, Boldyreva and Micali who adressed
the same problem [1].

Next, we develop a similar analysis with the notion of non-malleability, in-
troduced by Dolev, Dwork and Naor [11]. Informally, the notion asserts that,
given a ciphertext, it should be impossible to generate a different ciphertext
so that the respective plaintexts are related. The problem of encrypted bids is
a famous situation where an eavesdropper may try to under-bid a ciphertext
of an unknown amount s, without learning anything about s. This is precisely
what non-malleability tries to prevent. A broadcast scenario may be envisioned
where several recipients collect the bids over a network. The multicast notion
requires that the view of many encrypted messages under different public keys
gives no advantage in producing the encryption of a related plaintext. Again,
we prove that our new definition of multi-user non-malleability is equivalent to
the former single-user notion: no broadcast attack can be performed against a
non-malleable scheme. Here, the reduction is definitely much harder to obtain.
Due to the complex nature of the definitions, involving auxiliary distributions of
plaintexts and binary relations, both issued by the attacker, our previous natural
reduction cannot be applied. The major technical point of the proof relies on a
lemma embedding any distribution into the product of a 2 element-distribution
which leads to a simpler definition of non-malleability. We think that this lemma
may be of independent interest to cryptographers.



Extended Notions of Security for Multicast Public Key Cryptosystems 501

We now discuss the notion of security in terms of the adversary’s power.
Usually, an attacker is a probabilistic polynomial time Turing machine running
in two stages. Firstly, given a public key, it achieves a precomputation stage
and halts. From the output data, a challenge is randomly encrypted and given
to the attacker which performs a second stage of computation. The polynomial
strength of the attacker may be increased by providing him access to a decryption
oracle. Whether the oracle is accessible during the first stage only or during
whole computation leads to three different scenarii. Under a chosen-plaintext
attack the adversary can obtain ciphertexts of his choice, which is meaningless
in the context of public key encryption. Under chosen ciphertext attack [17],
the adversary is allowed to use a decryption oracle during the precomputation
stage only. Lastly, under adaptive chosen ciphertext attack [19], the adversary
is allowed to use a decryption oracle during whole algorithm, with the trivial
restriction that the challenge cannot be asked to the oracle. The latter is the
ideal candidate that one should consider in order to provide the best arguments
for security. In our paper, whenever a theorem is stated, it is assumed that one
of the three contexts given above has been fixed and hence no decryption oracle
is mentioned; potential oracles are preferably viewed as internal parts of the
attacker.

1.3 Outline of the Paper

The rest of the paper is organized as follows. Section 2 gives common defini-
tions and notations for encryption and probabilities. Sections 3 and 4 contain
our analysis of semantic security (which we call indistinguishability) and non-
malleability. Both introduce definitions of these notions in the context of multi-
cast. The conclusion follows in section 5.

2 Definitions and Notations

A public key encryption scheme Π is a triplet (K, E ,D) consisting of three prob-
abilistic polynomial time algorithms.

– K is the key generation algorithm which, given a security parameter k (usu-
ally viewed as a unary input 1k) produces from its random source ω a pair
(pk, sk) of public and secret keys.

– E is the probabilistic encryption algorithm which, given the security param-
eter k, defines a message spaceM such that: for each string x fromM, and
for each valid public key pk, Epk(x) is a string y, called the encryption of x
under pk.

– D is the (deterministic) decryption algorithm. It is required that for every
message x in M and for every pair (pk, sk) output by K, Dsk(Epk(x)) = x.
In all other cases, the output of D is any element of M∪{⊥}. A ciphertext
whose decryption is ⊥ is said to be invalid.
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A real-valued function f(n) is negligible if for any integer k, |f(n)| < n−k for
sufficiently large n.

Given a distribution δ over a finite space Ω, we let Prδ[E] be the probability
of an event E. When δ is omitted, it is implicitly assumed that δ is the uniform
distribution. The support of δ is the set of elements from Ω whose probability
is non zero. Often, a random variable is conveniently defined by the output
distribution of a probabilistic Turing machine. We let y ← TM(x) be the result
y by running TM on input x and random source ω. If S is a finite set then
y ← S is the operation of picking an element uniformly in S.

When considering several encryption schemes Π1, .., Πn and their related
algorithms, we will denote by Kn, En and Dn the algorithms that given an input
vector of n adequate data, output a vector of dimension n whose distribution is
given by the product of the output distributions of K1 × .. × Kn, E1 × .. × En
and D1× ..×Dn respectively. We insist that all encryption schemes need not be
identical.

Our multicast notion enlarges the intuitive definition of broadcast when a
unique plaintext is encrypted. In this paper, we consider a multicast communi-
cation as a set of encryptions of suitably related plaintexts under different public
keys. For example the reader might consider messages containing the name of
the recipient followed by a possibly common text. Formally, a broadcast distribu-
tion of plaintexts is any diagonal distribution whose support is inMn whereas a
multicast distribution of plaintexts is any distribution whose support is in Mn.

3 Indistinguishability

3.1 Single-User Encryption Schemes

Secure encryption should preserve privacy even in the critical context where the
messages are taken from a small set of plaintexts: it should be impossible for an
eavesdropper to distinguish encryptions of distinct values. Such a requirement is
captured by the notion of indistinguishability, also known as semantic security
[13,15]. Examples, secure against chosen plaintext attack, include El Gamal [12]
(based on the decisional Diffie-Hellman assumption [10]), Naccache-Stern [16]
(based on higher residues) and Okamoto-Uchiyama [18] (based on factorization).
Our definition exactly follows [2] and uses the same notations. Indistinguisha-
bility is defined by the advantage of an adversary A = (A1, A2) performing a
sequence of two algorithms.

In a first step, algorithm A1 is run on input of the public key pk and outputs
two plaintexts messages x0 and x1 plus a string s encoding information to be
handled to A2. Next a message from {x0, x1} is chosen at random and encrypted
into a challenge ciphertext y. In a second step, A2 is given the input (y, s) and
has to guess the bit of the plaintext being encrypted. The advantage of A is
measured by the probability that it outputs the correct bit of the challenge. The
scheme is indistinguishable if no adversary obtains an advantage significantly
greater than one would obtain by flipping a coin. The formal definition follows:
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Definition 1. Single-user indistinguishability.
Let Π = (K, E ,D) be an encryption scheme with a security parameter k and let
A = (A1, A2) be an adversary. For k ∈ N, we define the advantage:

AdvA,Π(k) = 2 Pr
[

(pk, sk)← K(1k); (x0, x1, s)← A1(pk); b← {0, 1};
y ← Epk(xb) : A2(s, y) = b

]
− 1

We say that Π is single-user indistinguishable (S-IND) if for every polynomial
time adversary A, AdvA,Π(k) is negligible.

3.2 Multicast Encryption Schemes

In the context of multicast, the usual notion of indistinguishability does not,
by itself, guarantee that no bit of information is leaked when putting together
the encryptions of related messages under different public keys. Our definition
captures this stronger notion of security by giving the adversary the ability
to choose two vectors of plaintexts whose coordinates are plaintext messages
possibly related or even identical. Next, one of the two vectors is chosen at
random and is encrypted coordinatewise with the different public keys. The
final goal of the adversary is to guess which one was encrypted. This is easily
done if a boolean function distinguishes the two vectors of plaintexts and is
computable from the encrypted data. Again our formal definition is in terms
of the advantage of an adversary playing the game just given. In the following,
underlined variables denote vectors of size n; the ith coordinate refers to the ith

cryptosystem.

Definition 2. Multi-user indistinguishability.
Let Π = (K, E ,D) be an encryption scheme with a security parameter k and let
A = (A1, A2) be an adversary. For k, n ∈ N, we define the advantage:

AdvA,Π(k, n) = 2 Pr
[

(pk, sk)← Kn(1k); (x0, x1, s)← A1(pk); b← {0, 1};
y ← Epk(xb) : A2(s, y) = b

]
− 1

We say that Π is multi-user indistinguishable (M-IND) if for every polynomial
time adversary A, AdvA,Π(k, n) is negligible.

3.3 Results

As expected, any multi-user indistinguishable encryption scheme Π is also single-
user indistinguishable. Indeed, if an adversary distinguishes Epk(m0) from Epk

(m1) then it obviously distinguishes two encrypted vectors whose first coordinate
is the encryption of m0 and m1 under the public key pk. Also note that the usual
definition of (single-user) indistinguishability, expressed in [2], is the particular
case of multi-user indistinguishability where n = 1. The following result achieves
equivalence.
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Theorem 1. S-IND⇒M-IND.
If encryption scheme Π is single-user indistinguishable, then it is multi-user
indistinguishable.

Proof. Let A be an adversary attacking Π in the sense of M-IND. We build n
adversaries Bi = (Bi,1, Bi,2)1≤i≤n, as follows:

AlgorithmBi,1(pki):
pk ← (pk1, .., pki, .., pkn)
(x0, x1, s)← A1(pk)
return(x0

i , x
1
i , s)

AlgorithmBi,2(yi, s):
b′ ← {0, 1}
y ← (y1, .., yi, .., yn) with yj = Epkj (xb′

j ) if j < i

yj = Epkj
(xb′

j ) if j > i
b′′ ← A2(y, s)
return b′′

In a first step Bi,1 extends pki to a vector of public keys pk, using (n−1) times the
algorithm K. Then A1 is run with the input pk. The ith pair of plaintext messages
output by A1 is returned, which completes the first part of the algorithm. We
note b the unknown bit of the challenge, i.e. yi = Epki

(xb
i ). In a second step, Bi,2

extends its input yi to a hybrid vector y: the first coordinates of y come from the
encryption of xb′ whereas the last coordinates of y come from the encryption of
xb′ . Bit b′′ output by running A2 on y is returned as an answer to the challenge.

We now compute the advantage of Bi for pk, x0, x1 and s fixed. Let d be
a random bit and let Pri (respectively Pr′

i) be the probability that the initial
adversary A2 successfully guesses the plaintext of the left (respectively right)
part of a hybrid ciphertext formed with i coordinates from xd followed by (n− i)
coordinates from xd:

Pri = Pr
[
d← {0, 1}; c← Epk(ad

1, .., a
d
i , a

d
i+1, .., a

d
n); d′ ← A2(c, s) : d′ = d

]
Pr′

i = Pr
[
d← {0, 1}; c← Epk(ad

1, .., a
d
i , a

d
i+1, .., a

d
n); d′ ← A2(c, s) : d′ 6= d

]
Note that,

Pri + Pr′
i = 1 (1)

We apply Bayes’ theorem, considering the value of the bit b′ randomly chosen
in the algorithm Bi,2:

Pr
[
b← {0, 1}; yi ← Epki

(xb
i ); b′′ ← Bi,2(yi, s) : b′′ = b

]
= 1

2 Pr
[
b← {0, 1}; yi ← Epki(x

b
i ); b′′ ← Bi,2(yi, s) : b′′ = b | b′ = b

]
+ 1

2 Pr
[
b← {0, 1}; yi ← Epki

(xb
i ); b′′ ← Bi,2(yi, s) : b′′ = b | b′ 6= b

]
= 1

2 Pri + 1
2 Pr′

i−1 (2)
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It follows from (1) and (2) that the advantage of Bi is:

AdvBi,Π = 2
( 1

2 Pri + 1
2 Pr′

i−1
)− 1 = Pri−Pri−1

Middle terms cancel in the sum, so that:
n∑

i=1

AdvBi,Π = Prn−Pr0 = AdvA,Π

Consequently, if i is uniformly chosen at random in {1, .., n}, we obtain a re-
duction from a multi-distinguisher attacker A with advantage ε, to a single-
distinguisher attacker B with advantage ε/n. ut

4 Non-malleability

4.1 Single-User Non-malleability

The notion of non-malleability was introduced in [11] and formalized in a dif-
ferent manner in [2]. The main idea is that, given an encrypted message y, an
adversary is unable to output a ciphertext y′ whose decryption is related to the
decryption of y. More precisely, this goes along an interactive experiment with
an adversary A = (A1, A2) which is described below.

The Turing machine A1 is run with input of a public key pk and outputs
the description of a probabilistic polynomial time Turing machine M , and a
string s for further computation. The output of M defines a distribution of
plaintext messages whose support is a set |M | ⊂ M. In the following M refers
to the Turing machine as well as its output distribution. Then a message x is
randomly chosen by running M and its encryption is given to A2. The goal of
A2 is to output a binary relation R over |M |×M and a ciphertext y′ 6= y whose
decryption x′ is related to x according to R. The scheme is non-malleable if for
any adversary the probability that R(x, x′) holds is not significantly better than
the probability that R(x̃, x′) for a random x̃ from M .

For notational convenience we have simplified the definition given in [2]. In
the original paper, the goal of the adversary was to output a vector y′ of t − 1
ciphertexts related to y according to a relation R of arity t. In this case, it is
required that no coordinate of y′ is equal to y. It was also proven that both
definitions were not equivalent. The former could not be reduced to the latter.
In the rest of our paper we will only represent elements y′ with one coordinate so
that no confusion arises with vectors from the broadcast notation. But one can
also build a similar theory of multi-user non-malleability for relations of arity t
by considering the modified ciphertext as a vector of ciphertext vectors y′ and
an appropriate binary relation over |M | ×Mn×(t−1).

Recently, it was shown by Bellare and Sahai [4] that non-malleability (in
any attack model) was equivalent to indistinguishability where the adversary
gets the additional power of “parallel ciphertext attack” (i.e. non adaptive ci-
phertext attack after seeing the challenge encryption). Consequently, our first
result may apply to this notion. However, we followed the standard definition of
non-malleability and proved it may be simplified.
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4.2 Multi-user Non-malleability

Scenarii where it is unclear whether single-non-malleability is enough to ensure
a satisfactory notion of security can be envisioned: for example, the view of
different encryptions under several public keys might give the opportunity for
an adversary to flip one of the encrypted message into its opposite. It is also
not clear that encrypted messages sent to different users may not be exchanged.
Thus, if one wishes to cover the standard context of multicast it is natural to give
an extended notion of security for non-malleability which we now undertake.

The adversary is given n public keys and outputs a probabilistic polynomial
time Turing machine M plus a string s. By running M on a random source
we require that its output defines a distribution of plaintext messages whose
support |M | is inMn. Then, a vector x is randomly chosen by running M , and
its coordinatewise encryption according to the different public keys is given to
A2. The goal of A2 is to output a vector of ciphertexts y′ and a relation R over
|M | × Mn. A is successful if R relates the corresponding decrypted messages.
The formal definition is given below.

Remark. The exact support |M | of M may not be computable in polynomial
time. It is therefore only required that the relation R is defined on a subset of
Mn ×Mn and covers |M | ×Mn.

Definition 3. Multi-user non-malleability.
Let Π = (K, E ,D) be an encryption scheme with security parameter k and let
A = (A1, A2) be an adversary. For k, n ∈ N, we define the advantage:

AdvA,Π(k, n) =
∣∣SuccA,Π(k, n)− SuccA,Π,$(k, n)

∣∣ ,

where

SuccA,Π(k, n) =Pr
[

(pk, sk)←Kn(1k); (M, s)←A1(pk); x←M ; y←Epk(x);

(R, y′)←A2(M, s, y); x′←Dsk(y′) : ⊥6∈ x′ ∧R(x, x′)
]

SuccA,Π,$(k, n)=Pr
[

(pk, sk)←Kn(1k); (M, s)←A1(pk); x, x̃←M ; y←Epk(x);

(R, y′)←A2(M, s, y); x′←Dsk(y′) : ⊥6∈ x′ ∧R(x̃′, x′)
]

with x̃′
i =

{
xi if y′

i = yi

x̃i if y′
i 6= yi

, for each i in {1, .., n}

We say that Π is multi-user non-malleable (M-NM) if for every polynomial time
adversary A whose output is a distribution of plaintexts M and a relation R both
computable in polynomial time then AdvA,Π is negligible.

The motivation to introduce a new variable x̃′ was to restrict the domain
of the random variable x̃ for the coordinates left unchanged by A2. This is the
condition in dimension n of the requirement y′ 6= y in dimension 1, defined in [2].
This rule makes the adversary gain no advantage in partially copying a vector
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of ciphertexts and outputting a relation whose value is true on domains of the
form ((x0, .., ∗), (x0, .., ∗)).

The usual notion of (single-user) non-malleability is the particular case where
n is fixed to 1.

4.3 Results

The next result is the main technical achievement of our paper and leads to a
simplified definition of non-malleability. It claims that the distribution of plain-
texts M can be restricted to an atomic form.

Lemma 1. Atomic non-malleability.
Let Π be an encryption scheme and let A be an adversary attacking Π in the
sense of M-NM. Then there exists another adversary B attacking Π, in the
sense of M-NM such that the distribution of plaintexts that B outputs is always
a uniform distribution of two vectors of plaintexts. Moreover, the running time
of B is that of A plus the running time of the Turing machine M output by A.

Proof. The adversary B = (B1, B2) is defined as follows:

Algorithm B1(pk) Algorithm B2(y, s)
(M, s)← A1(pk) (R, y′)← A2(y, s)
a0 ←M ; a1 ←M return (R, y′)
return ({a0, a1}, s)

Here the description of B2 is identical to A2 except that the relation R is re-
stricted to the set {a0, a1} ×Mn instead of M ×Mn. We first claim that the
input distribution of the ciphertexts is the same for A2 and B2. Indeed, using
Bayes’ theorem and since x has equal probability 1/2 of being a0 or a1, it results
that for all X in M :

Pr
[
a0, a1 ←M ; x← {a0, a1} : x = X

]
= 1

2 Pr
[
a0 ←M : a0 = X] + 1

2 Pr[a1 ←M : a1 = X
]

= Pr [x←M : x = X]

Consequently, SuccB,Π = SuccA,Π . Next, in order to express SuccB,Π,$ we
decorelate x̃ from x, considering its two possible values among {a0, a1}. Using
the notations from definition 3, it holds:

Pr
[
a0, a1 ←M ; x, x̃← {a0, a1} : R(x̃′, x′)

]
= 1

2 Pr
[
a0, a1 ←M ; x, x̃← {a0, a1} : R(x̃′, x′) | x̃ = x

]
+ 1

2 Pr
[
a0, a1 ←M ; x, x̃← {a0, a1} : R(x̃′, x′) | x̃ 6= x

]
= 1

2 Pr
[
a0, a1 ←M ; x← {a0, a1} : R(x, x′)

]
+ 1

2 Pr
[
ã0, a1 ←M : R(ã0′

, a1′)
]
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So, SuccB,Π,$ = 1
2SuccB,Π + 1

2SuccA,Π,$ and AdvB,Π = SuccB,Π − SuccB,Π,$ =
1
2SuccB,Π − 1

2SuccA,Π,$. With the previous result, we conclude

AdvB,Π =
1
2
AdvA,Π

ut
It is easily seen that the definition of single-user non-malleability is the restricted
case of the multi-user non-malleability for n = 1. The equivalence follows from
the next result.

Theorem 2. S-NM⇒M-NM. If encryption scheme Π is single-user non-mallea-
ble, then it is multi-user non-malleable.

Proof. Let A = (A1, A2) be an adversary attacking Π in the sense of multi-user
non-malleability with an advantage ε. Without loss of generality, as was shown in
Lemma 1, we assume that A1 outputs a uniform distribution M of two plaintext
vectors a0 and a1. We will build n Turing machine B1, .., Bn attacking Π in
the sense of single-user non-malleability. For any i ∈ {1, .., n}, the description of
Bi = (Bi,1, Bi,2) is as follows:

Algorithm Bi,1(pki):
pk ← (pk1, .., pki, .., pkn)
(M, s)← A1(pk)
return Mi = {a0

i , a
1
i }

Algorithm Bi,2(ci, s):
b′ ← {0, 1}
c← (c1, .., ci, .., cn) with cj = Epkj

(ab′
j ) if j < i

cj = Epkj
(ab′

j ) if j > i
(c′, R)← A2(c, s)
Ri(ak

i , u) ⇐⇒ R(ak, v) with vi = u
vj = Dskj (c′

j) if j 6= i
return (c′

i, Ri)

As in the previous construction, the first part of the algorithm extends the
input pki into a vector pk and calls the attacker A1 on this data. Without loss
of generality, as was shown in Lemma 1, A1 outputs a distribution M of two
plaintexts a0 and a1. Then both ith coordinates are returned. The algorithm Bi,2
takes as input the ciphertext ci of a plaintext ab

i where b is an unknown bit. We
focus on the way the binary relation Ri over {a0

i , a
1
i }×M is built from the initial

relation R over {a0, a1} ×Mn. Since the expression of the advantage of A only
depends on the decryption of c, we let the ith coordinate free and fix the others to
the decrypted coordinates of c thanks to the knowledge of the related secret keys.
Thus Ri is the section of R on this particular sub-space. Note that, the exact
definition of Ri may be ambiguous in the case where a0

i = a1
i and a0 6= a1. Here,

it is clear that any attacker (even infinitely powerful) obtains a null advantage
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since the encryption of ab
i is perfectly independent of the bit b. Thus in this

specific case, the definition of Ri has little importance, and for convenience, it is
defined by choosing b randomly so that the following computations remain true.

We now fix pk, a0 and a1. The main goal is to analyze the behavior of
the adversary A2 when its input is a hybrid vector of ciphertexts from a0 and
a1. Let Pri (respectively Pr′

i) be the probability that A2 successfully outputs
a ciphertext related to the first (respectively last) part of the initial hybrid
plaintext.

Pri = Pr
[
b←{0,1}; c←Epk(ab

1,..,a
b
i ,a

b
i+1,..,a

b
n); (c′,R)←A2(c,s) : R(ab,Dsk(c′))

]
Pr′

i = Pr
[
b←{0,1}; c←Epk(ab

1,..,a
b
i ,a

b
i+1,..,a

b
n); (c′,R)←A2(c,s) : R(ab,Dsk(c′))

]

Remark: If a0
i = a1

i then ab
i can be linked identically to the left part or the right

part of the hybrid, hence Pri = Pri−1 and Pr′
i = Pr′

i−1.

It follows from the above definitions that Prn = Pr′
0 and Pr′

n = Pr0.
The success of the attacker Bi is:

SuccBi,Π

= Pr
[
b,b′←{0,1}; c←(c1,.., ci,..,cn); (c′,R)←A2(c,s) : R(ab,Dpk(c′))

]
= 1

2 Pr
[
b,b′←{0,1}; c←(c1,..,cn); (c′,R)←A2(c,s) : R(ab,Dpk(c′)) | b′ = b

]
+ 1

2 Pr
[
b,b′←{0,1}; c←(c1,..,cn); (c′,R)←A2(c,s) : R(ab,Dpk(c′)) | b′ 6= b

]
= 1

2 Pri + 1
2 Pr′

i−1

The average success Succ is obtained by considering the four possible values of
the B-bit b′ and the random bit b̃ relatively to the challenge bit b. Since b shares
the vector c into a left part of i − 1 encrypted coordinates from b′ and a right
part of (n − 1 − i) encrypted coordinates from b′, whether b is equal to b′ or b′

leads to an hybrid vector c whose frontier is at position i or i− 1. In each case,
whether the random bit b̃ is the left or the right part of the hybrid vector c,
leads to one of the expressions Pr or Pr′.

Let the distribution: δ =
{

b,b′,b̃← {0,1}; c← (c1,..,ci,..,cn); (c′,R)← A2(c,s)
}

.

SuccBi,Π,$

= Prδ

[
R(ab̃,Dpk(c′))

]

= 1
4 Prδ

[
R(ab̃,Dpk(c′)) | b̃=b ∧ b′ =b

]
+ 1

4 Prδ

[
R(ab̃,Dpk(c′)) | b̃=b ∧ b′ 6=b

]

+ 1
4 Prδ

[
R(ab̃,Dpk(c′)) | b̃ 6=b ∧ b′ =b

]
+ 1

4 Prδ

[
R(ab̃,Dpk(c′)) | b̃ 6=b ∧ b′ 6=b

]
= 1

4 Pri + 1
4 Pr′

i−1 + 1
4 Pr′

i + 1
4 Pr′

i−1

It follows that the advantage of Bi is:

AdvBi
= SuccBi,Π − SuccBi,Π,$ = 1

4 Pri + 1
4 Pr′

i−1− 1
4 Pr′

i− 1
4 Pri−1
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Remark: if a0
i = a1

i then from the previous remark AdvBi
= 0 as expected.

Finally the sum is:
n∑

i=1

AdvBi
= 1

4 (Prn + Pr′
0−Pr′

n−Pr0) = 1
2 (Prn−Pr0) = AdvA

Thus, if i is randomly choosen in the set {1, .., n}, one obtains a reduction from
a global adversary with advantage ε to an adversary with advantage ε/n against
a single cryptosystem. ut
Consequences of the results. In the case of adaptive chosen ciphertext attacks,
it was proved by Bellare et al. [2] that both notions of indistinguishability and
non-malleability are equivalent, and hence are also equivalent to the multi-user
notions of security. Thus, our results show that some recent encryption schemes
achieve a high level of multicast security requirement. In the random oracle
model, one can mention the RSA-base OAEP [3] from Bellare and Rogaway. It
was recently adopted as a standard of encryption in the PKCS#1 [21,5] spec-
ifications. In the standard model of proofs, only the Cramer-Shoup scheme [9]
achieves proven security and practical effectiveness. Finally, we point out some
practical and straightforward applications of multi-user secure encryption. This
includes pay-per-view television, where a part of the bandwith is used to broad-
cast encrypted keys to each user. Secure electronic mail such as PGP is also
given better confidence especially when adressing several recipients. One may
also envision secure election protocols with a large number of independent au-
thorities generally resulting in many related encrypted plaintexts. Lastly, multi-
party computations usually use the assumption of a broadcast channel and thus
should benefit from our multicast notions of secutity.

5 Conclusion

We have extended the applicability of two powerful notions of security: indistin-
guishability and non-malleability. Every known attack is now covered by our new
multicast security definitions. Furthermore, the reductions that we have shown
have linear coefficients in the number of users. As a consequence, we believe
that proven encryptions schemes with common single-user security parameters
are ready to be safely spread over the Internet.
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Abstract. This paper investigates one-round secure computation be-
tween two distrusting parties: Alice and Bob each have private inputs to
a common function, but only Alice, acting as the receiver, is to learn the
output; the protocol is limited to one message from Alice to Bob followed
by one message from Bob to Alice. A model in which Bob may be compu-
tationally unbounded is investigated, which corresponds to information-
theoretic security for Alice. It is shown that
1. for honest-but-curious behavior and unbounded Bob, any function

computable by a polynomial-size circuit can be computed securely
assuming the hardness of the decisional Diffie-Hellman problem;

2. for malicious behavior by both (bounded) parties, any function com-
putable by a polynomial-size circuit can be computed securely, in a
public-key framework, assuming the hardness of the decisional Diffie-
Hellman problem.

The results are applied to secure autonomous mobile agents, which mi-
grate between several distrusting hosts before returning to their origina-
tor. A scheme is presented for protecting the agent’s secrets such that
only the originator learns the output of the computation.

1 Introduction

Suppose Alice has a secret input x, Bob has a secret input y, and they wish
to compute g(x, y) securely using one round of interaction: Alice should learn
g(x, y) but nothing else about y and Bob should learn nothing at all. Commu-
nication is restricted to one message from Alice to Bob followed by one message
from Bob to Alice. Without the restriction on the number of rounds, this is the
problem of secure function evaluation introduced by Yao [26] and Goldreich et
al. [17]. It is known that under cryptographic assumptions, every function can
be computed securely and using a (small) constant number of rounds.

The problem is closely related to the question of “computing with encrypted
data” [22]: Alice holds some input x, Bob holds a function f , and Alice should
learn f(x) in a one-round protocol, where Alice sends to Bob an “encryption”
of x, Bob computes f on the “encrypted” data x and sends the result to Alice,
who “decrypts” this to f(x).
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The dual of this is “computing with encrypted functions,” where Alice holds
a function f , Bob holds an input y, and Alice should get f(y) in a one-round
protocol. This scenario has received considerable attention recently because it
corresponds to protecting mobile code that is running on a potentially malicious
host, which might be spying on the secrets of the code [24,25].

In the next paragraphs, honest-but-curious behavior is assumed before we
turn to arbitrary malicious behavior. Honest-but-curious behavior models a pas-
sively cheating party who follows the protocol, but might try to infer illegitimate
information later on.

Homomorphic Encryption and Computing with Encrypted Data. One popular
approach to “computing with encrypted data” is to search for a public-key en-
cryption scheme (E, D) with the following homomorphic property: given E(x)
and E(y) one can efficiently compute E(x + y) and E(xy). Now, if Alice knows
the private key D and sends Bob the public key E together with the encrypted
data E(x), then Bob can without interaction compute E(f(x)) and send it back
to Alice. Although this has been a prominent open problem for years [15], it is
still unknown whether such homomorphic encryption schemes exist. On the one
hand, Boneh and Lipton [7] have shown that all such deterministic encryption
schemes are insecure; on the other hand, Sander, Young, and Yung [25] propose a
scheme that allows the necessary operations on encrypted data, but comes at the
cost of a multiplicative blowup per gate, which limits the possible computations
to functions with log-depth circuits.

Computational Assumptions. Note that the above approach to “computing with
encrypted data” assumes a computationally bounded Bob, who cannot learn
anything about the encrypted values. Alice, however, knows all secrets involved
and seems not restricted in her computational power. Thus, the distinguishing
feature of “computing with encrypted data” seems to be that it remains se-
cure against an unbounded Alice. (In fact, the protocol of Sander et al. [25] is
information-theoretically secure for Bob.)

Assume instead that Alice, the receiver of the output, is bounded and Bob
is unbounded and consider the same question: is there a one-round secure com-
putation protocol for all efficiently computable functions? We give a positive
answer in Section 4.1: any function computable by a polynomial-sized circuit has
a one-round secure computation scheme in this model. The result is obtained by
combining Yao’s “encrypted circuit” method [26] for secure computation with a
one-round oblivious transfer protocol [4]. To our knowledge, this is the first one-
round secure computation protocol for arbitrary polynomial-time computations
and gives a partial answer to the long-standing open question of computing with
encrypted data mentioned above.

If both parties are bounded, the above solution applies as well (we can even
obtain stronger results, see below). Conversely, it is well known that secure com-
putation between two unbounded parties with “full information” is impossible
for arbitrary functions and limited to trivial functions g where g(x, y) gives full
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information about y. The following table summarizes the current state of one-
round secure computation (both supply input, only Alice receives output):

Alice Bob securely computable functions reference
unbounded unbounded only trivial ones BGW [5]
unbounded bounded log-depth circuits Sander et al. [25]
bounded unbounded polynomial-size circuits this paper
bounded bounded polynomial-size circuits this paper

Malicious Parties. We also investigate the malicious model, where both parties
might be actively cheating. One cannot demand that Bob ever sends a second
message, but if he does, and Alice accepts, the model ensures that Alice obtains
g(x, y) for her input x and some y. We show that if Alice and Bob are both
computationally bounded, then a one-round protocol exists also in the malicious
model, provided they share a random string and that Alice has a public key for
which she is guaranteed to know the private key. This is a realistic model, which
is also used elsewhere (e.g., [10]).

These results seem essentially optimal because one round of communication
is needed to implement oblivious transfer [20].

Securing Autonomous Mobile Agents. One-round secure computation has been
recognized as the solution for keeping the privacy of mobile code intact [24]. Here,
a code originator O sends one message containing a protected description of the
mobile code to host H, which “runs” the program and sends some output back to
O, who decodes the output. (This is an instance of “computing with encrypted
functions.”) The results in this paper on one-round secure computation directly
yield mobile code privacy for all polynomial-time mobile computations. This is
a vast improvement over both the solutions of Sander and Tschudin [24] (which
works for functions representable as polynomials) and the one of Sander et al. [25]
(which works for functions computable by log-depth circuits).

In our solution the relative complexities of the computations by O and H are
similar; for example, if H runs a long, complex computation with a short output,
then O’s decoding work is proportional to the complex computation, despite the
output being short. We do not know if there are general schemes with “small”
decoding complexity for O.

The above models are limited to mobile code that visits only one host, how-
ever. In Section 5, a protocol is presented that allows an autonomous mobile
agent to visit several distrusting hosts, which need not be fixed ahead of time.
This flexibility is one of the main benefits of the mobile code paradigm. As with
an unencrypted autonomous agent, the communication flow must correspond to
a closed path starting and ending at O. The secure computation protocol involves
constructing a cascade of Yao-style circuits by the hosts and its evaluation by
O. No host learns anything about the agent’s or the other hosts’ secrets.

Related Work. Protocols for two-party secure function evaluation between a
bounded and an unbounded party have previously been proposed by Chaum,
Damg̊ard, and van de Graaf [11] and by Abadi and Feigenbaum [1]. The former
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hides the inputs of one party information-theoretically and the latter hides the
circuit information-theoretically from the other party (regardless of who receives
the output). Both protocols have round complexity proportional to the depth of
the circuit, however.

The work of Abadi, Feigenbaum, and Kilian [2] on information hiding from
an oracle assumes an all-powerful oracle that helps a user with insufficient re-
sources in computing f(x) for his input x; the approach is to transform x into
an encrypted instance y and have the oracle compute f(y) such that it learns
nothing about x but the user can infer f(x) from f(y). The two main differences
to our model are (1) that Bob may also provide an input and (2) that the oracle
is limited to computing f(·).

Feige, Kilian, and Naor [13] consider a related model in which two parties
perform secure computation by sending a single message each to a third party.

2 Definitions

Recall the three scenarios of one-round secure computation introduced above:
computing with encrypted functions, computing with encrypted data, and secure
function evaluation. Using a universal circuit for g in secure function evaluation,
it is straightforward to realize the first two scenarios from the third one by
supplying f as input (at the cost of a polynomial expansion). An equivalence in
the other directions is possible by letting f be g with one party’s inputs fixed.

The remainder of this section presents definitions for one-round secure com-
putation using secure function evaluation. Formal definitions may be constructed
using the methods in [3,9,18] and are provided in the full version of the paper.

The security parameter is denoted by k and a quantity εk is called negligible
(as a function of k) if for all c > 0 there exists a constant k0 such that εk < 1

kc

for all k > k0. Throughout we assume that the security parameter k, as well
as other system parameters, are always part of the input to all algorithms and
protocols.

Honest-but-Curious Model. This definition captures one-round secure computa-
tion if both parties follow the protocol. A scheme has to ensure correctness,
privacy for Alice, and privacy for Bob.

More precisely, a one-round secure computation scheme in the honest-but-
curious model consists of three probabilistic polynomial-time algorithms A1(·),
A2(·, ·), and B(·, ·) such that (1) ∀x ∈ X , ∀y ∈ Y, if A1(x) outputs (s, m1)
and B(y, m1) outputs m2, then A2(s, m2) outputs g(x, y) with all but negligible
probability; (2) there exists a simulator simBob that outputs (s, m1) such that
∀x ∈ X , no efficient algorithm can distinguish between the distributions output
by simBob and the output of A1(x); (3) there exists a simulator simAlice that
outputs (s, m1) such that ∀x ∈ X and ∀y ∈ Y, if m1 is computed from A1(x)
and m2 from B(y, m1), then no efficient algorithm can distinguish between the
distributions on (x, m1, m2) induced by the real protocol and by simAlice.

We say that the scheme is secure for bounded Alice and unbounded Bob if the
distinguisher in (2) is an arbitrary algorithm and the one in (3) is polynomial-
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time; similarly, we say it is secure for bounded Alice and bounded Bob if both
distinguishers are polynomial-time algorithms.

In the model above, A1 is Alice’s query generator that outputs a message
m1 sent to Bob and a secret s, B is Bob’s algorithm that outputs message m2
that is sent to Alice, and A2 is Alice’s decoding algorithm that interprets Bob’s
answer using s. (All algorithms are for a fixed function g.)

Malicious Model. The malicious model allows arbitrary behavior for (bounded)
Alice and Bob. We must ensure that for every strategy of Alice, Bob’s reply
does not reveal more to her about y than what follows from the function output
g(x, y) on a particular x. Bob, on the other hand, must be bound to compute
m2 such that Alice can recover g(x, y) for her x and on some legal y, chosen
independently from x, or have Alice reject. Intuitively, this can be solved by
having both parties supply a zero-knowledge proof with their message that it is
well-formed. However, a formal proof of security requires that these proofs are
proofs of knowledge. To this end, we use a public-key model [21], where each
party has registered a public key and a public source of randomness is available
(see Section 4.3).

3 Tools

3.1 Oblivious Transfer

A ubiquitous tool in secure computation is oblivious transfer. We use a one-
out-of-two oblivious transfer also known as ANDOS (all-or-nothing-disclosure-
of-secrets [8]): a sender S has two input values a0 and a1, which are strings of
arbitrary known length, and a receiver R has a bit c; R obtains ac, but should
not learn anything about ac⊕1 and S should not learn c.

Let G be a group of large prime order q (of length polynomial in k) such
that p = 2q + 1 is prime and G ⊂ Zp and let g ∈ G be a generator. (Note
that this allows efficient sampling from G with uniform distribution.) Consider
two distributions D0 and D1 over G4, where D0 = (g, gα, gβ , gγ) with g

R← G

and α, β, γ
R← Zq and D1 = (g, gα, gβ , gαβ) with g

R← G and α, β
R← Zq. The

Decisional Diffie-Hellman (DDH) assumption is that there exists no probabilis-
tic polynomial-time algorithm that distinguishes with non-negligible probability
between D0 and D1.

The following is a sketch of the ANDOS protocol between a sender Bob and
a receiver Alice [4], denoted OT(c)(a0, a1). Alice’s private input is a bit c and
Bob’s private inputs are a0, a1 ∈ G. Common inputs are p and g.
1. Bob chooses δ

R← G and sends δ to Alice.
2. Alice chooses α

R← Zq, computes βc = gα, βc⊕1 = δ/βc, and sends β0, β1 to
Bob.

3. Bob verifies that β0β1 = δ and aborts if not. Otherwise, he chooses r0, r1
R←

Zq, computes (e0, f0) = (gr0 , a0β0
r0) and (e1, f1) = (gr1 , a1β1

r1), and sends
(e0, f0, e1, f1) to Alice.

4. Alice obtains ac by computing fc/ec
α.
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It is easy to see that if both parties follow the protocol, Alice obtains ac. Con-
sider security for Alice: c is perfectly hidden from Bob, i.e., in an information-
theoretic sense, because β0 and β1 are uniformly random among all group ele-
ments with product δ. Thus the protocol is secure for Alice against an arbitrarily
behaving unbounded Bob.

Consider security for Bob. In the honest-but-curious model, Alice chooses β0
and β1 honest, i.e., such that βc⊕1 is a random public key and, under the DDH
assumption, (ec⊕1, fc⊕1) is a semantically secure encryption of ac⊕1. Hence the
protocol is secure for Bob against a bounded Alice. Furthermore, Step 1 of the
protocol is not even needed and Alice may compute δ

R← G herself in Step 2. The
resulting protocol, denoted by OT-1(c)(a0, a1), has only one round of interaction.

Assuming malicious behavior, a one-round version is also possible in the
public-key model using shared random information σ; this version is denoted
by OT-2(c)(a0, a1). Here, Step 1 can again be omitted and Alice chooses δ her-
self, using the sampling algorithm in G with σ as random source. Intuitively,
she then sends δ along with β0, β1 to Bob, who verifies that the choice of δ
is correct according to σ. However, Alice must also supply a “non-interactive
proof of knowledge” of α, the discrete logarithm of either β0 or β1 (we refer to
Section 4.3 for how this can be done). With these changes, the protocol can be
proved secure for Bob against an arbitrarily behaving bounded Alice.

3.2 Encrypted Circuit Construction

Yao’s encrypted circuit construction implements secure function evaluation be-
tween Alice and Bob such that Alice receives the output z = g(x, y) [26].

We give an abstract version of Yao’s construction describing only those
properties essential to our analysis. A more detailed treatment of Yao’s pro-
tocol is found in the literature (e.g., [23]). Let (x1, . . . , xnx), (y1, . . . , yny ), and
(z1, . . . , znz ) denote the binary representation of x, y, and z, respectively, and let
C denote a polynomial-sized circuit computing g(·, ·). Yao’s construction con-
sists of three procedures: (1) an algorithm construct that Bob uses to construct
an encrypted circuit, (2) an interactive protocol transfer between Alice and Bob,
and (3) an algorithm evaluate allowing Alice to retrieve g(x, y). Additionally, the
proof of security requires a simulation result.

More precisely, the probabilistic algorithm construct(C, y) outputs the values
C, (K1,0, K1,1), . . . , (Knx,0, Knx,1), (U1,0, U1,1), . . . , (Unz,0, Unz,1). The first part
C is a representation for C, with input y hardwired in. It may be viewed as an
encrypted version of the nx-input circuit C(·, y). In order to compute C(x, y),
one needs a k-bit key for each input bit xi; the key Ki,b corresponds to the key
used for the input xi = b. The pairs (Ui,0, Ui,1) represent the output bits, i.e., if
decryption of the circuit produces Ui,b, then the output bit zi is set to b.

The transfer protocol consists of nx parallel executions of ANDOS. In the
i-th execution, Bob has input (Ki,0, Ki,1) and Alice has input xi. That is, Alice
learns K1,x1 , . . . , Knx,xnx

, but nothing more, whereas Bob learns nothing about
x1, . . . , xnx

. Bob also sends C and (U1,0, U1,1), . . . , (Unz,0, Unz,1) to Alice.
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The algorithm evaluate(C, K1,x1 , . . . , Knx,xnx
) outputs either a special symbol

reject or U1,z1 , . . . , Unz,znz
. From the latter Alice can recover z, and if Alice

and Bob obey the protocol, then z = g(x, y).
A key element of the security analysis is the existence of a polynomial-

time simulator simYao(C, x, g(x, y)) that outputs a tuple C, K1,x1 , . . . , Knx,xnx
,

(U1,0, U1,1), . . . , (Unz,0, Unz,1); the distribution of the simulator’s output is com-
putationally indistinguishable from that induced on these same variables by
construct(C, y) and x. Intuitively, given x and g(x, y), the simulator can simu-
late Alice’s view obtained by running Yao’s protocol with an ideal (information-
theoretically secure) ANDOS.

The existence of construct, evaluate, and simYao may be based on the existence
of pseudo-random functions [16]; efficient implementations of pseudo-random
functions can be based on the DDH assumption [19].

4 One-Round Secure Computation
for Polynomial-Size Circuits

The basic idea of our one-round secure computation protocols is to combine the
one-round oblivious transfer protocols with the encrypted circuit construction.

4.1 Honest Behavior

In the honest case, we use the one-round oblivious transfer protocol OT-1 and
send Bob’s reply in OT-1 along with the encrypted circuit computing g. The
resulting scheme consists of the three following algorithms A1, A2, and B (using
the notation above).

A1(x): Compute the first messages of Alice for nx parallel oblivious transfer
protocols: Let (δ(i), β

(i)
0 , β

(i)
1 ) be computed as in Step 2 of protocol OT-1

with input xi of Alice for i = 1, . . . , nx. Output s = (α(1), . . . , α(nx)) and
m1 = ((δ(1), β

(1)
0 , β

(1)
1 ), . . . , (δ(nx), β

(nx)
0 , β

(nx)
1 )).

B(y, m1): Invoke construct(C, y) to obtain (C, (K1,0, K1,1), . . . , (Knx,0, Knx,1),
(U1,0, U1,1), . . . , (Unz,0, Unz,1)). Next, for each i = 1, . . . , nx, execute Step 3
of protocol OT-1 using (δ(i), β

(i)
0 , β

(i)
1 ) (taken from m1) and with Bob’s in-

puts (a0, a1) set to (Ki,0, Ki,1). (Provided |G| is sufficiently large, such an
encoding of binary strings in G is possible.) Denote the output of this step
by m2,i = (e(i)

0 , f
(i)
0 , e

(i)
1 , f

(i)
1 ). Output m2 = (C, m2,1, . . . , m2,nx

, (U1,0, U1,1),
. . . ,(Unz,0, Unz,1)).

A2(s, m2): For i = 1, . . . , nx execute Step 4 of protocol OT-1 using xi as c,
(e(i)

xi , f
(i)
xi ) (taken from m2) as (ec, fc), and α(i) (taken from s) as α, hence

recovering K1,x1 , . . . , Knx,xnx
. Finally, invoke evaluate(C, K1,x1 , . . . , Knx,xnx

)
to obtain U1,z1 , . . . , Unz,znz

and output z.
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4.2 Analysis of the Honest-Party Case

Our description of Yao’s protocol assumed an ideal implementation of ANDOS.
We now analyze the above protocol using the oblivious transfer protocol OT-1.
When both parties are honest, the combined protocol’s correctness follows easily
from the correctness of Yao’s protocol and the oblivious transfer protocol. To
show privacy, we construct simulators for Alice’s and Bob’s views. Note that
this separation of privacy and correctness is not valid for parties with arbitrary
behavior.

Let ViewAlice(x, y) and ViewBob(x, y) denote Alice’s and Bob’s view of the
protocol (C is always a fixed common input, and is dropped for notational con-
venience). We must simulate each player’s view given only the information they
are supposed to learn. That is, Bob is allowed to learn y, and Alice is allowed to
learn x and g(x, y).

To simulate ViewBob(x, y), we define simulator simBob(y) as follows:

1. Choose Alice’s input x = 0nx .
2. Engage in the secure function evaluation protocol with Bob where the simu-

lated Alice plays as she would be given x. Return the view obtained by Bob
during the execution of this protocol.

Lemma 1. For all values of (C, y), simBob(y) and ViewBob(y) are identically
distributed.

The proof follows from the fact that in every execution of the OT-1 sub-protocol,
Alice’s message is independent of her input.

Next, we simulate ViewAlice(x, y). Define simAlice(x, g(x, y)) as follows:

1. The simulator invokes the simulator simYao(C, x, g(x, y)) so as to obtain
C, K1,x1 , . . . , Knx,xnx

, (U1,0, U1,1), . . . , (Unz,0, Unz,1).
2. For i = 1, . . . , nx, the simulator chooses Ki,xi⊕1 = 0k.
3. The simulator engages in the protocol transfer with Alice exactly as would

Bob, given input pairs (K1,0, K1,1), . . . , (Knx,0, Knx,1) and encrypted circuit
C. The simulator returns Alice’s view of this protocol.

Lemma 2. For all values of x and y, ViewAlice(x, y) and simAlice(x, g(x, y)) are
computationally indistinguishable.

The proof works by a hybrid argument (omitted). Our first result follows.

Theorem 1. Under the DDH assumption, (A1, A2, B) are a one-round secure
computation scheme in the honest-but-curious model, with perfect security against
unbounded Bob.

4.3 Allowing Malicious Behavior

For polynomially bounded, arbitrarily malicious parties, we obtain secure one-
round computation in a model with certified public-keys and public randomness.
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First, because we can no longer trust Alice to choose δ at random, we replace
protocol OT-1 by protocol OT-2 (using public randomness) in the above con-
struction. Then Bob must prove that his messages in OT-2 are consistent with a
correct construction of C, {(Ki,0, Ki,1)} and Alice must prove that she knows the
discrete logarithm for one element of each pair (β(i)

0 , β
(i)
1 ) (e.g., using a result

by Cramer et al. [12]). In the security proof for protocol OT-2 one extracts the
discrete logarithms from Alice and thereby obtains her input x (xi corresponds
to the element of (β(i)

0 , β
(i)
1 ) of which Alice knows the discrete logarithm).

A fallacious step would be to use a public random string to implement non-
interactive zero-knowledge proofs (NIZKP) [6,14] that each player’s message is
well formed. The formal complication to this method is that “standard” NIZKP
are not proofs of knowledge. Instead, we use the “public-key” scenario for non-
interactive proofs of knowledge, put forth by Simon and Rackoff [21], as follows.
Each player has a public-key P that is certified by some trusted center once and
forever. The player convinces the center, via a standard zero-knowledge proof
of knowledge, that he knows the corresponding secret key S for P . Henceforth,
the secret key is assumed available to the simulator/extractor. To make a non-
interactive proof of knowledge of the solution to some problem in NP, the player
simply encrypts, using P , whatever it is he wishes to show knowledge of, and
then non-interactively prove (using standard NIZKP) that the encryption, if
decrypted, would yield a solution to the problem. The extractor, who knows S,
can then recover the solution as well. Details are omitted from this extended
abstract.

5 Securing Autonomous Mobile Agents

The mobile agent paradigm has several attractive features. One of them is the
flexibility of delegating a task to an autonomous agent, who roams the net, visits
different sites, collects information, computes intermediate results, and returns
to the originator only when the computation is finished. No interaction with the
originator is needed in-between.

Sander and Tschudin [24] recognized that mobile code can be protected
against a curious host using the approach of “computing with encrypted func-
tions.” However, their solution addresses only the case of agents who return
home after visiting one host. We consider autonomous agents here that leave
the originator without a fixed list of hosts to visit in mind and consider the
question: How does the agent migrate securely from one host to another?

5.1 Model

More formally, there is the agent’s originator O and ` hosts H1, . . . , H` that run
the agent. The state of the agent is represented by some x ∈ X . The initial
state is chosen by O. All that is known about the computation is represented by
gj : X × Y → X associated with Hj , which updates the agent’s state according
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to Hj ’s secret input yj . This models arbitrary polynomial-time computations
provided the functions gj are representable by polynomial-size circuits.

A novel feature of our protocol is that neither the hosts nor the path taken
by the agent need to be fixed or known beforehand. Only for the simplicity of
description do we assume that the agent travels from O to host H1, then from
host Hj to host Hj+1 for j = 1, . . . , ` − 1 and then from H` back to O; the
generalization can be derived easily. The agent is autonomous because either a
host may decide where to send the agent next or because the agent, besides the
encrypted part, consists also of conventional code that computes where to go
next based on non-private information. (Note that migration decisions cannot
depend on the private state of the computation, as they would be observable by
the hosts and thereby leak information about the internal state!)

A scheme for secure computation by autonomous mobile agents consists of
efficient algorithms A1(·), A2(·, ·), B1(·, ·), . . . , B`(·, ·). The agent’s computation
proceeds as follows: first, O runs A1(x) on input x and thereby obtains a secret
s and a message m0, which O sends to H1; likewise, for j = 1, . . . , `, Hj runs
Bj(yj , mj−1) on input yj , message mj−1 and obtains mj , which it sends to Hj+1
(with the exception that H` sends m` to O). Finally, upon receiving m`, O
obtains the desired result by invoking A2(s, m`). We require:

Correctness: ∀x ∈ X and ∀yj ∈ Y, the decoding algorithm A2(s, m`) outputs
z = g`(· · · g2(g1(x, y1), y2) · · · , y`);

Privacy: (1) the inputs and computations of the visited hosts remain hidden
from the other hosts: for all j, message mj does not give information about
x and yj′ for j′ ≤ j; (2) the originator should learn only the output of
the computation, but nothing else about the inputs of the hosts: ∀x ∈ X
and ∀yj ∈ Y, (j = 1, . . . , `), given only x, s, and z (as above), m` can be
simulated efficiently.

Honest-but-curious behavior is assumed on behalf of all parties throughout this
section (dishonest behavior can be prevented analogously to the two-party case).

5.2 Protocol

Our protocol for secure computation by autonomous mobile agents is an ex-
tension of the one-round secure computation protocol in Section 4.1 to multiple
hosts, which take over the part of Bob. O proceeds as Alice, sending the first mes-
sage and receiving the encrypted circuit computing g`(· · · (g1(x, y1), y2) · · · , y`).
Each host Hj contributes the part of encrypted circuit representing its function
gj ; thus the resulting encrypted circuit is a cascade of sub-circuits. H1 generates
the key pairs representing O’s input and computes the answers for the oblivious
transfer protocol; these are attached to the computation and reach O with the
message from H`. To extend the cascade of sub-circuits, Hj encrypts each input
key of its sub-circuit with the corresponding output key from the preceding sub-
circuit. This is done using a symmetric encryption algorithm encK(·), realized
in the same way as the encryptions for single gates in Yao’s construction; in
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particular, this scheme has the property that given a key K, one can efficiently
check if a ciphertext represents an encryption under key K.

We describe algorithms A1, A2, and B1, . . . , B` using notation from above.

A1(x): Compute the first message (of Alice) for nx parallel oblivious transfer
protocols. This results in s = (α(1), . . . , α(nx)) and m̃0 =

(
(δ(1), β

(1)
0 , β

(1)
1 ),

. . . , (δ(nx), β
(nx)
0 , β

(nx)
1 )

)
computed as in OT-1. Output s and m0 = (m̃0, ∅).

Bj(yj , mj−1): Invoke construct(Cj , yj) to obtain

Cj , (K(j)
1,0 , K

(j)
1,1), . . . , (K(j)

nx,0, K
(j)
nx,1), (U (j)

1,0 , U
(j)
1,1 ), . . . , (U (j)

nx,0, U
(j)
nx,1).

If j = 1, then execute Step 3 of protocol OT-1 using (δ(i), β
(i)
0 , β

(i)
1 ) (taken

from m̃0) and with Bob’s input set to (K(1)
i,0 , K

(1)
i,1 ). Denote the output of the

OT-1 step by m̃(i) = (e(i)
0 , f

(i)
0 , e

(i)
1 , f

(i)
1 ). Set m̃1 = (m̃(1), . . . , m̃(nx), C1) and

output m1 = (m̃1, (U (1)
1,0 , U

(1)
1,1 ), . . . , (U (1)

nx,0, U
(1)
nx,1)).

If 1 < j ≤ `, then the outputs of Cj−1 are recoded as inputs to Cj . To
this end, for i = 1, . . . , nx do the following: choose a random bit ci and, for
b ∈ {0, 1}, encrypt key K

(j)
i,b under U

(j−1)
i,b (taken from mj−1) as V

(j)
i,b⊕ci

=

enc
U

(j−1)
i,b

(K(j)
i,b ) Next, set m̃j = (m̃j−1, Cj , (V (j)

1,0 , V
(j)
1,1 ), . . . , (V (j)

nx,0, V
(j)
nx,1)) and

then output mj = (m̃j , (U (j)
1,0 , U

(j)
1,1 ), . . . , (U (j)

nx,0, U
(j)
nx,1)).

A2(s, m`): Run Step 4 of protocol OT-1 and obtain input keys K
(1)
1,x1

, . . . , K
(1)
nx,xnx

of C1. Now, run algorithm evaluate(C1, K(1)
1,x1

, . . . , K
(1)
nx,xnx

) to obtain the out-

put keys of C1. Each one of these decrypts one ciphertext V
(2)
i,b to an input

key of C2, which can then be evaluated and then will allow to decrypt the in-
put keys of C3. Proceeding similarly for all circuits C3, . . . , C` will eventually
reveal U

(`)
1,z1

, . . . , U
(`)
nx,znx

from which the result z can be retrieved.

As for the security of the protocol, note that each host sees an encrypted
circuit representing the computation so far, like Alice in the original protocol
but lacking the secrets to decrypt the oblivious transfers. A simulator for each
host’s view is straightforward. When the encrypted circuit reaches O, it consists
only of information that has been constructed using the same method as in the
original protocol; thus, the security follows from the original argument.
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Abstract. We present the first optimistic n-party contract signing pro-
tocol for asynchronous networks that tolerates up to n − 1 dishonest
signatories and terminates in the minimum number of rounds (O(n)).
We also show how to make this protocol abuse-free by using standard
cryptographic primitives (digital signatures, public-key encryption) only.
Previous solutions required O(n2) rounds of communication, and non-
standard cryptographic primitives for abuse freeness.

1 Introduction

A contract signing protocol is a protocol that allows n signatories to sign a
contract text such that, even if up to n − 1 of them are dishonest, either all
honest signatories obtain a signed contract, or nobody obtains it [2,8].

Dishonest signatories can arbitrarily deviate from their protocol (Byzantine
model). We assume an asynchronous network: all messages are eventually deliv-
ered, but there are no upper bounds on network delays.1

Multi-party contract signing has obvious applications in secure electronic
commerce, and is the basis for the solution of many related fairness problems,
like multi-party certified mail [1].

By using a third party, T , that is always honest, the problem can be trivially
solved [18]: T collects a digital signature from each of the n signatories, and
either redistributes the n signatures, or aborts the contract in case not all n
signatures arrive. Security depends fully on T ; therefore most research has been
focused on getting rid of T as trust and performance bottleneck.

Unfortunately, one cannot get rid of T completely: For n = 2 no deterministic
protocol without third party exists [11], and each probabilistic protocol has an
error probability at least linear in the number of rounds [7]. These results apply
also to the n-party case, provided a majority of all signatories might be dishonest.

Therefore our goal is to minimize the involvement of T as much as possible:
Optimistic protocols depend on a third party T , but in such a way that T is not
actively involved in case all signatories are honest; only for recovery purposes T
might become active [3,7,16].

Optimistic contract signing protocols have been first described for syn-
chronous networks [2,3,16,17]. 2-party protocols for asynchronous networks have
1 Actually we do not need to require eventual delivery for all messages; see Sect. 2.
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been described in [4,12,17]. The n-party case was first investigated in [5]. Inde-
pendently, but subsequently, protocols for the 3-party and n-party case were
proposed in [12] and [13], resp. In Sect. 3 we give a precise definition of the
asynchronous n-party contract signing problem.

In Sect. 4 we describe and prove our new asynchronous optimistic n-party
contract signing protocol. The protocol is optimistic in case all signatories agree
to sign the contract. It requires t + 4 rounds of communication in the worst
case, t + 2 rounds in the optimistic case, and O(tn2) messages, where t < n is
a protocol parameter describing the maximum number of dishonest signatories.
A variant requires 2t + 6 rounds but only O(tn) messages. For t = n − 1 any
such protocol requires O(n) rounds [13], thus, our protocol is asymptotically
round-optimal. No previous protocol achieved this bound; the protocol proposed
in [13] requires O(n2) rounds and O(n3) messages.

In Sect. 5 we add abuse freeness to the protocol of Sect. 4: A protocol can
be abused if at some point in time the dishonest signatories fully control the
result (i.e., depending on how they behave the result will be signed or failed,
irrespective of the honest signatories’ behavior) and can prove to an outside
party that they can force the result to be signed [12].

Two-party abuse-free protocols have been introduced in [12] and, although
without mentioning this feature, in [4]. The 3-party and n-party cases were
considered in [12] and [13], respectively.

Our construction for abuse freeness is significantly simpler than the con-
struction in [12,13]: it uses standard cryptographic primitives only (public-key
encryption, digital signatures), i.e., unlike [12,13] we do not need specific primi-
tives. The construction preserves the round optimality.

2 Model and Notation

Parties. Let P1, . . . , Pn denote the signatories, T a third party, and V1, . . . , Vn′
the potential verifiers of signed contracts. Each party represents a machine that
executes a certain protocol and that servers a specific user (e.g., human being or
another protocol). Parties can receive inputs from their users (e.g., a signatory
the command to sign a certain contract) and can generate certain outputs for
their users (e.g., the result of the protocol).

The signatories Pi and third party T are able to digitally sign messages, and
all parties are able to verify their signatures [14]. The signature on message m
associated with PX (T ) is denoted by signX(m) (signT (m)). In our complex-
ity analyses we assume that sign(m) has constant length, independent of the
length of m (e.g., because m is hashed before signing [15]). We abstract from the
error probabilities introduced by cryptographic signature schemes and assume
that signatures are unforgeable (the translation into a cryptographic model is
straightforward).

Adversary model. We assume that up to t (for a given t < n) of the n
signatories, and for some requirements also T and all verifiers might be dishonest.
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Dishonest parties can behave arbitrarily and are coordinated by a single party,
called the adversary. Security properties must always hold for all adversaries.

Network. All messages sent to or from T or any Vi are reliably delivered,
eventually. We do not require any particular level of synchronization, nor do we
assume that messages are delivered in order. The decision on which of all sent
messages to deliver next is taken by the adversary. The adversary can read all
messages from, and can insert additional messages into all channels.

All-honest case. This is a special case where we assume that all n signatories
are honest and all messages sent are reliably delivered, eventually. In Sect. 5
we assume, additionally, that in this case, the adversary does not insert any
messages into the channels between signatories.2

We make use of a few conventions, in order to simplify presentation:
Timeouts. If we say that “party X waits for a certain set of messages, M , but

can stop waiting any time” we mean more precisely the following: X accepts a
special input wakeup from its user, for each protocol execution. “Waiting for M”
means that X continues to receive messages but does not proceed in the protocol
run until either all messages in M have been received, or wakeup is input. (In
case wakeup is input before X starts waiting for M it proceeds immediately.)

Initial inputs and protocol parameters. We assume that the parties and their
public keys are known and fixed in advance.

3 Definitions

Definition 1 (Asynchronous Multi-party Contract Signing). An Asyn-
chronous Multi-Party Contract Signing Scheme (asynchronous MPCS) consists
of two protocols:
– sign[P1, . . . , Pn], for signing a contract with signatories P1, . . . , Pn. sign[]

might involve an additional party, T , in which case we call it an MPCS
with third party.

– verify[Pi, Vj ], for showing a signed contract to any verifier, Vj , j ∈ {1, . . . , n′}.
verify[] never involves T , i.e., it is always a 2-party protocol only.
A signatory Pi starts sign[] on input (sign, tidi , contri).3 tidi is a transaction

identifier unique for all executions of sign[]. contri is the contract text to be
signed.

Upon termination sign[] produces an output (tidi , contri , di) for Pi, with di ∈
{signed, failed}. We will simply say “Pi decides di.” Pi may receive an input
(wakeup, tidi) any time.

2 This assumption is not needed for a weaker version of abuse freeness; see [6].
3 If the user of Pi does not wish to sign then Pi does not participate in sign[]. One

could also allow an additional input decisioni ∈ {sign, reject}, indicating whether
the user wants to sign or not, and assume that in the all-honest case each signatory
receives an input and participates in sign[]. This would enable faster termination in
case one signatory gets input reject.
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A signatory Pi starts verify[] with verifier Vj on input (show, Vj , tidi , contri).
A verifier Vj starts verify[] on input (verify, Pi, tidV , contrV ). Upon ter-
mination verify[Pi, Vj ] produces an output (tidV , contrV , dV ) with dV ∈
{signed, verify failed} for Vj . We will simply say “Vj decides dV .” No output
is produced for Pi. Vj may receive an input (wakeup, tidV ) any time.

The following requirements must be satisfied:
(R1) Correct execution. In the all-honest case, if all signatories start with the

same input (sign, tid , contr), and no signatory receives (wakeup, tid),
then all signatories terminate and decide signed.

(R2) Unforgeability. If an honest Pi never received input (sign, tid , contr) then
no honest Vj that receives input (verify, Pi′ , tid , contr), for any Pi′ , will
decide signed. (Note that this does not assume an honest T .)

(R3) Verifiability of valid contracts. If an honest Pi decides signed on in-
put (sign, tid , contr), and later Pi receives input (show, Vj , tid , contr)
and honest Vj receives input (verify, Pi, tid , contr) and does not receive
(wakeup, tid) afterwards then Vj will decide signed.

(R4) No surprises with invalid contracts. If T is honest, and an honest Pi
received input (sign, tid , contr) but decided failed then no honest verifier
Vj receiving (verify, Pi′ , tid , contr), for any Pi′ , will decide signed.

(R5) Termination of sign[]. If T is honest then each honest Pi that receives
sign and wakeup (for the same tid and contr) will terminate eventually.

(R6) Termination of verify[]. Each honest Vj that receives verify and then
wakeup, for the same tid , and each honest Pi that receives show will
terminate eventually.

Definition 2 (Optimistic Protocol). An MPCS with third party T is called
optimistic on agreement if in the all-honest case, if all signatories receive input
(sign, tid , contr) and none receives (wakeup, tid) the protocol terminates without
T ever sending or receiving any messages.

It is called optimistic on disagreement if in the all-honest case, if some sig-
natories do not receive input (sign, tid , contr) the protocol terminates without
T ever sending or receiving any messages.

It is called optimistic if it is optimistic on agreement and on disagreement.

Definition 3 (Abuse freeness [12]). An MPCS is called abuse-free if it is
impossible for the adversary at any point in the protocol to be able to prove to
an outside party that he has the power to control the contract, i.e., to terminate
the protocol with result signed or failed.

Remark 1. Def. 1 captures plain contract signing only. We do not require addi-
tional features, like fair exchange of pre-defined signatures [4] or invisibility of
T [16]. If required, they can be implemented on top of contract signing.

4 Asynchronous Optimistic Multi-party Contract Signing

The following Scheme 1 solves the multi-party contract signing problem, and is
optimistic on agreement.
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Ignoring all details, the protocol works as follows: It consists of t + 2 lo-
cally defined rounds. In Round 1 each signatory that starts the protocol signs a
“promise” to sign the contract and broadcasts this promise. In each subsequent
round each signatory collects all signatures from the previous round, counter-
signs this set of n signatures, and broadcasts it.4 The result of the (t + 2)-nd
round becomes the real contract.

A signatory who becomes tired of waiting for some signatures in some round
sends the information received so far to the honest T , stops sending further
messages and simply waits for T ’s answer. T analyses the situation and decides
either failed or signed:

If the first request received by T comes from a signatory in the first round
then T must decide failed. If T receives a request from the last round then T must
decide signed, as other signatories might already have the signed contract. Thus
if T receives requests from all rounds then somewhere in the middle between the
first and the last round T might have to change the decision from failed to signed.
But T must do this only if it is clear that all requests that were answered with
failed came from dishonest signatories—otherwise two honest signatories might
decide differently.

Scheme 1 (Asynchronous Optimistic Multi-party Contract Signing)

Protocol “sign” for honest Pi:
The protocol is given by the following rules; Pi applies them, sequentially,

until it stops. Let ci := (tidi , contri).
The protocol will proceed in locally defined rounds. Let r := 1 a local round

counter for Pi, and let raised exception := false a Boolean variable indicating
whether Pi contacted T or not. Both are initialized before executing any rule.
Let M0,i := nil, for all i.

– Rule S1: If raised exception = false and r = 1 then:
• Pi sends m1,i := signi(ci, 1, prev rnd ok) to all signatories.
• From all received messages of type m1,j it tries to compile full and

consistent vectors M1,i := (m1,1, . . . ,m1,n) and X1,i := M1,i with
m1,j = signj(ci, 1, prev rnd ok). (NB: here we also check that all sig-
natories agree on ci.) If this succeeds Pi sets r := 2.

At any time Pi can stop waiting for any missing m1,j (i.e., the user of Pi
might enter wakeup any time), in which case it sets raised exception := true
and sends resolve1,i := (1, i, signi(m1,i, resolve)) to T .

– Rule S2: If raised exception = false and 2 ≤ r ≤ t+ 2 then:
• Pi sends mr,i := (signi(Mr−1,i, r, vec ok), signi(ci, r, prev rnd ok)) to all

signatories.
• From all received messages of type mr,j it tries to compile full and con-

sistent vectors
Mr,i = (sign1(ci, r, prev rnd ok), . . . , signn(ci, r, prev rnd ok))

4 The real protocol does this more efficiently, in order to keep the messages short.
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Xr,i := (sign1(Mr−1,i, r, vec ok), . . . , signn(Mr−1,i, r, vec ok))
If this succeeds and

r < t+ 2 then it sets r := r + 1;
r = t+ 2 then it decides signed, sets Ci := Mr,i, and stops.

At any time Pi can stop waiting for any missing mr,j . In this
case Pi sets raised exception := true and sends resolver ,i :=
(r, i, signi(Xr−1,i, resolve), Xr−1,i,Mr−2,i) to T .

– Rule S3: If raised exception = true then:
Pi waits for a message from T (without sending or receiving any further
messages). This can be any of signedr ,i = (resolver′,j , signT (c, r′, j, signed))
or abortedr ,i = signT (ci, r, i, aborted). On receiving one Pi decides as indi-
cated by T and stops; if it decides signed it sets Ci := signedr ,i .

Protocol “sign” for third party T :
We assume T receives a message resolver ,i , as defined in the protocol for Pi.

Let c be the (unique) pair (tid , contr) contained in resolver ,i .
If this is the first time T is asked about this contract (i.e., tid) then T initial-

izes a Boolean variable signed := false and two sets con := ∅ and abort set := ∅.
signed indicates T ’s current decision, signed or failed. con is the set of all indices
of signatories that contacted T , and abort set is the set of all failed-messages
sent by T .

Processing resolver ,i cannot be interrupted, i.e., it cannot happen that T
processes two different resolver ,i concurrently.

– Rule T0: (T accepts only one request from each Pi. All other requests are
ignored.) If i ∈ con then the message resolver,i is ignored.

– Rule T1: (If T receives a request from Round r = 1 and has not yet decided
signed then T sends an abort to the requester.) If i /∈ con and signed = false
and r = 1 then T sets

abortedr,i := signT (c, r, i, aborted)
abort set := abort set ∪ {abortedr,i}
con := con ∪ {i}

and sends abortedr,i to Pi.
– Rule T2: (If T receives a request from a Round r > 1 and has not yet de-

cided signed then T checks whether all previous requests came from dishonest
signatories, using Lemma 1. If this is the case then it changes the decision
to signed, otherwise T sticks to aborted.)
If i /∈ con, signed = false, r > 1, and
if for all aborteds,k ∈ abort set we have s < r − 1

• then: If con = ∅ then T sets first signed :=
(resolver,i, signT (c, r, i, signed)). T sets

signedr,i := first signed
signed := true
con := con ∪ {i}

and sends signedr,i to Pi.
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• else: T sets
abortedr,i := signT (c, r, i, aborted)
abort set := abort set ∪ {abortedr,i}
con := con ∪ {i}

and sends abortedr,i to Pi.
– Rule T3: (A decision signed is always preserved.) If i /∈ con and signed =

true then T sets
signedr,i := first signed
con := con ∪ {i}

and sends signedr,i to Pi.

Protocol “verify”:
If Pi wants to show a signed contract on c to verifier V it sends Ci to V . V

outputs signed if it receives a messages Ci from Pi such that

– Rule V1: Ci = (sign1(c, t + 2, prev rnd ok), . . . , signn(c, t + 2, prev rnd ok)),
or

– Rule V2: Ci = ((2, j, signj(X1,j , resolve), X1,j ,M0,j), signT (c, 2, j, signed)),
for some j, X1,j = (sign1(c, 1, prev rnd ok), . . . , signn(c, 1, prev rnd ok)) and
M0,j = nil, or

– Rule V3: Ci = ((r, j, signj(Xr−1,j , resolve), Xr−1,j ,Mr−2,j),
signT (c, r, j, signed)), for some r > 2, some j, Xr−1,j =
(sign1(Mr−2,j , r − 1, vec ok), . . . , signn(Mr−2,j , r − 1, vec ok)) and
Mr−2,j = (sign1(c, r − 2, prev rnd ok), . . . , signn(c, r − 2, prev rnd ok)),

and stops. On input wakeup V outputs verify failed and stops.

Lemma 1. Consider Protocol “sign” of Scheme 1: If T receives resolver,i and
finds aborteds,k ∈ abort set for an s ≤ r − 2 then Pk is dishonest.

Proof. Assume T finds aborteds,k ∈ abort set with s ≤ r − 2. Since s ≥ 1 we
have r ≥ 3, and therefore resolver,i includes signk(Mr−2,k, r, vec ok), taken from
mr−1,k. Thus Pk participated in Round r−1, and since r−1 > s this means that
Pk was still active after having sent resolves,k to T . Thus Pk is dishonest. ut

Theorem 1 (Security of Scheme 1). Scheme 1 is an asynchronous MPCS
with third party T for any t < n. It is optimistic on agreement and terminates
in t+ 2 rounds if T is not involved, and in t+ 4 rounds in the worst case.

Proof. (Sketch)
Correct execution, termination of verify and optimistic on agreement are all

obviously satisfied.
Unforgeability of contract. All variants of a valid contract contain some pieces

signed by all signatories, and these signatures exist only if all signatories started
the protocol.

Verifiability. The definitions of Ci in the signing protocol for Pi satisfy the
conditions checked by V .

No surprises with invalid contracts. Assume an honest Pi started the protocol,
decided failed, and some honest verifier V decides signed.
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– Assume V decided because of Rule V1. This implies that Pi sent signi(c, t+
2, prev rnd ok) as part of mt+2,i. Thus Pi asked T in Round t+2 and received
aborted t+2,i. According to T ’s rules this means that there is some signatory
Pkt+1 that received aborted t+1,kt+1 . Inductively we can show (using T2) that
for all rounds s ∈ {1, . . . , t + 1} there is one signatory Pks

that received
aborteds,ks

. Because of Lemma 1 we know that all signatories Pks
with s ∈

{1, . . . , t} are dishonest, and as there are at most t dishonest signatories
we know that Pkt+1 must be honest. Since Pkt+1 asked T in Round t + 1
it did not send its message for Round t + 2. Thus no signatory receives all
information that is necessary to construct a signed contract. This contradicts
our assumption.

– Assume V decides because of Rule V2 or Rule V3, seeing a message resolver,j .
Thus Pi asked T in some Round s with s < r and received aborteds,i. As
Pi is honest we know that s ≥ r − 1 (Lemma 1). But this contradicts Rule
T2 of T , i.e., if Pi received aborteds,i then signT (c, r, i, signed) cannot exist.
Again we have a contradiction.

Termination of sign[]. For each signatory the protocol proceeds in t+2 rounds,
and each round terminates, either because the full vector of n messages arrived
that allows to enter the next round, or because T is asked and will eventually
send an answer (which results in a total number of t+ 4 rounds if T is asked in
the last round). ut

Remark 2. The protocol is optimistic on agreement only: If Pi starts the protocol
but Pk does not then Pi will send resolve1,i to T . In [6] we show that any such
protocol can be transformed into a protocol that is optimistic in all cases.

Number of Messages and Rounds. Let Cs and Cb be the costs of a single and a
broadcast message, respectively.

In the optimistic case, Protocol “sign” of Scheme 1 runs in t + 2 rounds
where each signatory broadcasts one message to all other signatories, resulting
in costs of (t+ 2)nCb. In the worst case each signatory might have one message
exchange with T , resulting in t+ 4 rounds and costs of (t+ 2)nCb+ 2nCs. If one
assumes that each broadcast requires n−1 single messages we end up with costs
of ((t + 2)n(n − 1) + 2n)Cs = O(tn2)Cs. All broadcast messages of Scheme 1
have length O(log n), all messages sent to or by T have length O(n); thus we
need O(tn2 log n) bits only.

Alternatively we can replace each round of n simultaneous broadcasts by 2
rounds and 2(n− 1) single messages. This will result in 2t+ 6 rounds and costs
of ((t+2)2(n−1)+2n)Cs = O(tn)Cs, and still O(tn2 log n) bits: Each broadcast
round, say, Round r, is implemented by two mini-rounds: in Mini-Round r1 each
signatory Pi with i > 1 sends its message to P1 only. P1 collects the full vector
of n messages, as it would do in the original protocol. If this succeeds it sends
this vector to all other signatories in Mini-Round r2, which concludes Round r.
As before, everybody, in particular P1, can stop waiting any time and can send
a message to T . This modification does not affect our proof of security, since
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only in the all-honest case messages sent between honest signatories have to be
delivered eventually.

According to [13] any asynchronous optimistic multi-party contract signing
protocol tolerating t = n− 1 requires a number of rounds at least linear in n.

Corollary 1 (Round optimality).
The number of rounds in Protocol “sign” of Scheme 1 is asymptotically opti-

mal for t = n− 1.

5 Abuse-Free Asynchronous Multi-party Contract
Signing

Scheme 1 is not abuse-free: Consider n = 2 and t = 1, and assume that P2 is
dishonest. Messages m1,1, m1,2 and m2,1 are delivered. Now the adversary fully
controls the result: If he ignores m1,1 and m2,1 and delivers resolve1,2 to honest
T then T will decide failed. If he delivers resolve3,2 to T then T will decide signed.
The message resolve3,2 convinces any outside party that T would actually decide
signed.

One cannot avoid that the adversary has an advantage in determining
whether the protocol ends with signed or with failed, provided all signatories
start the protocol. But one can avoid that the adversary can prove his ability to
force the result signed to an outside party.

In [12,13] this is achieved by introducing and constructing a new type of
digital signature scheme, called private contract signatures.

Our solution is conceptually much simpler, as it uses standard cryptographic
primitives only: The basic idea is to use Scheme 1 as it is, but let each signatory
Pi generate a new, fresh pair of secret and public signature key, (ski , pki), for
each execution of Protocol “sign” of Scheme 1. We call the result of such an
execution a pre-contract. As long as the adversary cannot prove that a certain
fresh key belongs to a certain signatory he cannot prove to an outside party the
status of the protocol, and hence the protocol is abuse-free.

We call the fresh keys (ski , pki) short-term keys, in contrast to the long-term
keys used by Pi to generate signatures under its name. Note that by convention
(Sect. 2) all the public long-term keys are fixed in advance! Let SIGNi(x) denote
Pi’s signature with its long-term key, and let signi(x) denote Pi’s signature with
its short-term key ski .

Our construction makes use of a chosen-ciphertext secure public-key encryp-
tion scheme [9,10]. Only T needs to decrypt messages; let ET (r;x) denote the
encryption of x with T ’s public key using random string r. We assume that each
party knows T ’s public encryption key.

Scheme 2 (Asynchronous Optimistic Abuse-free MPCS)

Protocol “sign” for honest Pi:

– Phase 1, Distribution of encrypted certificates: On input
(sign, tid , contr) signatory Pi generates (ski , pki) and computes certi :=
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SIGNi(i, pki , tid , contr) and ecerti := ET (ri; certi) for a randomly chosen
ri. Pi distributes (pki , ecerti , tid , contr) to all signatories.
Each Pi collects the list of all n tuples. It can stop waiting for a tuple any
time, in which case it outputs failed and stops.

– Phase 2, Pre-contract signing: Protocol “sign” of Scheme 1 is ex-
ecuted to obtain the pre-contract, using the n fresh keys (pki , ski).
The pre-contract to be signed is the concatenation of tid , contr , and
((pk1, ecert1), . . . , (pkn , ecertn)).5

– Phase 3, Conversion of pre-contract into real contract: If Pi gets
output signed for the pre-contract then Pi broadcasts (ri, certi) to all other
signatories. (This allows any other party to check that ecerti was an encryp-
tion of certi .)
If Pi receives input wakeup before having received all n pairs, or if not all
pairs match (i.e., there is some j such that ecertj 6= ET (rj ; certj ), or certj is
not a valid signature by Pj on (j, pkj , tid , contr)) then Pi shows the signed
pre-contract to T .

– Phase 4, Recovery from failed conversion:
• If T gets a signed pre-contract it extracts the list ((pk1, ecert1), . . . ,

(pkn , ecertn)) and tries to decrypt all certificates.
If this fails, or if some of the decrypted certificates are not valid or not
of the proper format, then T signs a “failed” message and sends it back.
Otherwise T signs (tid , contr , cert1, . . . , certn) and sends all certificates
and T ’s signature back. (T ’s signature certifies that ecertj was an en-
cryption of certj for each j. Note that usually T does not know rj .)

• If Pi receives an answer from T it verifies T ’s signature. If T decided failed
then Pi decides failed and stops. Otherwise Pi checks the consistency of
the data received from T , and if this succeeds decides signed and stops.
If not it decides failed and stops.

Protocol “verify”:
If Pi wants to show a signed contract to verifier V it sends to V the pre-

contract from Phase 2, signed relative to short-term keys pk1, . . . , pkn and (a)
all n pairs (ri, certi) or (b) the vector (tid , contr , cert1, . . . , certn), signed by T .
V outputs signed if all information matches, and stops.

On input wakeup V outputs verify failed and stops.

Theorem 2 (Security of Scheme 2).
Scheme 2 is an asynchronous MPCS with third party T for any t < n. It is

optimistic in all cases and terminates in t + 4 rounds if T is not involved, and
in t+ 6 rounds in the worst case.

Proof. (Sketch) We prove only three properties:
5 Note that this pre-contract is not the real contract yet, and does not prove anything

to an outside party: we will show that the adversary can generate valid looking
pre-contracts himself, without any interaction with the honest signatories.
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“Correct execution:” In the all-honest case the channels between signatories
ensure eventual delivery and authenticity (Sect. 2). Thus the adversary cannot
disturb the protocol, and it terminates with decision signed.

“Unforgeability:” Assume some honest Pi did not want to sign, but a verifer
V outputs signed. Th. 1 implies that pre-contracts are unforgeable relative to
the short-term keys, and Protocol “verify” requires that one of the short-term
keys was certified by Pi, which contradicts our assumption. (Note that the set
of signatories is fixed in advance; see Sect. 2.)

“No surprises with invalid contracts:” Assume an honest Pi started the pro-
tocol, decided failed, and some honest verifier V decides signed.

Th. 1 implies that there was a run of Protocol “sign” of Scheme 1 that yielded
a signed pre-contract. Pi participated in this run as one of the short-term keys
used was certified by Pi relative to the original (tid , contr), and Pi certifies only
fresh keys. Therefore Pi obtained a signed pre-contract as well. As Pi finally
decided failed it must have obtained “failed” from T in Phase 4, which means
that T was not able to successfully decrypt and check all certificates.

Since T does not distribute inconsistent decisions V accepted the contract
because of the result of a successful Phase 3. Thus there must be n pairs (rj , certj )
that are valid certificates and consistent with the signed contract. But T was
not able to obtain the corresponding n certificates certi . Since T is honest this
contradicts the correctness requirement of the encryption scheme. ut
Remark 3. Phase 1 does not guarantee that ecerti actually contains a valid cer-
tificate certi , i.e., it might happen that there are invalid certificates but Phase
2 is started and terminates successfully.

At first glance this might look dangerous, but actually it is not: If at least one
ecerti is invalid—i.e., decryption does not yield a certificate certi on pki signed
by Pi— then no party will obtain the real contract.

Theorem 3 (Abuse freeness). Scheme 2 is abuse-free.

Proof. (Sketch) We prove this property by contradiction: Assume that at a cer-
tain point in time the adversary has full control over the contract and can con-
vince an outside party that he can enforce result signed.

Since the adversary has full control still both results are possible. There-
fore no party can show a valid pre-contract, as the information contained in it
would determine the result of the contract signing. This follows from Th. 2: If
one signatory had a signed pre-contract then any other signatory would obtain
it as well, and T could unambiguously decide by evaluating this pre-contract.
Therefore no honest signatory will enter Phase 3, i.e., no honest signatory will
open any encryption.

In this situation we can simulate the adversary’s view of the protocol: The
simulator generates fresh keys (ski , pki), exactly like the honest signatories did.
But instead of encrypting certificates certi on these keys, the simulator encrypts
random data of the same length. Since the encryption scheme is secure against
adaptive chosen ciphertext attacks the resulting ciphertexts ecerti are indistin-
guishable from encrypted certificates. This simulation works as long as none of
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the ciphertexts must be opened—which is the case as no valid pre-contract ex-
ists, yet. Thus, any interaction between the adversary and an outside party can
be simulated without any interaction with the honest signatories. Hence, the
outside party gets no information about whether the honest signatories actually
want to sign a contract, which contradicts our assumption. ut

Acknowledgments: We thank Juan Garay, Birgit Pfitzmann, Matthias
Schunter and Michael Steiner for interesting discussions.
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Abstract. We prove two results on commutation of languages. First,
we show that the maximal language commuting with a three element
language, i.e. its centralizer, is rational, thus giving an affirmative answer
to a special case of a problem proposed by Conway in 1971. Second, we
characterize all languages commuting with a three element code. The
characterization is similar to the one proved by Bergman for polynomials
over noncommuting variables, cf. Bergman, 1969 and Lothaire, 2000: A
language commutes with a three element code X if and only if it is a
union of powers of X.

1 Introduction

Very little, or in fact almost nothing, seems to be known on solutions of language
equations, the exception being very special equations with two operations char-
acterizing rational languages, cf. [7] and [10] for some extensions. Even the most
basic equation, namely the commutation XY = Y X, is poorly understood. On
the other hand, it proposes several natural and apparently very difficult combi-
natorial problems.

It was almost 30 years ago when Conway proposed such a problem, asking
whether the maximal set commuting with a given rational set is rational, see [6].
The problem remained unanswered up-to-date, even for finite sets. Even worse, it
seems to be unknown whether the centralizer of a finite set is recursive, or even
recursively enumerable. A related problem asking whether any decomposable
rational language L, i.e. a rational language having the decomposition L = XY
for some languages X, Y 6= {1}, is decomposable via rational languages, is much
simpler, as shown in [6], cf. also [8], [13], and [3].

Another related problem is to search for a characterization of all languages
commuting with a given rational or finite set. In the case of multisets, i.e. polyno-
mials over noncommuting variables and with rational coefficients, this problem
has an elegant solution due to Bergman [1]: Two polynomials p(x) and q(x)
commute if and only if they are linear combinations of powers of a common
polynomial t(x). A similar result holds also for noncommutative formal power
series, see [5].
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Recently, both of the above problems have been solved for two element sets
in [4]. In this case, Conway’s problem has an affirmative answer and moreover,
the binary sets possess a Bergman type of characterization: Any set commuting
with a two element set X is a union of powers of X (or just a union of powers of a
primitive word t, if X ⊆ t∗, for some word t). On the other hand, as was pointed
out also in [4], no similar characterization can be achieved for four element sets,
in general.

These problems were also considered in the case of codes, in [14]. They have
been completely and affirmatively answered if X is a prefix code, i.e. no word
is a prefix of another. Moreover, it was proved that for a prefix code X, its
centralizer is always X∗, and the same was conjectured to be true for all codes.
This, however, remains an unsolved - and difficult - problem.

In this paper, we continue the study of these two problems, considering a
special case of three element sets. We answer to Conway’s problem affirmatively
in this case, and show that Bergman type of characterization, conjectured in [14],
holds for three element codes. Our new idea of considering these problems as
equations on languages, combined with the techniques of [4], [13], and [14], gives
a new insight on the problem. What is encouraging is that we do not see any
reason why this approach cannot be extended to more general cases. We also
point out that in general, the centralizer of any finite set is in Co-RE.

The paper is organized as follows. In Section 2, we fix the terminology and
discuss the background of these problems. Several basic results needed in later
considerations, as well as two general results on the centralizer of a finite lan-
guage, are proved in Section 3. Section 4 is devoted to a solution of Conway’s
problem for three element sets and in Section 5 we prove the characterization
for languages commuting with a three element code. Several open problems are
proposed in Section 6. Due to space constrains, the proofs of some results are
only sketched here. They can be found in full length in [9].

2 Preliminaries and Background

In this section we fix our terminology, and recall several known results related
to this work. For further details in Combinatorics on Words, we refer to [2].

For two words u, v ∈ Σ∗, we say that u is a prefix of v if v = uw, for some
w ∈ Σ∗, and write u ≤ v, and u = vw−1; u is a proper prefix of v if both u and w
are nonempty words. We say that u is a suffix of v if v = wu, for some w ∈ Σ∗,
in which case we write u = w−1v. These notations extend in a natural way to
languages: for two languages L1, L2 ⊆ Σ∗, we denote

L−1
1 L2 = {u−1

1 u2 | u1 ∈ L1, u2 ∈ L2},

L1L
−1
2 = {u1u

−1
2 | u1 ∈ L1, u2 ∈ L2}.

For a finite language F we define the two parameters

lF = min
u∈F

|u|, LF = max
u∈F

|u|,
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where |u| denotes the length of the word u. We say that F is periodic if there is
a word u such that F ⊆ u∗.

It is an elementary property on commutation of languages that for any subset
L ⊆ Σ∗, there is a unique maximal language commuting with it and, moreover,
it can be easily proved that it is a monoid. We will call it the centralizer of L
and denote it as C(L). Equivalently, one can define the centralizer of L as the
union of all sets commuting with L.

We say that a language L ⊆ Σ∗ is a code if the monoid L∗ is free. Equivalently,
L is a code iff any equality

x1x2 . . . xm = y1y2 . . . yn, m, n ≥ 0, xi, yj ∈ L

implies n = m and xi = yi, for all 1 ≤ i ≤ m.
Let Σ be a finite alphabet, and Ξ a set of unknowns in one-to-one corre-

spondence with a set of nonempty words X ⊆ Σ∗, say ξi ↔ xi, for some fixed
enumeration of X. A (constant-free) equation over Σ with Ξ as the set of un-
knowns is a pair (u, v) ∈ Ξ∗ × Ξ∗, usually written as u = v. The subset X
satisfies the equation u = v if the morphism h : Ξ∗ → Σ∗, h(ξi) = xi, for all
i ≥ 0, is such that h(u) = h(v). These notions extend in a natural way to systems
of equations.

We define the dependence graph of a system of equations S, as the nondirected
graph G, whose vertices are the elements of Ξ, and whose edges are the pairs
(ξi, ξj) ∈ Ξ ×Ξ, with ξi and ξj appearing as the first letters of the left and right
handsides of some equation of S, respectively.

The following basic result on combinatorics of words, cf. [2], is very useful
and efficient in our later considerations.

Lemma 1 (Graph Lemma) Let S be a system and let X ⊂ Σ+ be a subset
satisfying it. If the dependence graph of S has p connected components, then
there exists a subset F of cardinality p such that X ⊆ F ∗.

Note that in Graph Lemma it is crucial that all words are nonempty.
Concerning the commutation of languages, we will be interested in the fol-

lowing two problems, cf. [6] and [13], respectively:

Conway’s Problem: Is the centralizer of a rational language, rational?

BTC-Problem: For a given finite set X ⊆ Σ∗, is it true that for any set Y
commuting with X, there exists a set V ⊆ Σ+ and sets I, J of nonnegative
integer indices, such that

X =
⋃
i∈I

V i and Y =
⋃
j∈J

V j ? (1)

Note that if X and Y satisfy (1), then they commute. The statement of the
BTC-problem is the same as the one proved by Bergman in [1] to characterize the
commutation of two polynomials over noncommuting variables. The abbreviation
BTC comes from there: Bergman Type Characterization.
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First results on Conway’s problem were achieved in [14], where it has been
proved that the answer is affirmative for all prefix codes. Recently, in [4], the same
was achieved for all binary sets. The BTC-Problem was also solved affirmative
in these two cases in the same two papers, respectively. Moreover, it was shown
in [4] that the BTC-Problem does not have a positive answer in general, or even
in the case of four element arbitrary sets. A simple counterexample is the set
X = {a, ab, ba, bb}, which commutes with X ∪ X2 ∪ {bab, bbb}.

3 Auxiliary Results

In this section we prove some lemmata needed in our later considerations, as
well as give some general properties of the centralizer.

In both of the following lemmata, we will consider the maximal languages
with respect to component-wise inclusion, satisfying some given relations. In
each case, their uniqueness is clear.

Lemma 2 Let F1, F2, F3, and G be finite languages. If the relation

F1 + F2XG = F3 + Y G, (2)

is satisfiable, then the maximal solution (X, Y ) is such that Y = F2X + H, for
some finite language H.

Proof. Clearly, F2X ⊆ Y , since Y is maximal and we could add to Y the elements
of F2X preserving the relation (2).

On the other hand, consider w ∈ G, and y ∈ Y , with |y| > max(LF1 , LF2).
Then, yw ∈ Y G, and hence, yw ∈ F2XG:

yw = uxv, u ∈ F2, x ∈ X, v ∈ G,

which implies that y = uy1, for some y1 ∈ Σ∗. We can add y1 to X (and hence,
y to F2X) and F2y1 to Y , preserving the equality. Hence Y = F2X + H, where
H = F1G

−1.
It is also useful to note that if the equation (2) has solutions, then F3 ⊆

F1 + Y G, and F1 = F ′
1G + F ′′

1 , with F ′′
1 ⊆ F3. In other words, the maximal

languages X and Y satisfying (2) actually satisfy F ′
1G + F2XG = Y G, too.

Lemma 3 Let F1, F2, G, and H be finite languages. If the language equations

F1X = XF2, G + F1Y = H + Y F2,

are satisfiable, then their maximal solutions X and Y are such that Y = X + A
for some finite language A.

Proof. Consider the equations u−1(G + F1Y ) = u−1(H + Y F2), for all u ∈ Σ∗,
with length |u| = 1 + max(LG + LH). Since the word u is longer than the words
of G and H, we obtain the system u−1(F1Y ) = u−1(Y F2). But then, the same
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system is satisfied also by X. Since the maximal solution of a given linear system
of equations can be readily seen to be unique, we obtain that u−1X = u−1Y , for
all u such that |u| = 1 + max(LG, LH). Furthermore, clearly X ⊆ Y , since we
can add X to Y , and the relation satisfied by Y is still valid. Hence, Y = X +A,
for some finite language A. It is useful to observe that A = F−1

1 H + GF−1
2 .

When computing the centralizer of a language, we will always assume that
the language does not contain the empty word since otherwise Conway’s problem
is trivial. Indeed, the centralizer of such a language is always Σ∗, as noticed also
in [4]. Also remark that in this case the BTC-problem has a negative answer; to
see this, it is enough to consider any language L such that L∗ 6= Σ∗, and notice
that L′ = L ∪ {1} commutes with Σ∗, but they are not unions of powers of a
third language.

In general, very little is known about the centralizer of a finite language.
Even much weaker questions than Conway’s question seem to be unanswered,
namely it is not known whether a centralizer of a finite language is recursive or
even recursively enumerable. We are able to show only that its complement is
always recursively enumerable.

Theorem 4 For any finite set, the complement of its centralizer is a recursively
enumerable language.

4 Conway’s Conjecture for Three Element Sets

We consider now Conway’s problem for finite languages. To start with, let

FX = XF, (3)

be the language equation for a given finite language F . Obviously, the language
F can be uniquely written as

F = u1F1 + u2F2 + · · · + unFn, (4)

such that the following conditions are satisfied:

(i) 1 ∈ Fi, for all i = 1, . . . , n.
(ii) ui 6∈ Pref(uj), for any i 6= j.

We will say that (4) is the prefix decomposition of F .

Example 1. The prefix decomposition of F = {a, aa, b, bab} is F = a · {1, a} + b ·
{1, ab}.

We say that two nonempty words are incomparable if neither of them is a
proper prefix of the other.

Using this notion to refine the equation FX = XF , we can prove that the
centralizer of a finite language is rational, provided that one additional condition
is satisfied: there is a word in F such that it is incomparable with the other words
of F (for example, all prefix languages satisfy this condition). Using this result,
we then prove Conway’s conjecture for three element sets.
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Theorem 5 If F is a finite language containing a word which is incomparable
with the other words of F , then the centralizer of F is rational and effectively
computable.

Proof. Consider the prefix decomposition of F : F = u1F1 + · · · + unFn, and let
C(F ) be its centralizer. Then clearly, C(F ) = u1X1 + · · · + unXn + X0, with

X0 = { x ∈ C(F ) | |x| < LF },

since the equation (3) implies that all long enough words of C(F ) have as a prefix
an element of F . Then, the equation (3) implies that

FiC(F ) = XiF + u−1
i (X0F ), for all 1 ≤ i ≤ n. (5)

Now, the hypothesis implies that one of the sets Fi, say F1, contains only the
empty word. We then obtain from the system (5) that

FiX1F + Fi(u−1
1 (X0F )) = XiF + u−1

i (X0F ), for all 2 ≤ i ≤ n.

By Lemma 2, this means that FiX1 + Hi = Xi, for all 2 ≤ i ≤ n, and for
some finite sets H1, . . . , Hn. So,

C(F ) = X0 + u1X1 + u2(H2 + F2X1) + · · · + un(Hn + FnX1)
= X0 + u2H2 + · · · + unHn + (u1 + u2F2 + · · · + unFn)X1

= H + FX1,

and this, together with the first equation of the system (5), further implies that

u−1
1 (X0F ) + X1F = H + FX1,

where H = X0 +
∑n
i=2 uiHi. Obviously, X1 is maximal since C(F ) is so. By

Lemma 3, we then obtain that X1 = A+C(F ), for some finite set A, and finally,

C(F ) = H + F (C(F ) + A) = H + FA + FC(F ),

i.e., C(F ) is rational. Moreover, C(F ) is of the form C(F ) = F ∗G, with G a
finite language. The above equations can be further refined to prove that LG ≤
3LF − 2lF . Consequently, for a given F , one can effectively find G and hence,
also C(F ). The theorem is thus proved.

It might be possible to refine this method for the general case. For this, we
need to solve the system (5) in the case when all Fi’s are different from {1}.
One way to do this is to consider the prefix decomposition of the finite sets
appearing as coefficients in the left hand side of (5) and refine the right hand
side accordingly. It seems that in this way, we either cycle (case which we can
solve as in the proof of the next theorem), or we eventually obtain a case similar
to the one in the previous theorem. However, what we can do now is to settle
completely the three element case, as shown in the next theorem.
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Theorem 6 The centralizer of a three element set is rational and effectively
computable.

Proof. By Theorem 5, the only case to be considered is that of a finite set F of
the form F = {u, uv, uw}. In this case, C(F ) = uX1 + X0, with X0 containing
only prefixes of u. The equation (3) can now be rewritten as (1 + v + w)C(F ) =
X1F + u−1(X0F ), and further in the form

(u + vu + wu)X1 + (u−1F )X0 = X1F + u−1(X0F ).

We repeat the same reasoning with X1 by taking the prefix decomposition of
the set {u, vu, wu}. If the words of F are not powers of a same word (which is
solved in [4] and [13]), then after a finite number of steps we obtain an equation
of the form

GXn + H1 = XnF + H2,

where all G, H1, H2 are finite languages, and G is a three word language such
that at least two of its words start differently. Moreover, we have that C(F ) =
unXn + X ′

0, with X ′
0 finite.

We consider now the equation GY = Y F , and we can prove that its maximal
solution is rational, using the same techniques as in the proof of Theorem 5. We
then use Lemma 3 to obtain that Xn = Y +A, for some finite language A. Hence,
Xn is also rational. Then the centralizer of F is itself rational, which concludes
the proof.

We can also specify the form of the centralizer of a three element set. Similarly
as in the proof of the Theorem 5, one can prove that Xn = G∗A + B, with A
and B finite languages. Then, X = unG∗A + B′, and knowing that G has been
obtained from F by shifting n u-s from its left to the right, we obtain that
X = F ∗A′ + B′, with A′ and B′ finite languages.

5 The Solution of the BTC-Problem for Three Element
Codes

In this section we characterize all sets commuting with a given three element
code. The characterization resembles that of Bergman for polynomials over non-
commuting variables. Namely, we prove that any set of words commuting with
a three element code X is a union of powers of X. The same condition holds for
singletons, and also for two word languages, as proved in [4]. On the other hand,
this is not valid anymore for four element sets, as we already mentioned.

We first recall a result proved in [4]:

Lemma 7 Let L be a language and C(L) its centralizer. For any x ∈ L and
z ∈ C(L), there exists an infinite word u ∈ C(L)ω such that zxω = u.

We will also need the following lemma, proved in [4] and [14]:
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Lemma 8 Let X ⊆ Σ∗ be a code such that its centralizer is X∗, and let Y ⊆ Σ∗

be a language commuting with X. If Y ∩Xn 6= ∅, for some n ≥ 0, then Xn ⊆ Y .

The first step towards our goal is to prove that the centralizer of a three word
code F is F ∗. The next lemma will be the main tool to achieve this, and the
most difficult part of this paper.

Lemma 9 Let F be a nonperiodic three word set such that none of its elements
is a prefix of the other two, and let C(F ) be its centralizer. Then, all words of
C(F ) − {1} have as a prefix a word from F .

Proof. Let F be the language {u, v, w} satisfying the conditions of the lemma.
As we already observed, all long enough words of C(F ) have as a prefix a word
from F . Let us consider the set of those “short words” of C(F ) which do not
have as a prefix a word from F . The claim of the lemma is that this set, say X0,
contains only the empty word. Obviously, 1 ∈ X0, so let us assume that there is
a nonempty word x ∈ X0. By Lemma 7, we have that

xuω = α1α2 . . . αn . . .
xvω = β1β2 . . . βn . . .
xwω = γ1γ2 . . . γn . . .

(6)

for some αi, βi, γi ∈ F , i ≥ 1. Let us denote A = {α1, β1, γ1}.
If the cardinal of A is 3, that is to say, A = F , then by Graph Lemma on the

system (6), we conclude that F is periodic: a contradiction. If A is a singleton,
e.g. A = {u}, then, as x is from X0, we have that x is a prefix of u: u = xt,
with t 6= 1. Hence, we conclude again by Graph Lemma on the set of unknowns
{t, u, v, w} of (6): F must be periodic.

Assume now that A has cardinality 2. In this case, one can prove that X0 is
totally ordered by the prefix relation. If in the system (6), α1 = u or β1 = u,
then u = xt, for some t 6= 1, and we can conclude again by Graph Lemma. In
the remaining the case when α1 = β1 = v, i.e.

xu = vy1, xv = vy2, xw = uy3,

for some y1, y2, y3 ∈ C(F ), the proof strategy is to distinguish two cases: y2 ∈ X0
(obtaining y2 = x), or y2 6∈ X0 (obtaining w ≤ y2), and aiming to apply the
Graph Lemma to conclude that F must be periodic. Due to space limitations,
we skip this part of the proof, referring to [9] for the complete proof.

We can prove now that F ∗ is the maximal set commuting with F , for any
three word code.

Theorem 10 The centralizer of a three word code F is F ∗.

Proof. Let C(F ) be the centralizer of F . We distinguish three cases, depending
on the prefix decomposition of F , as defined in Section 2.
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I. F = u1 + u2 + u3, and none of the words of F is a prefix of another one.
Then, using Lemma 9, we have that C(F ) = u1X1 + u2X2 + u3X3 + 1. From the
equation FC(F ) = C(F )F , we obtain the following equations:

C(F ) = X1F + 1, C(F ) = X2F + 1, C(F ) = X3F + 1,

implying that X1 = X2 = X3, and hence, C(F ) = FX1 +1. But then, the system
is equivalent to FX1+1 = X1F +1, which, in turn, is equivalent to FX1 = X1F .
Thus, X1 = C(F ) and furthermore, C(F ) = FC(F ) + 1, which, as is well-known,
see [7], implies the claim.

II. F = u(1 + v) + w, and u and w are not prefixes of one another. Similarly as
above, we obtain that C(F ) = uX1 + wX2 + 1, and then, the equations

(1 + v)C(F ) = X1F + 1 + v, C(F ) = X2F + 1.

This implies that (1+v)X2F+1+v = X1F+1+v, and so, (1+v)X2 = X1. Indeed,
we can add X1F to the left hand side, or (1 + v)X2F to the right hand side,
preserving the equality, and then we use the maximality. Hence, C(F ) = FX2+1,
and the above system is equivalent now to FX2 + 1 = X2F + 1. We conclude as
in the previous case.

III. F = u1 + u2 + u3, with u1 a prefix of both u2 and u3. Equivalently, F is of
the form F = {u, uv, uw}. Assume that F ∗ is a proper subset of C(F ), and let
x be minimal with respect to the length in C(F ) − F ∗.
Claim 1: xu = ux.
Proof of claim 1. Assume the contrary and set x1 = x. Then we define the
sequence (xi)i≤n, for some n ≥ 1, such that xiu = uxi+1, for all 1 ≤ i ≤ n − 1,
and either xnu = uxi, with 1 ≤ i ≤ n, or xnu = ty, with t ∈ {uv, uw}, and
y ∈ C(F ). The first case is impossible since we obtain that x1 = · · · = xn, and
hence, xu = ux. In the second case we obtain that |y| < |x| and thus, y ∈ F ∗.
The conclusion is that xun = un−1ty ∈ F ∗. Similarly we can prove that there
is m ≥ 1 such that umx ∈ F ∗. But F is a code, i.e. F ∗ is free, and then,
Schützenberger’s criterium of a free monoid implies that x ∈ F ∗, cf. [11]. This
is impossible and the claim is thus proved.

As a consequence of the claim we obtain that x is the only minimal element
in C(F ) − F ∗. Let us now assume that |v| ≤ |w|.

It is important to observe that neither v, nor w can commute with u since
F is a code.
Claim 2: There is α ∈ F ∗ such that xα ∈ F ∗.
Proof of claim 2. Assume again the contrary and consider the word xuv. We
prove first that there exists n ≥ 0 such that

xvun = unwx. (7)

If xuv = uvy, for some y ∈ C(F ), we have that |x| = |y|, and so, either x = y,
which is impossible since it implies that uv = vu, or y ∈ F ∗, and so, xuv ∈ F ∗,
which is again a contradiction.
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If xuv = uwy, we obtain that |y| ≤ |x|, and due to our assumption, we must
have y = x, and xv = wy, which is what we wanted to prove first.

Finally, if xuv = uy, then y = xv. In this case, we consider the word y1 = y,
and then, the word y1u = xvu ∈ C(F )F . We have yiu = uyi+1, for all 1 ≤ i ≤
n − 1, for some n ≥ 1, and either ynu = uyi, for some 1 ≤ i ≤ n, or ynu = uvt,
or ynu = uwt, for some t ∈ C(F ). In the first two cases we obtain that uv = vu,
which is impossible. In the third one we obtain xvun = unwx, for some n ≥ 1.

Let us also consider the word xuw. Similarly as above (or using the symmetry
as an argument), one can prove that there is m ≥ 0 such that

xwum = umvx. (8)

Without loss of generality, we can assume that m ≤ n. If x ≤ um, then
um = xy, with y 6= 1, yu = uy, and from (7) and (8) we derive that un−myw =
vun−my, yv = wy, and yu = uy. Using Graph Lemma on these three relations,
on the set of unknowns {y, u, v, w}, we get now a contradiction.

If un ≤ x, then x = uny, with y 6= 1, uy = yu, and we obtain yv = wy,
un−myw = vun−my, yu = uy, and again this gives the commutativity of F .

Finally, if um ≤ x ≤ un, we have un = xy, and x = umz, with y, z 6= 1,
yu = uy, and zu = uz. We derive from (7) and (8) that xvun = unwx =
(yx)w(umz) = y(xwum)z = yumvxz, implying that uv = vu, which is impossi-
ble. This completes the proof of claim 2.
Claim 3: There is β ∈ F ∗ such that βx ∈ F ∗.
Proof of claim 3. This is similar to the proof of claim 2 above.

Since F is a code, from the claims 2 and 3, using Schützenberger’s criterium
of a free monoid, we obtain that x ∈ F ∗. This is impossible: x was chosen in
C(F ) − F ∗.

The conclusion is that C(F ) ⊆ F ∗, and thus, C(F ) = F ∗.

Now, we are ready for the second main result of this paper. We characterize
all the sets commuting with a three element code.

Theorem 11 If F is a three word code, then any set commuting with F is a
union of powers of F .

Proof. This is immediate now, using Theorem 10 and Lemma 8.

6 Final Remarks

We have continued the research on the commutation relation XY = Y X for
languages, initiated in [14], [13], and [4]. Our results settle some basic problems
for three element sets, and at the same time give indications that these prob-
lems are very difficult, in general. Indeed, there remain many challenging open
problems:

Problem 1 Does the Bergman type of characterization hold for all three element
sets?
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Problem 2 Does the Bergman type of characterization hold for all codes?

Problem 3 Does the Conway’s problem have an affirmative answer for all finite
codes?

Problem 4 Is the centralizer of a code C always C∗?

Problem 5 For a finite set F we define its root as the set R(F ) with the minimal
number of elements such that F is a power of R(F ). Does there exist a finite set
F ⊆ Σ∗ such that its centralizer is different from R(F )∗ and Σ∗?

Problem 6 Is the centralizer of a finite (or rational) set always: a) recursively
enumerable, b)recursive, c)rational?

By Lemma 8, an affirmative answer to Problem 4 would imply that for Prob-
lem 2. Also note that if the centralizer is defined as the maximal semigroup
commuting with a given X, then the Problem 5 has an affirmative answer, cf. [4].
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Abstract. Tree-walking automata (TWAs) recently received new atten-
tion in the fields of formal languages and databases. Towards a better
understanding of their expressiveness, we characterize them in terms
of transitive closure logic formulas in normal form. It is conjectured by
Engelfriet and Hoogeboom that TWAs cannot define all regular tree lan-
guages, or equivalently, all of monadic second-order logic. We prove this
conjecture for a restricted, but powerful, class of TWAs. In particular,
we show that 1-bounded TWAs, that is TWAs that are only allowed
to traverse every edge of the input tree at most once in every direc-
tion, cannot define all regular languages. We then extend this result to
a class of TWAs that can simulate first-order logic (FO) and is capable
of expressing properties not definable in FO extended with regular path
expressions; the latter logic being a valid abstraction of current query
languages for XML and semi-structured data.

Keywords: automata, logic, regular tree languages

1 Introduction

Regular tree languages can be defined by means of many equivalent formalisms,
for instance: (non)deterministic bottom-up and nondeterministic top-down tree
automata, alternating tree automata, two-way tree automata, homomorphic im-
ages of local tree languages, and monadic second-order logic [13,20]. However, it
is not known whether there exists a natural inherently sequential model for rec-
ognizing the regular tree languages. Of course, by definition, they are recognized
by bottom-up finite tree automata, but these automata are essentially parallel
rather than sequential: the control of the automata is at several nodes of the
input tree simultaneously, rather than at just one. With this aim in mind, En-
gelfriet, together with his co-workers Bloem, Hoogeboom, and van Best, initiated
a research program [5,8,10] studying (extensions of) the tree-walking automata
(TWAs) originally introduced by Aho and Ullman [2]. The finite control of a
tree-walking automaton is always at one node of the input tree. Based on the
label of that node and its child number (which is i if it is the ith child of its
parent), the automaton changes state and steps to one of the neighboring nodes
(parent or child). Without the test on the child number such automata cannot
even search the tree in a systematic way, such as by a pre-order traversal as
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is shown by Kamimura and Slutzki [14]. However, also with the child test, it is
conjectured that these automata cannot express all regular tree languages [8,10].
In this paper, we study the expressiveness of tree-walking automata by charac-
terizing them in terms of transitive closure logic formulas in normal form and
prove the above mentioned conjecture for a restricted, but powerful, class of
tree-walking automata.

Apart from the above purely theoretical motivation, recently, new interest in
tree-walking automata emerged from the field of database theory. Indeed, one
of the major research topics at the moment is the design and study of query
languages for the manipulation of XML documents or electronic documents in
general [1,16]. Such documents are usually modeled by ordered labeled trees or
graphs, depending on the application at hand. In this research, tree-walking au-
tomata are used for various purposes and appeared in various forms. Milo, Suciu,
and Vianu [15], for instance, used a transducer model based on tree-walking au-
tomata as a formal model for an XML transformer encompassing most current
XML transformation languages. Brüggeman-Kleinn, Hermann, and Wood [6],
proposed to use caterpillar expressions as a pattern language for XML trans-
formation languages. Interestingly, caterpillar expressions relate to tree-walking
automata like regular expressions relate to string automata: they are just a
different, though a lot more user friendly, representation of the same thing. Fur-
thermore, they conjectured their formalims to be less expressive than the reg-
ular tree languages. Another, more direct, occurrence of tree-walking automata
is embodied in the actual XML transformation language XSLT [7] proposed by
the World Wide Web consortium (W3C) and currently being implemented by
IBM. In formal language theoretic terms, this query language can be best de-
scribed as a tree-walking tree transducer [4]. Hence, results on the expressiveness
of tree-walking automata could give insight in the expressiveness of actual XML
transformation languages.

We start by characterizing the expressiveness of (deterministic and nondeter-
ministic) tree-walking automata in terms of (deterministic and non-determinis-
tic) transitive closure logic (DTC and TC) formulas in normal form. That is,
formulas of the form [(D)TC(ϕ)](ε, ε), where ϕ is an FO formula containing
predicates depthm(x) defining x as a vertex whose depth is a multiple of m; and
where ε refers to the root of the tree under consideration. Our result thus implies
that any lower bound on (D)TC formulas in normal form is also a lower bound for
(non)deterministic tree-walking automata. Unfortunately, proving lower bounds
for the latter logic does not seem much easier than the original problem as
Ehrenfeucht games for DTC and TC are quite involved. Therefore, we use a
direct approach for a restricted, but expressive, class of tree-walking automata
in the hope that these techniques will provide insight for the general case.

We first show that 1-bounded tree-walking automata, that is tree-walking
automata that are only allowed to traverse every edge of the input tree at most
once in every direction, cannot define all regular languages. In particular, we
obtain that they can not evaluate tree-structured Majority circuits where the
gates have fan-in greater than 2. Next, we generalize this result to a rather
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powerful class of tree-walking automata, called r-restricted. These automata are
rather expressive as they can define all of first-order logic (FO) and are capable
of expressing some tree languages not definable in FO extended with regular
path expressions. The latter logic is an abstraction of current query languages
for semi-structured data and XML [1,16], and, for instance, cannot define the
set of trees representing Boolean circuits evaluating to true [17] which can easily
be defined by r-restricted tree-walking automata (cf. Example 1).

We conclude by mentioning some related work. Bargury and Makowsky [3]
proved an equivalence between transitive closure logic and two-way multihead
automata operating on grids. Their simulation of automata involves nesting of
TC operators. Potthoff [18] showed that the same normal form of TC we use,
suffices to define all regular string languages, the opposite direction being trivial
in the string case. Recently, Engelfriet and Hoogeboom [9] showed that tree-
walking automata with pebbles correspond exactly to TC. Hence, when allowing
pebbles one can simulate nested TC operators. Fülöp and Maneth [11] showed
that the domains of partial attributed tree transducers correspond to the tree-
walking automata in universal acceptance mode.

This article is structured as follows. In Section 2, we define tree-walking
automata. In Section 3, we prove the logical characterization of tree-walking
automata in terms of transitive closure logic, and in Section 4 we proof the En-
gelfriet and Hoogeboom conjecture for two restrictions of tree-walking automata.

2 Preliminaries

Trees. A tree domain τ over N is a subset of N∗, such that if v · i ∈ τ , where
v ∈ N∗ and i ∈ N, then v ∈ τ . Here, N denotes the set of natural numbers. If
i > 1 then also v · (i − 1) ∈ τ . The empty sequence, denoted by ε, represents the
root. We call the elements of τ vertices. A vertex w is a child of a vertex v (and
v the parent of w) if vi = w, for some i. A Σ-tree is a pair t = (dom(t), labt),
where dom(t) is a tree domain over N, and labt is a function from dom(t) to Σ.
The arity of a tree is the maximum number of children of its vertices. We only
consider trees with a fixed arity. The depth of a vertex u, denoted by depth(u)
is the length of u (interpreted as a string over N∗). The distance between two
vertices u and v, denoted by d(u, v) is defined as the length of the path between
u and v where we assume that d(u, u) = 0.

A Σ-tree t can be naturally viewed as a finite structure over the binary
relation symbols E and <, and the unary relation symbols (Oσ)σ∈Σ . E is the
edge relation and equals the set of pairs (v, v · i) for every v, v · i ∈ dom(t). The
relation < specifies the ordering of the children of a node, and equals the set of
pairs (v · i, v · j), where i < j and v · j ∈ dom(t). For each σ, Oσ is the set of
nodes that are labeled with a σ.

Tree-Walking Automata. Tree-walking automata (TWAs) can be seen as the
simplest analogon of two-way string automata. A TWA starts its computation
in an initial state at the root of the input tree. In each step, it moves to a neighbor
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vertex of the current vertex (or stays at the current vertex) and enters a state.
The direction of movement and the new state depend only on the current state,
the symbol at the current vertex, the child number of the current vertex, i.e.,
the relative position of the current vertex in the ordered list of the children of
its parent, and the number of children of the current vertex.

More formally, a (k-ary) TWA is a tuple (S, Σ, δ, s0, F ), where S is the set of
states, Σ is an alphabet (the set of possible vertex labels), s0 ∈ S is the initial
state and F ⊆ S is the set of accepting states. The only part where a TWA is
formally different from a standard string automaton is the transition function δ.
The transition function δ of a TWA is the union of the functions δi and δroot,i,
where i ∈ {0, . . . , k}. For a deterministic TWA,

– δroot,i is a function from S × Σ to {stay, ↓1, . . . , ↓i} × S, and
– for each i ∈ {0, . . . , k}, δi is a function from {1, . . . , k}×S×Σ to {↑, stay, ↓1

, . . . , ↓i} × S.

For a nondeterministic TWA the ranges of these functions are the respective
power sets. If several TWAs are around we write δM to denote the transition
function of TWA M and the like.

A configuration c = [v, s] of a TWA M on a tree t consists of a vertex v of t
and a state s of M . The immediate successor configuration c′ of a configuration
[v, s] is defined as follows.

– If v = ε, v has i children and carries the symbol σ then
• c′ = [ε, s′], if δroot,i(s, σ) = (stay, s′), and
• c′ = [j, s′], if δroot,i(s, σ) = (↓j , s

′).
– If v = wj, for some j ≤ k, v has i children and carries the symbol σ then

• c′ = [w, s′], if δi(j, s, σ) = (↑, s′),
• c′ = [v, s′], if δi(j, s, σ) = (stay, s′), and
• c′ = [vj′, s′], if δi(j, s, σ) = (↓j′ , s

′).

We write c ⇒M,t c′ to express that c′ is the immediate successor configuration
of c in the computation of M on t. Following standard convention we write
c ⇒j

M,t c′ (c ⇒∗
M,t c′) to express that c′ is the j-th (some) successor configuration

of c in the computation of M on t. If M and/or t are clear from the context
we may omit them. A tree t is accepted by M if there is an s ∈ F such that
[ε, s0] ⇒∗

M,t [ε, s].

Example 1. We illustrate the above definition by means of an example. In par-
ticular we define a deterministic tree-walking automaton that accepts all tree-
structured Boolean circuits of fan-in 2 that evaluate to true. A similar construc-
tion can be given for each fixed bound on the fan-in. For convenience, we only
consider circuits of the right format. That is, all inner nodes and the root have
exactly two children and are labeled with AND or OR. Further, all leaves are
labeled by 0 or 1. These circuits are assigned a truth value in the usual way. De-
fine M as the tuple (S, Σ, δ, eval, F ) with S = {eval, 0, 1, left-child-0, left-child-1},
Σ = {AND, OR, 0, 1}, and F = {1}. The transition function δ is defined as fol-
lows:
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– M starts by walking to the first leaf in the tree: for each σ ∈ {AND, OR}
and i ∈ {1, 2},

δroot,2(eval, σ) = (↓1, eval); and
δ2(i, eval, σ) = (↓1, eval).

– When reaching a zero (one) leaf, which is a left child, M moves up with this
information:

δ0(1, eval, 0) = (↑, left-child-0);
δ0(1, eval, 1) = (↑, left-child-1);

– If M enters an inner vertex from a left child it is always in one of the two
states left-child-0 or left-child-1. If the current vertex is an AND vertex and
the state is left-child-0 then the current vertex will evaluate to 0 no matter
the right subtree. An analogous statement holds for OR-gates and the state
left-child-1. The information passed to the parent vertex depends on whether
the current vertex is itself a left or a right child. If the outcome of the left
child is not sufficient to determine the value of the current vertex M has to
enter its right child. Formally, for each i ∈ {1, 2}:

δ2(1, left-child-0, AND) = (↑, left-child-0);
δ2(2, left-child-0, AND) = (↑, 0);
δ2(1, left-child-1, OR) = (↑, left-child-1);
δ2(2, left-child-1, OR) = (↑, 1);
δ2(i, left-child-1, AND) = (↓2, eval); and
δ2(i, left-child-0, OR) = (↓2, eval).

– If M enters an inner vertex from a right child it is always in one of the states
0 or 1. By what we have said before, this state indicates the value of the
subtree at the current vertex. Hence, it only has to be passed to its parent
vertex. Consequently, for each i ∈ {0, 1} and σ ∈ {AND, OR}:

δ2(1, 0, σ) = (↑, left-child-0);
δ2(1, 1, σ) = (↑, left-child-1); and
δ2(2, i, σ) = (↑, i).

– It remains to handle the case of leaves that are right children of their parent.
They simply have to pass their value to the parent. For each i ∈ {0, 1}:

δ0(2, eval, i) = (↑, i).

It will be convenient to subsume the overall effect of a TWA on a subtree of a
tree in a so-called behaviour function. Intuitively, if f is the behaviour function
of a subtree t then f(s) = s′ if and only if in the computation of M which starts
at the root v of t in state s the parent of v is entered in state s′. Obviously, the
behaviour function of a subtree t depends on the child number of its root in the
full tree.



552 F. Neven and T. Schwentick

We define behaviour functions more formally. Let M be a k-ary deterministic
TWA and let t be a (at most) k-ary tree. For i ≤ k, let t(i) denote the tree which
consists of a root which has the root of t as the i-th child and i−1 other children
which are leaves. The behaviour function fM,t,i of M on t as an i-th child maps
states of M to states of M . It is defined as follows. If s is a state of M then
fM,t,i(s) = s′, if there is a j such that (i, s) ⇒j

M,t(i) (ε, s′) and j is minimal with
this property.

Note that fM,t,i does not depend on the labels of the vertices outside of t.
Furthermore it does not depend either on the actual embedding of t in a larger
tree as long as the root of t is an i-th child.

For non-deterministic TWAs behaviour functions are defined analogously but
with sets of states as function values.

Next, we turn to the definition of some classes of restricted TWAs.

– We call a TWA 1-bounded, if, for all trees t, it traverses each edge of t at
most once in each direction.

– We call a TWA M r-restricted if the following holds. For each pair u, v of
vertices of a tree t such that d(u, v) > r the computation of M on t does
not contain 4 configurations [u, s1], [v, s2], [u, s3], [v, s4] in the given order.
Intuitively, this means that each path of length more than r is traversed at
most once in each direction.

Clearly, each 1-bounded TWA is also r-restricted for every r ≥ 1. Engelfriet
and Hoogeboom showed that the latter automata can define all of first-order
logic (FO) [8]. Moreover, r-restricted TWAs can even define some tree languages
not definable in FO extended with regular path expressions [17]. In Section 4, we
show that r-restricted TWAs cannot define the set of all regular tree languages
thereby giving an answer to the conjecture of Engelfriet and Hoogeboom for a
powerful class of TWAs.

Let, for m > 0, depthm be a unary relation symbol. In the following we will
consider trees which have additionally the predicate depthm, for some m. In all
trees, depthm will contain all vertices the depth of which is a multiple of m. For
a vertex u of a tree t, its r-sphere St

r(u) is the set {v | d(u, v) ≤ r}. For a tuple
of vertices ū, define St

r(ū) as
⋃

u∈ū St
r(u). We define its r-neighborhood N t

r(ū)
as the structure t extended with the constants ū restricted to the set St

r(ū).

3 A Logical Characterization of Tree-Walking Automata

We characterize tree-walking automata by transitive closure logic formulas of
the form TC[ϕ(x, y)](ε, ε), where ϕ is an FO formula, which may make use of
the predicate depthm, for some m. We say that such a formula is in normal form.
Further,

t |= TC[ϕ(x, y)](ε, ε)

iff the pair (ε, ε) is in the transitive closure of the relation {(u, v) | t |= ϕ[u, v]}.
We use deterministic transitive closure logic formulas (DTC) in an analogously
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defined normal form to capture deterministic tree-walking automata. In partic-
ular,

t |= DTC[ϕ(x, y)](ε, ε)

iff the pair (ε, ε) is in the transitive closure of the relation {(u, v) | t |= ϕ[u, v] ∧
(∀z)(ϕ[u, z] → z = v)}. The latter expresses that we disregard vertices u that
have multiple ϕ-successors.

Theorem 2. Nondeterministic tree-walking automata accept precisely the tree
languages definable by TC formulas in normal form. Deterministic tree-walking
automata accept precisely the tree languages definable by DTC formulas in nor-
mal form.

Proof. (sketch) The simulation of TWA’s by (D)TC formulas in normal form is
an easy extension of a proof of Potthoff [18] who characterized two-way string
automata by means of TC formulas in normal form. We omit the details.

For the other direction, consider the formula TC[ϕ(x, y)](ε, ε). By Gaifman’s
Theorem (see, e.g., [12]), there exists an r such that ϕ is equivalent to a Boolean
combination of sentences χ and r-local formulas ξ(x, y). Here, a formula ξ(x, y) is
r-local if for every tree t with vertices u and v, whether t |= ξ[u, v] only depends
on the isomorphism type of N t

r(u, v). As the rank of trees is fixed, there are only
finitely many possible isomorphism types. Engelfriet and Hoogeboom [8] showed
that TWA’s can evaluate FO formulas over trees. A straightforward adaptation
of their proof shows that TWA’s can also evaluate FO formulas with modulo
depth predicates (details omitted). Hence, we can assume that M can evaluate
the sentences χ at the beginning of the computation. Further, if d(u, v) ≤ 2r
then M can check whether t |= ϕ[u, v] by inspecting N t

3r(u), otherwise by first
inspecting N t

r(u) and afterwards N t
r(v). Suppose the automaton arrives at a

vertex u (with u = ε as the first case). First, the automaton nondeterministically
chooses whether it will go to a vertex v of distance ≤ 2r or to a vertex v of
distance > 2r. In the first case, it inspects N t

3r(u) and chooses a v such that
t |= ϕ[u, v] if this is possible. Otherwise it first computes the type of N t

r(u),
moves to a vertex v of distance > 2r and checks that the type of N t

r(v) implies
that t |= ϕ[u, v]. Finally, if v is the root, the automaton accepts. Otherwise, it
proceeds in the same manner. Clearly, the automaton will eventually accept if
t |= TC[ϕ(x, y)](ε, ε).

The simulation of DTC formulas by deterministic TWAs is more intricate.
Consider the formula DTC[ϕ(x, y)](ε, ε). We construct a deterministic TWA over
k-ary trees accepting exactly the k-ary trees the above formula defines. As in
the previous case, the automaton first evaluates all sentences χ in the Gaifman
normal form of ϕ. Let m be the maximum number of vertices occurring in an
r-neighborhood of a tree. That is, m := max{|St

r(u)| | t a tree, u ∈ dom(t)}.
For each isomorphism type τ of r-neighborhoods with one distinguished vertex,
the automaton additionally computes the number of occurrences of τ in t up
to m + 2. Now, given a u, to find a v such that ϕ(u, v) holds, the automaton
proceeds as follows. Let Y0 be the set of all vertices w in N t

2r(u) such that
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N t
r(u, w) |= ϕ(x, y). By inspecting the 3r-neighborhood of u, M can compute

|Y0|.
Next, it computes the type of N t

r(u) and the set T of all types τ of r-
neighborhoods for which the following holds: if N t

r(w) is of type τ and N t
r(w) and

N t
r(u) are disjoint then N t

r(u, w) |= ϕ(x, y). The latter is a fixed finite computa-
tion which can be encoded into the transition function. We call vertices of a type
from T good vertices (w.r.t. the current u) and denote the set of good vertices
in t by Y1. Note that M can deduce |Y1| (up to m + 2) from the precomputed
information.

The set of good vertices in N t
2r(u) is denoted by Y2. By inspecting the

3r-neighborhood of u again, M computes |Y2| and the relative positions of all
vertices in Y2 w.r.t. u.

Let Y = Y0 ∪ (Y1 − Y2). Y is the set of vertices w of t such that N t
r(u, w) |=

ϕ(x, y). M can compute |Y | without further moving (note that |Y2| ≤ m). If |Y |
is different from 1 then M can immediately reject. Let us assume in the following
that |Y | = 1.

If the unique element v of Y is from Y0, M can directly go to v. If, on the
other hand, Y0 = Y2 = ∅ then M can move to the unique v ∈ Y1 via a DFS
traversal of the tree.

The only complicated case is when Y0 = ∅ and |Y1 −Y2| = 1 but Y2 6= ∅. The
complication arises from the following possibility. M has to traverse the tree to
find the correct unique good w outside N t

2r(u). As it does not know in which
part of the tree w is located its way to w might lead back to u. In that case we
have to make sure that it does not confuse w with a vertex from Y2.

We can assume w.l.o.g. that the root of the tree is not in N t
3r(u) because

otherwise M can easily distinguish the vertices of Y2 from the desired vertex.
Now, M proceeds as follows. It starts a DFS walk through the tree starting
from u and first inspecting the first subtree of u. Whenever it encounters a new
vertex z it starts a subcomputation which inspects the 3r-neighborhood of z to
find out whether there is a good vertex w in N t

2r(z). If such aw is found then
M computes the set Z(w) of vertices u′ ∈ N t

2r(w) for which N t
3r(u′) ∼= N t

3r(u).
If Z(w) = ∅ or all vertices in Z(w) are behind z in the DFS order then w is
the desired vertex v and M goes there. Otherwise it proceeds in its DFS walk.
When the DFS walk finishes at the root (without finding the target vertex) then
M walks back (reverse DFS) until it reaches u again (easily recognized by the
isomorphism type of its 3r-neighbourhood). Then it starts a reverse DFS walk
from u (going upwards first) analogously to the first DFS walk.

We have to show that M always finds the correct target vertex. First, we
show that M never moves to a vertex in Y2. Let w ∈ Y2. If M reaches w during
the inspection of the neighborhood of a vertex z before its DFS walk arrives at
the root then u ∈ Z(w) and M recognizes that u is in the DFS order before z.
Hence it does not take w as v. The analogous statement is true if z is found in
the reverse DFS walk after coming back to u.

Finally, we show that M indeed reaches a target vertex v from Y1 (which then
is the correct one). Assume wlog that v is encountered as a vertex w relative
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to a vertex z in the DFS walk behind u. If Z(v) = ∅ then v is easily identified.
Assume Z(v) 6= ∅. As v is not in N t

2r(u) all vertices in Z(v) are behind u in the
DFS order. Let u′ be the first vertex from Z(v) in the DFS order. Then v is
found not later than at the time u′ is assumed as z in the DFS walk.

4 Weakness of Tree-Walking Automata

Let k be fixed and let Tk be the set of all k-ary trees the leaves of which are
labeled with 0 or 1. For each vertex v of a tree v ∈ Tk we inductively define a
value 0 or 1 as follows. If v is a leaf then its value (0 or 1) is determined by its
label (0 or 1). If v has i children then v has the value 1 if and only if at least
i
2 of its children have the value 1. Intuitively, Tk is the set of all tree-structured
Majority circuits. Let T 1

k (T 0
k ) denote the set of all trees t ∈ Tk for which the

root gets the value 1 (0). We call a vertex v of a tree t ∈ Tk a 1-vertex (0-vertex)
if it gets the value 1 (0). Analogously, we call the subtree rooted at a 1-vertex
(0-vertex) a 1-subtree (0-subtree). The next lemma follows immediately from
the inductive definition of the set T k.

Lemma 3. For each k, the set T 1
k is a regular set of trees.

We have seen in Example 1 that there is a deterministic TWA which recog-
nizes T 1

2 (note that T 1
2 ∪ T 0

2 can be seen as the set of trees representing Boolean
circuits consisting of only OR-gates). This was due to the fact that the automa-
ton, after evaluating a right subtree of a vertex v, could conclude the value of
the corresponding left subtree of v from the label of v and the fact that it had
to enter the right subtree. For k > 2, things are more complicated. In fact, we
conjecture the following.

Conjecture 4. For k > 2, T 1
k can not be recognized by a (det. or nondet.) TWA.

In this section we prove this conjecture for a restricted type of TWAs, 1-
bounded TWAs. The proof can be easily generalized to the sets T 1

k , for each
k > 3. Furthermore, it can be extended to show that, for each r there is a related
regular set of trees which can not be recognized by any r-restricted TWA.

Before we state and prove the result we introduce some important concepts
for that proof and show a purely combinatorial result. For any d ≥ 1 a critical
tree of depth d is a full ternary tree t of depth d with the following properties:
(i) t ∈ T 1

3 ; (ii) each 1-vertex of t has exactly two children which are 1-vertices;
and (iii) each 0-vertex has only 0-vertices as children. In particular, there are
no 1-leaves in 0-subtrees of t. Intuitively, a critical tree of depth d is a tree of
depth d from T3 which contains a full binary subtree of depth d which only has
1-leaves and all other leaves are 0-leaves. In particular, a critical tree of depth
d has 2d 1-leaves. A numbering N of a critical tree t of depth d is an injective
mapping of the 1-leaves of t into the set {0, . . . , 2d − 1}. All critical trees of a
fixed size d are defined on the same tree domain τd. A mapping M which maps
each leaf of τd to a subset of {0, . . . , 2d −1} with at most m elements is called an
m-labeling. We say that an m-labeling M of τd is compatible with a numbering
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N of a critical tree t of depth d if, for each 1-leaf v of t, N(v) ∈ M(v). We state
the following lemma without proof.

Lemma 5. For each m > 0 there is a d > 0 such that, for each m-labeling M
of τd there is a critical tree of depth d for which there is no numbering that is
compatible with M .

We are now ready to prove the main result of this paper.

Theorem 6. (a) There is no 1-bounded (deterministic or non-deterministic)
TWA which recognizes T 1

3 .
(b) For each r > 0, there is is a regular tree language that can not be recognized

by an r-restricted (deterministic or non-deterministic) TWA.

Proof. (sketch) The main task is to prove (a). Statement (b) will follow by an
easy generalization of that proof. Towards a contradiction assume there exists a
non-deterministic TWA M ′ which recognizes T 1

3 . The proof consists of 3 main
steps:

– We transform M ′ into a TWA M which accepts exactly the same trees as
M ′ but always rejects when it visits a 0-leaf. From this property we can
conclude that if M accepts a certain tree t then it also accepts every tree
which results from t by replacing 0-subtrees with 1-subtrees.

– We show that there are two trees t, t′ ∈ T 1
3 with the same tree domain such

that M has accepting computations for these trees which enter some vertex
v in the same state s but with different “histories”. Here, the history consists
of the information for which vertices w on the path from v to the root the
computation visits the (only) 1-sibling of w before it visits v. This part of
the proof makes use of Lemma 5.

– Finally, we show that these accepting computations can be combined into
one accepting computation on a tree from T 0

3 .

Before we describe the construction of M , we introduce some notation. Let,
for i ∈ {1, . . . , 3}, F 1

M ′,i (F 0
M ′,i) denote the set {fM ′,t,i | t ∈ T 1

3 } ({fM ′,t,i |
t ∈ T 0

3 }) of behaviour functions that M ′ can have on 1-subtrees (0-subtrees)
that have child number i. A straightforward argument shows that M ′ can never
recognize the set T 1

3 when F 1
M ′,i∩F 0

M ′,i 6= ∅ for some i. Therefore, we can assume
that F 1

M ′,i and F 0
M ′,i are disjoint for all i.

We turn to the construction of M . Intuitively, the idea is as follows. Whenever
M ′ can go from a vertex v to vi then M can either do the same or, to prevent
visiting a 0-leaf, it can guess that vi is the root of a 0-subtree. In the latter case
instead of going down to vi it picks a behaviour function f ∈ F 0

M ′,i and enters a
new state at v according to f . Formally, for each j ≤ k, s ∈ S and σ ∈ Σ −{0},

δi
M (j, s, σ) = δi

M ′(j, s, σ) ∪
⋃

(↓
j′ ,s′)∈δi

M′ (j,s,σ)

f∈F 0
M′,j′

(stay, f(s′)).
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For each j ≤ k and s ∈ S, we define δi
M (j, s, 0) = (stay,⊥) where ⊥ is a state

from which no transition is possible.
We have to show that M accepts exactly all trees in T 1

3 . Let therefore t be
from T 1

3 , hence, by assumption, t is accepted by M ′.
Let C ′ = c′

0, c
′
1, . . . , c′

n be an accepting computation of M ′ on t. We show
that there is also an accepting computation C = c0, . . . , cm of M on t. We
construct C by suitably modifying C ′. Let v = wj be a 0-leaf of t, for some
vertex w and some j. By the prerequisite on M ′, v is at most visited once in
C ′. If v is not visited at all, we do not need to modify C ′ with respect to v.
If v is visited then there are successive configurations [w, si], [v, si+1], [w, si+2]
in C ′. Here, we assume w.l.o.g. that M ′ moves in each step. In C we replace
these 3 configurations by [w, si], [w, si+2]. This reflects a legal transition of M
as it corresponds to the computation of M ′ on the 0-subtree which consists of a
single 0-leaf. We end up with a legal accepting computation C on t.

For the opposite direction, let C = c0, . . . , cm be an accepting computation
of M on a tree t ∈ T3. We construct a tree t′ by replacing some of the 0-leaves
of t by 0-trees and an accepting computation C ′ of M ′ on t′ by modifying C
accordingly. By the construction of t′ it will follow that t ∈ T 1

3 if and only if
t′ ∈ T 1

3 . Hence, as M ′ accepts t′ it also accepts t.
More formally, let [v, s], [v, s′] be two successive configurations from C such

that it does not hold [v, s] ⇒M ′,t [v, s′]. Hence, this subcomputation is possible
only by the new transitions introduced in M . By definition, there must be j ≤ k,
s′′ ∈ S, f ∈ F 0

M ′,j and a 0-tree t0 such that [v, s] ⇒M ′,t [vj, s′′] and fM ′,t0,j(s′′) =
s′. From this we can conclude that there exist configurations c(v, 1), . . . , c(v, l)
such that [v, s], [vj, s′′], c(v, l), . . . , c(v, l), [v, s′] is a legal subcomputation of M ′

on the tree, denoted by t(v), in which the subtree rooted at vj is replaced by
the 0-subtree t0. If t ∈ T 0

3 then also t(v) ∈ T 0
3 as we only replaced a (0- or 1-)

subtree by a 0-subtree. By inductively applying this argument we arrive at a
tree t′ and an accepting computation C ′ on t′. Hence, by assumption, t′ ∈ T 1

3
and therefore t ∈ T 1

3 .
It should be noted that the latter construction relies on the assumption that

M ′ traverses each edge at most once. Otherwise, it could be the case that the
configuration C visits v two times but the extension to C ′ makes use of two
different 0-subtrees rooted at v.

Let now t be a critical tree of depth d and let C = c0, . . . , cn be an accept-
ing computation of M on t. If C does not visit all 1-leaves then we can easily
construct a tree t′ ∈ T 0

3 which is accepted by M . Hence, we assume that C
visits each 1-leaf of t exactly once. Let v be such a 1-leaf of t and let cj = [v, s]
be the configuration of C which visits it. Let, for i ∈ {1, . . . , d}, vi denote the
vertex of depth i on the path from the root of t to v. As v is a 1-leaf, each vi

is a 1-vertex. Therefore, as t is critical, each vertex vi has exactly one sibling v′
i

which is a 1-vertex. For each i, v′
i is visited in exactly one of the subcomputa-

tions c0, . . . , cj−1 and cj+1, . . . , cm. We define, for each 1-leaf v its history string
z = ht,C(v) = z1 · · · zd by setting zi = 1 if and only if v′

i is visited in c0, . . . , cj−1.
These history strings have a couple of nice properties which are straightforward
to prove given the assumptions on M .
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– The binary number bt,C(v) represented by z = ht,C(v) (where zd is the least
significant bit) coincides with the number of 1-leaves that are visited in C
before v. This follows from the restriction that the automaton can visit each
subtree at most once. Hence, when a 1-vertex v at level i is entered, then
all 2d−i 1-leaves in the subtree of v have to be visited before the subtree is
left. In this way, a 1 at the i-th bit of the history string corresponds to 2d−i

1-leaves that have been already visited.
– Consequently, the function bt,C defines a numbering of t. In particular, each

0-1-string occurs exactly once as a history string of a 1-leaf v.

We claim that, there exists a d, two critical trees t, t′ of depth d, two accepting
computations C, C ′ of M on t, t′, respectively, and a leaf v of τd such that (i)
v is a 1-leaf of t and t′; (ii) C and C ′ visit v in the same state s; (iii) and,
hC,t(v) 6= hC′,t′(v).

Towards a contradiction assume that this claim is false. Let m be the number
of states of M and let d be a number as given by Lemma 5. Let t and t′ be two
critical trees of depth d, let v be a common 1-leaf of t and t′ and let C and C ′ be
accepting computations of t and t′, respectively, which visit v in the same state s.
The assumption implies that hC,t(v) = hC′,t′(v) and therefore bC,t(v) = bC′,t′(v).
We can conclude that, for each vertex v of τd and each state s of M , there is only
one number n(v, s) such that bC,t(v) = n(v, s) for all critical trees t with 1-leaf
v and all accepting computations which visit v in the state s. In other terms,
there exists an m-labeling M of the leaves of τd such that, for each critical t and
each accepting computation C on t the numbering bC,t is compatible with M .
This contradicts Lemma 5, as desired. Therefore, the claim is proved.

Let d, t, t′, C, C ′ and v be as given by the above claim. We complete the
proof by constructing a tree t0 ∈ T 0

3 which is accepted by M . Let z = hC,t(v)
and z′ = hC′,t′(v). Let j be minimal such that zj 6= z′

j . We can assume w.l.o.g.
that zj = 0 and z′

j = 1. Let, for each i ∈ {1, . . . , d}, vi be defined as above, wi

be the 1-sibling of vi in t and w′
i be the 1-sibling of vi in t′. We construct t0 as

follows: (i) for each i < j, if zi = 1 (i.e., wi is visited before v in C) then we copy
the subtrees rooted at the siblings of vi from t; (ii) for each i < j, if zi = 0 (i.e.,
w′

i is visited before v in C ′) then we copy the subtrees rooted at the siblings of
vi from t′ (iii) at the siblings of vj we root 0-subtrees (this assures that t0 is a
0-tree); and, (iv) in the subtree rooted at vj all leaves are labeled 1.

Let C = c0, . . . , cm, C ′ = c′
0, . . . , c′

n and let k and k′ be such that ck = c′
k′

are the configurations in which v is visited.
It is straightforward to check that

– c0, . . . , ck is a valid subcomputation on t0 because all 1-leaves of t that are
visited in c0, . . . , ck are also 1-leaves in t0;

– c′
k′ , . . . , c′

n is a valid subcomputation on t0 because all 1-leaves of t′ that are
visited in c′

k′ , . . . , c′
n are also 1-leaves in t0; hence

– c0, . . . , ck = c′
k′ , . . . , c′

n is an accepting computation on t0, the desired con-
tradiction.

This concludes the proof of statement (a).
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To prove (b) we use a slightly different set U1
3 of trees. These trees have an

additional label, +. Inner vertices that are labeled with + have 3 children which
are interpreted as threshold gates. Inner vertices that are not labeled with +
have only 1 child. Hence, at a +-vertex there are starting 3 paths which lead
either to another +-vertex or to a leaf. Now a +-vertex is evaluated to 1, if at
least 2 of its 3 descendants (+-vertex or leaf) evaluate to 1. Intuitively, U1

3 is
the same as T 1

3 but the edges of trees in T 1
3 are replaced by paths in U1

3 . In fact,
the proof of the fact that no r-restricted TWA recognizes U1

3 is almost word for
word the proof given in (a) but in the trees that are used, each edge has to be
replaced by a path of length r + 1. The old vertices are labeled with +, the new
ones not.
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Abstract. We study the determinization of transducers over infinite
words. We consider transducers with all their states final. We give an
effective characterization of sequential functions over infinite words. We
also describe an algorithm to determinize transducers over infinite words.

1 Introduction

The aim of this paper is the study of determinization of transducers over infinite
words, that is of machines realizing rational transductions. A transducer is a
finite state automaton (or a finite state machine) whose edges are labeled by
pairs of words taken in finite alphabets. The first component of each pair is called
the input label. The second one the output label. The rational relation defined
by a transducer is the set of pairs of words which are labels of an accepting
path in the transducer. We assume that the relations defined by our transducers
are functions which each string of the domain to a string. This is a decidable
property [8].

The study of transducers has many applications. Transducers are used to
model coding schemes (compression schemes, convolutional coding schemes, cod-
ing schemes for constrained channels, for instance). They are widely used in
computer arithmetic [7] and in natural language processing [13]. Transducers
are also used in programs analysis [6]. The determinization of a transducer is
the construction of another transducer which defines the same function and has
a deterministic (or right resolving) input automaton. Such transducers allow a
sequential encoding and thus are called sequential transducers.

The characterization of sequential functions on finite words was obtained by
Choffrut [4,5]. His proof contains implicitly an algorithm for determinization of
a transducer. This algorithm has also been described by Mohri [11] and Roche
and Shabes [13, p. 223–233]. In this paper, we address the same problem for
infinite words. We consider transducers and functions over infinite words and
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our transducers have all their states final. The reason why we assume that all
states are final is that the case of transducers with final states seems to be much
more complex. Indeed, the determinization of automata over infinite words is
already very difficult [14]. In particular, it is not true that any rational set of
infinite words is recognized by a deterministic automaton with final states and
Büchi acceptance condition. Other accepting conditions, as the Muller condition
for instance, must be used.

We first give an effective characterization of sequential functions over infinite
words. This characterization extends to infinite words the twinning property
introduced by Choffrut [4]. We prove that a function is sequential if it is a
continuous map whose domain can be recognized by a deterministic Büchi au-
tomaton, and such that the transducer obtained after removing some special
states has the twinning property. These conditions can be simplified in the case
where the transducer has no cycling path with an empty output label. We use
this characterization to describe an algorithm checking whether a function re-
alized by a transducer is sequential. This algorithm becomes polynomial when
the transducer has no cycling path with an empty output label. Finally, we give
an algorithm to determinize a transducer. The algorithm is much more complex
than in the case of finite words.

The paper is organized as follows. Section 2 is devoted to basic notions of
transducers and rational functions. We give in Sect. 3 a characterization of se-
quential functions while the algorithm for determinization of transducers is de-
scribed in Sect. 4.

2 Transducers

In the sequel, A and B denote finite alphabets. The set of finite and right-
infinite words over A are respectively denoted by A∗ and Aω. The empty word
is denoted by ε. The set Aω is endowed with the usual topology induced by
the following metric: the distance d(x, y) is equal 2−n where n is the minimum
min{i | xi 6= yi}. In this paper, a function from Aω to Bω is said to be continuous
iff it is continuous with respect to this topology.

A transducer over A × B is composed of a finite set Q of states, a set E ⊆
Q×A∗×B∗×Q of edges and a set I ⊆ Q of initial states. An edge e = (p, u, v, q)
from p to q is denoted by p u|v−−→ q. The words u and v are called the input label
and the output label. Thus, a transducer is the same object as an automaton,
except that the labels of the edges are pairs of words instead of letters. In the
literature, transducers also have a set of final states. In this paper, we only
consider transducers all of which states are final and with Büchi acceptance
condition. Any infinite path which starts at an initial state is then successful.
We omit the set of final states in the notation.

An infinite path in the transducer A is an infinite sequence

q0
u0|v0−−−→ q1

u1|v1−−−→ q2
u2|v2−−−→ q3 · · ·
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of consecutive edges. Its input label is the word x = u0u1u2 . . . whereas its
output label is the word y = v0v1v2 . . . . The path is said to start at q0.

An infinite path is then successful if it starts at an initial state. A pair (x, y)
of infinite words is recognized by the transducer if it labels a successful path.
A transducer defines then a relation R ⊆ Aω × Bω. The transducer computes
a function if for any word x ∈ Aω, there exists at most one word y ∈ Bω

such that (x, y) ∈ R. We call it the function realized by the transducer. Thus
a transducer can be seen as a machine computing nondeterministically output
words from input words. We denote by dom(f) the domain of the function f . A
transducer that realizes a function can be transformed in an effective way in a
transducer labelled in A×B∗ that realizes the same function. These transducers
are sometimes called real time transducers.

Let T be a transducer. The underlying input automaton of T is obtained by
omitting the output label of each edge. A transducer T is said to be sequential
if it is labeled in A × B∗ and if the following conditions are satisfied.

– it has a unique initial state,
– the underlying input automaton is deterministic.

These conditions ensure that for each word x ∈ Aω, there is at most one word
y ∈ Bω such that (x, y) is recognized by T . Thus, the relation computed by T is
a partial function from Aω into Bω. A function is sequential if it can be realized
by a sequential transducer.

0 1 2

0|0

1|0

1|1

0|0

0|1

1|1

Fig. 1. Transducer of Example 1

Example 1. Let A = {0, 1} be the binary alphabet. Consider the sequential
transducer T pictured in Fig. 1. If the infinite word x is the binary expansion of
a real number α ∈ [0, 1), the output corresponding to x in T is the binary expan-
sion of α/3. The transducer T realizes the division by 3 on binary expansions.
The transducer obtained by exchanging the input and output labels of each edge
realizes of course the multiplication by 3. However, this new transducer is not
sequential.
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3 Characterization of Sequential Functions

In this section, we characterize functions realized by transducers with all states
final that can be realized by sequential transducers. This characterization uses
topological properties of the function and some twinning property of the trans-
ducer. It extends the result of Choffrut [4,5] to infinite words.

The characterization of the sequentiality is essentially based on the following
notion introduced by Choffrut [5, p. 133] (see also [3, p. 128]). Two states q
and q′ of a transducer are said to be twinned if and only if for any pair of paths

i
u|u′−−→ q

v|v′−−→ q

i′
u|u′′−−−→ q′ v|v′′−−−→ q′,

where i and i′ are two initial states, the output labels satisfy the following
property. Either v′ = v′′ = ε or there exists a finite word w such that either
u′′ = u′w and wv′′ = v′w, or u′ = u′′w and wv′ = v′′w. The latter case is
equivalent to the following two conditions:

(i) |v′| = |v′′|,
(ii) u′v′ω = u′′v′′ω

A transducer has the twinning property if any two states are twinned.
Before stating the main result, we define a subset of states which play a par-

ticular role in the sequel. We say that a state q of a transducer is constant if
all infinite paths starting at this state have the same output label. This unique
output is an ultimately periodic word. It should be noticed that any state acces-
sible from a constant state is also constant. We now state the characterization
of sequential functions.

Proposition 1. Let f be a function realized by a transducer T . Let T ′ be the
transducer obtained by removing from T all states which are constant. Then the
function f is sequential if and only if the following three properties hold:

– the domain of f can be recognized by a deterministic Büchi automaton,
– the function f is continuous,
– the transducer T ′ has the twinning property.

Since the function f is realized by a transducer, the domain of f is rational.
However, it is not true that any rational set of infinite words is recognized by a
deterministic Büchi automaton. Landweber’s theorem states that a set of infinite
words is recognized by a deterministic Büchi automaton if and only if it is
rational and Gδ [16]. Recall that a set is said to be Gδ is it is equal to a countable
union of open sets for the usual topology of Aω.

It is worth pointing out that the domain of a function realized by a transducer
may be any rational set although it is supposed that all states of the transducer
are final. The final states of a Büchi automaton can be encoded in the outputs of
a transducer in the following way. Let A = (Q, E, I, F ) be a Büchi automaton.
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We construct a transducer T by adding an output to any transition of A. A
transition p a−→ q of A becomes p a|v−−→ q in T where v is empty if p is not final
and is equal to a fixed letter b if p is final. It is clear that the output of a path is
infinite if and only if the path goes infinitely often through a final state. Thus the
domain of the transducer T is the set recognized by A. For instance, the domain
of a transducer may be not recognizable by a deterministic Büchi automaton
as in the following example. It is however true that the domain is closed if the
transducer has no cycling path with an empty output.

0 1

a|ε

b|ε

b|b

b|b

Fig. 2. Transducer of Example 2

Example 2. The domain of the function f realized by the transducer of Fig. 2 is
the set (a + b)∗bω of words having a finite number of a. The function f cannot
be realized by a sequential transducer since its domain is not a Gδ set.

It must be also pointed out that a function realized by a transducer may be
not continuous although it is supposed that all states of the transducer are final
as it is shown in the following example.

Example 3. The image of an infinite word x by the function f realized by the
transducer of Fig. 3 is f(x) = aω if x has an infinite number of a and f(x) = anbω

if the number of a in x is n. The function f is not continuous. For instance, the
sequence xn = bnabω converges to bω while f(xn) = abω does not converge
to f(bω) = bω.

Before describing the algorithm for determinization, we first study a partic-
ular case. It turns out that the first two conditions of the proposition are due to
the fact that the transducer T may have cycling paths with an empty output.
If the transducer T has no cycling path with an empty output, the previous
proposition can be stated in the following way.

Proposition 2. Let f be a function realized by a transducer T which has no
cycling path with an empty output. Let T ′ be the transducer obtained by removing
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0 1

a|a

b|ε

b|b

b|b

Fig. 3. Transducer of Example 3

from T all states which are constant. Then the function f is sequential if and
only if the transducer T ′ has the twinning property.

The previous proposition can be directly deduced from Proposition 1 as fol-
lows. If the transducer T has no cycling path with an empty output, any infinite
path has an infinite output. Thus, an infinite word x belongs to the domain of f
if and only if it is the input label of an infinite path in T . The domain of f
is then a closed set. It is then recognized by a deterministic Büchi automaton
whose all states are final. This automaton can be obtained by the usual subset
construction on the input automaton of T . Furthermore, if the transducer T has
no cycling path with an empty output, the function f is necessarily continuous.

We now study the decidability of the conditions of Propositions 1 and 2. We
have the following results.

Proposition 3. It is decidable if a function f given by a transducer with all
states final is sequential. Furthermore, if the transducer has no cycling path with
an empty output, this can be decided in polynomial time.

A Büchi automaton recognizing the domain of the function can be easily deduced
from the transducer. It is then decidable if this set can be recognized by a
deterministic Büchi automaton [16, thm 5.3]. However, this decision problem is
NP-complete.

It is decidable in polynomial time whether a function given by a transducer
with final states is continuous [12]. The twinning property of a transducer is
decidable in polynomial time [2].

4 Determinization of Transducers

In this section, we describe an algorithm to determinize a transducer which sat-
isfies the properties of Proposition 1. This algorithm proves that the conditions
of the proposition are sufficient. The algorithm is exponential in the number of
states of the transducer.
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Let T = (Q, E, I) be a transducer labelled in A×B∗ that realizes a function f .
Let T ′ be the transducer obtained by removing from T all states which are
constant. We assume that T ′ has the twinning property. We denote by C the
set of states which are constant. For a state q of C, we denote by yq, the unique
output of q which is an ultimately periodic word. We suppose that the domain
of f is recognized by the deterministic Büchi automaton A. This automaton is
used in the constructed transducer to ensure that the output is infinite only
when the input belongs to the domain of the function.

We describe the deterministic transducer D realizing the function f . Roughly
speaking, this transducer is the synchronized product of the automaton A of the
domain and of an automaton obtained by a variant of the subset construction
applied on the transducer. In the usual subset contruction, a state of the deter-
ministic automaton is a subset of states which memorizes all accessible states.
In our variant of the subset construction, a state is a subset of pairs formed of
a state and a word which is either finite of infinite.

A state of D is a pair (p, P ) where p is a state of A and P is a set containing
two kinds of pairs. The first kind are pairs (q, z) where q belong to Q\C and z is
a finite word over B. The second kind are pairs (q, z) where q belongs to C and
z is an ultimately periodic infinite word over B. We now describe the transitions
of D. Let (p, P ) be a state of D and let a be a letter. Let R be equal to the set
defined as follows

R = {(q′, zw) | q′ /∈ C and ∃(q, z) ∈ P, q /∈ C and q
a|w−−→ q′ ∈ E}

∪ {(q′, zwyq′) | q′ ∈ C and ∃(q, z) ∈ P, q /∈ C and q
a|w−−→ q′ ∈ E}

∪ {(q′, z) | q′ ∈ C and ∃(q, z) ∈ P, q ∈ C and q
a|w−−→ q′ ∈ E}

We now define the transition from the state (p, P ) input labeled by a. If R
is empty, there is no transition from (p, P ) input labeled by a. Otherwise, the
output of this transition is the word v defined as follows. Let p a−→ p′ be the
transition in A from p labeled by a. If p′ is not a final state of A, we define v as
the empty word. If p′ is a final state, we define v as the first letter of the words
z if R only contains pairs (q′, z) with q′ ∈ C and if all the infinite words z are
equal. Otherwise, we define v as the longest common prefix of all the finite or
infinite words z for (q′, z) ∈ R. The state P ′ is then defined as follows

P ′ = {(q′, z) | (q′, vz) ∈ R}

There is then a transition (p, P ) a|v−−→ (p′, P ′) in D. The initial state of D is
the pair (iA, J) where iA is the initial state of A and where J = {(i, ε) | i ∈
I and i /∈ C} ∪ {(i, yi) | i ∈ I and i ∈ C}. If the state p′ is not final in A, the
output of the transition from (p, P ) to (p′, P ′) is empty and the words z of the
pairs (q, z) in P , may have a nonempty common prefix. We only keep in D the
accessible part from the initial state. The transducer D has a deterministic input
automaton. It turns out that the transducer D has a finite number of states.
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The following proposition finally states that the sequential transducer D is
finite and that it is equivalent to the transducer T . Both transducers realize the
same function over infinite words.

Proposition 4. The sequential transducer D has a finite number of states and
it realizes the same function f as the transducer T .

It is not straightforward that the transducer D has actually a finite number of
states. It must be proved that the finite words which occur as second component
of the pairs in the states are bounded. It follows then that the infinite words
occuring as second component of the pairs are suffixes of a finite number of
ultimately periodic words. Therefore, there are finitely many such words.

It must also be proved that the transducer D realizes the same function as T .
This follows mainly from the following lemma which states the key property of
the edges in D.

Lemma 1. Let u be a finite word. Let (iA, J) u|v−−→ (p, P ) be the unique path
in D with input label u from the initial state. Then, the state p is the unique
state of A such that iA

u−→ p is a path in A and the set P is equal to

P = {(q, z) | ∃ i
u|v′−−→ q in T such that v′ = vz if q /∈ C

v′yq = vz if q ∈ C}
This construction is illustrated by the following example.

0 1

a|a

b|b

a|ε

a|ε

c|aa

Fig. 4. Transducer of Example 4

Example 4. Consider the transducer pictured in Fig. 4. A deterministic Büchi
automaton recognizing the domain is pictured in Fig. 5. If the algorithm for
determinization is applied to this transducer, one gets the transducer pictured
in Fig. 6.

These determinizations do not preserve the dynamic properties of the trans-
ducers as the locality of its output automaton. Recall that a finite automaton is
local if any two biinfinite paths with the same label are equal. We mention that
in [9], an algorithm is given to determinize transducers over bi-infinite words
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Fig. 5. A deterministic Büchi automaton for the domain
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a|a
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a|εb|b

b|b

c|a

c|a

c|a

Fig. 6. Determinization of the transducer of Fig. 4

that have a right closing input (or that are n-deterministic or deterministic with
a finite delay in the input) and a local output (see also [10, p. 143] and [1,
p. 110–115]). This algorithm preserves the locality of the output. These features
are important for coding applications.
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In the spring of ’99 my colleague Gert Smolka gave me a short introduction
to constraint programming. During our discussion Gert emphasized that the
search for efficient propagation algorithms leads to hard and well motivated
questions in algorithmics. He pointed me to the papers [Reg94] by J.-C. Regin on
“A filtering algorithm for constraints of difference in CSPs” and [GC97,GC00]
by N. B. Guernalec and A. Colmerauer on “Narrowing a 2n-block of sortings
in O(n log n)”. I soon learned that Gert had pointed me to an extremely rich
source of algorithmic problems which I am now exploring in cooperation with E.
Althaus and S. Thiel from my research group, D. Duchier and J. Niehren from the
programming systems lab, A. Koller from the computer linguistics department
at the Universität des Saarlandes, and with Nicolas Beldiceanu at SICS. Some
papers [MT00,ADK+00,KMN00] and implementations of propagators for the Oz
system (http://www.ps.uni-sb.de/oz2/) have come out of the cooperation so
far.

The purpose of this talk is to get more researchers from the algorithms com-
munity interested in the subject. I want to make the case that constraint program-
ming offers a lot of very challenging algorithmic problems and that cooperations
between the constraint programming and the algorithms community could be very
beneficial to both communities.

1 Constraint Programming

I give a brief account of constraint programming based on [Smo96]. For more
thorough discussions we refer the reader to [Smo96,MS98]. Examples of con-
straint programming systems are ILOG, Chip, Eclipse, and Oz.

Constraint programming is a powerful programming paradigm, that allows
one to formulate computational problems at a very high level. A computational
problem is formulated as a constraint. A constraint is simply a conjunction of
formulae of first-order logic. A solution is an assignment of values to the (free)
variables which satisfies the constraint. It is the task of the constraint program-
ming system to find a (all, a best) solution. The programmer only needs to
specify the problem1. Readers entirely unfamiliar with constraint programming

1 In most constraint programming systems, the programmer can also specify the search
strategy, but this is not important at the current level of discussion.
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should move on to the next section and have a look at the specification of the
N -queens problem given there.

Two types of constraints are distinguished: basic and non-basic constraints.
This distinction is more a pragmatic distinction than a mathematical distinction.
Basic constraints are constraints that can be handled efficiently and non-basic
constraints are difficult constraints.

The basic constraints must have two properties:

– There is an efficient procedure which, given a collection of basic constraints,
decides their satisfiability, or exhibits a solution, or exhibits all solutions.

– Fixing the value of a variable turns a set of basic constraints into a set of
basic constraints.

We come to non-basic constraints. Non-basic constraints are difficult. They
are simplified by means of iterated branching and propagation steps. A branch-
ing step splits the current state into two: the first is obtained by adding some
constraint and the second is obtained by adding its negation. Branching gener-
ates a tree of states. Propagation operates on the current leaves of this tree and
tries to simplify the states associated with them.

A propagator is associated with every non-basic constraint C. Let B denote
the conjunction of all basic constraints. The invocation of a propagator has one
of the following effects.

– The propagator may declare C obsolete. If C is declared obsolete, B must
entail C, i.e., any assignment satisfying B must also satisfy C.

– The propagator may declare inconsistency. In this case B ∧ C must be un-
satisfiable.

– The propagator advances to D. Here D is a basic constraint that is entailed
by B ∧ C and that is strictly stronger than B, i.e., D is not entailed by B.

– The propagator cannot make any progress2.

The computation in a leaf can stop when there is no further propagator or
when a propagator declares inconsistency. In the former situation B defines the
set of solutions. In the latter case, the leaf contributes no solution.

When the computation has not stopped yet and no propagator can make any
progress, a distribution step (branching step) is taken. We invent a constraint
C and proceed from the unsolved space to two new spaces, the first obtained by
adding a propagator for C and the second obtained by adding a propagator for
the negation ¬C.

2 An Example: The Alldiff Constraint

We use the alldiff constraint to illustrate the connection between propagation
and graph algorithms.
2 Propagators must have some minimal capabilities. In particular, propagators must

make progress if B determines a single assignment. In this case a propagator for C
must either declare C obsolete or must declare inconsistency.
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Consider the following situation. We have a set of variables x1, . . . , xn.
The basic constraints define for each variable xi a finite set Vi of conceivable
values. We also want the values of the variables to be pairwise distinct (alldiff
constraint). The well known N -queens problem is a toy example which shows
the usefulness of the alldiff constraint.

The goal is to place n queens on a n×n checker board. There can be at most
one queen in each row, column, diagonal, and anti-diagonal. Assume that we
place the i-th queen in position (i, xi) (this definition makes sense since we have
exactly one queen per row), 1 ≤ i ≤ n. Every queen excludes a diagonal (45◦

line) and a anti-diagonal (−45◦ line) If we identify a diagonal and anti-diagonal
with the square which it uses in row 0, then a queen in position (i, xi) uses
the diagonal yi = i + xi and the anti-diagonal zi = i − xi. Thus we have the
constraints:

xi ∈ [1 .. n], yi ∈ [2 .. 2n], zi ∈ [−n+ 1 .. n− 1],
yi = xi + i, zi = i− xi,

Alldifferent(x1, . . . , xn), Alldifferent(y1, . . . , yn), Alldifferent(z1, . . . , zn)

The first line defines the conceivable values for our variables, the second line
defines relations between pairs of variables, and the third line defines three all-
different constraints. Propagators for the equalities in the second line are easily
designed. If a value v becomes impossible for xi, the value v+ i becomes impos-
sible for yi, and vice versa.

Regin [Reg94] observed that matching theory leads to efficient propagators
for the alldiff constraint. He suggested to view an alldiff constraint as a matching
problem in a bipartite graph. On the left side of the bipartite graph there is a
node for each variable and on the right side of the graph there is a node for each
conceivable value. A variable x is connected to a value v if v is a possible for x.

An alldiff constraint is satisfiable iff the graph G just defined has a matching
in which all variables are matched (a variable-perfect matching). This is a well
studied problem in algorithmics. There is a solution to the alldiff constraint in
which variable x has value v iff there is variable-perfect matching containing the
edge (x, v). This is also a question which has been discussed in the literature on
matching. Puget gave the following answer.

Let M be any matching involving all variables. We orient G as follows: Direct
all edges in M from right to left and all edges not in M from left to right. An
edge (x, v) 6∈ M is part of a perfect matching if there is an alternating cycle
containing it or an alternating path starting in a free node on the right side and
ending in a matched node on the right hand side. In the directed version of G, the
first kind of edge is an edge in any strongly connected component and the second
kind of edge is any edge that is reachable from a free node on the right hand side.
Thus given a matching, narrowing takes linear time. If no matching is available,
narrowing takes time O(

√
nm). Isn’t this a nice application of matching theory?

In the two preceding sentences we talked about narrowing instead of propa-
gation because propagation for the alldiff constraint amounts to narrowing the
sets of potential values of the variables.



574 K. Mehlhorn

We can go further. Suppose we have just narrowed an alldiff constraint and
then perform branching, e.g., we may partition the set of values of some variable
into two. This will define two new bipartite graphs. Of course, we would like
to work on these graphs without explicitly constructing them. That’s a typical
problem in incremental graph algorithms.

Frequently, the conceivable values of a variable form an interval of natural
numbers. The bipartite graph can then be represented in space O(n) and we may
be interested in narrowing algorithms which reduce the sizes of these intervals.
The question arises whether this can be done without constructing the bipar-
tite graph defined above. Puget [Pug98] answered this question positively and
described an O(n log n) algorithm for obtaining bound consistency. The algo-
rithm is again based on matching theory. In graph-theoretic terms the question
amounts to computing perfect matchings and strongly components of so-called
convex bipartite graph. In a convex bipartite graph, the nodes on the right side
are linearly ordered and the neighbors of each node on the left side form an
interval in the right side. The matching problem in bipartite convex graphs was
first studied by [Glo67]. In [MT00] S. Thiel and I exploit the connection and ob-
tain simplified and faster narrowing algorithms for the alldiff and the sortedness
constraint.

3 Further Reading

In the previous section we tried to make the point that propagation rises inter-
esting algorithmic questions. How can you learn more about these problems?

– The most effective method is probably to talk to a researcher in the con-
straint programming community.

– Read [VHS+97] on strategic directions in constraint programming.
– Check the proceedings of the conference on “Principles and Practice of Con-

straint Programming (CP)” [MP98,Jaf99].
– Check the journal “Constraints” (Kluwer Academic Publishers).
– Read the paper [Bel00] by Nicolas Beldiceanu. The paper classifies con-

straints using graph terminology.
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Abstract. In this paper, we provide a method to safely store a doc-
ument in perhaps the most challenging settings, a highly decentralized
replicated storage system where up to half of the storage servers may
incur arbitrary failures, including alterations to data stored in them.
Using an error correcting code (ECC), e.g., a Reed-Solomon code, one
can take n pieces of a document, replace each piece with another piece
of size larger by a factor of n

n−2t
such that it is possible to recover the

original set even when up to t of the larger pieces are altered. For t close
to n/2 the space overhead of this scheme is close to n, and an ECC such
as the Reed-Solomon code degenerates to a trivial replication code.
We show a technique to reduce this large space overhead for high values
of t. Our scheme blows up each piece by a factor slightly larger than two
using an erasure code which makes it possible to recover the original set
using n/2−O(n/d) of the pieces, where d ≈ 80 is a fixed constant. Then
we attach to each piece O(d log n/ log d) additional bits to make it pos-
sible to identify a large enough set of unmodified pieces, with negligible
error probability, assuming that at least half the pieces are unmodified,
and with low complexity. For values of t close to n/2 we achieve a large
asymptotic space reduction over the best possible space blowup of any
ECC in deterministic setting. Our approach makes use of a d-regular
expander graph to compute the bits required for the identification of
n/2 − O(n/d) good pieces.

1 Introduction

In order to safeguard a document, the most simple solution is to replicate it, and
to store the different copies in different places. This method, however, has two
main drawbacks. First, the integrity of multiple replicas is harder to maintain,
and second the required storage space grows linearly with the number of copies.
In this paper, we provide a method to safely store a document that addresses
both issues. First, our method guarantees integrity against arbitrary alterations,
even malicious ones, in up to half of the storage servers. Second, the storage costs
remain reasonable even in large systems, composed of hundreds or thousands of
servers.
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1.1 Our Contribution

Our approach makes use of an erasure code (that can recover the information
provided some pieces are lost but the ones that remain are required to be correct)
and adds verification information to the code pieces. For our computations, we
assume usage of IDA [Rab89] whose space blow-up is optimal, though other
erasure codes, e.g. [LMS+97,AL96], may be employed for efficiency with a slight
sacrifice in space overhead. Let n be the number of pieces. We arrange the pieces
in a graph, called the storage graph, such that each piece is a vertex, and an edge
exists between vertices when they cross verify each other. Each vertex stores
fingerprint information that transitively verifies every vertex up to distance k
away in the graph, where k is a parameter chosen at setup time. A fingerprint is
a digest of fixed length representing the content of a piece. Fingerprints have the
property that it is highly unlikely (and infeasible) to find two different pieces with
the same fingerprint. Typically, a cryptographically secure hash function, e.g.,
SHA1 [SHA1], is used as a digest function. The transitive verification information
takes only a factor k more space than a regular fingerprint of the adjacent pieces.
Herein lies a large gain, since each vertex verifies a neighborhood in the graph of
radius k, which grows exponentially. The total storage cost is O(kdn), where d
is a bound on the storage graph degree. When kd � n, this cost is a significant
improvement over previous methods. The complexity of our recovery and storage
algorithms is O(kdn) in addition to the time required for decoding and encoding
the erasure code of choice. Our algorithm needs to compute, in the worst case,
only kdn digests. The range of parameters which will be of particular interest
for us is when d is constant and k is O(log n).

The storage graph we employ has the property that even when up to t < n/2
of its vertices are removed, a sufficiently large component of size Θ(n) remains
connected with diameter ≤ k. For this, we make use of known constructions of
expander graphs [LPS86] and prove that the required properties hold in them.
That is, we prove that if up to t < n/2 vertices are removed from an expander
like that in [LPS86], then there remains a component of size n/2 − O(n/d) with
diameter O(log n/ log d). This result is of independent interest and may have
other applications. Furthermore it can be extended to a setup when more than
half the vertices are removed.

The retrieval algorithm selects a vertex at random and collects all the ver-
tices that are verified by it, by a simple breadth-first-search. We show that this
selection procedure needs to be repeated only an expected constant number
of times until it collects a linear set of correct vertices. The total number of
fingerprinting computations is bounded by O(dn log n/ log d). The computation
of fingerprints dominates the time overhead of our retrieval algorithm over the
decoding complexity of the erasure code we use.

1.2 Related Work and Alternative Approaches

The most prevalent approach for achieving resilience to arbitrary server cor-
ruption is the state machine approach [Lam79,Sch90], which numerous systems
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employ. Using this approach in the context of secure file storage, every server
stores a full replica of the file and processes every update on it. The alteration
of data stored by servers can be masked by obtaining t + 1 identical replicas,
where t is presumed to be a bound on the total number of corrupted replicas.
Unfortunately, this method has a high overhead in storing full copies of the file
at each replica.

When alterations to stored data are not of concern, erasure codes solve the
problem. For example, Rabin [Rab89] presents a solution, called Information
Dispersal Algorithm (IDA), which allows to transform a document of size s into
n pieces of size s/m, where m is a parameter chosen by the user, such that
the document can be reconstructed from any m pieces. Since the total amount
of space taken by m pieces is exactly s, the space overhead of IDA is clearly
optimal. However, if any of the obtained pieces is altered, the integrity of the
reconstructed document may be compromised. Moreover, a user obtaining such
an erroneous document has no way of detecting that an error has occurred, and
may simply return erroneous results undetectably.

To overcome this problem, it is necessary to add redundant information to
pieces when they are stored, that indicates when some other pieces(s) are altered.
A simple approach is to store a fingerprint of the entire document with each
piece. To recover the file, first one gets the correct fingerprint from a majority
of the pieces, and then checks combinations of pieces for a file with the same
fingerprint. However, this may lead to prohibitive computations in searching for
a right combination of unaltered pieces.

To obtain a feasible solution one could use an error correcting code (ECC).
An ECC takes n pieces and blows up each piece with some additional informa-
tion such that it is possible to recover all the pieces provided that n − t are
uncorrupted, for any t < n/2. The minimal space-blowup factor of any ECC is
n/(n − 2t) where n is the number of pieces. There are well known ECCs that
achieve this optimal space overhead, e.g., Reed-Solomon codes. Unfortunately,
when t approaches n/2, the space blows up by a factor of n (pieces) and this
degenerates to simple replication.

Instead of using an ECC on the pieces themselves one can apply it to a
shorter sequence of digests of the pieces, thereby reducing the space overhead at
the expense of getting only a probabilistic guarantee for recovery. For example,
the Secure IDA method in [Kra93] computes a fingerprint for each piece, and
stores the vector of fingerprints using an ECC. To recover the document, first
the vector of fingerprints is recovered, and then each piece is checked against its
fingerprint. The space blow-up factor for storing a document with this method is
n/(n−t) for the IDA pieces, and an additional space for pieces of the fingerprints
vector, blown up by a factor of n/(n − 2t). Here, too, when t approaches n/2,
the fingerprints vector is fully replicated. The space for the fingerprints vector
depends only on n and the digest function used, and does not depend on the
document length. Nevertheless, this space could be quite prohibitive when n is
large. To illustrate this, suppose a file size is 1 Mega-Byte, fingerprints are 160
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bits, n = 1000 and t = 499. Then Secure IDA stores roughly 1000 × 160 extra
bits, or ≈ 20KBytes, with every IDA piece of 1MB/(1000 − 499) ≈ 2KBytes.

We can reduce the large blowup factor of ECC (either on the pieces them-
selves or on the fingerprints) by using a list decoding algorithm. The general idea
is to use an ECC which is able to correct less errors than the maximum possible.
In case the number of errors is larger than what the ECC is capable of fixing the
list decoding algorithm will generate a small list of possible decodings of which
we will be able to choose the right one with high probability. Polynomial list
decoding algorithms for Reed-Solomon codes have been recently discovered by
Sudan [Su97]. More specifically, a Reed-Solomon code codes K blocks into N
blocks, such that any two codewords differ in at least N − K + 1 blocks (the
distance). If at most (N − K)/2 blocks are altered, there is a single codeword
that is closest to the altered data (i.e., differs from it in fewer than (N − K)/2
different blocks). This is the highest error for which Reed-Solomon is guaranteed
to retrieve the original document. As already mentioned, for this error rate to
reach half the blocks, Reed-Solomon blows up a stored document by a factor
close to its size, thus triviliazing to full replication.1

In case the number of errors is larger than half the code distance a Reed-
Solomon code can be used to recover a list of all possible decodings. The num-
ber of possible decodings is constant as long as the number of errors is less
than N − √

NK (see [GRS95]) and the problem of finding the list is known
as the list-decoding problem. Using techniques introduced by Sudan [Su97] and
subsequently improved in [RR00] and [GS99], such a list is produced with a
randomized polynomial time algorithm. In its most efficient form [GS99], their
scheme corrects up to dN − √

NK − 1e errors. The scheme can be used to ad-
dress our problem as follows: A document of length K blocks is encoded into
n = N = 4K blocks using a Reed-Solomon code. In addition, we store with each
block a digest H of the full document. To retrieve the document when up to
half of the blocks may be altered, we recover H from the majority, and employ
Guruswami and Sudan’s list-decoding method to obtain a list of possible decod-
ings, which we compare against H to retrieve the original document with high
probability. The space blow-up of this method is constant (= 4). The drawback
of this scheme is the complexity of the retrieval algorithm which employs rather
complicated methods, such as polynomial factorization, and has complexity cu-
bic in n.2 By comparison, our retrieval method is simpler (using only hashing
and comparisons), and runs in O(n log(n)) time. We use a completely different
approach whose building blocks may have other applications.

A comparison of the efficiency of our method when half the system may be
faulty with the various known approaches is given in Table 1 below.

1 In previous paragraphs we thought of the document as decomposed into n pieces
where n is fixed and the encoding increases the piece size. Here we think of the piece
size as fixed and the encoding translates K pieces to N .

2 The method by Roth and Ruckenstein [RR00] has computation complexity
O(n2 log2 n) but needs twice as much space.
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Table 1. Comparison of methods: Storing document of size s on n servers when up to
t = n/2 may be faulty.

Method Space overhead per server Store time† Retrieve time†
Our method (2 + ε)s/n + O(log n) O(n log n) O(n log n)
Simple replication s none none
Reed-Solomon s none none
Secure IDA 2s/n + O(n) O(n) O(n)
List decoding 4s/n none O(n3)

† In addition to underlying coding/decoding time of the corresponding erasure or
error correcting code.

Going back to our basic motivation, the need for scalable and survivable stor-
age is reinforced in numerous recent systems that support information sharing
in highly decentralized settings. Examples are the Eternity service [And96], a
survivable digital document repository, SFS [MK98], a secure file system for a
wide area network, Fleet [MR99], a survivable and scalable data replication sys-
tem, a Byzantine file system of Castro et al. [CL99], and IBM’s Evault [GGJ97],
a storage system that employs Rabin’s IDA to achieve survivable storage with
reasonable storage burden. The verification information stored in these systems
to guard against possible alteration of pieces does not scale to large system sizes.
Our methods are most suitable for all the systems mentioned above and others,
where scaling is a necessity.

The methods presented in this paper are concerned with the integrity of
file storage and retrieval. Other aspects of data security are orthogonal to ours.
Specifically, methods for preserving the secrecy of file contents in replicated
systems have been proposed, e.g., in [HT88,AE90], such that the collusion of up
to t faulty servers cannot reveal the contents of the information stored. These
methods use secret sharing techniques that can be combined with our approach
to achieve secrecy.

2 Preliminaries

The goal of this work is to provide two functions, Share and Reconstruct. Func-
tion Share takes a document x and produces n pieces denoted by Share(x, 1), . . .,
Share(x, n). Function Reconstruct recovers the document with high probability
despite arbitrary alterations in up to a threshold t = bn−1

2 c of the pieces.
Our algorithms make use of a cryptographically secure hash function H (such

as SHA1 [SHA1]). For any value v, in an unlimited range, H(v) has fixed size (in
bits). We assume that it is computationally infeasible to find two different values
v and v′ such that H(v) = H(v′). Typically, setting |H| to 160 bits suffices to
guarantee this today, e.g., with SHA1, and hence we will assume this.

We also use Rabin’s IDA [Rab89]. At a high level, IDA takes a data-value
x and converts it into n pieces, IDA(x, 1), ..., IDA(x, n), such that recovery of
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x is possible from any combination of m pieces, and such that the total space
taken by every m components is precisely |x| (optimal).

3 Share

The Share transformation takes a document x and produces n pieces Share(x, 1),
. . ., Share(x, n) to be stored on n corresponding servers. The goal of the Share
transformation is to allow retrieval of the original document x despite arbitrary
corruption of up to t of the pieces. To cope with such alterations, we will trans-
form x into n pieces and store verification information on each piece in such a
way that discrimination between correct and incorrect pieces can be achieved at
a low cost, while maintaining a low storage overhead. The challenge is to min-
imize the storage requirements to enable our scheme to scale up to very large
systems. The secrecy of the document is not the main concern, and can be added
using standard methods.

Our solution first transforms x using IDA into n pieces, IDA(x, 1), . . .,
IDA(x, n), such that x can be restored from any subset of (n

2 − εn) pieces
(ε will be determined in Section 3.1). To safeguard against alteration of pieces,
we add to each piece verification information as follows. Pieces are arranged in
a store graph ST = (V, E) on n vertices (which will also be specified in Section
3.1). We denote the set of vertices adjacent to a vertex i in ST by N(i). Each
vertex in ST represents one piece, and it stores k levels of verification informa-
tion. For every vertex i, we define level-` verification information V `

i recursively
as follows: V 0

i = IDA(x, i) and for l ≥ 1

V `
i = 〈H(V `−1

j1
), . . . , H(V `−1

j|N(i)|)〉 where j1 < . . . < j|N(i)| are the neighbors of i.

In other words the level j verification information stored with piece i is the
tuple of hashes of the level j − 1 verification information stored at its neighbors.
Each piece stores k levels of verification information that intuitively verify the
pieces up to distance k away from i in the graph. (The parameter k will be
determined in the next section). In addition, it stores the hash of the whole file.

The total space taken by each piece of a document x stored with our method
is at most

|H|(dk + 1) + |x|/(
n

2
− εn) ,

where d is the maximum degree of any node in ST . When dk = o(n), we get
a significant improvement over ECCs. Note also that since the space overhead
is proportional to the product of d and k, we can trade increased degree with
decreased diameter, and vice versa. Hence, to be useful for storage and retrieval,
we need the storage graph ST to have the following features:

– Low degree: The degree of vertex i in ST determines the storage overhead
of the i’th piece.

– Good expansion: The expansion of ST determines the number of vertices
that are at distance k from any particular vertex or group of vertices, and
hence, the number of vertices that can be verified by them.
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During retrieval, up to t vertices of ST may be corrupted, and hence, some set
D of edges incident with t ≤ bn−1

2 c vertices are removed. Notice that we do not
know who are the t corrupt vertices and get to see a graph after deleting only the
edges in D that are a subset of the edges incident with those t corrupt vertices.
Nevertheless, using k-transitive verification, we know that every neighborhood
of diameter k is either all correct or all corrupt. Hence, our graph construction
needs to guarantee that after the removal of the set D of edges incident with t
vertices from ST , there remains a set of n

2 − εn good vertices that are connected
with a low diameter. We proceed to show such a construction.

3.1 Determining ST

We consider the problem of finding a storage graph ST such that when an
arbitrary set D of edges incident with a set of t = bn−1

2 c malicious vertices is
deleted there is still a large component with small diameter in the remaining part.
We handle this case by picking a graph such that after the deletion of any set
of t vertices we are guaranteed to have a set of almost n − t vertices connected
with a small diameter, say k, where we stipulate that k = O(log n/ log d). In
the following we show that well known expander graphs [LPS86] satisfy our
requirements. Namely, after deleting an arbitrary set of t = bn−1

2 c vertices, the
remaining set of vertices contains a subgraph of size n

2 − O(n
d ) and of diameter

k = O(log n/ log d), where d ≥ 80 is a constant. The main result proved in the
remainder of this section is therefore as follows:

Theorem 1. In an LPS expander [LPS86] with d > 80, if one deletes half of
the vertices then there is a vertex w such that n/2 − O(n/d) of the remaining
vertices are at distance O(log n/ log d) from w.

We shall use the following result of Alon et al. [AFWZ95].

Theorem 2. Let G = (V, E) be a d regular graph such that the absolute values
of the eigenvalues of its adjacency matrix but the largest are no greater than λ.
For a set B ⊆ V , |B| = µ|V |, let P be the set of walks of length k (edges) that
are all contained in B. Then,

|B|dk

(
µ − λ

d
(1 − µ)

)k

≤ |P | ≤ |B|dk

(
µ +

λ

d
(1 − µ)

)k

.

Proof (of Theorem 1). Fix a set B ⊆ V , |B| = 1
2n. For a vertex v ∈ B denote

by Pv the set of walks of length k that start at v and never leave B. If follows
from the lower bound in Theorem 2 that there is a vertex w ∈ B for which

dk

(
1 − λ

d

2

)k

≤ |Pw|. (1)

Denote by C the set of vertices occurring on walks in Pw. We claim that if

k =
log n

log
(

1− λ
d

2(c+ λ
d (1−c))

)



Scalable Secure Storage when Half the System Is Faulty 583

then |C| ≥ cn. Otherwise, |C| < cn, and from the upper bound in theorem 2 we
obtain that

|Pw| < cndk

(
c +

λ

d
(1 − c)

)k

(2)

Combining the lower bound in (1) and the upper bound in (2) we obtain that

k <
log n

log
(

1− λ
d

2(c+ λ
d (1−c))

) ,

in contradiction with our choice of k.
In particular, for c = 3

(
λ
d

)2
we obtain that there is a vertex w ∈ B such that

there are at least 3
(

λ
d

)2
n vertices within distance

k =
log n

log
(

1− λ
d

6( λ
d )2

+2 λ
d −6( λ

d )3

) (3)

from w in B. If we take LPS expander then λ = 2
√

d − 1. It is easy to check
that for λ = 2

√
d − 1 and d > 80, one has 1− λ

d

6( λ
d )2

+2 λ
d

> 1. Therefore, we obtain

that if G is an LPS expander with d > 80 then there is a vertex w ∈ B such
that 3

(
λ
d

)2
n of the vertices of B are at distance at most O(log n/ log d) from w

in B. (Notice that the constant hidden by the big-O approaches 2 as d goes to
infinity.)

From Lemma 2.4 in Chapter 9 of [ASE92] it follows that if between two sets
B and C such that |B| = bn and |C| = cn there is no edge then

|C|b2d2 ≤ λ2b(1 − b)n,

so bc ≤ (λ
d )2(1 − b).

From this we get the following consequences:

1. There must be an edge between any set of size 3
(

λ
d

)2
and any set of size( 1

2 − λ
d

)
n if λ/d < 1/4.

2. There is an edge between every two sets of size λ
d n.

3. There is an edge between any set of size (1
2 − λ

d )n and any set of size e/d if

e ≥
(

λ2

d

)(
1/2+λ/d
1/2−λ/d

)
.

For LPS expanders with d > 80, we have that λ/d < 1/4 and furthermore the
condition in 3 holds for e ≥ 11. Therefore we obtain that the set of vertices within
distance k + 3 from w where k is defined as in 3 is of size at least (1/2 − 11/d)n.
(Notice that e is smaller and goes to 4 as d goes to infinity.) ut
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4 Reconstruct

The goal of the Reconstruct transformation is to take n pieces retrieved from
a storage system, up to t of which may be arbitrarily altered from the origi-
nally stored values for some document x, and to return the original document
x. That is, given a set of pieces {r1, ..., rn} containing at least n − t original
pieces {Share(x, i1), ..., Share(x, in−t)}, we want that Reconstruct(r1, ..., rn) =
x (with high probability). Note that, we need to keep Reconstruct feasible as n
grows despite the uncertainty concerning up to t of the pieces. Hence, we cannot
exhaustively scan all combinations of n − t pieces to find a correct one.

Consider the set {r1, ..., rn} of retrieved pieces. Every unaltered piece ri con-
tains the original values {V j

i }j=0,...,k, H(x) which were stored in it. We say that
ri, rj are consistent if they are connected in ST and all levels of verification
information in them are consistent. This set induces a subgraph R of ST , with
all the edges between inconsistent vertices removed. Our construction of Share
guarantees the existence of a connected component in R of size n/2 − O(n/d)
whose diameter is at most k. Our recovery algorithm finds this set with an ex-
pected linear number of steps. Here we let N1(I) = N(I) be the set of vertices
adjacent to vertices in I in the subgraph R of ST . Also we denote by Nk(I) the
set of vertices within distance no greater than k to a vertex in I. We prove the
following lemma about R:

Lemma 1. Let I be a set of fully unaltered vertices. Then every vertex in Ny(I),
where y ≤ k, has its first k − y levels of information unaltered.

Proof. By induction on y. For the basis of the induction, we examine the im-
mediate neighborhood of I. Since the first k-levels of verification information
in each ri ∈ I are unaltered, for each immediate neighbor rj ∈ N(I) the hash
values H(V j

0 ), . . . , H(V j
k−1) stored by some ri ∈ I are unaltered and hence, (by

the cryptographic assumption) V j
0 , . . . , V j

k−1 are unaltered in j.
For the induction step, assume that the lemma holds for y′ < y. Hence, every

vertex in Ny−1(I) has its k − (y −1)-levels of verification information unaltered.
But since Ny(I) = N(Ny−1(I)) by an argument as for the base case stated
above using I ′ = Ny−1(I) and k′ = k − (y − 1), we obtain that each vertex in
N(I ′) has k′ − 1 = k − (y − 1) − 1 levels of verification information unaltered, as
desired. ut

As an immediate corollary of Lemma 1 we obtain that if K is a connected
set in R of diameter no greater than k then either all the IDA shares in K are
correct, or all vertices of K are altered.

4.1 The Algorithm

The algorithm Reconstruct goes as follows:

1. Let S = {r1, ..., rn}.
2. Let h be the value of H(x) that occurs in dn+1

2 e pieces in S.
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3. Pick a node ri ∈ S at random;
4. If |Nk(R, ri)| < n/2 − n/d set S = S \ {ri} and go back to step 3.
5. Get all the pieces from Nk(R, ri), reconstruct a document x̂ using IDA and

check that H(x̂) = h. If so, return x̂ else set S = S \ {{ri} ∪ Nk(R, ri)} and
go back to step 3.

As shown, the storage graph contains, after removing t faulty nodes, a con-
nected component of size Θ(n) and diameter O(log n). Hence, in an expected
constant number of steps, the retrieval algorithm above will terminate and return
the correct response.

5 A Secure Storage System

The application context of our work is a secure storage system. The system
consists of a set S of n servers denoted s1, ..., sn, and a distinct set of clients ac-
cessing them. Correct servers remain alive and follow their specification. Faulty
servers however may experience arbitrary (Byzantine) faults, i.e., in the extreme,
they can act maliciously in a coordinated way and arbitrarily deviate from their
prescribed protocols (ranging from not responding, to changing their behavior
and modifying data stored on them). Throughout the run of our protocols, how-
ever, we assume a bound t = bn−1

2 c on the number of faulty servers. Clients are
assumed to be correct, and each client may communicate with any server over
a reliable, authenticated communication channel. That is, a client c receives a
message m from a correct server s if and only if s sent m, and likewise s receives
m′ from c iff c sent m′. Furthermore, we assume a known upper bound τ on
the duration of a round-trip exchange between a client and a correct server, i.e.,
a client receives a response to message m sent to a correct server s within at
most τ delay. In our protocols, we need not make any assumption nor employ
communication among the servers.

The storage system provides a pair of protocols, store and retrieve, whereby
clients can store a document x at the servers and retrieve x from them despite ar-
bitrary failures to up to t servers. More precisely, the store and retrieve protocols
are as follows:

store: For a client to store x, it sends a message 〈store, x〉 to each server in S,
and waits for acknowledgment from n − t servers.

retrieve: For a client to retrieve the contents of x, it contacts each server in S
with a request 〈retrieve〉. It waits for a period of τ to collect a set of responses
A = {as}s∈S , where each as is either a response of the form 〈piece, xs〉, if
s responded in time, or ⊥ if the timeout expired before s’s response was
received. The client returns Reconstruct(A) as the retrieved content.

Each server si that receives a message 〈store, x〉 stores locally the value
Share(x, i). And when a server s receives a 〈retrieve〉 request it promptly re-
sponds with the currently stored piece.
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A few points are worthy of noting in this description. First, due to our failure
model, a client may receive more than n − t responses to a query, albeit some
undetectably corrupted. By assumption, though, the retrieved set A will contain
n − t original pieces, and hence, our Share and Reconstruct algorithms above
guarantee that Reconstruct(A) yields the original stored content of x. Second,
the store protocol assumes that the computation of each piece is done by each
individual server. This is done for simplicity of the exposition. Another possibility
would be for a client or some gateway between the clients and servers to first
compute the pieces Share(x, 1), ..., Share(x, n) and then send each piece to its
corresponding server. The latter form saves computation time by performing it
only once at the client (or the gateway), and comes at the expense of increasing
the load on the client during a store operation. Both forms can be supported (in
a similar manner to [GGJ97]), and are orthogonal to the discussion here. Third,
during a retrieve operation the client may optimize access to the servers, e.g., by
contacting an initial set of n− t servers, which will suffice in the normal faultless
state of the system, and dynamically increasing it only as needed. Such methods
are extensively discussed in the relevant literature on distributed systems and
replicated databases, and are not the main focus of the work at hand. Finally, for
simplicity, we have assumed that store and retrieve operations do not overlap,
though in practice, concurrency control mechanisms must be applied to enforce
this.

6 Discussion

Our research leaves open a number of issues. First, our constants, in particular,
the degree d, are rather large, and hence the results are beneficial for very large
systems only. We are looking for graph constructions facilitating our methods
for smaller system sizes. One such family of candidates are finite projective
geometries [A86].

Second, our adversarial assumption is rather strong, namely, fully adaptive
malicious adversary, and it might be possible to improve efficiency if we adopt
a weaker adversarial model. In particular, one might accept in practice a non-
adaptive adversarial model, that is, one that gives the adversary t randomly
chosen servers to corrupt. Early on in this work, we envisioned making use of a
random graph–G(n, p)–in which each edge (i, j) exists with probability p. It is
known that for such random graphs, connectivity occurs at p = (log n+ω(n))/n
(with diameter d = O(log n/ log log n)) and that the diameter becomes 2 at p =
Θ(
√

(log n)/n) (See e.g. [Bollobas85]). Due to the independent selection of edges,
any subgraph G′ of G(n, p), induced by removal of t randomly selected vertices,
is itself a random graph. Hence, it is also connected with a small diameter. This
provides a viable solution for smaller system sizes than our current results, albeit
for the weaker adversarial model and while incurring an increased probability
of error (that is, the probability that the resulting subgraph after removal of
faulty vertices is not connected with small diameter). Other candidates to acheive
better results in the weaker adversarial model are random regular graphs.
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Abstract. We consider two natural generalizations of the notion of
transversal to a finite hypergraph, arising in data-mining and machine
learning, the so called multiple and partial transversals. We show that the
hypergraphs of all multiple and all partial transversals are dual- bounded
in the sense that in both cases, the size of the dual hypergraph is bounded
by a polynomial in the cardinality and the length of description of the
input hypergraph. Our bounds are based on new inequalities of extremal
set theory and threshold logic, which may be of independent interest.
We also show that the problems of generating all multiple and all partial
transversals of an arbitrary hypergraph are polynomial-time reducible
to the well-known dualization problem of hypergraphs. As a corollary,
we obtain incremental quasi-polynomial-time algorithms for both of the
above problems, as well as for the generation of all the minimal Boolean
solutions for an arbitrary monotone system of linear inequalities. Thus,
it is unlikely that these problems are NP-hard.

1 Introduction

In this paper we consider some problems involving the generation of all subsets
of a finite set satisfying certain conditions. The most well-known problem of
this type, the generation of all minimal transversals, has applications in combi-
natorics [29], graph theory [18,20,30,32], artificial intelligence [10], game theory
[13,14,28], reliability theory [8,28], database theory [1,24,33] and learning theory
[2].
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A ∈ A; it is called a minimal transversal if no proper subset of B is a transversal
of A. The hypergraph Ad consisting of all minimal transversals of A is called
the dual (or transversal) hypergraph of A. It is easy to see that if A ∈ A is not
minimal in A, i.e. if A′ ∈ A for some A′ ⊂ A, then (A \ {A})d = Ad. We can
assume therefore that all sets in A are minimal, i.e. that the hypergraph A is
Sperner. (The dual hypergraph Ad is Sperner by definition.) It is then easy to
verify that (Ad)d = A and

⋃
A∈A A =

⋃
B∈Ad B.

For a subset X ⊆ V let Xc = V \ X denote the complement of X, and let
Ac = {Ac|A ∈ A} be the complementary hypergraph of A. Then e.g. Adc consists
of all maximal subsets containing no hyperedge of A, while the hypergraph Acd

consists of all minimal subsets of V which are not contained in any hyperedge
of A.

1.1 Multiple Transversals

Given a hypergraph A ⊆ 2V and a non-negative weight bA associated with every
hyperedge A ∈ A, a subset X is called a multiple transversal (or b-transversal),
if |X ∩ A| ≥ bA holds for all A ∈ A. The family of all minimal b-transversals
then can also be viewed as the family of support sets of minimal feasible binary
solutions to the system of inequalities

Ax ≥ b, (1)

where the rows of A = AA are exactly the characteristic vectors of the hyper-
edges A ∈ A, and the corresponding component of b is equal to bA. Clearly,
b = (1, 1, ...., 1) corresponds to the case of (ordinary) transversals. Viewing the
columns of A as characteristic vectors of sets, (1) is also known as a set covering
problem.

Generalizing further and giving up the binary nature of A as well, we shall
consider the family F = FA,b of (support sets of) all minimal feasible binary
vectors to (1) for a given m × n-matrix A and a given m-vector b. We assume
that (1) is a monotone system of inequalities: if x ∈ Bn satisfies (1) then any
vector y ∈ Bn such that y ≥ x is also feasible, where B = {0, 1}. For instance, (1)
is monotone if A is non-negative. Note that for a monotone system (1) the dual
hypergraph Fd = Fd

A,b is (the complementary hypergraph of) the collection
of (supports of) all maximal infeasible vectors for (1). In the sequel we shall
assume that the hypergraph FA,b is represented by the system (1) and not given
explicitly, i.e., by a list of all its hyperedges. In particular, this means that the
generation of FA,b and its dual Fd

A,b are both non-trivial.

1.2 Partial Transversals

Given a hypergraph A ⊆ 2V and a non-negative threshold k < |A|, a subset
X ⊆ V is said to be a partial transversal, or more precisely, a k-transversal, to
the family A if it intersects all but at most k of the subsets of A, i.e. if |{A ∈
A|A∩X = ∅}| ≤ k. Let us denote by Adk the family of all minimal k-transversals
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of A. Clearly, 0-transversals are exactly the standard transversals, defined above,
i.e. Ad0 = Ad. In what follows we shall assume that the hypergraph Adk is
represented by a list of all the edges of A along with the value of k.

Let us define a k-union from A as the union of some k distinct subsets of A,
and let Auk denote the family of all minimal k-unions of A. In other words, Auk

is the family of all the minimal subsets of A which contain at least k distinct
hyperedges of A. By the above definitions, k-union and k-transversal families
both are Sperner (even if the input hypergraph A is not). It is also easy to see
that the families of all minimal k-transversals and (k+1)-unions are in fact dual,
i.e. , Adk = (Auk+1)d for k = 0, 1, ..., |A| − 1.

2 Dualization

In this paper we shall study problems related to the generation of certain types
of transversals of hypergraphs. The simplest and most well-known case is, when
a Sperner hypergraph A is given by an explicit list of its edges, and the problem
is the generation of its transversal hypergraph Ad. This problem, known as
dualization, can be stated as follows:

Dualization(A,B): Given explicitly a finite hypergraph A and a family of its
minimal transversals B ⊆ Ad, either prove that B = Ad, or find a new
transversal X ∈ Ad \ B.

Clearly, we can generate all hyperedges of Ad by initializing B = ∅ and iteratively
solving the above problem |Ad| + 1 times. Note also that in general, |Ad| can be
exponentially large both in |A| and |V |. For this reason, the complexity of gen-
erating Ad is customarily measured in the input and output sizes. In particular,
Ad is said to be generated in incremental polynomial time if Dualization(A,B)
can be solved in time polynomial in |V |, |A| and |B|.

Dualization is one of those intriguing problems, the true complexity of which
is not yet known. For many special classes of hypergraphs it can be solved
efficiently. For example, if the sizes of all the hyperedges of A are limited by a
constant r, then dualization can be executed in incremental polynomial time, (see
e.g. [5,10]). In the quadratic case, i.e. when r = 2, there are even more efficient
dualization algorithms that run with polynomial delay, i.e. in poly(|V |, |A|) time,
where B is systematically enlarged from B = ∅ during the generation process of
Ad (see e.g. [18,20,32]). Efficient algorithms exist also for the dualization of 2-
monotonic, threshold, matroid, read-bounded, acyclic and some other classes of
hypergraphs (see e.g. [3,7,9,23,26,27]). Though no incremental polynomial time
algorithm is known for the general case, an incremental quasi-polynomial time
one exists (see [11]). This algorithm solves Dualization(A,B) in O(nm) +
mo(log m) time, where n = |V | and m = |A| + |B| (see also [16] for more detail).
We should stress that by the above cited result the dualization problem is very
unlikely to be NP-hard.

In this paper we shall mainly consider transversals to hypergraphs not given
explicitly, but represented in some implicit way, e.g. generating the partial or
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multiple transversals of a hypergraph. To be more precise, we shall say that a
Sperner hypergraph G ⊆ 2V on n = |V | vertices is represented by a superset
oracle O if for any vertex set X ⊆ V , O can decide whether or not X contains
a hyperedge of G. In what follows, we do not distinguish the superset oracle
and the input description O of G. We assume that the length |O| of the input
description of G is at least n and denote by Ts = Ts(|O|) the worst-case running
time of the oracle on any superset query “Does X contains a hyperedge of G?”.
In particular, O is polynomial-time if Ts ≤ poly(|O|). Clearly, O also specifies
(a superset oracle for) the dual hypergraph Gd.

The main problem we consider then can be formulated as follows:

Gen(G): Given a hypergraph G represented by a polynomial time superset oracle
O, and an explicit list of hyperedges H ⊆ G, either prove that H = G, or
find a new hyperedge in G \ H.

We list below several simple examples for dual pairs of hypergraphs, represented
by a polynomial time superset oracle:
1) Multiple transversals. Let (1) be a monotone system of linear inequalities,
and let G = FA,b be the hypergraph introduced in Section 1.1. Then the input
description O is (A, b). Clearly, for any input set X ⊆ V , we can decide whether
X contains a hyperedge of FA,b by checking the feasibility of (the characteristic
vector of) X for (1).
2) Partial transversals. Let G = Adk be the hypergraph of the minimal k-
transversals of a family A, as in Section 1.2. Then G is given by the threshold
value k and a complete list of all hyperedges of A, i.e., O ∼ (k,A). For a subset
X ⊆ V , determining whether X contains a hyperedge in Adk is equivalent to
checking if X is intersecting at least |A| − k hyperedges of A.
3) Monotone Boolean formulae. Let f be a (∨,∧)-formula with n variables and
let G = Af be the supporting sets of all the minimal true vectors for f . Then
O ∼ f and the superset oracle checks if (the characteristic vector of) X ⊆ V
satisfies f . The dual hypergraph Gd is the set of all the (complements to the
support sets of) maximal false vectors of f .
4) Two terminal connectivity. Consider a digraph Γ = (N, A) with a source s
and a sink t, and let G be the set of s − t paths, i.e., minimal subsets of arcs
that connect s and t. Then O ∼ Γ , and for a given arc set X ⊆ A, the superset
oracle can use breadth-first search to check the reachability of t from s via a
path consisting of arcs in X. Note that the dual hypergraph Gd is the set of all
s − t cuts, i.e., minimal subsets of arcs that disconnect s and t.
5) Helly’s systems of polyhedra. Consider a family of n convex polyhedra Pi ⊆
Rr, i ∈ V , and let G denote the minimal subfamilies with no point in common.
Then Gdc is the family of all maximal subfamilies with a nonempty intersection.
(In particular, if P1, . . . , Pn are the facets of a convex polytope Q, then these
maximal subfamilies are those facets which have a vertex in common, and hence
Gdc corresponds to the set of vertices of Q.) We have O ∼ (P1, . . . , Pn) and, given
subsets of polytopes X ⊆ V , the superset oracle can use linear programming to
check whether ∩i∈XPi 6= ∅.
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3 Main Results

Let us point out first that problems Gen(G) and Gen(Gd) can be of very different
complexity, in general, e.g. it is known that problem Gen(Fd

A,b) is NP-hard even
for binary matrices A (see [21]). In contrast to this, we can show that the tasks
of generating multiple and ordinary transversals are polynomially related.

Theorem 1. Problem Gen(FA,b) is polytime reducible to dualization.

In particular, for any monotone system of linear inequalities (1), all minimal
binary solutions of (1) can be generated in quasi-polynomial incremental time.

Remark 1. Let us add that though generating all maximal infeasible binary
points for (1) is NP-hard, there exists a polynomial randomized scheme for
nearly uniform sampling from the set of all binary infeasible points for (1). Such
a scheme can be obtained by combining the algorithm [19] for approximating the
size of set-unions with the rapidly mixing random walk [25] on the binary cube
truncated by a single linear inequality. On the other hand, a similar randomized
scheme for nearly uniform sampling from within the set of all binary (or all mini-
mal binary) solutions to a given monotone system (1) is unlikely to exist, since it
would imply that any NP-complete problem can be solved in polynomial time by
a randomized algorithm with arbitrarily small one-sided failure probability. This
can be shown, by using the amplification technique of [17], already for systems
(1) with two non-zero coefficients per inequality, see e.g. [15] for more detail.

Similarly, we can show that generating (partial) k-transversals is also poly-
nomially equivalent to the generation of ordinary transversals.

Theorem 2. Problem Gen(Adk) is polytime reducible to dualization.

Let us add that the dual problem of generating (k + 1)-unions, Gen(Auk+1) is
known to be NP-hard (see [22].)

In the rest of the paper we present first the two main tools for our proofs: In
Section 4 we discuss the method of joint generation for a pair of dual hypergraphs
defined via a superset oracle, and show that for a polynomial-time superset
oracle the above problem reduces to dualization. Next, in Section 5 we present
some inequalities of threshold logic and extremal set theory showing that for the
above cases the method of joint generation can efficiently be applied, yielding
thus Theorems 1 and 2. In Section 6 we present some of the proofs. Due to
space limitations, we cannot include all proofs here, and refer the reader to the
technical report [6] for further details. Finally, Section 7 discusses some of the
related set families arising in data mining and machine learning, and Section 8
contains our concluding remarks.

4 Joint Generation of Dual Bounded Hypergraphs

One of the main ingredients in our proofs is the method of joint generation of
the edges of a dual pair of hypergraphs:
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Gen(G,Gd): Given hypergraphs G and Gd, represented by a superset oracle O,
and two explicitly listed set families A ⊆ G and B ⊆ Gd, either prove that
(A,B) = (G,Gd), or find a new set in (G \ A) ∪ (Gd \ B).

For the special case when A = G and O is the explicit list of all the sets in
G, we obtain the dualization problem as stated in Section 2. More generally, as
observed in [4,15], problem Gen(G,Gd) can be reduced in polynomial time to
dualization for any polynomial-time superset oracle O:

Proposition 1 ([4,15]). Problem Gen(G,Gd) can be solved in n (poly(|A|, |B|)
+Ts(|O|)) + Tdual time, where Tdual denotes the time required to solve problem
Dualization(A,B).

In particular, for any (quasi-)polynomial-time oracle O, problem Gen(G,Gd) can
be solved in quasi-polynomial time. Thus, for each of the 5 examples mentioned
above we can jointly generate all the hyperedges of (G,Gd) in incremental quasi-
polynomial time.

Joint generation may not be efficient however, for solving either of the prob-
lems Gen(G) or Gen(Gd) separately. For instance, as shown in [15], both prob-
lems Gen(G) and Gen(Gd) are NP-hard for examples 3-5. In fact, in example 3
these problems are NP-hard already for (∨,∧)-formulae of depth 3. (If the depth
is only 2 then the formula is either a CNF or a DNF and we get exactly dual-
ization.) The simple reason is that we do not control which of the families G \ A
and Gd \ B contain the new hyperedge produced by the algorithm. Suppose, we
want to generate G, and the family Gd is exponentially larger than G. Then, if
we are unlucky, we can get hyperedges of G with exponential delay, while getting
large subfamilies of Gd (which are not needed at all) in between.

Such a problem will not arise and Gen(G,Gd) can be used to produce G
efficiently, if the size of Gd is polynomially limited in the size of G and in the input
size |O|, i.e. when there exists a polynomial p such that |Gd| ≤ p(|V |, |O|, |G|). We
call such Sperner hypergraphs G dual-bounded. For dual-bounded hypergraphs,
we can generate both G and Gd by calling Gen(G,Gd) iteratively |Gd| + |G| ≤
poly(|V |, |O|, |G|) times, and hence all the hyperedges of G can be obtained in
total quasi-polynomial time.

This approach however, may still be inefficient incrementally, i.e., for obtain-
ing a single hyperedge of G as required in problem Gen(G). It is easy to see that
the decision problem: “Given a family A ⊆ G, determine whether A = G?” is
polynomially reducible to dualization for any dual-bounded hypergraphs repre-
sented by a polynomial-time superset oracle. If A is much smaller than G, getting
a new hyperedge in G \ A still may require exponentially many (in |A|) calls to
Gen(G,Gd).

Let us call a Sperner hypergraph G uniformly dual-bounded if there exists a
polynomial p such that

|Hd ∩ Gd| ≤ p(|V |, |O|, |H|) for all hypergraphs H ⊆ G. (2)
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Proposition 2. Problem Gen(G) is polytime reducible to dualization for any
uniformly dual-bounded hypergraph G defined by a polynomial-time superset or-
acle.

Proof. Given a proper subfamily A of G, we wish to find a new hyperedge G \A.
Start with the given A and B = ∅ and call Gen(G,Gd) repeatedly until it outputs
a required hyperedge. If this takes t calls, then t − 1 hyperedges in Gd ∩ Ad are
produced. Since G is uniformly dual-bounded, we have t − 1 ≤ |Ad ∩ Gd| ≤
p(|V |, |O|, |A|), and hence the statement follows by Proposition 1 ut

5 Bounding Partial and Multiple Transversals

Theorems 1 and 2 will follow from Proposition 2, by showing that the Sperner
hypergraphs FA,b and Adk are both uniformly dual-bounded:

Theorem 3. For any monotone system (1) of m linear inequalities in n binary
variables, and for any H ⊆ FA,b we have

|Hd ∩ Fd
A,b| ≤ mn|H| for any H ⊆ FA,b. (3)

In particular, |Fd
A,b| ≤ mn|FA,b| follows. To prove the above theorem we shall

use the following lemma.

Lemma 1. Let h : Bn → B be a monotone Boolean function, w = (w1, . . . ,
wn) ∈ Rn, and t ∈ R such that the inequality wx

def=
∑n

i=1 wixi ≥ t holds for all
binary vectors x ∈ Bn for which h(x) = 1. Then, if h 6≡ 0, we have

| max F (h) ∩ {x | wx < t}| ≤
∑

x∈min T (h)

ex,

where max F (h) ⊂ Bn is the set of all maximal false points of h, min T (h) ⊆ Bn

is the set of all minimal true points of h, and e is the vector of all ones.

In particular, | max F (h)∩{x | wx < t}| ≤ n| min T (h)| must hold. If the function
h is threshold (h(x) = 1 ⇔ wx ≥ t), then | max F (h)| ≤ n| min T (h)| is a well-
known inequality (see [3,9,26,27]). Lemma 1 thus extends this result to arbitrary
monotone functions.

For the hypergraph of partial transversals we can prove the following:

Theorem 4. For any hypergraph A ⊆ 2V of m = |A| hyperedges, threshold
0 ≤ k ≤ m − 1, and subfamily H ⊆ Adk we have

|Hd ∩ Auk+1 | ≤ 2|H|2 + (m − k − 2)|H|. (4)

In particular, |Auk+1 | ≤ 2|Adk |2 + (m − k − 2)|Adk | follows. To prove the
above theorem, we need the following combinatorial inequality.
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Lemma 2. Let A ⊆ 2V be a hypergraph on |V | = n vertices with |A| ≥ 2
hyperedges such that

|A| ≥ k + 1 for all A ∈ A, and |B| ≤ k for all B ∈ A∩, (T)

where k is a given threshold and A∩ is the family of all the maximal subsets of V
which can be obtained as the intersection of two distinct hyperedges of A. Then

|A| ≤ (n − k)|A∩|. (5)

Note that A∩ is a Sperner family by its definition, and that condition (T) implies
the same for A. Note also that the thresholdness condition (T) is essential for
the validity of the lemma – without (T) the size of A can be exponentially
larger than that of A∩. There are examples (see [6]) for Sperner hypergraphs
A for which |A∩| = n/5 and |A| = 3n/5 + 2n/5 or |A∩| = (n − 2)2/9 and
|A| = 3(n−2)/3 + 2(n − 2)/3.

The proof of Theorem 4 in the next section makes further use of the following
modification of Lemma 2.

Lemma 3. Let S = {S1, . . . , Sα} and T = {T1, . . . , Tβ} be two non-empty
multi-hypergraphs on an n-element vertex set V , such that

|Si| ≥ k + 1 for all i = 1, . . . , α, and |Tl| ≤ k for all l = 1, . . . , β,

where k < n is a given threshold. Suppose that for any two distinct indices
1 ≤ i < j ≤ α, the intersection Si ∩ Sj is contained in some hyperedge Tl ∈ T .
Then S is a Sperner hypergraph and

α ≤ 2β2 + β(n − k − 2). (6)

6 Proofs

Due to space limitations, we include only the proofs of Lemmas 2, 3 and Theorem
4. The interested reader can find all the proofs and some generalizations in the
technical report [6].
Proof of Lemma 2. Let n = |V |, m = |A| ≥ 2 and p = |A∩|. We wish to show
that

m ≤ (n − k)p.

We prove the lemma by induction on k. Clearly, if k = 0, then the lemma holds
for all n, since in this case the thresholdness condition (T) implies that all sets
in A are pairwise disjoint and consequently, m ≤ n − k. Assume hence k ≥ 1.

For a vertex v ∈ V , let Av = {A \ {v} | A ∈ A, v ∈ A} be the sets in A that
contain v, restricted to the base set V \{v}. Next, let A∩

v denote the family of all
maximal pairwise intersections of distinct subsets in Av. If mv = |Av| ≥ 2 then
Av and A∩

v satisfy the assumptions of the lemma with n′ = n−1 and k′ = k−1.
Hence

mv ≤ (n − k)pv, (7)
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where pv = |A∩
v |. Let V1 = {v ∈ V | mv = 1} and let V2 = {v ∈ V |mv ≥ 2} =⋃

X∈A∩ X be the union of all the (maximal) intersections in A∩. Note that in
view of (T) we have s = maxX∈A∩ |X| ≤ k. Summing up the left-hand sides
of inequalities (7) for all v ∈ V2 we obtain:

∑
v∈V2

mv =
∑

A∈A |A| − |V1| ≥
(k + 1)m − |V1|. Summing up the right-hand sides of the same inequalities over
v ∈ V2 we get (n − k)

∑
v∈V2

pv = (n − k)
∑

X∈A∩ |X| ≤ (n − k)ps. Hence

m ≤ |V1|
k + 1

+
p(n − k)s

k + 1
.

Since |X| = s for at least one set in A∩, we have |V1| ≤ n − s. To complete the
inductive proof it remains to show that n− s ≤ (k + 1 − s)(n− k)p. This follows
from the inequality n − s ≤ (k + 1 − s)(n − k). ut
Proof of Lemma 3. The fact that S is Sperner is trivial. Assume w.l.o.g. that
T is also a Sperner hypergraph and that all the hyperedges of T have cardinality
exactly k. Extend V by introducing two new vertices al and bl for every Tl ∈ T ,
and let A′ be the hypergraph obtained by adding to S two new sets Tl ∪{al} and
Tl ∪ {bl} for each l = 1, . . . , β. The hypergraph A′ has m′ = α + 2β hyperedges
and n′ = n + 2β vertices. It is easy to see that (A′)∩ = T . Applying Lemma 2
with p′ = |(A′)∩| = β and k′ = k, we obtain m′ ≤ (n′ −k′)p′, which is equivalent
to (6). ut
Proof of Theorem 4. Given a hypergraph A ⊆ 2V on an n-element vertex set
V , let φ : 2V → 2A be the monotone mapping which assigns to a set X ⊆ V
the subset φ(X) ⊆ {1, 2, ..., m} of indices of all those hyperedges of A which are
contained in X, i.e. φ(X) = {i | Ai ⊆ X, 1 ≤ i ≤ m}. Note that for any two sets
X, Y ⊆ V we have the identity

φ(X) ∩ φ(Y ) ≡ φ(X ∩ Y ). (8)

Let H = {H1, . . . , Hβ} ⊆ 2V be an arbitrary non-empty collection of k-
transversals for A. To show that H satisfies inequality (4), consider the multi-
hypergraph T = {φ(Hc

1), . . . , φ(Hc
β)}. Since each Hl ∈ H is a k-transversal to A,

the complement of Hl contains at most k hyperedges of A. Hence |φ(Hc
l )| ≤ k,

i.e., the size of each hyperedge of T is at most k.
Let the hypergraph Hd ∩ Auk+1 consist of α hyperedges, say Hd ∩ Auk+1 =

{X1, . . . , Xα} ⊆ 2V . Consider the multi-hypergraph S = {φ(X1), . . . , φ(Xα)}.
Note that X1, . . . , Xα are (k + 1)-unions, and hence each hyperedge of S has
size at least k + 1.

Let us now show that for any two distinct indices 1 ≤ i < j ≤ α, the
intersection of the hyperedges φ(Xi) and φ(Xj) is contained in a hyperedge
of T . In view of (8) we have to show that φ(Xi ∩ Xj) is contained in some
hyperedge of T . To this end, observe that Hd ∩ Auk+1 is a Sperner hypergraph
and hence Xi ∩ Xj is a proper subset of Xi. However, Xi ∈ Hd ∩ Auk+1 is a
minimal transversal to H. For this reason, Xi ∩Xj misses a hyperedge of H, say
Hl. Equivalently, Xi ∩ Xj ⊆ Hc

l which implies φ(Xi ∩ Xj) ⊆ φ(Hc
l ) ∈ T . Now

inequality (4) and Theorem 4 readily follow from Lemma 3. ut
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7 Related Set-Families

The notion of frequent sets appears in the data-mining literature, see [1,24],
and can be related naturally to the families considered above. More precisely,
following a definition of [31], given a (0, 1)-matrix and a threshold k, a subset
of the columns is called frequent if there are at least k rows having a 1 entry
in each of the corresponding positions. The problems of generating all maximal
frequent sets and their duals, the so called minimal infrequent sets (for a given
binary matrix) were proposed, and the complexity of the corresponding decision
problems were asked in [31]. Results of [22] imply that it is NP-hard to determine
whether a family of maximal frequent sets is incomplete, while our results prove
that generating all minimal infrequent sets polynomially reduces to dualization.

Since the family Adk consists of all the minimal k-transversals to A, i.e.
subsets of V which are disjoint from at most k hyperedges of A, the family
Acdk consists of all the minimal subsets of V which are contained in at most k
hyperedges of A. It is easy to recognize that these are the minimal infrequent sets
in a matrix, the rows of which are the characteristic vectors of the hyperedges of
A. Furthermore, the family Adkc consists of all the maximal subsets of V , which
are supersets of at most k hyperedges of A.

Due to our results above, all these families can be generated e.g. in incre-
mental quasi-polynomial time.

In the special case, if A is a quadratic set-family, i.e. if all hyperedges of A
are of size 2, the family A can also be interpreted as the edge set of a graph G
on vertex set V . Then, Adkc is also known as the family of the so called fairly
independent sets of the graph G, i.e. all the vertex subsets which induce at most
k edges (see [31].)

As it was defined above, the family Auk consists of all the minimal k-unions
of A, i.e. all minimal subsets of V which contain at least k hyperedges of A,
and hence the family Acuk consists of all the minimal subsets which contain at
least k hyperedges of Ac. Thus, the family Acukc consists of all the maximal k-
intersections, i.e. maximal subsets of V which are subsets of at least k hyperedges
of A. These sets can be recognized as the maximal frequent sets in a matrix, the
rows of which are the characteristic vectors of the hyperedges of A. Finally, the
family Aukc consists of all the maximal subsets of V which are disjoint from at
least k hyperedges of A.

As it follows from the mentioned results (see e.g. [21,22]), generating all
hyperedges for each of these families is NP-hard , unless k (or |A|−k) is bounded
by a constant.

8 General Closing Remarks

In this paper we considered the problems of generating all partial and all multiple
transversals. Both problems are formally more general than dualization, but in
fact both are polynomially equivalent to it because the corresponding pairs of
hypergraphs are uniformly dual-bounded.
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It might be tempting to look for a common generalization of these notions,
and of these results. However, the following attempt to combine partial and
multiple transversals fails. For instance, generating all the minimal partial binary
solutions to a system of inequalities Ax ≥ b is NP-hard, even if A is binary and
b = (2, 2, ..., 2). To show this we can use arguments analogous to those of [21,22].
Consider the well-known NP-hard problem of determining whether a given graph
G = (V, E) contains an independent vertex set of size t, where t ≥ 2 is a given
threshold. Introduce |V | + 1 binary variables x0 and xv, v ∈ V , and write t
inequalities xu + xv ≥ 2 for each edge e = (u, v) ∈ E, followed by one inequality
x0 +xv ≥ 2, for each v ∈ V . It is easily seen that the characteristic vector of any
edge e = (u, v) is a minimal binary solution satisfying at least t inequalities of
the resulting system. Deciding whether there are other minimal binary solutions
satisfying ≥ t inequalities of the system is equivalent to determining whether G
has an independent set of size t.
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Abstract. Cut-free proofs in Herbelin’s sequent calculus are in 1-1 cor-
respondence with normal natural deduction proofs. For this reason Her-
belin’s sequent calculus has been considered a privileged middle-point
between L-systems and natural deduction. However, this bijection does
not extend to proofs containing cuts and Herbelin observed that his cut-
elimination procedure is not isomorphic to β-reduction.
In this paper we equip Herbelin’s system with rewrite rules which, at the
same time: (1) complete in a sense the cut elimination procedure firstly
proposed by Herbelin; and (2) perform the intuitionistic “fragment” of
the tq-protocol - a cut-elimination procedure for classical logic defined
by Danos, Joinet and Schellinx. Moreover we identify the subcalculus of
our system which is isomorphic to natural deduction, the isomorphism
being with respect not only to proofs but also to normalisation.
Our results show, for the implicational fragment of intuitionistic logic,
how to embed natural deduction in the much wider world of sequent
calculus and what a particular cut-elimination procedure normalisation
is.

1 Introduction

In his paper about a “λ-calculus structure” isomorphic to a “Gentzen-style se-
quent calculus structure”[6], Herbelin proposed to define a λ-like calculus corre-
sponding to a LJ-like sequent calculus in the same way as λ-calculus corresponds
to natural deduction.

Herbelin starts by refining the simplest, many-one assignment of terms to
sequent calculus proofs, usually denoted by ϕ and that comes from the theory of
the relationship between sequent calculus and natural deduction [10,15,9,11,3].
The refinement is to consider a restriction of LJ called LJT (respec. a term
calculus called λ-calculus) whose cut-free proofs (respec. cut-free terms) are in
1-1 correspondence with normal natural deduction proofs (respec. n ormal λ-
terms).
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Dyckhoff and Pinto [2,3] showed the merits of the cut-free fragment of LJT
as a proof-theoretical tool and emphasized its privileged intermediate position
between sequent calculus and natural deduction. The purpose of this paper is to
define an intermediate system of this kind for proofs possibly containing cuts and
a cut-elimination procedure which together give an isomorphic copy of natural
deduction in sequent calculus format, with respect not only to proofs but also to
proof normalisation.

Full LJT is not the solution to this problem. The bijection with natural
deduction does not extend to proofs with cuts and Herbelin observed that his
cut-elimination procedure fails to implement full β-reduction (it just implements
a strategy).

The λ-calculus includes an operator of explicit substitution so that local
steps of cut permutation can be written as elementary steps of substitution
propagation (calculi of explicit substitution for similar purposes can be found
in [14,5,13]). Instead of making substitution explicit, we perform the complete
upwards permutation of a cut in a single step of reduction by a global operation.
This is inspired in the so-called tq-protocol, a cut-elimination procedure for classi
cal “coloured” proofs defined by Danos, Joinet and Schellinx [1].

We equip LJT with a reduction procedure of this kind which completes, in a
sense, LJT ’s original procedure, obtaining a sequent calculus and corresponding
λ-calculus which we call HJ+ and λ+

H , respectively. We prove that HJ+ is just
performing the intuitionistic “fragment” of the tq-protocol and that the typable
subcalculus of λ+

H is strongly normalising and confluent. Furthermore, we identify
natural subsystems HJ and λH such that HJ (respe c. λH) is isomorphic, in
the strong sense required above, to NJ (respec. λ). In particular, both λ+

H and
λH implement full β-reduction.

The reader finds in Table 1 (where inc stands for inclusion) a map of systems
and translations which will appear in the following.

Notations and Terminology

We just treat intuitionistic implicational logic (implication written as ⊃). Baren-
dregt’s convention applies to all calculi in this paper. A context is a consistent
set of declarations x : A. By consistent we mean that if x : A and x : B are in a
context, then A = B. Contexts are ranged over by Γ . We write x ∈ Γ meaning
x : A ∈ Γ for some A. Γ, x : A denotes the consistent union Γ ∪ {x : A}, which
means that, if x is already declared in Γ , then it is declared with type A.

We call left (respec. right) subderivation of a cut instance the subderivation
in which the cutformula occurs in the RHS (respec. LHS) of its endsequent. Such
cutformula is called the left (respec. right) cutformula of that instance.

2 Background

2.1 Herbelin’s LJT and λ-Calculus

We refer to [6] for details about LJT and λ. We adopt some simplification of
syntax introduced in [2] (but the numbering of cuts is different!). Table 2 presents



602 J. Esṕırito Santo

Table 1. Map of systems and translations

LJT/λ

LJT+/λ
+

inc

?

LJ t � ρ

ϕ
- HJ+/λ+

H

...............
�inc

( )−
- HJ/λH

�Ψ

Θ
- NJ/λ

the syntax and typing rules of λ (and thus the inference rules of LJT ) and the
reduction rules of λ which define the cut-elimination procedure of LJT (Der
stands for Dereliction).

In λ there are two kinds of expressions: terms and lists of terms. The term
x[t1, ..., tn] can be seen as the λ-term (...(xt1)...tn) but with the advantage of
having the head-variable at the surface. t{x := v} and l{x := v} are explicit
substitution operators and ll′ is an explicit append of list (cf. the reduction
rules). Notice that in t{x := v} and l{x := v}, x is bound and x /∈ FV (v).

There are two kinds of derivable sequents: Γ ; − ` t : B and Γ ; A ` l : B.
In both there is a distinguished position in the LHS called stoup. The crucial
restriction of LJT is that the rule L ⊃ introduces A ⊃ B in the stoup and B has
to be in the stoup of the right subderivation’s endsequent. Forget for a second
rules cut2 and cut4. In this case (in particular in cut-free LJT ), besides Ax, no
rule can introduce a formula in the stoup and thus the last rule o f the right
subderivation of an instance of L ⊃ is again L ⊃ and so on until Ax is reached.

There are two kinds of cuts (head-cut and mid-cut) according to whether the
right cutformula is in the stoup or not. Notice that in the reduction rules there
are no permutation of cuts.

2.2 LJt and the Intuitionistic “tq-Protocol”

Table 3 presents the sequent calculus LJ t and a corresponding, nameless term
calculus in which a cut-elimination procedure is expressed.

We leave to the reader to provide the definitions of free and bound variable
in a term L. The idea is that, in L(x, L1, (y)L2), x occurs free and y bound. By
Barendregt’s convention, neither y occurs free in L1 nor x occurs bound in L1 or
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Table 2. Herbelin’s LJT and λ-calculus

u, v, t ::= xl | λx.t | tl | t{x := v}
l, l′ ::= [] | t :: l | ll′ | l{x := v}

Ax
Γ ; A ` [] : A

Der
Γ ; A ` l : B

Γ, x : A; − ` xl : B

L ⊃ Γ ; − ` t : A Γ ; B ` l : C
Γ ; A ⊃ B ` t :: l : C

R ⊃ Γ, x : A; − ` t : B
Γ ; − ` λx.t : A ⊃ B

x /∈ Γ

mid-cuts

cut1
Γ ; − ` v : A Γ, x : A; − ` t : B

Γ ; − ` t{x := v} : B
x /∈ Γ cut2

Γ ; − ` v : A Γ, x : A; C ` l : B
Γ ; C ` l{x := v} : B

x /∈ Γ

head-cuts

cut3
Γ ; − ` t : A Γ ; A ` l : B

Γ ; − ` tl : B
cut4

Γ ; C ` l : A Γ ; A ` l′ : B
Γ ; C ` ll′ : B

(λ11) (λx.t)(u :: l) → t{x := u}l

(λ12) t[] → t

(λ21) (xl)l′ → x(ll′), l′ 6= []

(λ31) (u :: l)l′ → u :: (ll′)
(λ32) []l → l

(λ41) (xl){x := v} → vl{x := v}
(λ42) (yl){x := v} → yl{x := v}, y 6= x

(λ43) (λy.u){x := v} → λy.u{x := v}

(λ51) (u :: l){x := v} → u{x := v} :: l{x := v}
(λ52) []{x := v} → []

L2, although x may occur free in L1 or L2 (meaning that an implicit contraction
is happening).

The cut-elimination procedure is a “fragment” of the so-called tq-protocol,
a strongly normalising and confluent procedure for classical, “coloured” proofs
defined in [1]. To be precise, it is the restriction of the tq-protocol to intuitionistic,
t-coloured proofs in which an “orientation” of the multiplicative connective ⊃
has been fixed.
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Table 3. LJ t

L ::= Ax(x) | Cut(L, (y)L) | L(x, L, (y)L) | R((x)L)

Ax
Γ, x : A ` Ax(x) : A

L ⊃ Γ ` L1 : A Γ, y : B ` L2 : C
Γ, x : A ⊃ B ` L(x, L1, (y)L2) : C

, y /∈ Γ

R ⊃ Γ, x : A ` L : B
Γ ` R((x)L) : A ⊃ B

x /∈ Γ

Cut
Γ ` L1 : A Γ, y : A ` L2 : C

Γ ` Cut(L1, (y)L2) : C
y /∈ Γ

Structural step S1:

Cut(L1, (x)L2) → L2[L1/x], if x is not freshly and logically introduced in L2

Structural step S2:

Cut(L1, (x)L2) → L1[(x)L2/−],
if x is freshly and logically introduced in L2 and L1 6= R((z)L0) all z, L0

Logical step:

Cut(R((z)L0), (x)L(x, L1, (y)L2))
→ Cut(Cut(L1, (z)L0), (y)L2),

if x is freshly introduced in L(x, L1, (y)L2))

where
Ax(x)[L/x] = L
Ax(y)[L/x] = Ax(y), y 6= x

L(x, L′, (z)L′′)[L/x] = Cut(L, (x)L(x, L′[L/x], (z)L′′[L/x])
L(y, L′, (z)L′′)[L/x] = L(y, L′[L/x], (z)L′′[L/x]), y 6= x

R((y)L′)[L/x] = R((y)L′[L/x])
Cut(L′, (y)L′′)[L/x] = Cut(L′[L/x], (y)L′′[L/x])

Ax(y)[(x)L/−] = L[y/x]
L(y, L′, (z)L′′)[(x)L/−] = L(y, L′, (z)L′′[(x)L/−])

R((y)L′)[(x)L/−] = Cut(R((y)L′), (x)L)
Cut(L′, (y)L′′)[(x)L/−] = Cut(L′, (y)L′′[(x)L/−])
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Roughly, the protocol works as follows: a cut is firstly permuted upwards
through its right subderivation (structural step S1) and then through its left
subderivation (structural step S2) until it becomes a logical cut, to which the
logical step applies, giving rise to new cuts of lower degree. A logical cut is a cut
whose both cutformulas are freshly and logically introduced, i.e. introduced by a
logical rule (L ⊃ or R ⊃) without implicit contraction. An equivalent description
of step S1 (respec. step S2) is: to push the left (respec. right) subderivation
upwards through the “tree of ancestors” [1] of the right (respec. left) cutformula.

The operations L2[L1/x] and L1[(x)L2/−] implement the structural steps
S1 and S2, respectively, and are inspired in the operations of substitution and
co-substitution defined by Urban and Bierman in [12].

3 HJ+ and the λ+
H-Calculus

We refer to Table 4 for the definition of HJ+ and λ+
H . The motivation for these

systems rests in the following observations.
The “life cycle” of a cut in LJT has three stages. It starts as a mid-cut

and the first stage is a upwards permutation through its right subderivation,
performed by rules λ4i and λ5j. The goal is to generate head-cuts (see rule
λ41). The operation subst performs this permutation in a single step. In doing
so, cuts of the form l{x := v} become “internal” to this process and hence are
not needed in the syntax. Now observe that in LJT such pe rmutation of a mid-
cut can complete only if, in its course, we do not need to permute this mid-cut
with another cut. This is why, in the definition of subst, extra clauses occur
corresponding to the permutations

(λ44) (tl){x := v} → t{x := v}l{x := v} ,

(λ45) t{y := u}{x := v} → t{x := v}{y := u{x := v}} .

Let us return to the head-cuts generated by the first stage. Notice that in a
head-cut vl, if l 6= [] then its right cutformula is freshly and logically introduced.
Such a cut is permuted upwards through its left subderivation by the rules λ21
and λ3i, generating along the way λ11-redexes, i.e. logical cuts in the LJ t sense.
The last stage of the “life cycle” of these logical cuts is λ11-reduction, by which
cuts of l ower degree are generated.

Again the operation insert performs in a single step the permutations of the
second stage and cuts ll′ become “internal” and thus superfluous in the syntax.
Extra clauses in insert’s definition correspond to the permutations

(λ22) (tl′)l → t(l′l) ,

(λ23) (t{x := v})l → (tl){x := v} .

Define LJT+ as LJT plus the four new reduction rules just presented. We
leave to the reader the formalisation of the obvious relations between LJT ,
LJT+ and HJ+.

On the other hand, it should be clear that reductions →m(id) and →h(ead) in
HJ+ have a strong connection with the structural steps S1 and S2, respectively,
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Table 4. HJ+ and λ+
H -calculus

u, v, t ::= xl | λx.t | tl | t{x := v}
l, l′ ::= [] | t :: l

Ax
Γ ; A ` [] : A

Der
Γ ; A ` l : B

Γ, x : A; − ` xl : B

L ⊃ Γ ; − ` t : A Γ ; B ` l : C
Γ ; A ⊃ B ` t :: l : C

R ⊃ Γ, x : A; − ` t : B
Γ ; − ` λx.t : A ⊃ B

x /∈ Γ

mid − cut
Γ ; − ` v : A Γ, x : A; − ` t : B

Γ ; − ` t{x := v} : B
x /∈ Γ

head − cut
Γ ; − ` t : A Γ ; A ` l : B

Γ ; − ` tl : B

(mid) t{x := v} → subst(v, x, t)
(head) tl → insert(l, t), if t is not a λ-abstraction or l = []

(log) (λx.t)(u :: l) → t{x := u}l

where

subst(v, x, x[]) = v
subst(v, x, xl) = v subst(v, x, l), l 6= []
subst(v, x, yl) = y subst(v, x, l), y 6= x

subst(v, x, λy.t) = λy.subst(v, x, t)
subst(v, x, tl) = subst(v, x, t)subst(v, x, l)

subst(v, x, t{y := u}) = subst(v, x, t){y := subst(v, x, u)}

subst(v, x, u :: l) = subst(v, x, u) :: subst(v, x, l)
subst(v, x, []) = []

insert([], t) = t
insert(l, xl′) = x append(l′, l), l 6= []

insert(l, λx.t) = (λx.t)l, l 6= []
insert(l, tl′) = t append(l′, l), l 6= []

insert(l, t{x := v}) = insert(l, t){x := v}, l 6= []

append(t :: l, l′) = t :: append(l, l′)
append([], l′) = l′
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of LJ t and that, roughly (but not exactly), a mid-cut is a S1-redex and a head-
cut is a S2-redex. This is formalised by defining a map ρ : HJ+ → LJ t as in
Table 5 (where z /∈ FV (l) in the second and last clauses of the definition of ρ).

Table 5. Translations ρ and ϕ

ρ(x[]) = Ax(x)
ρ(x(t :: l)) = L(x, ρ(t), (z)ρ(zl))

ρ(λx.t) = R((x)ρ(t))
ρ(t{x := v}) = Cut(ρ(v), (x)ρ(t))

ρ(tl) = Cut(ρ(t), (z)ρ(zl))

ϕ(Ax(x)) = x[]
ϕ(R((x)L)) = λx.ϕ(L)

ϕ(L(x, L1, (y)L2)) = ϕ(L2){y := x[ϕ(L1)]}
ϕ(Cut(L1, (y)L2)) = ϕ(L2){y := ϕ(L1)}

Lemma 1. ρ(subst(v, x, t)) = ρ(t)[ρ(v)/x], if x /∈ FV (v).

Proposition 1. If t →m t′ in HJ+ then either ρ(t) →S1 ρ(t′) or ρ(t) = ρ(t′)
in LJ t.

The single anomaly is a mid-step of the form

(xl){x := v} →m vl , (1)

where x /∈ FV (l), which collapses in LJ t because ρ((xl){x := v}) = ρ(vl). There
is another (and last) anomaly, this time regarding head-cuts. The term t[] is a
S1-redex and not a S2-redex. We can split →h as

(h1) t[] → t
(h2) tl → insert(l, t), if t is not a λ-abstraction and l 6= []

and then:

Lemma 2. ρ(insert(l, t)) = ρ(t)[(z)ρ(zl)/−], if z /∈ FV (l) and l 6= [].

Proposition 2. If t →hi
t′ in HJ+ then ρ(t) →Si

ρ(t′) in LJ t, i = 1, 2.

Finally:

Proposition 3. If t →log t′ in HJ+ then ρ(t) →Log ρ(t′) in LJ t.

Corollary 1. The typable terms of λ+
H are strongly normalising.

Proof. By strong normalisation of the tq-protocol, Propositions 1,2,3 and the
fact that there can be no infinite reduction sequence starting from a λ+

H -term
and only made of steps (1). ut

In the following it will be useful, namely for proving confluence of λ+
H , to

consider a translation ϕ : LJ t → HJ+, as defined in Table 5.
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Table 6. HJ and λH -calculus

u, v, t ::= xl | λx.t | (λx.t)(v :: l)
l, l′ ::= [] | t :: l

Ax
Γ ; A ` [] : A

Der
Γ ; A ` l : B

Γ, x : A; − ` xl : B

L ⊃ Γ ; − ` t : A Γ ; B ` l : C
Γ ; A ⊃ B ` t :: l : C

R ⊃ Γ, x : A; − ` t : B
Γ ; − ` λx.t : A ⊃ B

x /∈ Γ

beta − cut
Γ, x : A; − ` t : B Γ ; − ` v : A Γ ; B ` l : C

Γ ; − ` (λx.t)(v :: l) : C
x /∈ Γ

(βH) (λx.t)(v :: l) → insert(l, (subst(v, x, t))

where

subst(v, x, xl) = insert(subst(v, x, l), v)
subst(v, x, yl) = y subst(v, x, l), y 6= x

subst(v, x, λy.t) = λy.subst(v, x, t)
subst(v, x, (λy.t)(u :: l)) = (λy.subst(v, x, t))(subst(v, x, u) :: subst(v, x, l))

subst(v, x, u :: l) = subst(v, x, u) :: subst(v, x, l)
subst(v, x, []) = []

insert([], t) = t
insert(l, xl′) = x append(l′, l), l 6= []

insert(l, λx.t) = (λx.t)(u :: l′), l = u :: l′

insert(l, (λx.t)(u :: l′)) = (λx.t) (u :: append(l′, l)), l 6= []

append(t :: l, l′) = t :: append(l, l′)
append([], l′) = l′

4 HJ and the λH-Calculus

HJ (see Table 6) was obtained by simplifying HJ+ in such a way that the new
calculus could be proved isomorphic to NJ by means of functions Ψ, Θ extending
those defined in [2] between cut-free LJT and normal NJ .

The first thing to do is to get rid of mid-cuts and →m. This requires that log
becomes

(λx.t)(u :: l) → subst(u, x, t)l . (2)
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However this is not enough. One problem is that we would have Θ(t[]) = Θ(t)
and thus Θ would not be injective. Hence we must require l 6= [] in every head-
cut tl. The second problem is that Ψ(M) will be h-normal, for all λ-term M .
This requires two measures: (a) We restrict ourselves to h-normal terms. When
mid-cuts are dropped, t(u :: l) is h-normal iff t is a λ-abstraction. Thus head-
cuts are required to be of the restricted form (λx.t)(u :: l). (b) We drop →h

and have to reduce immediately, by performing insert, the h-redexes generated
in (2). Now subst(u, x, t)l can itself be a h-redex and the h-redex ul′ may be
created at subformulas of t of the form xl′. This explains the first clause in the
new definition of subst in HJ and the new version of (2) which we call βH .

Every λH -term is a λ+
H -term and next proposition says that βH is a packet

of several steps of reduction in HJ+ and, indirectly, in the tq-protocol.

Proposition 4. If t →βH
t′ in HJ then t →+

l,m,h t′ in HJ+.

Conversely, there is a translation ( )− : HJ+ → HJ defined by:

(xl)− = xl− ,
(λx.t)− = λx.t− ,

(tl)− = insert(l−, t−) ,
(t{x := v})− = subst(v−, x, t−) ,

(u :: l)− = u− :: l− ,
([])− = [] .

Define ρ as the restriction of ρ to HJ and ϕ = ( )− ◦ ϕ. These ρ, ϕ extend
those of [3].

Proposition 5. ϕ ◦ ρ = id.

Corollary 2. The typable subcalculs of λ+
H is confluent.

Proof. Since the typable subcalculus of λ+
H is strongly normalising, it suffices, by

Newman’s Lemma, to prove uniqueness of normal forms. Suppose t →∗ t1, t2 and
that both ti are cut-free. By the simulation results above, ρ(t) →∗ ρ(t1), ρ(t2)
and, since ρ preserves cut-freeness, both ρ(ti) are cut-free. As ρ preserves typa-
bility, ρ(t1) and ρ(t2) are obtained within the tq-protoc ol and, by confluence
of the tq-protocol, ρ(t1) = ρ(t2). Now crucially t1, t2 ∈ HJ because t1, t2 are
cut-free. Then, t1 = ϕ(ρ(t1)) = ϕ(ρ(t1)) = ϕ(ρ(t2)) = ϕ(ρ(t2)) = t2. ut

Now let us turn to the relation between HJ and NJ . It is convenient to give
the syntax of λ-calculus as

M, N ::= x |λx.M | app(A)
A ::= xM | (λx.M)N |AM .

Translations Ψ and Θ between HJ and NJ are given in Table 7.
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Table 7. Translations Ψ and Θ

Ψ(x) = x[]
Ψ(λx.M) = λx.ΨM

Ψ(app(A)) = Ψ ′(A, [])

Ψ ′(xM, l) = x(ΨM :: l)
Ψ ′((λx.M)N, l) = (λx.ΨM)(ΨN :: l)

Ψ ′(AM, l) = Ψ ′(A, ΨM :: l)

Θ(x[]) = x
Θ(x(u :: l)) = Θ′(xΘu, l)

Θ(λx.t) = λx.Θt
Θ((λx.t)(u :: l)) = Θ′((λx.Θt)Θu, l)

=
Θ′(A, []) = app(A)

Θ′(A, u :: l) = Θ′(AΘu, l)

Proposition 6. Θ ◦ Ψ = id and Ψ ◦ Θ = id.

Proof. Extend the proof in [2]. ut

Lemma 3. Ψ(M [N/x]) = subst(ΨN, x, ΨM).

Corollary 3. Θ(subst(v, x, t)) = Θt[Θv/x].

The promised isomorphism of normalisation procedures is the following

Theorem 1.

1. If M →β M ′ in NJ then ΨM →βH
ΨM ′ in HJ .

2. If t →βH
t′ in HJ then Θt →β Θt′ in NJ .

Hence β and βH are isomorphic, but β performs normalisation in NJ whereas
βH performs cut elimination in HJ .

5 Further Work

There are two main directions of further work.
First, to extend this work to the other connectives of intuitionistic predicate

logic. Challenging seems to be the positive fragment and the treatment in this
framework of the anomalies caused by disjunction and reported in [15].

Second, to generalise the whole enterprise to classical logic. The key players
should be Herbelin’s LKT and λµ-calculus [7], Parigot’s natural deduction and
λµ-calculus [8] and an appropriate LKt. We plan to report on this in [4].
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Abstract. Equational formulae are first-order formulae over an alpha-
bet F of function symbols whose only predicate symbol is syntactic
equality. Unification problems are an important special case of equa-
tional formulae, where no universal quantifiers and no negation occur.
By the negation elimination problem we mean the problem of deciding
whether a given equational formula is semantically equivalent to a unifi-
cation problem. This decision problem has many interesting applications
in machine learning, logic programming, functional programming, con-
strained rewriting, etc. In this work we present a new algorithm for the
negation elimination problem of equational formulae with purely exis-
tential quantifier prefix. Moreover, we prove the coNP-completeness for
equational formulae in DNF and the Πp

2 -hardness in case of CNF.

1 Introduction

Equational formulae are first-order formulae over an alphabet F of function sym-
bols whose only predicate symbol is syntactic equality. Unification problems are
an important special case of equational formulae, where no universal quantifiers
an no negation occur. By the negation elimination problem we mean the problem
of deciding whether a given equational formula is semantically equivalent to a
unification problem.

The so-called complement problems constitute a well-studied special case of
the negation elimination problem, i.e.: given terms t, s1 . . . , sn over a signature
F , does there exist a finite set {r1, . . . , rm} of terms over F , s.t. every F-ground
instance of t which is not an instance of any term si is an instance of some term
rj , and vice versa. Note that such terms r1, . . . , rm exist, iff negation elimination
is possible from the equational formula (∃x)(∀y)[z = t ∧ t 6= s1 ∧ . . . ∧ t 6= sn],
where the variables x in t and the variables y in the terms si are disjoint. Com-
plement problems have many interesting applications in machine learning, logic
programming, functional programming, etc (cf. [9]). In constrained rewriting,
constraints are used to express certain rule application strategies (cf. [5]). Due
to the failure of the critical pair lemma, one may eventually have to convert the
constraints into equations only. Deciding whether equivalent equations exist,
again corresponds to the negation elimination problem.

For the negation elimination problem in general (cf. [16], [3]) and for com-
plement problems in particular (cf. [8]), several decision procedures have been

U. Montanari et al. (Eds.): ICALP 2000, LNCS 1853, pp. 612–623, 2000.
c© Springer-Verlag Berlin Heidelberg 2000
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presented, which all have a rather high computational complexity. In [11], the
coNP-hardness of negation elimination from complement problems was shown.
This result was later extended in [10] to the coNP-completeness of these prob-
lems. The hardness proof in [11] also showed that negation elimination is at least
as hard to decide as (un-)satisfiability. Hence, by the non-elementary complex-
ity of the satisfiability problem (cf. [17]) we know that the negation elimination
problem for arbitrary equational formulae is also non-elementary recursive.

Our main objective in this work is to device an efficient algorithm for the
negation elimination problem of purely existentially quantified equational formu-
lae. Note that these simple formulae are the target of the transformations given
in [2] and [1] for equational formulae in arbitrary form. Hence, an efficient nega-
tion elimination algorithm for this special case is also important for the general
case of negation elimination from arbitrary equational formulae. Moreover, we
prove the coNP-completeness in case of DNF with purely existential quantifier
prefix and the Πp

2 -hardness in case of CNF, respectively.
This paper is organized as follows: After recalling some basic notions in Sect.

2, we shall start our investigation of the negation elimination problem by con-
sidering existentially quantified conjunctions of equations and disequations in
Sect. 3. In Sect. 4 and 5, this analysis will be extended to formulae in DNF and
CNF, respectively. Finally, in Sect. 6 we give a short conclusion. Due to space
limitations, proofs can only be sketched. The details are worked out in [14].

2 Preliminaries

An equational formula over an alphabet F of function symbols is a first-order
formula with syntactic equality “=” as the only predicate symbol. Throughout
this paper, we only consider the case where F is finite and contains at least one
constant symbol (i.e.: a function symbol with arity 0) and at least one proper
function symbol (i.e.: with arity greater than 0), since otherwise the negation
elimination problem is trivial. A disequation s 6= t is a short-hand notation for
a negated equation ¬(s = t). The trivially true formula is denoted by > and the
trivially false one by ⊥. An interpretation is given through a ground substitution
σ over F , whose domain coincides with the free variables of the equational for-
mula. The trivial formula > evaluates to true in every interpretation. Likewise,
⊥ always evaluates to false. A single equation s = t is validated by a ground
substitution σ, if sσ and tσ are syntactically identical. The connectives ∧, ∨, ¬,
∃ and ∀ are interpreted as usual. A ground substitution σ which validates an
equational formula P is called a solution of P. In order to distinguish between
syntactical identity and the semantic equivalence of two equational formulae, we
shall use the notation “≡” and “≈”, respectively, i.e.: P ≡ Q means that the two
formulae P and Q are syntactically identical, while P ≈ Q means that the two
formulae are semantically equivalent (i.e.: they have the same set of solutions).
Moreover, by P ≤ Q we denote that all solutions of P are also solutions of Q.
We shall sometimes use term tuples as a short-hand notation for a disjunction
of disequations or a conjunction of equations, respectively, i.e.: For term tuples
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s = (s1, . . . , sk) and t = (t1, . . . , tk), we shall abbreviate “s1 = t1∧ . . .∧sk = tk”
and “s1 6= t1 ∨ . . . ∨ sk 6= tk” to “s = t” and “s 6= t”, respectively. Note that
conjunctions of equations and disequations can be easily simplified via unifi-
cation, i.e.: Let ϑ = {z1 ← r1, . . . , zn ← rn} be the mgu of s and t. Then
s = t is equivalent to z1 = r1 ∧ . . . ∧ zn = rn. Likewise, s 6= t is equivalent to
z1 6= r1 ∨ . . . ∨ zn 6= rn. As a short-hand notation, we shall write Equ(ϑ) and
Disequ(ϑ), for these simplified equations and disequations, respectively.

An implicit generalization over a signature F is a construct of the form
I = t/t1 ∨ . . .∨ tm with the intended meaning that I represents all ground term
tuples over F , that are instances of t but not of any tuple ti (cf. [8]). In contrast,
an explicit generalization is a disjunction r1∨. . .∨rm of term tuples over F , which
contains all ground term tuples over F , that are an instance of at least one tuple
ri. A ground term tuple s = (s1, . . . , sk) is an instance of the implicit generaliza-
tion I = t/t1∨. . .∨tm, iff the ground substitution σ = {z1 ← s1, . . . , zk ← sk} is
a solution of the equational formula P ≡ (∃x)(∀y) [z = t∧ t 6= s1∧ . . .∧ t 6= sn],
where the variables x occurring in t and the variables y occurring in the tuples
ti are disjoint. Moreover, the question as to whether the ground term tuples
contained in I can be represented by an explicit generalization is equivalent to
the negation elimination problem of P.

A term t is called linear, iff it has no multiple variable occurrences. Moreover,
a term tϑ is a linear instance of t, iff all terms in the range rg(ϑ) are linear and for
all variables x,y in Var(t) with x 6= y, xϑ and yϑ have no variables in common.
By the domain closure axiom, every ground term over F is an instance of the
disjunction

∨
f∈F f(x1, . . . , xα(f)), where the xi’s are pairwise distinct variables

and α(f) denotes the arity of f . In [8], this fact is used to provide a representation
of the complement of a linear instance tϑ of t (i.e.: of all ground term tuples
that are contained in t but not in tϑ). If every term tuple ti on the right-hand
side of an implicit generalization I = t/t1∨ . . .∨tm is a linear instance of t, then
this representation of the complement immediately yields an equivalent explicit
representation E of I, i.e.: Let Pi = {pi1, . . . ,pini

} denote the complement of ti

w.r.t. t and suppose that the terms pij are pairwise variable disjoint. Then I is
equivalent to E =

∨n1
j1=1 . . .

∨nm

jm=1 mgi(p1j1 , . . . ,pmjm), where mgi denotes the
most general instance (cf. [11], Proposition 3.4 and Corollary 3.5).

In [4], a representation of the complement of an instance tϑ w.r.t. t is provided
also for the case where tϑ is not necessarily linear. The idea of this representa-
tion is to construct the instances tσ of t, which are not contained in tϑ, in the
following way: Consider the tree representation of ϑ, ”deviate” from this rep-
resentation at some node and close all other branches of σ as early as possible
with new, pairwise distinct variables. Depending on the label of a node, this
deviation can be done in two different ways: If a node is labelled by a function
symbol from F (note that constants are considered as function symbols of arity
0), then this node has to be labelled by a different function symbol from F . If
a node is labelled by a variable which also occurs at some other position, then
the two occurrences of this variable have to be replaced by two fresh variables
x, y and the constraint x 6= y has to be added. However, if a node is labelled by
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a variable which occurs nowhere else, then no deviation at all is possible at this
node. For our purposes here it suffices to know that the complement of a term
tuple tϑ w.r.t. t can be represented by a finite set of constrained term tuples
P = {[p1 : X1], . . . , [pn : Xn]}, where [pi : Xi] denotes the set of all ground
instances piσ of pi, s.t. σ is a solution of the equational formula Xi. Moreover,
the number of elements in P is quadratically bounded and the size of each con-
strained term tuple [pi : Xi] is linearly bounded w.r.t. the size of the tuples t and
tϑ. Finally, the constraints Xi are either disequations or the trivially true for-
mula >. Note that this representation of the complement can be easily extended
to implicit generalizations, namely: Let I = t/tϑ1 ∨ . . . ∨ tϑm be an implicit
generalization. Then the complement of I (i.e. the set of ground term tuples
over F which are not contained in I) can be represented by P ∪ {tϑ1, . . . , tϑm},
where P is a representation of the complement of t.

Let S = {s1, . . . , sn} be a a set of terms over F . Then the set of all com-
mon ground terms of these terms can be computed via unification, namely: Let
s1, . . . , sn be pairwise variable disjoint and let µ = mgu(s1, . . . , sn) denote the
most general unifier of these terms. Then s1µ contains exactly those ground
terms over F , which are contained in all terms si. Similarly, the common ground
instances of constrained term tuples [p1 : X1], . . . , [pn : Xn] can be represented
by [p1µ : Zµ], where µ = mgu(p1, . . . ,pn) denotes the most general unifier and
Z ≡ X1 ∧ . . . ∧Xn. Moreover, if the constraints Xi are either disequations or of
the form >, then such an intersection is non-empty, iff the mgu µ exists and Zµ
contains no trivial disequation of the form t 6= t (cf. [1], Lemma 2).

3 Conjunctions of Equations and Disequations

Recall that the satisfiability problem of (existentially quantified) conjunctions
of equations and disequations can be easily decided via unification, namely: Let
P ≡ (∃x)(e1 ∧ . . . ∧ ek ∧ d1 ∧ . . . ∧ dl), where the ei’s are equations and the di’s
are disequations. Then P is satisfiable, iff the equations are unifiable and the
application of the most general unifier µ = mgu(e1, . . . , ek) to the disequations
does not produce a trivial disequation diµ of the form t 6= t. In this section
we show that also for the negation elimination problem of such formulae, there
is an efficient decision procedure based on unification. To this end, we provide
simplifications of the equations and of the disequations in the Lemmas 3.1 and
3.2, respectively. In Theorem 3.1 we shall prove that these simplifications are
indeed all we need for deciding the negation elimination problem.

Lemma 3.1. (simplification of the equations) Let P ≡ (∃x)(e1 ∧ . . .∧ ek ∧
d1 ∧ . . . ∧ dl) be an equational formula over F , where the ei’s are equations and
the di’s are disequations. Moreover, let z = (z1, . . . , zn) denote the free variables
occurring in P. Then P may be transformed in the following way:

case 1: If the equations e1, . . . , ek are not unifiable, or if e1, . . . , ek are unifiable
with µ = mgu(e1, . . . , ek), s.t. at least one disequation diµ is trivially false (i.e.:
it is of the form t 6= t for some term t), then P is equivalent to P ′ ≡ ⊥.
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case 2: If the equations e1, . . . , ek are unifiable with µ = mgu(e1, . . . , ek) and
none of the disequations diµ is trivially false, then we define P ′ as follows:
W.l.o.g. we assume that dom(µ) = {z1, . . . , zα} for some α ≤ n. Now let
u = (uα+1, . . . , un) be a vector of fresh, pairwise distinct variables and let
ν = {zα+1 ← uα+1, . . . , zn ← un}. Then P is equivalent to P ′ ≡ (∃x)(∃u)

(
z =

t ∧∧l
i=1 diµν

)
with t = (z1µν, . . . , zαµν, uα+1, . . . , un).

Proof. (Sketch): Case 1 corresponds to the satisfiability test mentioned above.
The transformation in case 2 consists of several sub-steps, namely: Let x =
(x1, . . . , xm}. W.l.o.g. we assume that the mgu µ is of the form µ = {z1 ←
t1, . . . , zα ← tα, x1 ← s1, . . . , xβ ← sβ} for some β ≤ m. Then, by the definition
of mgu’s, P is equivalent to R ≡ (∃x)

[∧α
i=1(zi = ti)∧

∧β
i=1(xi = si)∧

∧l
i=1 diµ

]
.

Moreover, for any equational formula Q and any variable u not occurring in Q,
the equivalence Q ≈ (∃u)[z = u ∧ Q{z ← u}] holds. Hence, R is equivalent to
R′ ≡ (∃x)(∃u)

[∧n
i=α+1(zi = ui)∧

∧α
i=1(zi = tiν)∧∧β

i=1(xi = siν)∧∧l
i=1 diµν

]
.

Finally, note that the xi’s are existentially quantified variables which occur
nowhere else in R′. Hence, it can be easily shown that no solutions are added to
R′, if we delete the equations xi = siν (for details, see [14]). ut

Lemma 3.2. (simplification of the disequations) Let P ≡ (∃x)
(
z = t ∧∧l

i=1 di

)
be an equational formula that results from the transformation according

to case 2 from Lemma 3.1 above (i.e., in particular, the free variables z of P
neither occur in t nor in the disequations). Then, every disequation di can be
further transformed as follows:

case 1: If the equation ¬di is not unifiable, then di is equivalent to > and may
therefore be deleted.

case 2: Otherwise, let mgu(¬di) = ϑi = {v1 ← s1, . . . , vγ ← sγ}.
case 2.1: If dom(ϑi) ∪ Var(rg(ϑi)) ⊆ Var(t) (i.e.: the vj’s and all variables in
the terms sj also occur in t), then we replace di by Disequ(ϑi) ≡

∨γ
j=1 vj 6= sj.

case 2.2: If dom(ϑi) ∪Var(rg(ϑi)) 6⊆ Var(t), then di may be deleted.

Proof. (Sketch): The correctness of the cases 1 and 2.1 is clear by the definition
of mgu’s. W.l.o.g. we assume that the disequations d1, . . . , dδ for some δ ≤ l
may be deleted via case 2.2. Moreover, let y ⊆ x denote those variables from
x which do not occur in t and, for every i ∈ {1, . . . , δ}, let vji 6= sji denote a
disequation in Disequ(ϑi) which contains a variable from y. Then the equivalence
(∃y)Q ∧ ∧δ

i=1 vji 6= sji ≈ Q holds for any equational formula Q that contains
no variable from y. Moreover, vji 6= sji ≤ di holds for every i ∈ {1, . . . , δ}. We
thus have P ≡ (∃x)

(
z = t ∧ ∧l

i=1 di

) ≤ (∃x)
(
z = t ∧ ∧l

i=δ+1 di

) ≈ (∃x)
(
z =

t ∧∧δ
i=1 vji 6= sji ∧

∧l
i=δ+1 di

) ≤ P. Hence, P and (∃x)
(
z = t ∧∧l

i=δ+1 di

)
are

indeed equivalent. ut
An equational formula of the form P ≡ (∃x)

[
z = t ∧ ∧l

i=1 Disequ(ϑi)
]

corre-
sponds to the implicit generalization I = t/(tϑ1 ∨ . . . ∨ tϑl) (cf. Sect. 2). In
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particular, negation elimination from P corresponds to the conversion of I into
an explicit generalization. Hence, one way to decide the negation elimination
problem for formulae resulting from the simplifications of the Lemmas 3.1 and
3.2 is to apply the algorithm from [8] (which has an exponential worst case com-
plexity) to the corresponding implicit generalization. In the following theorem
we claim that (due to the special form of the disequations), deciding the negation
elimination problem for such formulae is in fact much cheaper than this.

Theorem 3.1. (negation elimination from simplified conjunctions) Let
P ≡ (∃x)

[
z = t ∧ ∧l

i=1 Disequ(ϑi)
]

be an equational formula which results
from the transformation of Lemma 3.1 followed by Lemma 3.2. Then negation
elimination from P is possible, iff for all i ∈ {1, . . . , l}, Var(rg(ϑi)) = ∅ holds.

Proof. (Sketch): The “if”-direction follows immediately from the correspondence
between the equational formula P ≡ (∃x)

[
z = t∧∧l

i=1 Disequ(ϑi)
]

and the im-
plicit generalization I = t/(tϑ1∨. . .∨tϑl). In particular, a disequation Disequ(ϑi)
for which Var(rg(ϑi)) = ∅ holds, corresponds to a linear instance tϑi of t. For
the “only if”-direction, it is shown in [14] that the implicit generalization I
corresponding to P can be split into disjoint generalizations I1, I2, . . . via the
complement of the linear term tuples tϑi on the right-hand side of I, s.t. there is
at least one implicit generalization Ij = sj/(sjηj1 ∨ . . . ∨ sjηjlj ) where all term
tuples sjηjk are non-linear instances of sj . By Proposition 4.6 from [8], we may
then conclude that negation elimination is impossible for the equational formula
corresponding to Ij and, therefore, also for P. ut
Note that the transformations in the Lemmas 3.1 and 3.2 above as well as test-
ing the condition from Theorem 3.1 can of course be done in polynomial time,
provided that terms are represented as directed, acyclic graphs (cf. [12]). In [11],
a similar result was proven for the negation elimination from quantifier-free con-
junctions of equations and disequations. To this end, the notion of “effectively
ground” disequations was introduced, i.e.: Let d be a disequation and let µ de-
note the mgu of the equations. Then d is effectively ground, iff the mgu λ of
¬dµ is a ground substitution. A disequation d, which may be deleted without
changing the meaning of the equational formula, is called redundant. In par-
ticular, d is redundant, if ¬dµ is not unifiable. Then it is shown in [11], that
negation elimination from a quantifier-free conjunction of equations and dise-
quations is possible, iff every non-redundant disequation is effectively ground.
In other words, by the transformations from the Lemmas 3.1 and 3.2, we have
extended the notion of “effectively ground” disequations to the case where exis-
tentially quantified variables are allowed. In the following example, we put these
transformations together with Theorem 3.1 to work:

Example 3.1. Let P ≡ (∃x1, x2, x3)
[
g(z1, x2) = g(f(x1), f(x3)) ∧ z2 6= z1 ∧

f(z2) 6= f(a) ∧ x3 6= z1
]

be an equational formula over F = {a, f, g}. Then
the mgu µ of the equations has the form µ = {z1 ← f(x1), x2 ← f(x3)} and,
therefore, P is equivalent to P ′ ≡ (∃x1, x2, x3)

[
(z1, x2) = (f(x1), f(x3)) ∧ z2 6=

f(x1)∧ f(z2) 6= f(a) ∧ x3 6= f(x1)
]
. In order to bring the free variable z2 to the
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left-hand side of the equations, we define the substitution ν = {z2 ← u2} accord-
ing to Lemma 3.1. Then P ′ is equivalent to P ′′ ≡ (∃x1, x2, x3, u2)

[
(z1, z2, x2) =

(f(x1), u2, f(x3))∧u2 6= f(x1)∧ f(u2) 6= f(a)∧x3 6= f(x1)
]
. Finally, by Lemma

3.1, we may delete the equation x2 = f(x3). We thus get P ′′′ ≡ (∃x1, x2, x3, u2)[
(z1, z2) = (f(x1), u2) ∧ u2 6= f(x1) ∧ f(u2) 6= f(a) ∧ x3 6= f(x1)

]
.

By Lemma 3.2, we may transform the disequations in the following way:
f(u2) 6= f(a) may be simplified to u2 6= a. x3 6= f(x1) may be deleted (due to
the presence of the variable x3, which does not occur any more in the equations).
Finally, u2 6= f(x1) is left unchanged. Hence, the original formula P is equivalent
to R ≡ (∃x1, x2, u2)

[
(z1, z2) = (f(x1), u2) ∧ u2 6= f(x1) ∧ u2 6= a

]
. By Theorem

3.1, negation elimination from R (and, therefore, also from P) is impossible,
since the disequation u2 6= f(x1) in R is based on a non-ground substitution.

4 Equational Formulae in DNF

The algorithms in [2] and [1] for solving equational formulae result in the trans-
formation of an arbitrary equational formula into a so-called “definition with
constraints”, which is basically an existentially quantified equational formula
in DNF. As far as the satisfiability of equational formulae is concerned, such
a transformation is indeed all we need. Note that the equational formula D ≡
(∃x)D1 ∨ . . . ∨ Dn, where the Di’s are conjunctions of equations and disequa-
tions, is satisfiable, iff at least one of the subformulae (∃x)Di is satisfiable. As
has already been pointed out in Sect. 3, the latter condition can be tested very
efficiently via unification. In this section we extend the simplifications for con-
junctions of equations and disequations from the previous section to equational
formulae in DNF. In Lemma 4.1 below, we provide a transformation which may
be applied to disequations of the form Disequ(ϑij) with Var(rg(ϑij)) 6= ∅. In
Theorem 4.1 we shall then show that either this transformation allows us to
eliminate all disequations that are based on non-ground substitutions, or nega-
tion elimination is impossible. Unfortunately, this algorithm has exponential
complexity. However, by the coNP-completeness shown in Theorem 4.2, we can
hardly expect to find a significantly better algorithm.

Lemma 4.1. (simplification of a DNF) Let P be an equational formula with
P ≡ (∃x)

[
z = t1 ∧

∧l1
j=1 Disequ(ϑ1j)

] ∨ . . . ∨ [
z = tn ∧

∧ln
j=1 Disequ(ϑnj)

]
, s.t.

each disjunct of P has already been simplified via Lemma 3.1 followed by Lemma
3.2. Let Ii = ti/(tiϑi1 ∨ . . . ∨ tiϑili) be the implicit generalization corresponding
to the i-th disjunct of P and let Pi = {[pi1 : Xi1], . . . , [pimi

: Ximi
]} denote

the complement of Ii. Moreover, suppose that all term tuples pjα and tiϑiβ are
pairwise variable disjoint. Finally, for every ϑij with Var(rg(ϑij)) 6= ∅, we define
Λ(i, j) as the following set of substitutions:

Λ(i, j) = {λ | (∃α1, . . . , αi−1, αi+1, . . . , αn), s.t.
µ = mgu(tiϑij ,p1α1 , . . . ,p(i−1)αi−1 ,p(i+1)αi+1 , . . . ,pnαn) exists
and (X1α1 ∧ . . . ∧X(i−1)αi−1 ∧X(i+1)αi+1 ∧ . . . ∧Xnαn

)µ contains
no trivial disequation and λ = µ|Var(rg(ϑij)) }
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If Λ(i, j) contains only ground substitutions, then the disequation Disequ(ϑij)
may be replaced by the conjunction

∧
λ∈Λ(i,j) Disequ(ϑijλ) of disequations.

Proof. (Sketch): We make again use of the correspondence between implicit gen-
eralizations and equational formulae. In particular, replacing the disequation
Disequ(ϑij) by the conjunction

∧
λ∈Λ(i,j) Disequ(ϑijλ) corresponds to the re-

placement of the term tuple tiϑij on the right-hand side of Ii by the disjunction
of term tuples

∨
λ∈Λ(i,j) tiϑijλ. Now let I = I1 ∨ . . . ∨ In denote the disjunction

of implicit generalizations corresponding to P and let I ′ = I ′
1∨ . . . I ′

n denote the
disjunction of implicit generalizations corresponding to the formula P ′ which
results from a simultaneous application of the above replacement rule to all
disequations Disequ(ϑij). We have to show that then I and I ′ are equivalent.
Actually, I ⊆ I ′ clearly holds, since every tuple tiϑijλ is an instance of tiϑij

and, therefore, Ii ⊆ I ′
i trivially holds for every i ∈ {1, . . . , n}. In order to see

that I ′ ⊆ I holds as well, note that every implicit generalization I ′
i is basically

obtained from Ii by restricting the terms tiϑij to those instances, which are not
contained in the remaining implicit generalizations Ij . The correctness of this
restriction is due to the relation [A−B] ∪ C = [A− (B − C)] ∪ C, which holds
for arbitrary sets A, B and C. ut
The transformation from Lemma 4.1 is illustrated in the following example:

Example 4.1. Let F = {a, g} and let P ≡ (∃x1, x2, x3)(D1 ∨ D2 ∨ D3) with

D1 ≡ (z1, z2, z3) = (x1, x2, g(x1)) ∧ x1 6= x2
D2 ≡ (z1, z2, z3) = (g(x1), g(x2), x3) ∧ x2 6= a
D3 ≡ (z1, z2, z3) = (g(x1), x2, x3) ∧ x3 6= g2(x1),

In order to transform the disjuncts D1, D2 and D3 via Lemma 4.1, we consider
the corresponding implicit generalizations I1, I2 and I3:

I1 = (x1, x2, g(x1))/(x2, x2, g(x2))
I2 = (g(x1), g(x2), x3)/(g(x1), g(a), x3)
I3 = (g(x1), x2, x3)/(g(x1), x2, g

2(x1))

These implicit generalizations have the following complement representations
P1, P2 and P3, respectively (note that we may omit the constraint “>” from
tuples of the form [t : >]. Moreover, we rename the variables apart:

P1 = {(y11, y12, a), [(y11, y12, g(y13) : y11 6= y13], (y11, y11, g(y11))}
P2 = {(a, y21, y22), (y21, a, y22), (g(y21), g(a), y22)}
P3 = {(a, y31, y32), (g(y31), y32, g

2(y31))}
The disequation x2 6= a in D2 cannot be further simplified, since ϑ21 = {x2 ← a}
already is a ground substitution. So we only have to transform the disequations
x1 6= x2 in D1 and x3 6= g2(x1) in D3, respectively. The set Λ(1, 1) of substitu-
tions which have to be applied to x1 6= x2 in D1 can be computed as follows. By
µα2,α3 we denote the mgu of (x2, x2, g(x2)) with the α2-th term tuple from P2
and the α3-th term tuple from P3. Likewise, by λα2,α3 we denote the restriction
of µα2,α3 to the variable x2, which is the only variable occurring in the range of
ϑ11 = {x1 ← x2}.
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µ1,1 = mgu
(
(x2, x2, g(x2)), (a, y21, y22), (a, y31, y32)

)
=

{x2 ← a, y21 ← a, y22 ← g(a), y31 ← a, y32 ← g(a)} ⇒ λ1,1 = {x2 ← a}
µ2,1 = mgu

(
(x2, x2, g(x2)), (y21, a, y22), (a, y31, y32)

) ⇒ λ2,1 = {x2 ← a}
µ3,2 = mgu

(
(x2, x2, g(x2)), (g(y21), g(a), y22), (g(y31), y32, g

2(y31))
)

⇒ λ3,2 = {x2 ← g(a)}
Hence, by Lemma 4.1, the disequation Disequ(ϑ11) ≡ x1 6= x2 in D1 may be
replaced by the conjunction Disequ(ϑ11◦{x2 ← a})∧Disequ(ϑ11◦{x2 ← g(a)}),
i.e.: D1 may be transformed into D′

1 ≡ (z1, z2, z3) = (x1, x2, g(x1)) ∧ (x1, x2) 6=
(a, a) ∧ (x1, x2) 6= (g(a), g(a)).

Now we compute the set Λ(3, 1) of substitutions which have to be applied to
the disequation x3 6= g2(x1) in D3. Again we use the notation µα1,α2 to denote
the mgu of (g(x1), x2, g

2(x1)) with the α1-th term tuple from P1 and the α2-th
term tuple from P2. Likewise, by λα1,α2 we denote the restriction of µα1,α2 to
the variable x1.

µ2,2 = mgu
(
(g(x1), x2, g

2(x1)), (y11, y12, g(y13)), (y21, a, y22)
)

=
{x2 ← a, y11 ← g(x1), y12 ← a, y13 ← g(x1), . . .} ⇒ λ2,2 = {}

µ2,3 = mgu
(
(g(x1), x2, g

2(x1)), (y11, y12, g(y13)), (g(y21), g(a), y22)
) ⇒ λ2,3 = {}

µ3,3 = mgu
(
(g(x1), x2, g

2(x1)), (y11, y11, g(y11)), (g(y21), g(a), y22)
)

⇒ λ3,3 = {x1 ← a}
Note that the substitution λ2,2 = λ2,3 = {} does not have to be added to
Λ(3, 1), since the application of µ2,2 and µ2,3, respectively, to the constraint
y11 6= y13 produces a trivially false disequation, i.e.: (y11 6= y13)µ2,2 ≡ (y11 6=
y13)µ2,3 ≡ g(x1) 6= g(x1). But then Λ(3, 1) contains only the ground substitution
λ3,3 = {x1 ← a} and, therefore, the disequation Disequ(ϑ31) ≡ x3 6= g2(x1) in
D3 may be replaced by Disequ(ϑ31 ◦ {x1 ← a}) ≡ (x1, x3) 6= (a, g2(a)). Hence,
we get D′

3 ≡ (z1, z2, z3) = (g(x1), x2, x3) ∧ (x1, x3) 6= (a, g2(a)).

Analogously to Theorem 3.1, it can be shown that the transformation of the
disjuncts in a DNF according to Lemma 4.1 is actually all we need for a negation
elimination procedure. Moreover, a non-deterministic version of this algorithm
will allow us to derive the coNP-completeness result in Theorem 4.2

Theorem 4.1. (negation elimination from simplified formulae in DNF)
Let P ≡ (∃x)

[
z = t1 ∧

∧l1
j=1 Disequ(ϑ1j)

] ∨ . . . ∨ [
z = tn ∧

∧ln
j=1 Disequ(ϑnj)

]
be an equational formula in DNF, s.t. first each disjunct has been transformed
via Lemma 3.1 followed by Lemma 3.2 and then Lemma 4.1 has been applied
simultaneously to all disequations. Then negation elimination from P is possible,
iff Var(rg(ϑij)) = ∅ for every i ∈ {1, . . . , n} and every j ∈ {1, . . . , li}.
Proof. (Sketch): Exactly like in Theorem 3.1, the “if”-direction follows from the
correspondence between implicit generalizations and equational formulae. The
“only if”-direction is more involved. For details, see [14]. ut

Theorem 4.2. (coNP-completeness) The negation elimination problem of
existentially quantified equational formulae in DNF is coNP-complete.
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Proof. (Sketch): As for the coNP-membership, let P ≡ (∃x)P1 ∨ . . . ∨ Pn be
an equational formula in DNF. W.l.o.g. we may assume that the polynomial
time transformations from the Lemmas 3.1 and 3.2 have been applied to each
disjunct Pi. Hence, in particular, Pi is of the form

[
z = ti ∧

∧li
j=1 Disequ(ϑij)

]
.

Then we can check via a non-deterministic version of Lemma 4.1, that negation
elimination from P is impossible, namely: Guess a tuple ti, a substitution ϑij

and indices α1, . . . , αi−1, αi+1, . . . , αn and check that the resulting substitution
λ ∈ Λ(i, j) from Lemma 4.1 is non-ground.

For the coNP-hardness proof, recall that the emptiness problem of implicit
generalizations is coNP-complete (cf., e.g., [7], [6], [11] or [10]), i.e.: Let F be
a signature and let s1, . . . , sn and t be term tuples over F , s.t. every si is an
instance of t. Does the implicit generalization I = t/(s1 ∨ . . . ∨ sn) contain no
F-ground instance? Now let an instance of the emptiness problem of implicit
generalizations be given through the term tuples s1 = (s11, . . . , s1k), . . . , sn =
(sn1, . . . , snk) and t = (t1, . . . , tk), s.t. every tuple si is an instance of t. Moreover,
let x denote a vector of variables, s.t. all variables in t and in any tuple si are
contained in x. Finally let u, v, z1, . . . , zk+2 be fresh, pairwise distinct variables
and let z be defined as z = (z1, . . . , zk+2). Then we define the formula P in DNF
as P ≡ (∃x)(∃u, v)

[
(z = (t1, . . . , tk, u, v)∧u 6= v)∨∨n

i=1 z = (si1, . . . , sik, u, u)
]
.

In [14], it is shown that the implicit generalization I = t/(s1∨ . . .∨sn) is empty,
iff negation elimination from P is possible. ut

5 Equational Formulae in CNF

A straightforward negation elimination algorithm for purely existentially quan-
tified equational formulae in CNF consists of a transformation from CNF into
DNF followed by our algorithm from the previous section. Of course, in the worst
case, this transformation into DNF leads to an exponential blow-up. However,
by the Πp

2 -hardness shown in Theorem 5.1, we cannot expect to do much better
than this anyway.

Theorem 5.1. (Πp
2 -hardness) The negation elimination problem of existen-

tially quantified equational formulae in CNF is Πp
2 -hard.

Proof. (Sketch): Recall the well-known Σp
2 -hard problem 3QSAT2 (= quan-

tified satisfiability with two quantifier alternations, cf. [15]), i.e.: Given sets
P = {p1, . . . , pk} and R = {r1, . . . , rl} of propositional variables and a Boolean
formula E = (l11 ∧ l12 ∧ l13) ∨ . . . ∨ (ln1 ∧ ln2 ∧ ln3) with propositional variables
in P ∪ R, is the quantified Boolean sentence (∃P )(∀R)E satisfiable? Now let
a ∈ F denote an arbitrary constant symbol. Then we reduce such an instance of
the 3QSAT2 problem to the complementary problem of the negation elimination
problem in the following way:

P ≡ (∃x)[(d11 ∨ d12 ∨ d13 ∨ zk+1 6= zk+2)∧ . . .∧ (dn1 ∨ dn2 ∨ dn3 ∨ zk+1 6= zk+2)],
where z = (z1, . . . , zk+2) denotes the free variables in P, x is of the form
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x = (x1, . . . , xl) and the dij ’s are defined as follows:

dij ≡




zγ 6= a if lij is an unnegated propositional variable pγ ∈ P
zγ = a if lij is a negative propositional literal ¬pγ for some pγ ∈ P
xγ 6= a if lij is an unnegated propositional variable rγ ∈ R
xγ = a if lij is a negative propositional literal ¬rγ for some rγ ∈ R

It can be shown that negation elimination from P is impossible, iff (∃P )(∀R)E
is satisfiable (see [14]). ut

Unfortunately, it is not clear whether the Πp
2 -membership also holds. The obvi-

ous upper bound on the negation elimination problem of equational formulae in
CNF is coNEXPTIME (i.e.: transform the CNF into DNF and apply the coNP-
procedure from the previous section). An exact complexity classification in case
of CNF has to be left for future research.

6 Conclusion

In this paper we have presented a new negation elimination algorithm for purely
existentially quantified equational formulae. The main idea of our approach
was an appropriate extension of the notion of “effectively ground” disequations,
which was given in [11] for the case of quantifier-free conjunctions of equations
and disequations. In case of conjunctions of equations and disequations with
purely existential quantifier prefix, we were thus able to decide negation elimi-
nation in polynomial time rather than by the decision procedure from [8], which
has exponential complexity. For formulae in DNF our algorithm actually has ex-
ponential complexity. However, in general, it is still considerably more efficient
than the algorithm from [16] for deciding whether the corresponding disjunction
I = I1 ∨ . . . ∨ In of implicit generalizations has a finite explicit representation.
This can be seen as follows: The algorithm from [16] has two sources of exponen-
tial complexity: One comes from a transformation rule which basically allows us
to restrict the term tuples on the right-hand side of an implicit generalization
Ii to the complement of another implicit generalization Ij . This transformation
is very similar to our transformation in Lemma 4.1. Moreover, the algorithm
from [16] contains another rule, which allows us to transform a single implicit
generalization Ii in exactly the same way as the algorithm from [8]. Again, our
algorithm uses the cheap transformations from the Lemmas 3.1 and 3.2 rather
than the algorithm from [8]. Together with the transformations from [2] and [1]
of arbitrary equational formulae into existentially quantified ones in DNF, our
algorithm from Sect. 4 can be seen as a step towards a more efficient negation
elimination procedure for the general case.

For existentially quantified formulae in DNF we have provided an exact com-
plexity classification of the negation elimination problem by proving its coNP-
completeness. In case of CNF, we have left a gap between the Πp

2 lower bound
and the coNEXPTIME upper bound for future research.
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Abstract. We consider a restricted version of the general Set Covering
problem in which each set in the given set system intersects with any
other set in at most 1 element. We show that the Set Covering problem
with intersection 1 cannot be approximated within a o(log n) factor in
random polynomial time unless NP ⊆ ZTIME(nO(log log n)). We also
observe that the main challenge in derandomizing this reduction lies in
finding a hitting set for large volume combinatorial rectangles satisfy-
ing certain intersection properties. These properties are not satisfied by
current methods of hitting set construction.
An example of a Set Covering problem with the intersection 1 property is
the problem of covering a given set of points in two or higher dimensions
using straight lines; any two straight lines intersect in at most one point.
The best approximation algorithm currently known for this problem has
an approximation factor of θ(log n), and beating this bound seems hard.
We observe that this problem is Max-SNP-Hard.

1 Introduction

The general Set Covering problem requires covering a given base set B of size
n using the fewest number of sets from a given collection of subsets of B. This
is a classical NP-Complete problem and its instances arise in numerous diverse
settings. Thus approximation algorithms which run in polynomial time are of
interest.

Johnson[12] showed that the greedy algorithm for Set Cover gives an O(log n)
approximation factor. Much later, following advances in Probabilistically Check-
able Proofs [4], Lund and Yannakakis [15] and Bellare et al. [7] showed that
there exists a positive constant c such that the Set Covering problem can-
not be approximated in polynomial time within a c log n factor unless NP ⊆
DTIME(nO(log log n)). Feige [10] improved the approximation threshold to (1 −
o(1)) log n, under the same assumption. Raz and Safra[19] and Arora and Su-
dan [5] then obtained improved Probabilistically Checkable Proof Systems with
sub-constant error probability; their work implied that the Set Covering problem
cannot be approximated within a c log n approximation factor (for some constant
c) unless NP = P .

U. Montanari et al. (Eds.): ICALP 2000, LNCS 1853, pp. 624–635, 2000.
c© Springer-Verlag Berlin Heidelberg 2000
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Note that all the above hardness results are for general instances of the Set
Covering problem and do not hold for instances when the intersection of any pair
of sets in the given collection is guaranteed to be at most 1. Our motivation for
considering this restriction to intersection 1 arose from the following geometric
instance of the Set Covering problem.

Given a collection of points and lines in a plane, consider the problem of
covering the points with as few lines as possible. Megiddo and Tamir[16] showed
that this problem is NP-Hard. Hassin and Megiddo[11] showed NP-Hardness
even when the lines are axis-parallel but in 3D. The best approximation factor
known for this problem is Θ(log n). Improving this factor seems to be hard, and
this motivated our study of inapproximability for Set Covering with intersection
1. Note that any two lines intersect in at most 1 point.

The problem of covering points with lines was in turn motivated by the prob-
lem of covering a rectilinear polygon with holes using rectangles [13]. This prob-
lem has applications in printing integrated circuits and image compression[9].
This problem is known to be Max-SNP-Hard even when the rectangles are con-
strained to be axis-parallel. For this case, an O(

√
log n)-factor approximation

algorithm was obtained recently by Anil Kumar and Ramesh[2]. However, this
algorithm does not extend to the case when the rectangles need not be axis-
parallel. Getting a o(log n)-factor approximation algorithm for this case seems
to require solving the problem of covering points with arbitrary lines, though we
are not sure of the exact nature of this relationship.

Our Result. We show that there exists a constant c > 0 such that ap-
proximating the Set Covering problem with intersection 1 to within a factor of
c log n in random polynomial time is possible only if NP ⊆ ZTIME(nO(log log n))
(where ZTIME(t) denotes the class of languages that have a probabilistic algo-
rithm running in expected time t with zero error). We also give a sub-exponential
derandomization which shows that approximating the Set Covering problem with
intersection 1 to within a factor of c log n

log log n in deterministic polynomial time is

possible only if NP ⊆ DTIME(2n1−ε

), for any constant ε < 1/2.
The starting point for our result above is the Lund-Yannakakis hardness

proof[15] for the general Set Covering problem. This proof uses an auxiliary set
system with certain properties. We show that this auxiliary set system necessarily
leads to large intersection. We then replace this auxiliary set system by another
carefully chosen set system with additional properties and modify the reduction
appropriately to ensure that intersection sizes stay small. The key features of
the new set system are partitions of the base set into several sets of smaller size
(instead of just 2 sets as in the case of the Lund-Yannakakis system or a constant
number of sets as in Feige’s system; small sets will lead to small intersection)
and several such partitions (so that sets which “access” the same partition in
the Lund-Yannakakis system and therefore have large intersection now “access”
distinct partitions).

We then show how the new set system above can be constructed in random-
ized polynomial time and also how this randomized algorithm can be derandom-
ized using conditional probabilities and appropriate estimators in O(2n1−ε

) time,
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where ε is a positive constant, specified in Section 5. This leads to the two condi-
tions above, namely, NP ⊆ DTIME(2n1−ε

) (but for a hardness of O( log n
log log n ))

and NP ⊆ ZTIME(nO(log log n)). A deterministic polynomial time construction
of our new set system will lead to the quasi-NP-Hardness of approximating the
Set Covering problem with intersection 1 to within a factor of c log n, for some
constant c > 0.

While the Lund-Yannakakis set system can be constructed in deterministic
polynomial time using ε-biased limited independence sample spaces, this does
not seem to be true of our set system. One of the main bottlenecks in construct-
ing our set system in deterministic polynomial time is the task of obtaining a
polynomial size hitting set for Combinatorial Rectangles, with the hitting set sat-
isfying additional properties. One of these properties (the most important one)
is the following: if a hitting set point has the elements i, j among its coordinates,
then no other hitting set point can have both i, j among its coordinates. The
only known construction of a polynomial size hitting set for combinatorial rect-
angles is by Linial, Luby, Saks, and Zuckerman [14] and is based on enumerating
walks in a constant degree expander graph. In the full version of this paper, we
show that the hitting set obtained by [14] does not satisfy the above property
for reasons that seem intrinsic to the use of constant degree expander graphs.

In the full version, we also note that if the proof systems for NP obtained
by Raz and Safra[19] or Arora and Sudan[5] have an additional property then
the condition NP ⊆ ZTIME(nO(log log n)) can be improved to NP = ZPP .
Similarly, the statement that approximating the Set Covering problem with in-
tersection 1 to within a factor of c log n

log log n in deterministic polynomial time is

possible only if NP ⊆ DTIME(2n1−ε

) can be strengthened to approximation
factor c log n instead of c log n

log log n . The property needed of the proof systems is
that the degree, i.e., the total number of random choices of the verifier for which
a particular question is asked of a particular prover, be O(nδ), for some small
enough constant value δ. The degree influences the number of partitions in our
auxiliary proof system and therefore needs to be small. It is not clear whether
existing proof systems have this property [20].

The above proof of hardness for Set Covering with intersection 1 does not
apply to the problem of covering points with lines, the original problem which
motivated this paper; however, it does indicate that algorithms based on set
cardinalities and small pairwise intersection alone are unlikely to give a o(log n)
approximation factor for this problem.

Further, our result shows that constant VC-dimension alone does not help
in getting a o(log n) approximation for the Set Covering problem. This is to be
contrasted with the result of Brönnimann and Goodrich[8] which shows that
if the VC-dimension is a constant and an O( 1

ε ) sized (weighted) ε-net can be
constructed in polynomial time, then a constant factor approximation can be
obtained.

The paper is organized as follows. Section 2 will give an overview of the
Lund-Yannakakis reduction. Section 3 shows why the Lund-Yannakakis proof
does not show hardness of Set Covering when the intersection is constrained to
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be 1. Section 4 describes the reduction to Set Covering with intersection 1. This
section describes a new set system we need to obtain in order to perform the
reduction and shows hardness of approximation of its set cover, unless NP ⊆
ZTIME(nO(log log n)). Section 5 will sketch the randomized construction of this
set system. Section 6 sketches the sub-exponential time derandomization, which
leads to a slightly different hardness result, unless NP ⊆ DTIME(2n1−ε

), ε <
1/2. Section 7 enumerates several interesting open problems which arise from
this paper.

2 Preliminaries: The Lund-Yannakakis Reduction

In this section, we sketch the version of the Lund-Yannakakis reduction described
by Arora and Lund [3]. The reduction starts with a 2-Prover 1-Round proof
system for Max-3SAT(5) which has inverse polylogarithmic error probability,
uses O(log n log log n) randomness, and has O(log log n) answer size. Here n is
the size of the Max-3SAT(5) formula F . Arora and Lund[3] abstract this proof
system into the following Label Cover problem.

The Label Cover Problem. A bipartite graph G having n′ + n′ vertices and
edge set E is given, where n′ = nO(log log n). All vertices have the same degree
deg, which is polylogarithmic in n. For each edge e ∈ E, a partial function
fe : [d] → [d′] is also given, where d ≥ d′, and d, d′ are polylogarithmic in n.
The aim is to assign to each vertex on the left, a label in the range 1 . . . d, and
to each vertex on the right, a label in the range 1 . . . d′, so as to maximize the
number of edges e = (u, v) satisfying fe(label(u)) = label(v). Edge e = (u, v) is
said to be satisfied by a labelling if the labelling satisfies fe(label(u)) = label(v).

The 2-Prover 1-Round proof system mentioned above ensures that either all
the edges in G are satisfied by some labelling or that no labelling satisfies more
than a 1

log3 n
fraction of the edges, depending upon whether or not the Max-

3SAT(5) formula F is satisfiable. Next, in time polynomial in the size of G,
an instance SC of the Set Covering problem is obtained from this Label Cover
problem LC with the following properties: if there exists a labelling satisfying
all edges in G then there is a set cover of size 2n′, and if no labelling satisfies
more than a 1

log3 n
fraction of the edges then the smallest set cover has size

Ω(2n′ log n′). The base set in SC will have size polynomial in n′. It follows that
the Set Covering problem cannot be approximated to a logarithmic factor of the
base set size unless NP ⊆ DTIME(nO(log log n)).

Improving this condition to NP = P requires using a stronger multi-prover
proof system [19,5] which has a constant number of provers (more than 2),
O(log n) randomness, O(log log n) answer sizes, and inverse polylogarithmic error
probability. The reduction from such a proof system to the Set Covering problem
is similar to the reduction from the Label Cover to the Set Covering problem
mentioned above, with a modification needed to handle more than 2 provers
(this modification is described in [7]).
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In this abstract, we will only describe the reduction from Label Cover to
the Set Covering problem and show how we can modify this reduction to hold
for the case of intersection 1. This will show that Set Covering problem with
intersection 1 cannot be approximated to a logarithmic factor unless NP ⊆
ZTIME(nO(log log n)). The multi-prover proof system of the previous paragraph
with an additional condition can strengthen the latter condition to NP = ZPP ;
this is described in the full version.

We now briefly sketch the reduction from an instance LC of Label Cover to
an instance SC of the Set Covering problem.

2.1 Label Cover to Set Cover

The following auxiliary set system given by a base set N = {1 . . . n′} and its
partitions is needed.

The Auxiliary System of Partitions. Consider d′ distinct partitions of N
into two sets each, with the partitions satisfying the following property: if at
most log n′

2 sets in all are chosen from the various partitions with no two sets
coming from the same partition, then the union of these sets does not cover
N . Partitions with the above properties can be constructed deterministically in
polynomial time [1,17]. Let P 1

i , P 2
i respectively denote the first and second sets

in the ith partition. We describe the construction of SC next.
Using P j

i s to construct SC. The base set B for SC is defined to be
{(e, i)|e ∈ E, 1 ≤ i ≤ n′}. The collection C of subsets of B contains a set
C(v, a), for each vertex v and each possible label a with which v can be labelled.
If v is a vertex on the left, then for each a, 1 ≤ a ≤ d, C(v, a) is defined as
{(e, i)|e incident on v ∧ i ∈ P 1

fe(a)}. And if v is a vertex on the right, then for
each a, 1 ≤ a ≤ d′, C(v, a) is defined as {(e, i)|e incident on v ∧ i ∈ P 2

a }.
That SC satisfies the required conditions can be seen from the following facts.

1. If there exists a vertex labelling which satisfies all the edges, then B can be
covered by just the sets C(v, a) where a is the label given to v. Thus the size
of the optimum cover is 2n′ in this case.

2. If the total number of sets in the optimum set cover is at most some suitable
constant times n′ log n′, then at least a constant fraction of the edges e =
(u, v) have the property that the number of sets of the form C(u, ∗) plus the
number of sets of the form C(v, ∗) in the optimum set cover is at most log n′

2 .
Then, for each such edge e, there must exist a label a such that C(u, a) and
C(v, fe(a)) are both in this optimum cover. It can be easily seen that choosing
a label uniformly at random from these sets for each vertex implies that there
exists a labelling of the vertices which satisfies an Ω( 1

log2 n′ ) ≥ 1
log3 n

fraction
of the edges.
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3 SC Has Large Intersection

There are two reasons why sets in the collection C in SC have large intersections.
Parts in the Partitions are Large. The first and obvious reason is that

the sets in each partition in the auxiliary system of partitions are large and
could have size n′

2 ; therefore, two sets in distinct partitions could have Ω(n′)
intersection. This could lead to sets C(v, a) and C(v, b) having Ω(n′) common
elements of the form (e, i), for some e incident on v.

Clearly, the solution to this problem is to work with an auxiliary system
of partitions where each partition is a partition into not just 2 large sets, but
into several small sets. The problem remains if we form only a constant number
of parts, as in [10]. We choose to partition into (n′)1−ε sets, where ε is some
non-zero constant to be fixed later. This ensures that each set in each partition
has size θ((n′)ε polylog(n)) and that any two such sets have O(1) intersection.
However, smaller set size leads to other problems which we shall describe shortly.

Functions fe() are not 1-1. Suppose we work with smaller set sizes as
above. Then consider the sets C(v, a) and C(v, b), where v is a vertex on the left
and a, b are labels with the following property: for some edge e incident on v,
fe(a) = fe(b). Then each element (e, ∗) which appears in C(v, a) will also appear
in C(v, b), leading to an intersection size of up to Ω((n′)ε ∗deg), where deg is the
degree of v in G. This is a more serious problem. Our solution to this problem is
to ensure that sets C(v, a) and C(v, b) are constructed using distinct partitions
in the auxiliary system of partitions.

Next, we describe how to modify the auxiliary system of partitions and the
construction of SC in accordance with the above.

4 LC to SC with Intersection 1

Our new auxiliary system of partitions P will have d′ ∗ (deg + 1) ∗ d partitions,
where deg is the degree of any vertex in G. Each partition has m = (n′)1−ε

parts, for some ε > 0 to be determined. These partitions are organized into d′

groups, each containing (deg + 1) ∗ d partitions. Each group is further organized
into deg + 1 subgroups, each containing d partitions. The first m/2 sets in each
partition comprise its left half and the last m/2 its right half.

Let Pg,s,p denote the pth partition in the sth subgroup of the gth group and
let Pg,s,p,k denote the kth set (i.e., part) in this partition. Let Bk denote the set
∪g,s,pPg,s,p,k if 1 ≤ k ≤ m/2, and the set ∪g,sPg,s,1,k, if m/2 < k ≤ m. We also
refer to Bk as the kth column of P.

We need the following properties to be satisfied by the system of partitions
P.

1. The right sides of all partitions within a subgroup are identical, i.e., Pg,s,p,k =
Pg,s,1,k, for every k > m/2.

2. P (g, s, p, k) ∩ P (g′, s′, p′, k) = φ unless either g = g′, s = s′, p = p′, or,
k > m/2 and g = g′, s = s′. In other words, no element appears twice
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within a column, modulo the fact that the right sides of partitions within a
subgroup are identical.

3. |Bk ∩ Bk′ | ≤ 1 for all k, k′, 1 ≤ k, k′ ≤ m, k 6= k′.
4. Suppose N is covered using at most βm log n′ sets in all, disallowing sets on

the right sides of those partitions which are not the first in their respective
subgroups. Then there must be a partition in some subgroup s such that the
number of sets chosen from the left side of this partition plus the number of
sets chosen from right side of the first partition in s together sum to at least
3
4m.

ε and β are constants which will be fixed later. Let Ap,k = ∪g,sPg,s,p,k,
for each p, k, 1 ≤ p ≤ d, 1 ≤ k ≤ m/2. Let Dg,k = ∪sPg,s,1,k, for each g, k,
1 ≤ g ≤ d′, m/2 + 1 ≤ k ≤ m. Property 2 above implies that:

5. |Ap,k ∩ Ap′,k| = 0 for all p 6= p′, where 1 ≤ p, p′ ≤ d and k ≤ m/2.
6. |Dg,k ∩ Dg′,k| = 0 for all g 6= g′, where 1 ≤ g, g′ ≤ d′ and k > m/2.

We will describe how to obtain a system of partitions P satisfying these
properties in Section 5 and Section 6. First, we show how a set system SC with
intersection 1 can be constructed using P.

4.1 Using P to Construct SC
The base set B for SC is defined to be {(e, i)|e ∈ E, 1 ≤ i ≤ n′} as before. This
set has size (n′)2 ∗ deg = O((n′)2 polylog(n)).

The collection C of subsets of B contains m/2 sets C1(v, a) . . . Cm/2(v, a),
for each vertex v on the left (in graph G) and each possible label a with which v
can be labelled. In addition, it contains m/2 sets Cm/2+1(v, a) . . . Cm(v, a), for
each vertex v on the right in G and each possible label a with which v can be
labelled. These sets are defined as follows.

Let Ev denote the set of edges incident on v in G. We edge-colour G using
deg + 1 colours. Let col(e) be the colour given to edge e in this edge colouring.
For a vertex v on the left side, and any number k between 1 and m/2, Ck(v, a) =
∪e∈Ev{(e, i)|i ∈ Pfe(a),col(e),a,k}. For a vertex v on the right side, and any number
k between m/2 + 1 and m, Ck(v, a) = ∪e∈Ev{(e, i)|i ∈ Pa,col(e),1,k}.

We now give the following lemmas which state that the set system SC has
intersection 1 and that it has a set cover of small size if and only if there exists
a way to label the vertices of G satisfying several edges simultaneously. The
hardness of approximation of the set cover of SC is given in Corollary 1, whose
proof will appear in the full version.

Lemma 1. The intersection of any two distinct sets Ck(v, a) and Ck′(w, b) is
at most 1.

Proof. Note that for |Ck(v, a) ∩ Ck′(w, b)| to exceed 1, either v, w must be iden-
tical or there must be an edge between v and w. The reason for this is that each
element in Ck(v, a) has the form (e, ∗) where e is an edge incident at v while
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each element in Ck′(w, b) has the form (e′, ∗), where e′ is an edge incident at w.
We consider each case in turn.

Case 1. Suppose v = w. Then either k 6= k′ or k = k′, a 6= b.
First, consider Ck(v, a) and Ck′(v, b) where k 6= k′ and v is a vertex in the left

side. If a = b, observe that Ck(v, a) ∩ Ck′(v, a) = φ. So assume that a 6= b. The
elements in the former set are of the form (e, i) where i ∈ Pfe(a),col(e),a,k and the
elements of the latter set are of the form (e, j) where j ∈ Pfe(b),col(e),b,k′ . Note
that ∪e∈Ev

Pfe(a),col(e),a,k ⊆ Bk and ∪e∈Ev
Pfe(b),col(e),b,k′ ⊆ Bk′ . By Property 3

of P, the intersection Bk, Bk′ is at most 1. However, this alone does not imply
that Ck(v, a) and Ck′(v, b) have intersection at most 1, because there could
be several tuples in both sets, all having identical second entries. This could
happen if there are edges e1, e2 incident on v such that fe1(a) = fe2(a), fe1(b) =
fe2(b) and there had been no colouring on edges. Property 2 and the fact that
col(e1) 6= col(e2) for any two edges e1, e2 incident on v rule out this possibility,
thus implying that |Ck(v, a) ∩ Ck′(v, b)| ≤ 1. The proof for the case where v is a
vertex on the right is identical.

Second, consider Ck(v, a) and Ck(v, b), where v is a vertex on the left and
a 6= b. Elements in the former set are of the form (e, i) where e is an edge
incident on v and i ∈ Pfe(a),col(e),a,k. Similarly, elements in the latter set are of
the form (e, j) where j ∈ Pfe(b),col(e),b,k. Note that ∪e∈Ev

Pfe(a),col(e),a,k ⊆ Aa,k

and ∪e∈Ev
Pfe(b),col(e),b,k ⊆ Ab,k. The claim follows from Property 5 in this case.

Third, consider Ck(v, a) and Ck(v, b), where v is a vertex on the right, a 6= b,
and k > m/2. Elements in the former set are of the form (e, i) where e is an
edge incident on v and i ∈ Pa,col(e),1,k. Similarly, elements in the latter set are
of the form (e, j) where j ∈ Pb,col(e),1,k. Note that ∪e∈Ev

Pa,col(e),1,k ⊆ Da,k and
∪e∈Ev

Pb,col(e),1,k ⊆ Db,k. The claim follows from Property 6 in this case.

Case 2. Finally consider sets Ck(v, a) and Ck′(w, b) where e = (v, w) is an
edge, v is on the left side, and w on the right. Then Ck(v, a) contains elements
of the form (e′, i) where i ∈ Pfe′ (a),col(e′),a,k. Ck′(w, b) contains elements of the
form (e′, j) where j ∈ Pb,col(e′),1,k′ . The only possible elements in Ck(v, a) ∩
Ck′(w, b) are tuples with the first entry equal to e. Since Pfe(a),col(e),a,k ⊆ Bk

and Pb,col(e),1,k′ ⊆ Bk′ and k ≤ m/2, k′ > m/2, the claim follows from Properties
2 and 3 in this case.

Lemma 2. If there exists a way of labelling vertices of G satisfying all its edges
then there exists a collection of n′m sets in C which covers B.

Proof. Let label(v) denote the label given to vertex v by the above labelling. Con-
sider the collection C ′ ⊂ C comprising sets C1(v, label(v)) . . . , Cm

2
(v, label(v))

for each vertex v on the left and sets Cm
2 +1(w, label(w)) . . . , Cm(w, label(w)) for

each vertex w on the right. We show that these sets cover B. Since there are
m/2 sets in C ′ per vertex, |C ′| = 2n′ ∗ m

2 = n′m.
Consider any edge e = (v, w). It suffices to show that for every i, 1 ≤

i ≤ n′, the tuple (e, i) in B is contained in either one of C1(v, label(v)) . . . ,
Cm

2
(v, label(v)) or in one of Cm

2 +1(w, label(w)) . . . , Cm(w, label(w)). The key
property we use is that fe(label(v)) = label(w).
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Consider the partitions Pfe(label(v)),col(e),label(v) and Plabel(w)),col(e),1. Since
fe(label(v)) = label(w), the two partitions belong to the same group and sub-
group. Since all partitions in a subgroup have the same right hand side, the
element i must be present either in one of the sets Plabel(w),col(e),label(v),k, where
k ≤ m/2, or in one of the sets Plabel(w),col(e),1,k, where k > m/2. We consider
each case in turn.

First, suppose i ∈ Plabel(w),col(e),label(v),k, for some k ≤ m/2. Then, from
the definition of Ck(v, label(v)), (e, i) ∈ Ck(v, label(v)). Second, suppose i ∈
Plabel(w),col(e),1,k, for some k > m/2. Then, from the definition of Ck(w, label(w)),
(e, i) ∈ Ck(w, label(w)). The lemma follows.

Lemma 3. If the smallest collection C ′ of sets in C covering the base set B has
size at most β

2 n′m log n′ then there exists a labelling of G which satisfies at least
a 1

32β2 log2 n′ fraction of the edges. Recall that β was defined in Property 4 of P.

Proof. Given C ′, we need to demonstrate a labelling of G with the above prop-
erty. For each vertex v, define L(v) to be the collection of labels a such that
Ck(v, a) ∈ C ′ for some k. We think of L(v) as the set of “suggested labels” for v
given by C ′ and this will be a multiset in general. The labelling we obtain will
ultimately choose a label for v from this set. It remains to show that there is
a way of assigning each vertex v a label from L(v) so as to satisfy sufficiently
many edges.

We need some definitions. For an edge e = (v, w), define #(e) = |L(v)| +
|L(w)|. Since the sum of the sizes of all L(v)s put together is at most β

2 n′m log n′

and since all vertices in G have identical degrees, the average value of #(e) is
at most β

2 m log n′. Thus half the edges e have #(e) ≤ βm log n′. We call these
edges good.

We show how to determine a subset L′(v) of L(v) for each vertex v so that
the following properties are satisfied. If v has a good edge incident on it then
L′(v) has size at most 4β log n′. Further, for each good edge e = (v, w), there
exists a label in L′(v) and one in L′(w) which together satisfy e. Clearly, random
independent choices of labels from L′(v) will satisfy a good edge with probability

1
16β2 log2 n′ , implying a labelling which will satisfies at least a 1

32β2 log2 n′ fraction
of the edges (since the total number of edges is at most twice the number of
good edges), as required.

For each label a ∈ L(v), include it in L′(v) if and only if the number of sets
of the form C∗(v, a) in C ′ is at least m/4. Clearly, |L′(v)| ≤ βm log n′

m/4 = 4β log n′,
for vertices v on which good edges are incident. It remains to show that for
each good edge e = (v, w), there exists a label in L′(v) and one in L′(w) which
together satisfy e.

Consider a good edge e = (v, w). Using Property 4 of P, it follows that there
exists a label a ∈ L(v) and a label b ∈ L(w) such that the fe(a) = b and the
number of sets of the form C∗(v, a) or C∗(w, b) in C ′ is at least 3m/4. The latter
implies that the number of sets of the form C∗(v, a) in C ′ must be at least m/4,
and likewise for C∗(w, b). Thus a ∈ L′(v) and b ∈ L′(w). Since fe(a) = b, the
claim follows.
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Corollary 1. Set Cover with intersection 1 cannot be approximated within a
factor of β log n′

2 in random polynomial time, for some constant β, 0 < β ≤ 1
6 ,

unless NP ⊆ ZTIME(nO(log log n)). Further, if the auxiliary system of partitions
P can be constructed in deterministic polynomial (in n′) time, then approximat-
ing to within a β log n′

2 factor is possible only if NP = DTIME(nO(log log n)).

5 Randomized Construction of the Auxiliary System P
The obvious randomized construction is the following. Ignore the division into
groups and just view P as a collection of subgroups. For each partition which is
the first in its subgroup, throw each element i independently and uniformly at
random into one of the m sets in that partition. For each partition P which is
not the first in its subgroup, throw each element i which is not present in any
of the sets on the right side of the first partition Q in this subgroup, into one
of the first m/2 sets in P . Property 1 is thus satisfied directly. We need to show
that Properties 2,3,4 are together satisfied with non-zero probability.

It can be shown quite easily that Property 4 holds with probability at least
1 − ( 1

e )n′1−23β

, provided ε > 22β. Slightly weak versions of Properties 2 and 3
(intersection bounds of 2 instead of 1) also follow immediately. This can be im-
proved in the case of intersection 1 using the Lovasz Local Lemma, but this does
not give a constant success probability and also leads to problems in derandom-
ization. The details of these calculations appear in the full version.

To obtain a high probability of success, we need to change the randomized
construction above to respect the following additional restriction (we call this
Property 7): each set Pg,s,p,k has size at most d′∗(deg+1)∗dn′

m , for all g, s, p, k,
1 ≤ g ≤ d′, 1 ≤ s ≤ deg + 1, 1 ≤ p ≤ d, 1 ≤ k ≤ m.

The new randomized construction proceeds as in the previous random ex-
periment, fixing partitions in the same order as before, except that any choice of
throwing an element i ∈ N which violates Properties 2,3,7 is precluded. Prop-
erty 7 enables us to show that not too many choices are precluded for each
element, and therefore, this experiment stays close in behaviour to the previous
one (provided 22β < ε < 1/2), except that Properties 2,3,7 are all automatically
satisfied. The details appear in the full version.

6 Derandomization in O(2n1−ε) Time

The main hurdle in derandomizing the above randomized construction in poly-
nomial time is Property 4. There could be up to O(2m×polylog(n)) = O(2(n′)1−ε′

)
ways of choosing βm log n′ sets from the various partitions in P for a constant
ε′ slightly smaller than ε, and we need that each of these choices fails to cover
N for Property 4 to be satisfied.

For the Lund-Yannakakis system of partitions described in Section 2.1, each
partition was into 2 sets and the corresponding property could be obtained deter-
ministically using small-bias log n-wise independent sample space constructions.
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This is no longer true in our case. Feige’s [10] system of partitions, where each
partition is into several but still a constant number of parts, can be obtained
deterministically using anti-universal sets [17]. However, it is not clear how to
apply either Feige’s modified proof system or his system of partitions to get
intersection 1.

We show in the full version that enforcing Property 4 in polynomial time cor-
responds to constructing hitting combinatorial rectangles with certain restricted
kinds of sets, though we do not know any efficient constructions for them. In
this paper, we take the slower approach of using Conditional Probabilities and
enforcing Property 4 by checking each of the above choices explicitly. However,
note that the number of choices is superexponential in n (even though it is sub-
exponential in n′). To obtain a derandomization which is sub-exponential in n,
we make the following change in P: the base set is taken to be of size n instead
of n′. We use an appropriate pessimistic estimator and conditional probabilities
to construct P with parameter n instead of n′ (details will be given in the full
version). This will give a gap of Θ(log n) (instead of Θ(log n′)) in the set cover
instance SC). But since the base set size in SC is now O((n′ ∗ n) polylog(n)),
we get a hardness of only Θ(log n) = Θ( log n′

log log n′ ) (note that the approximation

factor must be with respect to the base set size) unless NP ⊂ DTIME(2n1−ε

),
for any constant ε such that 22β < ε < 1/2.

7 Open Problems

A significant contribution of this paper is that it leads to several open problems.
1. Is there a polynomial time algorithm for constructing the partition system

in Section 4? In the full version, we show its relation to the question of construc-
tion of hitting sets for combinatorial rectangles with certain constraints. Can
a hitting set for large volume combinatorial rectangles, with the property that
any two hitting set points agree in at most one coordinate, be constructed in
polynomial time? Alternatively, can a different proof system be obtained, as in
[10], which will require a set system with weaker hitting properties?

2. Are there instances of the problem of covering points by lines, with an
integrality gap of Θ(log n)? In the full version, we show that the an integrality
gap of 2 and we describe a promising construction, which might have a larger
gap.

3. Are there such explicit constructions for the the Set Covering problem
with intersection 1? Randomized constructions are easy for this but we do not
know how to do an explicit construction.

4. Is there a polynomial time algorithm for the problem of covering points
with lines which has an o(log n) approximation factor, or can super-constant
hardness (or even a hardness of factor 2) be proved? In the final version, we
observe that the NP-Hardness proof of Megiddo and Tamir[16] can be easily
extended to a Max-SNP-Hardness proof.
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Strong Inapproximability
of the Basic k-Spanner Problem

(Extended abstract)

Michael Elkin ? and David Peleg ??

Department of Computer Science and Applied Mathematics, The Weizmann Institute
of Science, Rehovot, 76100 Israel. {elkin,peleg}@wisdom.weizmann.ac.il.

Abstract. This paper studies the approximability of the sparse k-span-
ner problem. An O(log n)-ratio approximation algorithm is known for
the problem for k = 2. For larger values of k, the problem admits only
a weaker O(n1/bkc)-approximation ratio algorithm [14]. On the negative
side, it is known that the k-spanner problem is weakly inapproximable,
namely, it is NP-hard to approximate the problem with ratio O(log n),
for every k ≥ 2 [11]. This lower bound is tight for k = 2 but leaves a
considerable gap for small constants k > 2.
This paper considerably narrows the gap by presenting a strong (or Class
III [10]) inapproximability result for the problem for any constant k > 2,
namely, showing that the problem is inapproximable within a ratio of
O(2logε n), for any fixed 0 < ε < 1, unless NP ⊆ DTIME(npolylog n).
Hence the k-spanner problem exhibits a “jump” in its inapproximability
once the required stretch is increased from k = 2 to k = 2 + δ.
This hardness result extends into a result of O(2logε n)-inapproximability
for the k-spanner problem for k = logµ n and 0 < ε < 1 − µ, for any 0 <

µ < 1. This result is tight, in view of the O(2log1−µ n)-approximation ratio
for the problem, implied by the algorithm of [14] for the case k = logµ n.
To the best of our knowledge, this is the first example for a set of Class
III problems for which the upper and lower bounds “converge” in this
sense.
Our main result implies also the same hardness for some other variants
of the problem whose strong inapproximability was not known before,
such as the uniform k-spanner problem, the unit-weight k-spanner prob-
lem, the 3-spanner augmentation problem and the “all-server” k-spanner
problem for any constant k.

1 Introduction

The Sparse Spanner Problem
Graph spanners have been intensively studied in the contexts of communica-
tion networks, distributed computing, robotics and computational geometry
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[1,5,14,12,11,7,8]. Consider an unweighted n-vertex graph G = (V, E). The dis-
tance between two nodes u and v in G, denoted dist(u, v, G), is the minimum
length of a path connecting u and v in G. A subgraph G′ = (V, E′) of G is a
k-spanner if dist(u, v, G′) ≤ k · dist(u, v, G) for every u, v ∈ V . We refer to k as
the stretch factor of G′. The sparsest k-spanner problem is to find a k-spanner
G′ = (V, E′) with the smallest edge set E′.

The sparsest k-spanner problem is known to be NP-hard [14]. On the positive
side, it is also shown in [1,2,5,14] that for every integer k ≥ 1, every unweighted
n−vertex graph G has a polynomial time constructible O(k)-spanner with at
most O(n1+1/k) edges. Hence in particular, every graph G has an O(log n)−
spanner with O(n) edges. These results are close to the best possible in general,
as implied by the lower bound given in [14].

The algorithm of [14] provides us with a global upper bound for sparse k-
spanners, which holds for every graph. However, for specific graphs, considerably
sparser spanners may exist. Furthermore, the upper bounds on sparsity given
by these algorithms are small (i.e., close to n) only for large values of k. It is
therefore interesting to look for approximation algorithms, that yield a near-
optimal k-spanner for any given graph.

In [12], a log |E|
|V | -approximation algorithm was presented for the unweighted

2-spanner problem. Also, since any k-spanner for an n-vertex graph requires at
least n − 1 edges, the results of [1,2,5,14] cited above can be interpreted as pro-
viding an O(n1/k)-ratio approximation algorithm for the unweighted k-spanner
problem. This implies that once the required stretch guarantee is relaxed, i.e.,
k is allowed to be large, the problem becomes easier to approximate. In par-
ticular, at the end of the spectrum, the unweighted k-spanner problem admits
O(1) approximation once the stretch requirement becomes k = Ω(log n). An-
other particularly interesting intermediate point along this spectrum of k values
is k = O(logµ n), 0 < µ < 1, where the above result implies O(2log1−µ n) approx-
imation. We call this property ratio degradation.

On the other hand, determining the hardness of approximating the k-spanner
problem was an open problem for quite a while. Recently, it was shown in [11]
that it is NP-hard to approximate the problem by an O(log n) ratio for k ≥ 2.
This type of Ω(log n)-inapproximability is henceforth referred to as weak inap-
proximability. Hence the issue of approximability was practically resolved for
k = 2, but a considerable gap was left for small constants k > 2.

On the way to resolving it, a number of different versions of the problem,
harder than the original one, were formulated and proved to be hard for approx-
imation within certain factors. Specifically, [11] introduced a certain generaliza-
tion of the basic k-spanner problem called the unit-length k-spanner problem,
and has shown that with constant stretch requirement k ≥ 5, this generalized
problem is hard to approximate with O(2logεn) ratio. This type of Ω(2logεn)-
inapproximability is henceforth referred to as strong inapproximability. (In [10],
problems admitting strong inapproximability results of this type are called Class
III problems.) The latter result of [11] was later extended into hardness results
for a number of other generalizations of the basic k-spanner problem [7,8]. How-
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ever, the methods of [7,8] fell short of establishing the strong inapproximability
of the original (unweighted) k-spanner problem, hence the exact approximability
level of the original problem remained unresolved.

Main Results
In this paper we significantly narrow the gap between the known upper and
lower bounds on the approximability of the unweighted k-spanner problem. This
is achieved by establishing a strong inapproximability result for the basic k-
spanner problem for any constant stretch requirement k > 2. Hence the k-
spanner problem exhibits a “jump” in its inapproximability once the required
stretch is increased from k = 2 to k = 2+δ. Also our result establishes the strong
hardness of the basic k-spanner problem even when restricted to bipartite graphs.

The hardness result shown in this paper extends also beyond constant k. We
show that the basic k-spanner problem with stretch requirement k = O(logµ n),
0 < µ < 1 can not be approximated with a ratio of O(2logε n) for any 0 < ε <
1 − µ. Given that the k-spanner problem with k = O(logµ n), 0 < µ < 1 admits
O(2log1−µ n) approximation algorithm [14], our hardness result is tight for stretch
requirements k = O(logµ n), 0 < µ < 1.

Let us remark that this result cannot be pushed much further, since as
mentioned earlier, at the end of the spectrum the problem admits an O(1)-
approximation ratio once k = O(log n) [14], hence our result cannot be ex-
tended to k = log n. It also seems very difficult (if not impossible) to strengthen
our result in the sense of providing an Ω(nc)-inapproximability result for the
basic spanner problem (or even to the unit-weight spanner problem), since
in [8] we presented a reduction from the unit-weight spanner problem to the
MMSA3 problem (also known as the Red-Blue problem), and in turn, there is
also a reduction from MMSA3 to the Label − CoverMIN problem [6]. Hence
an Ω(nc)-inapproximability result for some c > 0 for one of these problems
would imply that a polynomial-time automatic prover does not exist, since its
existence implies that there is a polynomial approximation within any polyno-
mial factor for propositional proof length. The existence of such a polynomial
time automatic prover is a long-standing open problem in proof theory (cf. [6]).
Moreover, such an Ω(nc) inapproximability result would imply a similar result
for a long list of Class III problems, including MMSA, LCMIN, Min-Length-
Frege-Proof, Min-Length-Resolution-Refutation, AND/OR Scheduling, Nearest-
Lattice-Vector, Nearest-Codeword, Learning-Halfspaces, Quadratic-Programm-
ing, Max-π-Subgraph, Longest-Path, Diameter-Subgraph and many others (see
[10,6]). In other words, it would cause classes III and IV of [10] to collapse into
a single problem class.

To the best of our knowledge, the above family of {k − spanner}logµ n
k=1 prob-

lems, 0 < µ < 1, forms the first example for a Class III problem for which
the upper and lower bounds converge to the same function when the parameter
grows. Another family of problems, defined later on, which is also proved to
enjoy a similar property, is the family of {MINREPt}logµ n

t=1 problems.
As a direct consequence, we also extend the results of [8] on the strong inap-

proximability of a number of generalizations of the k-spanner problem beyond
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what was known thus far. In particular, we establish strong inapproximabil-
ity for the following problems, defined below. First, we extend the result of [8]
for the uniform k-spanner problem with stretch requirements in the range of
1 < k ≤ 3, to any constant k > 1. Similarly, the strong inapproximability result
for the unit-weight k-spanner problem with k in the range 1 < k < 3 is extended
to any constant k > 1. The strong inapproximability result for the k-spanner
augmentation problem with k in the range 4 ≤ k = O(nδ) is now extended to
3 ≤ k = O(nδ). Moreover, in addition to the strong inapproximability of the dis-
joint (DJ) and all client (AC) (and thus client-server (C-S)) k-spanner problems
for stretch requirements 3 ≤ k = O(nδ), 0 < δ < 1, established in [8], we now
conclude the strong inapproximability result for the all server (AS) k-spanner
problem for any constant k.

The structure of the paper is as follows. Our main result is established by
a sequence of reductions. We start from the MAX3SAT problem, and use it
to show the inapproximability of the MAX3SATt problem presented in Sec-
tion 2. Using this problem we establish the strong inapproximability of the
MAXREPt and the MINREPt problems presented in Sections 3, 5 respec-
tively. The last reduction transforms instances of the MINREPt problem to
the (t − 1)-spanner problem. The MINREPt problem is a restricted version
of the MINREP problem, shown to be strongly inapproximable in [11]. The
restriction is geared at ensuring that the graphs underlying the given instances
have girth greater than t, which is an essential component for facilitating the
final reduction from MINREP to the (t − 1)-spanner problem.

We believe the MINREPt problem, whose strong inapproximability is es-
tablished here for every constant t, may be found useful in the future for prov-
ing hardness results on other problems, that are not as hard as the (general)
MINREP problem.

2 The MAX3SATt Problem

Definition 1. For any maximization problem that attains values between 0 and
1, we say that the problem is (1−δ)-distinguishable if there is a polynomial time
algorithm that given an input I is able to distinguish between the case Π(I) = 1
and the case Π(I) < 1 − δ (i.e., the algorithm returns 1 in the former case and
0 in the latter; there are no guarantees on the behavior of the algorithm for an
intermediate input I, such that 1 − δ ≤ Π(I) < 1.)

Definition 2. For problems Π, Π ′ and real γ > 0, we say that Π
γ∝ Π ′ if there

exists a polynomial time reduction ϕ from inputs of Π to inputs of Π ′, for which
the following two properties hold for any instance I of Π.

(P1) If Π(I) = 1 then Π ′(ϕ(I)) = 1.
(P2) If Π(I) < 1 − δ then Π ′(ϕ(I)) < 1 − δ/γ.
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Lemma 1. If a problem Π is (1 − δ)-indistinguishable unless NP = P and
Π

γ∝ Π ′ then the problem Π ′ is (1 − δ/γ)-indistinguishable under the same
assumption.

(Proofs are omitted from this extended abstract.)
Recall that MAX3SAT is the problem of finding a truth assignment for a

given boolean formula, that satisfies the maximal number of its clauses.

Lemma 2. [10] MAX3SAT is (1 − δ0)-indistinguishable unless NP = P for
some 0 < δ0 < 1, unless NP = P .

For every instance I of the MAX3SAT problem, construct the bipartite graph
GI = (L, R, E), where the set L contains a node v(cj) for every clause cj and
the set R contains a node v(xi) for every variable xi occurring (positively or
negatively) in I. An edge connects v(cj) and v(xi) if the variable xi occurs in
the clause cj .

Define the MAX3SATt problem to be the MAX3SAT problem with an ad-
ditional restriction that the girth of the graph GI corresponding to the instance
I satisfies girth(GI) > t.

We start by presenting a reduction ϕ establishing that
MAX3SATt

3∝ MAX3SAT2t. Given an instance I of the MAX3SATt prob-

lem, define the instance ϕ(I) as follows. For every clause c = (x1, x2, x3), define
two auxiliary variables y1, y2 that will be used for this clause only, and replace
the clause by a set of three new clauses s(c) = {(x1, ȳ1), (y1, x2, ȳ2), (y2, x3)} .

Similarly, for every clause c = (x1, x2) we present only one auxiliary variable
y1 and replace c by a set of two new clauses s(c) = {(x1, ȳ1), (y1, x2)}. For a
singleton clause c, set s(c) = {c}.

We later make use of the following two easily verified observations.

Observation 1 (1) For every truth assignment τ for I there exists a completion
τ ′ for ϕ(I) such that for every clause c of I, c is satisfied by τ iff all the clauses
in s(c) are satisfied by τ ′.
(2) If the original formula I satisfies girth(GI) = p then the resulting ϕ(I)
satisfies girth(Gϕ(I)) ≥ 2p.

For an input I and a truth assignment τ , we denote the number of clauses
in I by mI , the number of clauses that τ satisfies in I by mI,τ , and the ratio
between them by βI,τ = mI,τ/mI . Let β∗

I be the ratio βI,τ obtained under a
best truth assignment τ , i.e., β∗

I = maxτ{βI,τ} .
We now prove that the reduction ϕ satisfies the properties (P1) and (P2) of

Definition 2. The former follows immediately from Observation 1, implying

Lemma 3. If β∗
I = 1 then β∗

ϕ(I) = 1.

Lemma 4. If β∗
I < 1 − δ then β∗

ϕ(I) < 1 − δ/3.
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Lemma 5. MAX3SATt
3∝ MAX3SAT2t.

As a result of this, and since MAX3SAT is equivalent to MAX3SAT3 (be-
cause the girth of any bipartite graph is greater than 3), we conclude, by a
constant number p = dlog2 t/3e of applications of the above reduction,

Lemma 6. For any constant integer t > 0, MAX3SAT
3p

∝ MAX3SATt.

We observe, however, that the lemma holds even if p is not a constant, but
grows with n. This can be easily seen by the same proof argument.

Lemma 7. For any constant integer t > 2, there exists a constant 0 < δ < 1
such that the MAX3SATt problem is (1 − δ)-indistinguishable, unless NP = P .

The above lemma can be extended to hold for non-constant values of t as
well. In particular, we show the following.

Lemma 8. There exist constants 0 < c1 < 1, c2 > 1 such that for any constant
0 < µ < 1 the MAX3SATt problem with t = logc1µ n is (1−δ)-indistinguishable,
unless NP = P , where δ = c2δ0

logµ n and δ0 is the constant from Lemma 2.

3 The MAXREPt Problem

Extending the definition given in [11], the MAXREP problem is defined as
follows. An instance of the problem consists of the pair M = (G, G̃), where
G(L, R, E) and G̃(L̃, R̃, Ẽ) are bipartite graphs. L and R are each split into a
disjoint union of ñl and ñr sets respectively, L =

⋃ñl

i=1 Ui and R =
⋃ñr

i=1 Wi.
The numbers ñl and ñr satisfy ñl ≤ ñr ≤ ñl · 2logδ n, for some 0 < δ < 1, where
n = |L| + |R|. Let N = max{|Ui|, |Wj | | 1 ≤ i ≤ ñl, 1 ≤ j ≤ ñr}.

The second component in the instance M is a “supergraph” G̃ = (L̃, R̃, Ẽ)
induced by G and the partitions of L and R, namely, with “supernodes” L̃ =
{U1, . . . , Uñl

} and R̃ = {W1, . . . , Wñr
}, such that two supernodes Ui and Wj

are adjacent in G̃ iff there exists some nodes ui ∈ Ui and wj ∈ Wj which are
adjacent in G, Ẽ = {(Ui, Wj) | ∃ui ∈ Ui, wj ∈ Wj s.t. (ui, wj) ∈ E} .

A set of vertices C is said to REP-cover the superedge (Ui, Wj) if there exist
nodes u1 ∈ C ∩ Ui and w2 ∈ C ∩ Wj which are adjacent in G. The set C is a
MAXREP -cover for M if |C ∩ Ui| = 1 for every 1 ≤ i ≤ ñl and |C ∩ Wj | = 1
for every 1 ≤ j ≤ ñr. It is required to select a MAXREP -cover C for M that
REP-covers a maximal number of superedges of G̃.

We remark that the problem is defined here in a slightly more general form
than in [11,8]. In particular, here we do not require graph-regularity on either
bipartition. Also we no longer require the same number of supernodes at the left
and at the right, but only that both numbers are “close.” We also do not require
that the same number of nodes in a supernode are used at the left and at the
right.
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We also define the MAXREPt problem which is the same as MAXREP ,
with the additional restriction that the instances have girth(G̃) > t. It is shown
in [8] that the problem admits an O(n

2
t+1 )-approximation algorithm, and, in

particular, that MAXREP admits a
√

n-approximation algorithm. In the next
two sections we show that the MAXREPt problem (and in fact even the more
restricted MAXREP−

t problem, defined later) is 2logε n-indistinguishable unless
NP 6⊆ DTIME(npolylog n).

Lemma 9. MAX3SATt
3∝ MAXREPt.

Observe that the reduction always creates MAXREPt instances in which
the supernode size is N = O(1). Combining Lemmas 9, 7 and 1 we get

Lemma 10. For any constant integer t > 2, there exists a constant 0 < δ < 1
s.t. the MAXREPt problem is (1 − δ)-indistinguishable, unless NP = P .

Combining Lemma 9 with Lemma 8 and Lemma 1 we get

Lemma 11. There exist constants 0 < c1 < 1, c2 > 1 such that for any constant
0 < µ < 1 the MAXREPt problem with t = logc1µ n is (1−δ)-indistinguishable,
unless NP = P , where δ = c2δ0

logµ n and δ0 is the constant from Lemma 2.

4 The Boosting Reduction

Definition 3. For an instance M = (G, G̃), G = (L, R, E), G̃ = (L̃, R̃, Ẽ) of
MAXREP and an integer r ≥ 1, define the r-power of M as an instance Mr

constructed as follows.

1. The set of left vertices Lr is the set of r-sequences (with repetitions) of the
left vertices of G, i.e., Lr = L × . . . × L (r times).

2. Similarly, Rr = R × . . . × R (r times).
3. There is an edge between ū = (u1, u2, . . . , ur) ∈ Lr and w̄ = (w1, w2, . . . , wr)

∈ Rr, if for every i = 1, 2, . . . , r there are edges (ui, wi) in G.
4. For every r-tuple of left supernodes (with repetitions) (U1, U2, . . . , Ur), de-

fine a supernode of Gr L(U1, U2, . . . , Ur), that contains all the nodes ū =
(u1, u2, . . . , ur) such that ui ∈ Ui for every i = 1, 2, . . . , r, and analogously
for the righthand side.

Lemma 12. For any instance Mof theMAXREPt problem, ifMAXREPt(M)
= 1 then MAXREPt(Mr) = 1.

Lemma 13. For every graph G and integer r ≥ 1, girth(Gr) ≥ girth(G).

The following lemma is stated implicitly in [16] for the Label CoverMAX

problem. (It is also stated explicitly in [10], p.419, but only for regular super-
graphs.)
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Lemma 14. [16] Let M be a MAXREP-instance such that MAXREP (M) <
1 − δ with the size of the supernodes bounded by a constant N . Then there exists
a constant c = c(N, δ) > 0 such that MAXREP (Mr) ≤ (MAXREP (M))cr .

It is shown in [8] that the Label CoverMAX problem and the MAXREP
problems are equivalent, hence we conclude

Corollary 1. Let M be a MAXREPt-instance such that MAXREPt(M) <
1−δ with the size of the supernodes bounded by a constant N . Then there exists a
constant c = c(N, δ) > 0 such that MAXREPt(Mr) ≤ (MAXREPt(M))cr .

Lemma 15. For any instanceMof the MAXREPt problem,if MAXREPt(M)
< 1 − δ then MAXREPt(Mr) < (1 − δ)O(r).

Lemma 16. For any 0 < ε < 1, the problem MAXREPt is 1
2logε n -indistinguish-

able (or (1 − δ)-indistinguishable with δ = 1 − 1
2logε n ), unless NP ⊆ DTIME

(npolylog n).

Lemma 17. There exists a constant 0 < c1 < 1 such that for any constant
0 < µ < 1 and for any constant 0 < ε < 1 − µ the MAXREPt problem with
t = logc1µ n is 2−logεn-indistinguishable (or (1 − δ)-indistinguishable, where δ =
1 − 2−logεn), unless NP ⊆ DTIME(npolylog n).

5 The MINREPt Problem

The MINREP problem is the minimization version of the MAXREP defined
in Section 3. Both problems were introduced in [11], and the MINREP problem
was studied in [8]. In the MINREP problem, any number of nodes can be taken
into REP-cover from one supernode (in contrast to the MAXREP problem,
where we insist on taking at most one representative from each supernode),
but it is required that the REP-cover should be proper, i.e., it should cover
all the superedges. The problem is to find a minimal size proper REP-cover.
We consider also the MINREPt problem, which is the MINREP problem
restricted to instances whose supergraph G̃ has girth(G̃) > t.

The MINREP problem is proved to be strongly inapproximable in [11]. In
[8] we have shown that this problem admits a

√
n-approximation algorithm, and

more generally, that the MINREPt problem admits an n2/(t+1)-approximation
ratio.

In this section we show that the MINREPt problem is strongly inapprox-
imable, unless NP ⊆ DTIME(npolylog n). This is done by presenting a reduc-
tion from the MAXREPt problem, discussed in the previous sections, to the
MINREPt problem, and then using Lemma 16.

We make use of the following technical lemma.
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Lemma 18. Let a1, . . . , añl
, b1, . . . , bñr

≥ 0 such that
∑ñl

i=1 ai +
∑ñr

j=1 bj = z .

Then
∑ñl

i=1
∑ñr

j=1
1

aibj
≥ 4ñ2

l ñ2
r

z2 .

Lemma 19. Given an approximation algorithm A for the MINREPt problem
with approximation ratio ρ, for any 0 < ε < 1, the following properties hold for
any instance M of the MAXREPt problem.

(Q1) If MAXREPt(M) = 1 then A(M) < ρ(ñl + ñr).
(Q2) If MAXREPt(M) < 2− logε n then A(M) > 2 · 2

1
2 logε n · ñlñr.

We observe that the randomized argument used in the proof can be deran-
domized using the method of conditional probabilities.

Theorem 2. For any 0 < ε < 1 there is no approximation algorithm for
the MINREPt problem with approximation ratio ρ < 2logε n, unless NP ⊆
DTIME(npolylog n).

Lemma 20. There exists a constant 0 < c1 < 1 such that for any constant
0 < µ < 1 and for every constant 0 < ε < 1 − µ, there is no algorithm for the
MINREPt problem with t = logc1µ n with an approximation ratio ρ < 2logε n,
unless NP ⊆ DTIME(npolylog n).

The proof is the same as for Theorem 2, except that at the end we use Lemma
17.

6 The k-Spanner Problem

The hardness of the basic k-spanner problem for k ≥ 3 is proven by an extension
of the reduction from the MINREP problem to DJ C-S k-spanner problem
from [8]. Let M = (G, G̃) be a MINREPk+1 instance, where G = (L, R, E),
G̃ = (L̃, R̃, Ẽ), L̃ is a collection of disjoint subsets of L and R̃ is a collection
of disjoint subsets of R. It can be checked in a polynomial time whether there
exists a REP-cover C for M, by checking whether L ∪ R REP-covers all the
superedges. If L ∪ R does not REP-cover all the superedges, the instance has
no MINREP-cover. Thus, without loss of generality, we assume that L ∪ R does
REP-cover all the superedges and, in particular, there exists a REP-cover for G.
We set ñ = ñl + ñr and kl = bk−3

2 c, kr = dk−3
2 e, and x = n2/ñ, and build the

graph Ḡ as follows (see Fig. 1). For any integer z > 0 we denote [z] = {1, . . . , z}.
Define new vertex sets

S = {sp
ii′ | i ∈ [ñl], i′ ∈ [kl], p ∈ [x]} and T = {tpjj′j ∈ [ñr], j′ ∈ [kr], p ∈ [x]} ,

and set V̄ = L ∪ R ∪ S ∪ T and Ē = E ∪ EsU ∪ EtW ∪ EG̃ ∪ EM , where

EM = {(sp
ii′ , s

p
i(i′+1)) | p ∈ [x], i ∈ [ñl], i′ ∈ [kl − 1]}
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Fig. 1. The graph �G.

∪ {(tpjj′ , t
p
j(j′+1)) | p ∈ [x], j′ ∈ [kr − 1], j ∈ [ñr]} ,

EsU = {(sp
i1, ui) | ui ∈ Ui, i ∈ [ñl], p ∈ [x]}

EtW = {(wj , t
p
j1) | wj ∈ Wj , j ∈ [ñr], p ∈ [x]},

EG̃ =
x⋃

p=1

Ep

G̃
, where

Ep

G̃
= {(sp

ikl
, tpjkr

) | (Ui, Wj) ∈ G̃} .

Denote also Ei,j

G̃
= {(sp

ikl
, tpjkr

) | (Ui, Wj) ∈ G̃, 1 ≤ p ≤ x}. Observe that for
k = 3, kl = kr = 0 and thus EM = ∅.

Note also that each set of edges Ep

G̃
is an isomorphic copy of the supergraph

G̃. The graph is built in such a way that all the edges except EG̃ can be easily
spanned, and the proof is based on establishing a connection between the size of
the REP-cover and the number of edges required for spanning the edges of EG̃.
It is easy to see that for even values of k all the cycles in Ḡ are of even length.
Thus in this case Ḡ is a bipartite graph. This enables us to show our hardness
result for the basic k-spanner problem, even when restricted to bipartite graphs.
The following two observations are immediate.

Observation 3 (1) No path k-spanning an EG̃ edge can pass through some
other EG̃ edge and an E edge.
(2) No path using only EG̃ edges can k-span another EG̃ edge.
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The first observation holds because otherwise the length of the path would
be longer than k. The second follows because girth(G̃) > k + 1.

The next lemma claims, intuitively, that the copies Ep

G̃
cannot help each

other in spanning their edges.

Lemma 21. No path P such that P ∩ Ep

G̃
6= ∅ can be used to k-span an edge

from Eq

G̃
, for p 6= q.

Corollary 2. No path P such that P ∩Ei,j

G̃
6= ∅ can k-span any Ei,j

G̃
edge e such

that e 6∈ P .

Lemma 22. Let P be a simple path such that P ∩EG̃ 6= ∅. Let the edge e satisfy
e ∈ EG̃ \ P . Then P does not k-span the edge e.

It follows that there are only two ways to k-span the EG̃ edges in Ḡ, namely,
either to self-span them, or to span them by a direct path via the original edgeset
E, namely, a path of the type
(sp

ikl
, sp

i(kl−1), . . . , s
p
i1, u

m
i , wm′

j , tpj1, t
p
j2, . . . , t

p
jkr

).
Note that the length of such a path is exactly kl + kr + 3 = k. Intuitively, edges
in E are very cheap, and the really crucial edges are the stars from ui’s and
wj ’s to the first layer of S and T . Thus, we would really want to minimize the
number of such stars, which would correspond to the needed number of nodes
taken in the REP-cover.

A k-spanner H for the graph Ḡ is called a proper spanner if it does not use
any edge of EG̃, i.e., H ∩ EG̃ = ∅.

Corollary 3. A proper k-spanner H k-spans all the edges of EG̃ by direct paths.

A main observation made next is that forbidding the use of EG̃ edges does
not degrade the spanner quality by much.

Lemma 23. Any k-spanner H for Ḡ can be converted in polynomial time to a
proper k-spanner H ′ of size |H ′| ≤ 6|H|.

Lemma 24. Given a k-spanner H for Ḡ there is a polynomial time constructible
REP-cover C for M = (G, G̃) of size |C| ≤ 6|H|

x .

For the opposite direction we prove the following lemma.

Lemma 25. Given a REP-cover C for the MINREP instance M = (G, G̃),
there is a poly-time constructible k-spanner H of Ḡ of size |H| ≤ (k − 1)x|C|.

Now we are ready to prove our main result.

Theorem 4. For every constant k > 2, the basic k-spanner problem is strongly
inapproximable, even when restricted to bipartite graphs, unless
NP ⊆ DTIME(npolylog n).
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Again, we also generalize our result to the k-spanner problem with a stretch
requirement k = logO(µ) n.

Theorem 5. There exists a constant 0 < c1 < 1 such that for any constant
0 < µ < 1 and for every constant 0 < ε < 1 − µ, the basic (logc1µ n)-spanner
problem is 2− logε n-inapproximable, unless NP ⊆ DTIME(npolylog n).

The proof of the theorem is analogous to the proof of Theorem 4 with only slight
changes in the analysis. It uses Lemma 20 except of 2 at the end.

Improving the exponent
We note that the lower bound of Theorem 5 is tight in the sense that the O(n1/k)-
approximation algorithm of [14] supplies an approximation ratio of n

1
c1 logµ n =

2
1

c1
log1−µ n for the k-spanner problem with k = logc1µ n. Furthemore, it cannot

be extended to k = log n, because the problem becomes O(1)-approximable for
this stretch requirement [14]. However, the lower bound as is applies only to the
k-spanner problem with the stretch requirement logµ′

n with 0 < µ′ < c1, and in
the above analysis c1 = log3 2. Intuitively, this value of c1 follows from the fact
that the reduction in Section 2 “loses” a factor of 3 on each iteration.

Let us point out, however, that we are able to show that after sufficiently
many iterations the reduction loses only a factor of 2+η on each iteration, where
η > 0 is arbitrarily small. This observation can be used in order to extend the
result for any constant 0 < c1 < 1. The exact analysis will appear in the full
paper.
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Abstract. We show that a set of uniformly width-bounded infinite
series-parallel pomsets is ω-series-rational iff it is axiomatizable in mona-
dic second order logic iff it is ω-recognizable. This extends recent work
by Lodaya and Weil on sets of finite series-parallel pomsets in two as-
pects: It relates their notion of series-rationality to logical concepts, and
it generalizes the equivalence of recognizability and series-rationality to
infinite series-parallel pomsets.

1 Introduction

In theoretical computer science, finite words are a classical concept that is used
to model the behavior of a sequential system. In this setting, the atomic actions
of the system are considered as letters of an alphabet Γ . A natural operation
on such sequential behaviors is the concatenation; it models that, after finishing
one task, a system can start another one. Therefore, the natural mathemati-
cal model is that of a (free) monoid Γ ?. To model not only the behavior of a
sequential system, but also allow parallelism, labeled partially ordered sets or
pomsets were suggested [11,18,10]. In this setting, there is not only one, but
there are (at least) two natural operations: A parallel system can start a new
job after finishing the first one, or it can perform two jobs in parallel. These
two operations are mathematically modeled by the sequential and the parallel
product on pomsets: In the sequential product, the second pomset is set on top
of the first. Complementary, in the parallel product, the two pomsets are put
side by side. Thus, in the sequential product all events of the first factor are
related to all events of the second while in the parallel product no additional
relations are inserted. Another approach is that of Mazurkiewicz traces. Here,
the sequentiality/parallelism is dictated by a fixed dependence relation on the
set of actions. Therefore, the trace product (w.r.t. a given dependence relation)
of two pomsets relates only dependent events of the two factors.

Pomsets that one obtains by the sequential and the parallel product from the
singletons are known as series-parallel pomsets. It was shown that finite series-
parallel pomsets are precisely those pomsets that do not contain a subposet of the
form N (hence their alternative name “N-free posets”) [10]. Together with the
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sequential and the parallel product, the finite N-free pomsets form an algebra,
called sp-algebra, that generalizes the free monoid Γ ?. The equational theory of
this algebra was considered in [10]. Pomsets constructed from the singletons by
the trace product are called traces. Together with the trace product, they form
a monoid, called trace monoid. See [4] for a recent survey on the many results
known on traces.

Several models of computational devices are known in theoretical computer
science. The probably simplest one is that of a finite automaton, i.e. a finite state
device capable of accepting or rejecting words. Several characterizations of the
accepting power of finite automata are known: A set of words L can be accepted
by a finite automaton if it is rational (Kleene), axiomatizable in monadic second
order logic (Büchi) or recognizable by a homomorphism into a finite monoid
(Myhill-Nerode). Several attempts have been made to resume the success story
of finite automata to pomsets, i.e. to transfer the nice results from the setting
of a sequential machine to concurrent systems. For traces, this was achieved to
a large extend by asynchronous (cellular) automata [22] (see [5] for an extension
to pomsets without autoconcurrency). For N-free pomsets, Lodaya and Weil
introduced branching automata. In [15,16] they were able to show that a set
of finite width-bounded N-free pomsets is rational iff series-rational (i.e. can be
constructed from the singletons by union, sequential and parallel product and
by the sequential iteration) iff recognizable (i.e. saturated by a homomorphism
into a finite sp-algebra). This was further extended in [14] by the consideration
of sets that are not uniformly width-bounded.

While finite words are useful to deal with the behavior of terminating systems,
ω-words serve as a model for the behavior of nonterminating systems. Most of
the results on recognizable languages of finite words were extended to ω-words
(see [21] for an overview). For traces, this generalization was fruitful, too [9,6,3].
Bloom and Ésik [1] considered the set of pomsets obtained from the singletons
by the sequential and the parallel product and by the sequential ω-power. In
addition, Ésik and Okawa [7] allowed the parallel ω-power. They obtained inner
characterizations of the pomsets obtained this way and considered the equational
theory of the corresponding algebras.

This paper deals with the set of pomsets that can be obtained by the se-
quential and the parallel product as well as by the infinite sequential product
of pomsets. First, we show a simple characterization of these pomsets (Lemma
1). The main part of the paper is devoted to the question whether Büchi’s cor-
respondence between monadic second order logic on ω-words and recognizable
sets can be transfered to the setting of (infinite) N-free pomsets. Our main
result, Theorem 16, states that this is indeed possible. More precisely, we con-
sider ω-series-rational sets, i.e. sets that can be constructed from finite sets of
finite N-free pomsets by the operation of sequential and parallel concatenation,
sequential iteration, sequential ω-iteration and union (without the ω-iteration,
this class was considered in [15,16]). We can show that a set of infinite N-free
pomsets is ω-series-rational if and only if it can be axiomatized in monadic sec-
ond order logic and is width-bounded. Our proof relies on a suitable (algebraic)
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definition of recognizable sets of infinite N-free pomsets and on a deep result
from the theory of infinite traces [6].

Recall that Courcelle [2] considered the counting monadic second order logic
on graphs of finite tree width. In this setting, a set of finite graphs is axiomatiz-
able in Courcelle’s logic if and only if it is “recognizable” [13]. It is not difficult
to show that any ω-series-rational set of N-free pomsets is axiomatizable in this
logic. If one tried to prove the inverse implication, i.e. started from an axiom-
atizable set of N-free pomsets, one would yield a rational set of terms over the
parallel and the sequential product. But, as usual in term languages, this set
makes use of an extended alphabet. Therefore, it is not clear how to construct
a series-rational expression without additional variables from this rational term
language. For this difficulty, we chose to prove our main result using traces and
not Courcelle’s approach.

Let us finish this introduction with some open problems that call for an inves-
tigation: First, we obtained only a relation between algebraically recognizable,
monadically axiomatizable, and ω-series-rational sets. It would be interesting to
have a characterization in terms of branching automata, too. To this purpose,
one first has to extend them in such a way that branching automata can run on
infinite N-free pomsets. Second, we would have liked to incorporate the parallel
iteration or even the parallel ω-power in the construction of rational sets. This
easily allows the construction of sets that cannot be axiomatized in monadic
second order logic. Therefore, one could try to extend the expressive power of
this logic suitably.

2 Basic Definitions

2.1 Order Theory

Let (V,≤) be a partially ordered set. We write x ‖ y for elements x, y ∈ V if
they are incomparable. A set A ⊆ V is an antichain provided the elements of A
are mutually incomparable. The width of the partially ordered set (V,≤) is the
least cardinal w(V,≤) such that |A| ≤ w(V,≤) for any antichain A. If w(V,≤) is
a natural number, we say (V,≤) has finite width. Note that there exist partially
ordered sets that contain only finite antichains, but have infinite width. We write
x −−< y for x, y ∈ V if x < y and there is no element properly between x and
y. Furthermore, ↓y denotes the principal ideal {x ∈ V | x ≤ y} generated by
y ∈ V .

An N-free poset (V,≤) is a nonempty, at most countably infinite partially
ordered set such that the partially ordered set (N, ≤N ) cannot be embedded
into (V,≤) (cf. picture below), any antichain in (V,≤) is finite, and ↓x is finite
for any x ∈ V . Let Γ be an alphabet, i.e. a nonempty finite set. Then NF∞(Γ )
denotes the set of all Γ -labeled N-free posets (V,≤, λ). These labeled posets are
called N-free pomsets. Let NF(Γ ) denote the set of finite N-free pomsets over Γ .
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The poset (N;�N )

Next, we define the sequential and the parallel product of Γ -labeled posets:
Let t1 = (V1,≤1, λ1) and t2 = (V2,≤2, λ2) be Γ -labeled posets with V1 ∩V2 = ∅.
The sequential product t1 · t2 of t1 and t2 is the Γ -labeled partial order

(V1 ∪ V2,≤1 ∪ ≤2 ∪V1 × V2, λ1 ∪ λ2).

Thus, in t1 · t2, the labeled poset t2 is put on top of the labeled poset t1. On the
contrary, the parallel product t1 ‖ t2 is defined to be

(V1 ∪ V2,≤1 ∪ ≤2, λ1 ∪ λ2),

i.e. here the two partial orders are set side by side. By SP(Γ ), we denote the
least class of Γ -labeled posets containing the singletons that is closed under the
application of the sequential product · and the parallel product ‖.

To construct infinite labeled posets, we extend the sequential product · nat-
urally to an infinite one as follows: For i ∈ ω, let ti = (Vi,≤i, λi) be mutually
disjoint Γ -labeled posets. Then the infinite sequential product is defined by

∏
i∈ω

ti = (
⋃
i∈ω

Vi,
⋃
i∈ω

≤i ∪
⋃

i,j∈ω
i<j

Vi × Vj ,
⋃
i∈ω

λi).

By SP∞(Γ ), we denote the least class C of Γ -labeled posets such that

– SP(Γ ) ⊆ C,
– s, t ∈ C implies s ‖ t ∈ C,
– s, t ∈ C and s finite imply s · t ∈ C, and
– ti ∈ C finite for i ∈ ω implies

∏
i∈ω ti ∈ C.

Thus, a Γ -labeled poset belongs to SP∞(Γ ) if it can be constructed from the
finite Γ -labeled pomsets applying the sequential product, the parallel product
or the infinite product.

Based on results from [1], we extend the known equality SP(Γ ) = NF(Γ ) [10]
to infinite Γ -labeled posets:

Lemma 1. Let Γ be an alphabet. Then SP∞(Γ ) = NF∞(Γ ).

Proof. By induction on the construction of an element of SP∞(Γ ), one shows
the inclusion SP∞(Γ ) ⊆ NF∞(Γ ). For the converse inclusion, let t ∈ NF∞(Γ ).
We may assume that t is connected. By [1, Lemma 4.10], either t is an infinite
sequential product of finite N-free pomsets, or there exist s ∈ NF(Γ ) and t1, t2 ∈
NF∞(Γ ) with t = s · (t1 ‖ t2). Then we can proceed inductively with t1 and t2.
This inductive decomposition will eventually terminate since antichains in t are
finite. Since NF(Γ ) = SP(Γ ), this finishes the proof. ut
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The sequential, the parallel and the infinite sequential products can easily
be extended to sets of (finite) N-free pomsets as follows: Let S ⊆ NF(Γ ) and
S′, T ′ ⊆ NF∞(Γ ). Then we define

S · T ′ := {s · t | s ∈ S, t ∈ T ′}, S+ := {s1 · s2 · · · sn | n > 0, si ∈ S},
S′ ‖ T ′ := {s ‖ t | s ∈ S, t ∈ T} and Sω := {∏

i∈ω si | si ∈ S}.

The class of series-rational languages [15,16] is the least class C of subsets of
NF(Γ ) such that

– {s} ∈ C for s ∈ NF(Γ ), and
– S ∪ T, S · T, S ‖ T, S+ ∈ C for S, T ∈ C.

Note that we do not allow the iteration of the parallel product in the con-
struction of series-rational languages. Therefore, for any series-rational language
S there exists an n ∈ ω with w(s) ≤ n for any s ∈ S, i.e. any series-rational
language is width-bounded.

The class of ω-series-rational languages is the least class C of subsets of
NF∞(Γ ) such that

– {s} ∈ C for s ∈ NF(Γ ),
– S ∪ T, S ‖ T ∈ C for S, T ∈ C, and
– S+, Sω, S · T ∈ C for S, T ∈ C and S ⊆ NF(Γ ).

For the same reason as for series-rational languages, any ω-series-rational
language is width-bounded. It is easily seen that the series-rational languages
are precisely those ω-series-rational languages that contain only finite labeled
posets.

2.2 Traces

We recall the basic definitions and some results from the theory of Mazurkiewicz
traces since they will be used in our proofs, in particular in Section 4.2.

A dependence alphabet (Γ, D) is a finite set Γ together with a binary reflexive
and symmetric relation D that is called dependence relation. The complementary
relation I = Γ 2 \ D is the independence relation. From a dependence alphabet,
we define a binary operation ∗ on the set of Γ -labeled posets as follows: Let
ti = (Vi,≤i, λi) be disjoint Γ -labeled posets (i = 1, 2). Furthermore, let E =
{(x, y) ∈ V1 × V2 | (λ1(x), λ2(y)) ∈ D}. Then

t1 ∗ t2 := (V1 ∪ V2,≤1 ∪(≤1 ◦E◦ ≤2)∪ ≤2, λ1 ∪ λ2)

is the trace product of t1 and t2 relative to (Γ, D). Let M(Γ, D) denote the least
class of Γ -labeled posets closed under the application of the trace product ∗
that contains the singletons. The elements of M(Γ, D) are called traces. The set
M(Γ, D) together with the trace product as a binary operation is a semigroup
(it is no monoid since we excluded the empty poset from our considerations).
Note that M(Γ, D) consists of finite posets, only. One can show that a finite
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nonempty Γ -labeled poset (V,≤, λ) belongs to M(Γ, D) if and only if we have
for any x, y ∈ V :

(a) x −−< y implies (λ(x), λ(y)) ∈ D, and (b) x ‖ y implies (λ(x), λ(y)) 6∈ D.
This characterization leads to the definition of an infinitary extension of traces:
A Γ -labeled poset (V,≤, λ) is a real trace if V is at most countably infinite, ↓x is
finite for any x ∈ V , and (a) and (b) hold in (V,≤, λ). The set of real traces over
the dependence alphabet (Γ, D) is denoted by R(Γ, D). Note that the infinite
product t0 ∗ t1 ∗ t2 · · · of finite traces ti ∈ M(Γ, D) can be naturally defined and
yields a real trace.

A set L ⊆ R(Γ, D) of real traces is recognizable [9,8] if there exists a finite
semigroup (S, ∗) and a semigroup homomorphism η : M(Γ, D) → (S, ∗) such that
t0 ∗ t1 ∗ t2 · · · ∈ L implies s0 ∗ s1 ∗ s2 · · · ∈ L for any finite traces si, ti ∈ M(Γ, D)
with η(ti) = η(si) for i ∈ ω.

2.3 Monadic Second Order Logic

In this section, we will define monadic second order formulas and their interpre-
tations over Γ -labeled pomsets. Monadic formulas involve first order variables
x, y, z . . . for vertices and monadic second order variables X, Y, Z, . . . for sets
of vertices. They are built up from the atomic formulas λ(x) = a for a ∈ Γ ,
x ≤ y, and x ∈ X by means of the boolean connectives ¬, ∨, ∧, →, ↔ and
quantifiers ∃,∀ (both for first order and for second order variables). Formulas
without free variables are called sentences. The satisfaction relation |= between
Γ -labeled posets t = (V,≤, λ) and monadic sentences ϕ is defined canonically
with the understanding that first order variables range over the vertices of V
and second order variables over subsets of V .

Let C be a set of Γ -labeled posets and ϕ a monadic sentence. Furthermore, let
L = {t ∈ C | t |= ϕ} denote the set of posets from C that satisfy ϕ. Then we say
that the sentence ϕ axiomatizes the set L relative to C or that L is monadically
axiomatizable relative to C.

In [6], it was shown that a set of real traces is recognizable if and only if
it is monadically axiomatizable relative to the set of all real traces. This result
generalizes Büchi’s Theorem that states the same fact for ω-words.

3 From ω-Series-Rational
to Monadically Axiomatizable Sets

Let t = (V,≤, λ) be some N-free pomset and X ⊆ V . Since any antichain in t is
finite, the set X is finite if and only if it is bounded by an antichain. Hence the
formula ∃A∀a, b, x(((a, b ∈ A∧a ≤ b) → b ≤ a)∧(x ∈ X → ∃c : (c ∈ A∧x ≤ c)))
expresses that the set X is finite. We denote this formula, that will be useful in
the following proof, by finite(X).

Lemma 2. Let Γ be an alphabet and let L ⊆ NF∞(Γ ) be an ω-series-rational
language. Then L is monadically axiomatizable relative to NF∞(Γ ).
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Proof. Clearly, any set {s} with s finite can be monadically axiomatized. Now
let S and T be two sets of N-free pomsets axiomatized by the monadic sentences
σ and τ , respectively. Then S ∪T is axiomatized by σ∨τ . The set S ‖ T consists
of all N-free pomsets satisfying

∃X(X 6= ∅ ∧ Xco 6= ∅ ∧ ∀x∀y(x ∈ X ∧ y 6∈ X → x ‖ y) ∧ σ � X ∧ τ � Xco)

where σ � X is the restriction of σ to the set X and τ � Xco that of τ to the
complement of X. The sequential product can be dealt with similarly.

Next we show that S+ can be described by a monadic sentence: The idea
of a sentence axiomatizing S+ is to color the vertices of an N-free pomset s
by two colors such that the coloring corresponds to a factorization in factors
s = s1 · s2 · s3 · · · sn where every factor si belongs to S. The identification of the
S-factors will be provided by the property of being a maximal convex one-colored
set. More formally, we define ϕ = σ∨∃X∃Y (ϕ1∧ϕX ∧ϕY ∧finite(X)∧finite(Y ))
where ϕ1 asserts that X and Y form a partition of the set of vertices such that
vertices from X and vertices from Y are mutually comparable. The formula ϕX

states that the maximal subsets of X that are convex satisfy σ, i.e.

ϕX = ∀Z

[(
Z ⊆ X ∧ Z is convex ∧ Z 6= ∅∧
∀Z ′(Z ⊆ Z ′ ⊆ X ∧ Z ′ is convex → Z = Z ′)

)
→ σ � Z

]

and the formula ϕY is defined similarly with Y taking the place of X. Asserting
that the sets X and Y are finite ensures that the sentence ϕ is satisfied by finite
N-free pomsets, only. Hence we get indeed that ϕ axiomatizes S+.

To axiomatize Sω, we can proceed similarly to the case S+. ut
The remaining pages are devoted to the converse of the above theorem, i.e.

to the question whether all monadically axiomatizable sets are ω-series-rational.
Before we continue, let us sketch an idea how to tackle this problem, and explain,
why we will not follow this way. Any N-free pomset is the value of a term over
the signature {∏

, ·, ‖}∪Γ (where
∏

has arity ω). For a set L of N-free pomsets,
let TL denote the set of all terms over the given signature whose value belongs
to L. Note that TL is a set of trees labeled by the elements from {∏

, ·, ‖} ∪ Γ .
Similarly to [2], one can show that TL is monadically axiomatizable whenever L
is monadically axiomatizable. Hence, by the results from [20], TL is recognizable.
This implies that TL is a rational tree language over the alphabet {∏

, ·, ‖}∪Γ ∪X
for some finite set X of additional symbols. Since I do not know how to infer
that L is series-rational in case TL is rational over an extended alphabet, I follow
another way in the proof of the converse of the above theorem.

4 From Monadically Axiomatizable
to ω-Recognizable Sets

4.1 ω-Recognizable Sets

Recall that a set of infinite words L ⊆ Γω is Büchi-recognizable if there exists
a finite semigroup (S, ∗) and a semigroup homomorphism η : Γ+ → (S, ∗) such
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that for any ui, vi ∈ Γ ∗ with η(ui) = η(vi) for i ∈ ω, we have u0u1u2 · · · ∈ L
if and only if v0v1v2 · · · ∈ L (cf. [17]). Here, we use this characterization as a
definition and transfer it into the context of N-free pomsets:

Let S be a set that is equipped with two binary operations · and ‖. We assume
these two operations to be associative and, in addition, ‖ to be commutative.
Then (S, ·, ‖) is an sp-algebra. Note that the set of finite N-free pomsets is an
sp-algebra. Mappings between sp-algebras that commute with the two products
will be called sp-homomorphisms.

Let X be a set of variables that will range over elements of NF(Γ ). We call
the terms over · and ‖ that contain variables in X finite terms. Now let ti be
finite terms for i ∈ ω. Then

∏
i∈ω ti is a term and any finite term is a term.

Furthermore, if t is a finite term and ti are terms for 1 ≤ i ≤ n, then t · t1 and
t1 ‖ t2 ‖ · · · tn are terms, too. Now let f : X → NF(Γ ). Then f(t) ∈ NF∞(Γ ) is
defined naturally for any term t. Let L ⊆ NF∞(Γ ). Then L is ω-recognizable if
there exists a finite sp-algebra (S, ·, ‖) and an sp-homomorphism η : NF(Γ ) →
(S, ·, ‖) such that for any term t and any mappings f, g : X → NF(Γ ) with
η ◦ f = η ◦ g, we have f(t) ∈ L if and only if g(t) ∈ L. In this case, we will say
that the sp-homomorphism η recognizes L. In [15], recognizable subsets of NF(Γ )
are defined: A set L ⊆ NF(Γ ) is recognizable if there exists a finite sp-algebra
(S, ·, ‖) and an sp-homomorphism η : NF(Γ ) → (S, ·, ‖) such that L = η−1η(L).
One can easily check that L ⊆ NF(Γ ) is recognizable in this sense if and only if
it is ω-recognizable.

Example 3. Let (V,≤) be a tree without maximal elements, such that ↓v is finite
for any v ∈ V , any node has at most 2 upper neighbors, and almost all nodes
from V have only one upper neighbor. Let n be the number of branching points
of (V,≤). Then we call (V,≤) a tree with n branching points. Note that (V,≤, λ)
is an N-free pomset.

Now let N be a set of natural numbers and let LN denote the set of all
Γ -labeled trees with n branching points for some n ∈ N . We show that LN is
ω-recognizable:

We consider the sp-algebra S = {1, 2} with the mapping η : NF(Γ ) → S de-
fined by η(t) = min(w(t), 2) for any t ∈ NF(Γ ). To obtain an sp-homomorphism,
let x ‖ y = min(2, x + y) and x · y = max(x, y) for any x, y ∈ S. Now let T be a
term and f, g : X → NF(Γ ) with η ◦ f = η ◦ g. Furthermore, assume f(T ) ∈ LN ,
i.e. that f(T ) is a tree with n ∈ N branching points. As f(T ) has no leaves,
every parallel product ‖ in T is applied to two non-finite terms and similarly
the second factor of every sequential product · in T is a non-finite term. Hence
every variable xi (that occurs in T at all) occurs in T either as a left factor of
a sequential product · or within the scope of an infinite product ‖. Since f(T )
is a tree, this implies that f(xi) is a (finite) linear order, i.e. w(f(xi)) = 1. Now
η ◦ f = η ◦ g implies w(g(xi)) = 1. Hence the N-free pomset g(T ) differs from
the tree with n branching points f(T ) only in some non-branching pieces. Thus,
g(T ) is a tree with n branching points, i.e. g(T ) ∈ LN as required. Hence we
showed that LN is indeed ω-recognizable.
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By the example above, the number of ω-recognizable subsets of NF∞(Γ ) is
2ℵ0 . Since there are only countably many monadic sentences or ω-series-rational
languages, not all ω-recognizable sets are monadically axiomatizable or ω-series-
rational. Later, we will see that these three notions coincide for width-bounded
sets. But first, we show that any ω-recognizable set of N-free pomsets of finite
width is of a special form (cf. Proposition 6).

Let (S, ·, ‖) be an sp-algebra. Then a pair (s, e) ∈ S2 is linked if s · e = s
and e · e = e. A simple term of order 1 is an element of S or a linked pair (s, e).
Now let n > 1, σi for i = 1, 2, . . . n be simple terms of order ni, and s ∈ S. Then
s · (σ1 ‖ σ2 ‖ · · ·σn) is a simple term of order n1 + n2 + . . . nn.

For an sp-homomorphism η : NF(Γ ) → S and a simple term σ, we define the
language Lη(σ) inductively: If σ ∈ S, we set Lη(σ) := η−1(σ). For a linked pair
(s, e), we define Lη(s, e) := η−1(s) · (η−1(e))ω. Furthermore, Lη(s · (σ1 ‖ σ2 ‖
. . . σn)) := η−1(s) · (Lη(σ1) ‖ Lη(σ2) ‖ · · ·Lη(σn)).

Lemma 4. Let Γ be an alphabet, (S, ·, ‖) a finite sp-algebra and η : NF(Γ ) →
(S, ·, ‖) an sp-homomorphism. Let furthermore t ∈ NF∞(Γ ) be an N-free pomset
of finite width. Then there exist simple terms τ1, τ2, . . . , τm of order at most w(t)
with n ≤ w(t) and t ∈ Lη(τ1) ‖ Lη(τ2) ‖ · · ·Lη(τm).

Proof. If t is finite, the lemma is obvious since the element s = η(t) of S is a
simple term of order 1. Thus, we may assume t to be infinite. First consider
the case that t =

∏
i∈ω ti is an infinite product of finite N-free pomsets ti. Let

si := η(ti). A standard application of Ramsey’s Theorem [19] (cf. also [17]) yields
the existence of positive integers ni for i ∈ ω and a linked pair (s, e) ∈ S2 such
that s = s0s1 · · · sn0 and e = sni+1 · sni+2 · · · sni+1 for i ∈ ω. Hence t ∈ Lη(s, e).
Since (s, e) is a simple term of order 1 ≤ w(t), we showed the lemma for infinite
products of finite N-free pomsets.

Now the proof proceeds by induction on the width w(t) of an N-free pomset
t. By [1], t is either a parallel product, or an infinite sequential product, or of
the form s · (t1 ‖ t2) for some finite N-free pomset s. In any of these cases, one
uses the induction hypothesis (which is possible since e.g. w(t1) < w(t) in the
third case). ut

The following lemma shows that the set Lη(τ) is contained in any ω-recogniz-
able set L that intersects Lη(τ).

Lemma 5. Let Γ be an alphabet, (S, ·, ‖) a finite sp-algebra, and η : NF(Γ ) →
(S, ·, ‖) an sp-homomorphism and τi a simple term for 1 ≤ i ≤ m. Let fur-
thermore t, t′ ∈ Lη(τ1) ‖ Lη(τ2) ‖ · · ·Lη(τm). Then there exist a term T and
mappings f, g : X → NF(Γ ) with η ◦ f = η ◦ g such that f(T ) = t and g(T ) = t′.

Proof. First, we show the lemma for the case m = 1 (for simplicity, we write τ for
τ1): In this restricted case, the lemma is shown by induction on the construction
of the simple term τ . For τ = s ∈ S, the term T = x and the mappings
f(y) = t and g(y) = t′ for any y ∈ X have the desired properties. For a linked
pair τ = (s, e), the term T =

∏
i∈ω xi can be used to show the statement. For
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τ = s · (τ1 ‖ τ2 ‖ · · · τn), one sets T = x(T1 ‖ T2 ‖ · · ·Tn) where x ∈ X and Ti

is a term that corresponds to τi. We can assume that no variable occurs in Ti

and in Tj for i 6= j and that x does not occur in any of the terms Ti. Then the
functions fi and gi, that exist by the induction hypothesis, can be joint which
results in functions f and g satisfying the statement of the lemma. ut

Let L be an ω-recognizable set of N-free pomsets of finite width. The following
proposition states that L is the union of languages of the form Lη(τ1) ‖ Lη(τ2) ‖
· · ·Lη(τm). But this union might be infinite. The proof is immediate by Lemmas
4 and 5.

Proposition 6. Let Γ be an alphabet and L ⊆ NF∞(Γ ) be a set of N-free pom-
sets of finite width. Let L be recognized by the sp-homomorphism η : NF(Γ ) →
(S, ·, ‖), and let T denote the set of finite tuples of simple terms (τ1, τ2, . . . , τm)
such that ∅ 6= L ∩ (Lη(τ1) ‖ Lη(τ2) ‖ · · ·Lη(τm)). Then

L =
⋃

(τ1,τ2,...,τm)∈T

(Lη(τ1) ‖ Lη(τ2) ‖ · · ·Lη(τm)).

4.2 Monadically Axiomatizable Sets of Bounded Width

Now, we concentrate on sets of N-free pomsets whose width is uniformly bounded
by some integer. It is our aim to show that a set of bounded width that is
monadically axiomatizable relative to NF∞(Γ ) is ω-recognizable.

Let (V,≤) be a partially ordered set. Following [12], we define a directed
graph (V, E) = spine(V,≤), called spine, of (V,≤) as follows: The edge relation
is a subset of the strict order <. A pair (x, y) with x < y belongs to E if either
x −−< y or for any z ∈ V we have x −−< z ⇒ z ≤ y as well as z −−< y ⇒ x ≤ z.
Thus, (x, y) ∈ E if either x −−< y or x < y and any upper neighbor of x (any
lower neighbor of y) is below y (above x, respectively).

Let maxco(spine(V,≤)) denote the maximal size of a totally unconnected set
of vertices in the graph spine(V,≤). The restriction of the following lemma to
finite partially ordered sets was shown in [12]. The extension we use here is an
obvious variant of this result:

Lemma 7 (cf. [12]). Let n > 0. There exists a dependence alphabet (Γn, Dn)
with the following property: Let (V,≤) be a poset with maxco(spine(V,≤)) ≤ n
such that ↓x is finite for any x ∈ V . Then there exists a mapping λ : V → Γn

such that (V,≤, λ) ∈ R(Γn, Dn) is a real trace over the dependence alphabet
(Γn, Dn).

We introduced the spine of a partially ordered set and mentioned the result
of Hoogeboom and Rozenberg since the spine of an N-free partially ordered set
is “small” as the following lemma states.

Lemma 8. Let Σ be an alphabet and t = (V,≤, λ) ∈ NF∞(Σ) be an N-free
pomset of finite width. Then maxco(spine(t)) < 2w(t) · (w(t) + 1).



658 D. Kuske

Let Γ and Σ be two alphabets. A set of Σ-labeled posets L is the projection
of a set M of Γ -labeled posets if there exists a mapping π : Γ → Σ such that
L = {(V,≤, π ◦ λ) | (V,≤, λ) ∈ M}, i.e. L is the set of relabeled (w.r.t. π) posets
from M .

Now let L be a set of N-free pomsets of width at most n. Then the two
lemmas above show that L is the projection of a set of real traces over a finite
dependence alphabet. Because of this relation, we now start to consider sets of
N-free real traces:

Languages of N-free real traces. Recall that we want to show that any monadi-
cally axiomatizable set of N-free pomsets is ω-recognizable. By [6], any monad-
ically axiomatizable set of (N-free) real traces is recognizable. Therefore, we
essentially have to show that any set L ⊆ R(Γ, D) of N-free real traces that is
recognizable in R(Γ, D), is ω-recognizable in NF(Γ ). Thus, in particular we have
to construct from a semigroup homomorphism η : M(Γ, D) → (S, ∗) into a finite
semigroup (S, ∗) an sp-homomorphism γ : NF(Γ ) → (S+, ·, ‖) into some finite
sp-algebra. This is the content of Lemma 10 that is prepared by the following
definition and lemma.

Let alph3(V,≤, λ) := (λ ◦ min(V,≤), λ(V ), λ ◦ max(V,≤)) for any finite Γ -
labeled poset (V,≤, λ). Let C be a set of finite Γ -labeled posets (the two exam-
ples, we will actually consider, are C = NF(Γ ) and C = M(Γ, D)) and η : C → S
a mapping. Then η is strongly alphabetic if it is surjective and if η(t1) = η(t2)
implies alph3(t1) = alph3(t2) for any ti = (Vi,≤, λi) ∈ C. Using the concept of a
dependence chain, one can easily show the existence of a semigroup homomor-
phism η into a finite semigroup such that η is strongly alphabetic:

Lemma 9. Let (Γ, D) be a dependence alphabet. There exists a finite semigroup
(S, ∗) and a strongly alphabetic semigroup homomorphism η : M(Γ, D) → (S, ∗).

Lemma 10. Let (Γ, D) be a dependence alphabet and η : M(Γ, D) → (S, ∗) be
a strongly alphabetic semigroup homomorphism into a finite semigroup (S, ∗).
Then there exists a finite sp-algebra (S+, ·, ‖) with S ⊂ S+ and a strongly alpha-
betic sp-homomorphism γ : NF(Γ ) → (S+, ·, ‖) such that

1. η(t) = γ(t) for t ∈ M(Γ, D) ∩ NF(Γ ) and
2. γ(t) ∈ S implies t ∈ M(Γ, D) ∩ NF(Γ ) for any t ∈ NF(Γ ).

Proof. Since η is strongly alphabetic, there is a function alph3 : S → (P(Γ ) \
{∅})3 with alph3(η(t)) = alph3(t) for any trace t ∈ M(Γ, D). From the semigroup
(S, ∗) and the function alph3, we define an sp-algebra (S1, ·, ‖) as follows: Let
S1 = S∪̇(P(Γ )\{∅})3 and extend the function alph3 to S1 by alph3(X) = X for
X ∈ (P(Γ ) \ {∅})3. Now let

x · y =

{
x ∗ y if π3 ◦ alph3(x) × π1 ◦ alph3(y) ⊆ D

(π1 ◦ alph3(x), π2 ◦ alph3(x) ∪ π2 ◦ alph3(y), π3 ◦ alph3(y)) otherwise

x ‖ y =

{
x ∗ y if π2 ◦ alph3(x) × π2 ◦ alph3(y) ⊆ I

alph3(x) ∪3 alph3(y) otherwise
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for any x, y ∈ S where ∪3 is the componentwise union of elements of (P(Γ )\{∅})3.
Let furthermore x · X = X · x = x ‖ X = X ‖ x = X ∪3 alph3(x) for any
x ∈ S1 and X ∈ (P(Γ ) \ {∅})3. One can easily check that the mappings ·
and ‖ are associative and that the parallel product ‖ is commutative. Now let
γ : NF(Γ ) → S1 be defined by γ(t) = η(t) for t ∈ M(Γ, D) ∩ NF(Γ ) and
γ(t) = alph3(t) for t ∈ NF(Γ ) \ M(Γ, D) and let S+ be the image of γ. Then γ
is a strongly alphabetic sp-homomorphism onto (S+, ·, ‖). ut

Lemma 11. Let (Γ, D) be a dependence alphabet. Then R(Γ, D) ∩ NF∞(Γ ) is
ω-recognizable.

Proof. By Lemma 9, there exists a strongly alphabetic semigroup homomor-
phism α : M(Γ, D) → (T, ∗) into a finite semigroup (T, ∗). Then, by Lemma 10,
we find a strongly alphabetic sp-homomorphism η : NF(Γ ) → (S, ·, ‖) that coin-
cides with α on M(Γ, D)∩NF(Γ ) such that η(t) ∈ T implies t ∈ M(Γ, D)∩NF(Γ ).
Let furthermore f, g : X → NF(Γ ) be functions with η ◦ f = η ◦ g. By induction
on the construction of a term t, one shows that f(t) is a trace if and only g(t) is
a trace. ut

From a term t, we construct a finite or infinite sequence lin(t) over X in-
ductively: First, lin(xi) = (xi). Now let ti for i ∈ ω be finite terms. Then
lin(t1 · t2) = lin(t1 ‖ t2) is the concatenation of the sequences lin(t1) and lin(t2).
Similarly, lin(

∏
i∈ω ti) is the concatenation of the sequences lin(ti). Now let t1, t2

be terms and t be a finite term. Then lin(t · t1) is the concatenation of the
sequences lin(t) and lin(t1) (note that lin(t) is finite). If lin(t1) is finite, let
lin(t1 ‖ t2) be the concatenation of lin(t1) with lin(t2) and, if lin(t1) is infinite
but lin(t2) is finite, let lin(t1 ‖ t2) be the concatenation of lin(t2) with lin(t1).
If both lin(t1) and lin(t2) are infinite, lin(t1 ‖ t2) is the alternating sequence
(y1

1 , y2
1 , y1

2 , y2
2 , . . . ) with lin(ti) = (yi

1, y
i
2, . . . ) for i = 1, 2.

For a term t with lin(t) = (y1, y2, y3, . . . ) and a mapping f : X → NF(Γ ),
let F(f, t) := f(y1) ∗ f(y2) ∗ f(y3) · · · denote the infinite trace product of the
pomsets f(yi). Note that F(f, t) is a Γ -labeled poset that in general need not
be a trace nor an N-free pomset. The following lemma implies that in certain
cases F(f, t) is a real trace. It is shown by induction on the depth of a term.

Lemma 12. Let (Γ, D) be a dependence alphabet. Let t be a term and f : X →
NF(Γ ). If f(t) is a real trace, then f(t) = F(f, t).

Now we can show that at least any monadically axiomatizable set of N-free
real traces is ω-recognizable:

Proposition 13. Let (Γ, D) be a dependence alphabet and κ be a monadic sen-
tence. Then the set L = {t ∈ R(Γ, D) ∩ NF∞(Γ ) | t |= κ} is ω-recognizable

Proof. By [6], the set L is a recognizable language of real traces. Hence there is
a semigroup homomorphism η : M(Γ, D) → (S, ∗) into a finite semigroup (S, ∗)
such that, for any sequences xi, yi of finite traces with η(xi) = η(yi), we have
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x1 ∗x2 ∗ · · · ∈ L if and only if y1 ∗y2 ∗ · · · ∈ L. By Lemma 9, we may assume that
η is strongly alphabetic. By Lemma 10, there exists a finite sp-algebra (S+, ·, ‖)
and a strongly alphabetic sp-homomorphism η+ : NF(Γ ) → S+ that coincides
with η on M(Γ, D) ∩ NF(Γ ).

By Lemma 11, there exists an sp-homomorphism δ : NF(Γ, D) → (T, ·, ‖)
that recognizes R(Γ, D) ∩ NF(Γ ). Now let α = η+ × δ : NF(Γ ) → S × T . We
show that α recognizes L:

Let t be a term with lin(t) = (y1, y2, . . . ) and f, g : X → NF(Γ ) be mappings
with α◦f = α◦g. Suppose f(t) ∈ L. Then f(t) is a real trace. Since δ ◦f = δ ◦g
and δ recognizes R(Γ, D)∩NF∞(Γ ), the Γ -labeled poset g(t) is a real trace, too.

From Lemma 12, we obtain f(t) = F(f, t) and g(t) = F(g, t). Since f(t) ∈ L,
we have in particular f(y1) ∗ f(y2) ∗ f(y3) · · · ∈ L. Note that f(yi), g(yi) ∈
M(Γ, D)∩NF(Γ ) and that η+◦f = η+◦g. Since η+ and η coincide on M(Γ, D)∩
NF(Γ ), this implies η(f(yi)) = η(g(yi)). Since η recognizes the language of real
traces L, we obtain g(y1) ∗ g(y2) ∗ g(y3) · · · ∈ L. ut

Languages of N-free pomsets. Following Lemma 8, we explained that any width-
bounded set of N-free pomsets is the projection of a set of N-free real traces over
some dependence alphabet. This is the crucial point in the following proof.

Proposition 14. Let m ∈ ω, let Σ be an alphabet and ϕ a monadic sen-
tence over Σ. Then the set L = {t ∈ NF∞(Σ) | t |= ϕ and w(t) ≤ m} is
ω-recognizable.

Proof. Let (Γn, Dn) be the dependence alphabet from Lemma 7 with n =
2m(m + 1). Now let Γ = Γn × Σ and ((A, a), (B, b)) ∈ D iff (A, B) ∈ Dn

for any (A, a), (B, b) ∈ Γ . Let Π(V,≤, λ) = (V,≤, π2 ◦ λ) be the canonical pro-
jection from Γ -labeled posets to the set of Σ-labeled posets and consider the set
K := {t ∈ R(Γ, D) | Π(t) ∈ L}.

By Lemma 8, Π(K) = L. In the monadic sentence ϕ, replace any subformula
of the form λ(x) = a by

∨
A∈Γn

λ(x) = (A, a) and denote the resulting sentence
by κ. Note that κ is a monadic sentence over the alphabet Γ and that K = {t ∈
M(Γ, D) | t |= κ}. Since K ⊆ NF∞(Γ ), we can apply Proposition 13, and obtain
that K is ω-recognizable. Now one can show that the class of ω-recognizable
languages is closed under projections which gives the desired result. ut

5 From ω-Recognizable to ω-Series-Rational Sets

To finish the proof of our main theorem, it remains to show that any ω-recogniza-
ble set whose elements have a uniformly bounded width is ω-series-rational. This
result is provided by the following proposition:

Proposition 15. Let Γ be an alphabet and L ⊆ NF∞(Γ ) be ω-recognizable and
width-bounded. Then L is ω-series-rational.

Proof. Let η : NF(Γ ) → (S, ·, ‖) be an sp-homomorphism that recognizes L.
Furthermore, let n ∈ ω such that w(t) ≤ n for any t ∈ L. Now let T denote
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the set of (≤ n)-tuples of simple terms (τ1, τ2, . . . , τk) of order at most n such
that ∅ 6= L ∩ (Lη(τ1) ‖ Lη(τ2) ‖ · · ·Lη(τk)). Note that T is finite. The proof
of Proposition 6 yields that L is the union of the languages Lη(τ1) ‖ Lη(τ2) ‖
· · ·Lη(τk) over all tuples from T.

Hence it remains to show that Lη(τ) is ω-series-rational for any simple term
τ such that there exists (σ1, σ2, . . . , σk) ∈ T with σi = τ for some 1 ≤ i ≤ k.
This proof proceeds by induction on the subterms of τ and uses in particular
the fact that any width-bounded and recognizable set in NF(Γ ) is series-rational
[15]. ut

Now our main theorem follows from Lemma 2, Propositions 14 and 15.

Theorem 16. Let Γ be an alphabet and L ⊆ NF∞(Γ ). Then the following are
equivalent:

1. L is ω-series-rational.
2. L is monadically axiomatizable relative to NF∞(Γ ) and width-bounded.
3. L is ω-recognizable and width-bounded.

Recall that a set of finite N-free pomsets is recognizable in the sense of [15]
if and only if it is ω-recognizable. Therefore, a direct consequence of the main
theorem (together with the results from [15,16] where the remaining definitions
can be found) is the following

Corollary 17. Let Γ be an alphabet and L ⊆ NF(Γ ) be width-bounded. Then L
can be accepted by a branching automaton iff it is recognizable iff series-rational
iff monadically axiomatizable.
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Abstract. In this paper we give a proof that it is decidable for a de-
terministic tree automaton on infinite trees with Rabin acceptance con-
dition, if there exists an equivalent nondeterministic automaton with
Büchi acceptance condition. In order to prove this we transform an arbi-
trary deterministic Rabin automaton to a certain canonical form. Using
this canonical form we are able to say if there exists a Büchi automaton
equivalent to the initial one. Moreover, if it is the case, the canonical
form allows us also to find a respective Büchi automaton.

AMS Subject Classification 03D05 03B70

1 Introduction

Automata on infinite sequences and infinite trees were first introduced by J.R.
Büchi (1962) [1] and M.O. Rabin (1969) [5] in order to find the proof of de-
cidability of monadic logic of one and many successors respectively. Later they
have also proved useful in modeling finite state systems whose behaviour can
be infinite. They have found applications in describing behaviour of concurrent
processes in real time systems or in construction of automatic program verifi-
cation systems. There exist several classes of finite automata having different
expressive power. Among them a meaningful role is played by automata with
Büchi and Rabin acceptance conditions (see [6,7]). The theory of these automata
gives rise to many natural questions which have not been answered until now.
One of these is treated in this paper. It is known that the classes of tree lan-
guages recognized by Rabin automata with successive indices induce a proper
hierarchy (see [3]). Languages recognized by Büchi automata are located at a
low level of this classification. In this context, it is natural to ask if, given some
Rabin automaton A for a language L, we can determine the minimal index of
a Rabin automaton recognizing L. For deterministic automata on infinite words
this problem has been solved. T.Wilke and H.Yoo [8] gave an algorithm which
computes the aforementioned minimal index for any Rabin language consist-
ing of infinite words. At the same time there have been attempts to consider a
similar problem for automata on infinite trees in case of some more restricted
subclasses of Rabin automata. In the paper [4] by D.Niwiński and I.Walukiewicz
there can be found a method of computing the minimal Rabin index for the class
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of infinite tree languages, whose all paths are in some ω− regular set of infinite
words. The problem in general has not been yet solved for automata on infinite
trees. In this paper we make one step in this direction, giving a procedure which
determines if a language accepted by a deterministic Rabin automaton can be
accepted by a (possibly nondeterministic) Büchi automaton. In terms of the hi-
erarchy described below it means determining if the minimal index of a language
accepted by a deterministic tree Rabin automaton is equal 1. Our problem is
related to the well-known open question of determining the alternation level of a
formula of the µ-calculus. Recently M. Otto [9] showed a decision procedure to
determine whether a formula is equivalent to an alternation-free formula. It is
known that the expressive power of Büchi automata corresponds to that of the
formulas of the alternation level νµ, however we do not know of any direct µ-
calculus characterization of deterministic automata. Nevertheless we may hope
that extension of our techniques can help to solve, at least to some extent, the
aforementioned µ-calculus problem.

2 Basic Definitions and Notations

2.1 Mathematical Preliminaries

Let ω denote the set of natural numbers. For an arbitrary function f , we denote
its domain by Dom(f). Throughout the paper Σ denotes a finite alphabet. For
a set X, X∗ is the set of finite words over X, including the empty word ε. We
denote the length of a word w by |w| (|ε|=0). We let Xω denote the set of
infinite words over X. The concatenation wu of words w ∈ X∗ and u ∈ X∗ ∪Xω

is defined as usual. A word w ∈ X∗ is a prefix of v ∈ X∗ ∪ Xω, in symbols:
w ≤ v, if there exists u such that v = wu; the symbols ≥, > etc. have their usual
meaning.
An infinite binary tree over Σ is any function t : {0, 1}? → Σ. We denote the
set of all such functions by TΣ . An incomplete binary tree over Σ is a function
t : X → Σ, where X ⊆ {0, 1}? is closed under prefixes, i.e. w ∈ X ∧ w′ ≤ w ⇒
w′ ∈ X and satisfies the following condition: ∀w ∈ X(w0 ∈ X ∧w1 ∈ X)∨(w0 6∈
X ∧ w1 6∈ X). The set of incomplete binary trees over Σ is denoted by TPΣ .
Note that TΣ ⊆ TPΣ . A node w ∈ Dom(t) is a leaf of t if w0 6∈ Dom(t) and
w1 6∈ Dom(t). We denote the set of leaves of t by Fr(t). A node which is not
a leaf is called the inner node. Let t ∈ TPΣ and w ∈ t. Then the symbol t.w
denotes a subtree of the tree t induced by a node w defined by

Dom(t.w) = {v | wv ∈ Dom(t)}
t.w(v) = t(vw), for v ∈ Dom(t.w)

A word π from the set {0, 1}ω is a path in a tree t ∈ TPΣ if all its finite prefixes
are in Dom(t). A word π from the set {0, 1}? is a path in the tree t ∈ TPΣ if
π ∈ Dom(t) and π ∈ Fr(t). Throughout this paper whenever we use the symbol
π we will mean a path in the sense of the above definitions.
Below we present some notations used throughout this paper for certain subsets
of {0, 1}?:
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[w, v] = {u ∈ {0, 1}? | w ≤ u ≤ v}
(w, v) = {u ∈ {0, 1}? | w < u < v}
πw = {u ∈ {0, 1}? | w ≤ u < π}

We write ∃!xφ(x) to mean that there exists exactly one x satisfying formula φ(x),
similarly a formula ∃∞xφ(x) means that there exist infinitely many x’s satisfy-
ing φ(x). A symbol ∨̇ will denote exclusive or. For a n-tuple x = (g1, ..., gn) we
define x|i = gi.
Now we will introduce some notations concerning directed graphs, used through-
out this paper. A cycle S in an arbitrary graph G(V, E) is a sequence of nodes
a1, a2, . . . , ak such that k ≥ 2, a1 = ak, and (ai, ai+1) ∈ E, for i ∈ {1, . . . , k−1};
it will be denoted by [a1, a2, . . . , ak]. For a cycle S = [a1, a2, . . . , ak] a notation
〈S〉 denotes the set {a1, a2, . . . , ak}. Given an arbitrary vertex subset X and a
cycle S in a graph G(V, E) we say that the cycle S omits the set X if 〈S〉 ∩ X
= Ø. A connected component of a vertex p ∈ V with respect to the set X ⊆ V
is defined as follows:

Con(X, p) = {q ∈ V | ∃S− a cycle in a graph G such that (〈S〉 ∩ X = Ø ∧
p, q ∈ 〈S〉)}

The set of all connected components with respect to some set X in a graph G is
denoted by Con(X, G).

2.2 Stopping Automata

Definition 1. A nondeterministic stopping automaton with Rabin ac-
ceptance condition is a 6-tuple = 〈Q, Σ, q0, ∆, Ω, A〉, whose components sat-
isfy the following conditions, respectively:

– q0 ∈ Q
– ∆ ⊆ Q × Σ × (Q ∪ A) × (Q ∪ A)
– Ω = {(L1, U1), . . . , (Ln, Un), (Ø, Un+1)} where ∀i ∈ {1, . . . , n+1}Li, Ui ⊆ Q
– Q ∩ A = Ø

Q is a finite set of states. A describes a finite set of stopping states disjoint with
Q. Ω will be called the set of acceptance conditions. Sometimes when the set of
stopping states is empty we will omit the last component in the above 6-tuple
and we will not call such an automaton a stopping one.
In this paper there will also appear another type of stopping Rabin automa-
ton, whose initial state is omitted, what we denote by 〈Q, Σ,−, ∆, Ω, A〉. If a
construction requires giving the initial state, we will use the following notation:

Definition 2. For an arbitrary stopping automaton A, A[p] denotes a stopping
automaton A with the initial state set to p.

A run of a stopping automaton A on a tree t ∈ TΣ is an incomplete tree
rt,A ∈ TPQ∪A defined by conditions:

– rt,A(ε) = q0
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– ∀w ∈ (Dom(rt,A) \ Fr(rt,A)) (rt,A(w), t(w), rt,A(w0), rt,A(w1)) ∈ ∆.
– ∀w ∈ Fr(rt,A) rt,A(w) ∈ A
– ∀w ∈ (Dom(rt,A) \ Fr(rt,A)) rt,A(w) ∈ Q

Note that once the automaton reaches a stopping state it stops operating. For
a run rt,A and an arbitrary set X ⊆ {0, 1}? a notation rt,A(X) will be used to
denote a set {rt,A(w) | w ∈ X}. We also introduce another notation concerning
the runs of stopping automata:

In(rt,A|π) = {q | ∃∞ w < π (rt,A(w) = q) }
We say that a run rt,A is accepting, what we denote by rt,A ∈ Acc, if:

∀π (∃i ∈ {1, . . . n + 1} (In(rt,A|π) ∩ Li = Ø ∧ In(rt,A|π) ∩ Ui 6= Ø))

We reserve the symbol L(A) for a language accepted by a stopping automaton
A defined by:

L(A) = {t ∈ TΣ | ∃rt,A ∈ Acc}
In this paper we assume that all stopping automata in consideration will satisfy
the following conditions:

– ∀a ∈ Σ ∀q ∈ Q ∃p, r ∈ (Q ∪ A) (q, a, p, r) ∈ ∆
– Ω = {(L1, U1), (L2, U2), . . . , (Ln, Un), (Ø, Un+1)} ,where:

(∀i ∈ {1 . . . n} (Li 6= Ø ∧ Li ∩ Ui = Ø)) ∧ (Un+1 ∩
n⋃

i=1
(Li ∪ Ui) = Ø)

– ∀x ∈
n⋃

i=1
Li ∪ Un+1 ∃t ∈ TΣ ∃rt,A ∈ Acc ∃w ∈ {0, 1}? rt,A(w) = x

Observe that the first dependency guarantees the existence of a run of a stopping
automaton over every tree. States which satisfy the last condition are said to be
reachable in some accepting run. It is easy to see that the imposed conditions
do not diminish the expressive power of the stopping automata. We would like
to emphasize that sets Ui for i ∈ {1, . . . , n + 1} can be empty. The index of a
stopping automaton A is denoted by:

Ind(A) =
{

2n + 1 if Un+1 6= Ø
2n if Un+1 = Ø

We write Ind(Ω) instead of Ind(A), where Ω is the set of acceptance conditions
of a stopping automaton A. Moreover for the elements of the set Ω we use the
subsequent notation:

∀X = (Li, Ui) ∈ Ω (X|1 = Li ∧ X|2 = Ui)

Definition 3. Stopping automata with index 1 are called Büchi automata.

Languages accepted by some stopping automaton with Rabin (Büchi) acceptance
condition are called Rabin (Büchi) languages. It is worth noting that classes
of languages recognized by automata with Rabin acceptance condition having
successive indices induce a proper hierarchy (see [3]).
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Definition 4. A stopping automaton A is deterministic if it satisfies the
following condition:

∀q ∈ Q ∀q′, q′′, p′, p′′ ∈ (Q ∪ A) ∀a ∈ Σ ( (q, a, q′, q′′) ∈ ∆ ∧ (q, a, p′, p′′) ∈ ∆ ⇒
⇒ q′ = p′ ∧ q′′ = p′′ )

Note that if we deal with deterministic automata then we can assume that there
exists exactly one run of such an automaton over some tree.

Definition 5. We say that a stopping automaton A is frontier deterministic
if the following dependency holds true:

∀t ∈ TΣ ∀rt,A, st,A ( Fr (rt,A) = Fr(st,A) ∧ ( ∀w ∈Fr(rt,A) rt,A(w) = st,A(w)))

Consequently, frontier determinism guarantees that for some complete tree all
possible runs stop in the same nodes reaching the same states.
We will use the notation A ' B to denote equivalence between frontier de-
terministic stopping automata A and B. This concept is expressed formally as
follows:

– L(A) = L(B)
– ∀t ∈ TΣ ∀rt,A, st,B (Fr(rt,A) = Fr(st,B) ∧ ∀ w ∈ Fr(rt,A) rt,A(w) = st,B(w))

Observe that the second condition refers to all runs of automata A and B, not
only to the accepting ones.
Set X ⊆ Dom(t) is an antichain with respect to the order relation ≤ if any two
elements of X are incomparable. Let f be a function associating trees t(w) ∈ TΣ

with elements w from X. Then we denote the substitution by t[f ], the limit
of the sequence tn by lim tn and the iteration of t along the interval [v, w] by
t[v,w]. Definitions of the above concepts and also the concept of the trace of
iteration are well known and can be found e.g. in the paper by Niwinski [3]

3 Relevant States

Let A=〈Q, Σ, q0, ∆, Ω, A〉 denote an arbitrary stopping automaton, where: Ω =
{(L1, U1), (L2, U2), . . . , (Ln, Un), (Ø, Un+1)}.

Definition 6. We say that some state q ∈
n⋃

i=1
Li is irrelevant in a run rt,A

if its occurrences are covered by a finite number of paths in this run:

∃ π1, . . . , πk ∈ {0, 1}ω (rt,A(w) = q ⇒ ∃ i ∈ {1, . . . , k} w < πi) (1)

Furthermore we say that a state q ∈
n⋃

i=1
Li is irrelevant for an automaton A if

its occurrences are irrelevant in an arbitrary accepting run of this automaton.
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A state which is not irrelevant is called relevant. Observe that if a state p is
irrelevant for a stopping automaton A then for an arbitrary tree t ∈ L(A) and
an arbitrary accepting run rt,A there exists a natural number K such that:

∀ w ∈ {0, 1}?(rt,A(w) = p ∧ |w| ≥ K) ⇒ ∃!π (w < π ∧ p ∈ In(rt,A|π)) (2)

Less formally, if in some node below level K the automaton reaches a state p
then this state must occur infinitely often on some uniquely determined path
going through this node.

Definition 7. A gadget of states p and q admitted by an automaton A is a
4-tuple G(p, q) = (g1, g2, g3, g4) with gi ∈ {0, 1}? satisfying the following condi-
tions:

– g1 < g2 < g3 ∧ g1 < g2 < g4
– g3 6≤ g4 ∧ g3 6≥ g4
– ∃ t ∈ L(A) ∃rt,A ∈ Acc ∃i ∈ {1, . . . , n} ( rt,A(g1) = p ∧ rt,A(g4) = q ∧

rt,A(g2) = rt,A(g3) = u ∈ Ui ∧ rt,A([g2, g3]) ∩ Li = Ø )
– rt,A([g1, g3]) ∩ Un+1 = Ø ∧ rt,A([g1, g4]) ∩ Un+1 = Ø

¿From now on when we say that an automaton A admits a gadget G in a tree
t in a run rt,A, we mean that t and rt,A satisfy the two conditions above. Note
that in this case the language accepted by the automaton A includes also the
iteration of the tree t along the interval [g2, g3].

Definition 8. An automaton A has the accessibility property iff

∀p, p′ ∈
n⋃

i=1
Li ∃t ∈ L(A[p]) ∃rt,A[p] ∈ Acc ∃w ∈ {0, 1}? (rt,A[p](w) = p′ ∧ w 6= ε)

Clearly, if Ind(A) = 1 then
n⋃

i=1
Li = Ø and therefore A has the accessibility

property. It is easy to prove that if an automaton A has the accessibility property,

admits a gadget G(p, q) for some p, q ∈
n⋃

i=1
Li and Ind(A) is even (hence Un+1 =

Ø), then it actually admits a gadget G(p, q) for any p, q ∈
n⋃

i=1
Li. The subsequent

lemma characterizes relevantness of states using the notion of a gadget.

Lemma 1. Let A be a frontier deterministic stopping automaton of the form
〈Q, Σ, q, ∆, Ω, A〉, whose index is even. Then the initial state q is relevant for
the automaton A if and only if this automaton admits a gadget G(q, q).

If the automaton A admits a gadget G(q, q) then using the iteration it is easy to
obtain a tree accepted by A in which the occurrences of the state q are relevant.
The reverse implication is only slightly more difficult - for the details see [10].
Presently we will prove a lemma, which allows us to transform Rabin’s automa-

ton into Büchi form if we impose on all states in the set
n⋃

i=1
Li some condition,

which uses the notion of relevantness.
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Lemma 2. Let A be a deterministic stopping automaton of the form
〈Q, Σ, q, ∆, Ω, A〉, where Ω = {(L1, U1), . . . , (Ln, Un), (Ø, Un+1)} and n ≥ 1. If

for any state s ∈
n⋃

i=1
Li s is irrelevant for an automaton A[s], then there exists

frontier deterministic stopping automaton B = 〈Q′, Σ, q′, ∆′, Ω′, A〉 with index 1
equivalent to the automaton A.

For the proof see [10].

4 Canonical Decomposition of Deterministic Automaton

4.1 On Representation of Automata in Form of a Composition

Consider a sequence of stopping automata (A)i∈{1,...,k} defined by dependencies:

∀i ∈ {1, . . . , k} Ai = 〈Qi, Σ, pi, ∆i, Ωi, Ai〉 (3)

∀i ∈ {1, . . . , k} Ωi = {(Li
1, U

i
1), . . . , (Li

ni
, U i

ni
), (Ø, U i

ni+1)}. (4)

∀i, j ∈ {1, . . . , k} (i 6= j ⇒ Qi ∩ Qj = Ø) (5)

We define an automaton denoted by a symbol A1 ⊕ . . . ⊕ Ak as a stopping
automaton 〈Q′, Σ,−, ∆′, Ω′, A′〉, whose construction is presented below:

– Q′ =
k⋃

i=1
Qi

– ∆′ =
k⋃

i=1
∆i

– A′ = (
k⋃

i=1
Ai) \ Q′

The set Ω′ is a little more tedious to define and comes as a result of the following
construction: Let m = max{ ni | i ∈ {1, . . . , k}} + 1. We change each set Ωi

into a sequence consisting of its elements keeping the same notation: Ωi(j) for
j ∈ {1, . . . , ni + 1}, taking care that the only pair of the form (Ø, U) is at the
position ni + 1. Now we define a sequence Ω′(j) for j ∈ {1, . . . , m}:

Ω′(j) =




(
⋃

1≤l≤k
j≤nl

(Ωl(j)|1),
⋃

1≤l≤k
j≤nl

(Ωl(j)|2) ), for j < m

(Ø, (
⋃

1≤l≤k

(Ωl(nl + 1)|2))) for j = m
(6)

As can be seen, we sum the conditions pointwise except for the last pairs, which
summed separately form the last condition. Now let Ω′ be a set of the elements
of the sequence Ω′(i) for i ∈ {1, . . . , m}. Note that the above construction is
not unique. Transforming the set Ωi into a sequence we can arrange its elements
in many different ways. This ambiguity however will have no influence on the
proofs and can be easily removed, if we define the set of acceptance conditions
of a stopping automaton as a sequence.
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Definition 9. The automaton A1 ⊕ . . . ⊕ Ak described above will be called the
composition of a sequence (A)i∈{1,...,k}.

Note that the following inequalities hold true:

max{Ind(Ωi) | 1 ≤ i ≤ k } ≤ Ind(Ω′) ≤ max{Ind(Ωi) | 1 ≤ i ≤ k } + 1 (7)

Note that the composition is a Büchi automaton if so is each automaton Ai. For
a particular composition B =A1 ⊕ . . . ⊕ Ak we define a function
SwitchingStatesB , which associates with each automaton Ai = 〈Qi, Σ,−,
∆i, Ωi, Ai〉 some subset of Qi in the following way:

SwitchingStatesB(Ai) = Qi ∩
k⋃

j=1
Aj

The function SwitchingStatesB describes, which states of the given automaton
are the stopping states of the other components of the composition. In this paper
often compositions of the form B =A1 ⊕ . . . ⊕ Ak (where Ai are defined as in
conditions 3,4 ) will satisfy additional conditions, stated below.

Definition 10. Assume that there exists a partition of a set {1, . . . , k} into two
sets X, Y , which satisfy the conditions:

– ∀i ∈ X Ind(Ai) = 1
– ∀t ∈ TΣ ∀rt,B ∀ π ∈ {0, 1}ω (∃i ∈ Y (In(rt,B |π)∩Qi 6= Ø ∧In(rt,B |π) 6⊆ Qi))

⇒ (∃i ∈ X (In(rt,B |π) ∩ U i
1 6= Ø))

– ∀i ∈ Y ( Ind(Ai) > 1 ⇒ SwitchingStatesB(Ai) =
ni⋃

j=1
Li

j )

– ∀i ∈ Y SwitchingStatesB(Ai) are reachable in the accepting runs of the au-
tomaton B

Composition of a sequence of stopping automata is proper if there exists
a partition X, Y such that the above conditions hold true.

Intuitively the second condition means: if in some run (not necessarily accepting)
on some path the automaton B visits states of some automaton from the group
Y infinitely often, but will never remain in its states forever, then the acceptance
conditions are satisfied with regard to some automaton from the group X.
Again assume that B =A1 ⊕ . . . ⊕ Ak =〈Q, Σ,−, ∆, Ω, A〉. Let us fix for some
i ∈ {1, . . . , k} an automaton Ai = 〈Qi, Σ,−, ∆i, Ωi, Ai〉. Moreover let there exist
an automaton C = 〈Q′, Σ,−, ∆′, Ω′, A′〉 such that Q′ ∩ Q = Ø and a function

f : Qi
1−1→ Q′. Then for an arbitrary q ∈ Q a substitution C f7→ Ai into the

composition A1 ⊕ . . .⊕Ak [q] is a composition A1 ⊕ . . .⊕Ai−1 ⊕C ⊕Ai+1 ⊕ . . .
⊕Ak[q′], which we change in the following manner:

– if q ∈ Qi, we take q′ = f(q), otherwise q′ = q,
– all occurrences of states p from the set SwitchingStatesB(Ai) are replaced

by states f(p)
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4.2 Automaton Graph

Let A = 〈Q, Σ, q0, ∆, Ω, A〉 denote an arbitrary stopping automaton such that
Ω = {(L1, U1), (L2, U2), . . . , (Ln, Un), (Ø, Un+1)} , where: n ≥ 1. We will con-
struct a directed automaton graph A, which will be denoted by GA. Initially,

we define a directed graph: HA =〈V, E〉, where V =
n⋃

i=1
Li∪Un+1 and E ⊆ V ×V

has the following form:

E = {(x, y) ∈ V × V | ∃ t ∈ L(A) ∃rt,A ∈ Acc ∃w, w′ ∈ {0, 1}?

(rt,A(w) = x ∧ rt,A(w′) = y ∧ w < w′ ∧ rt,A((w, w′)) ∩ V = Ø)}
The above graph will be helpful in defining a directed stopping automaton graph
A, GA = 〈V’,E’〉. Namely, we define:

V’ = Con(Un+1,HA) ∪ { {q} | Con(Un+1, q) = Ø ∧ q ∈ V } ,
E’={(X, Y ) ∈ V ′ × V ′ | ∃x ∈ X ∃y ∈ Y (x, y) ∈ E},

Let us note that considering the character of the above construction and a con-

dition Un+1 ∩
n⋃

i=1
Li = Ø, which holds true, the following dependency is satisfied:

∀X, Y ∈ V ′ (X ∩ Y = Ø) ∧ ∀X ∈ V ′ (X ∩ Un+1 = Ø ∨ X ∩
n⋃

i=1
Li = Ø)

4.3 Canonical Form of Rabin Automaton

Lemma 3. Consider an arbitrary deterministic stopping automaton A with in-
dex greater than 1, 〈Q, Σ,−, ∆, Ω, A〉, where Ω = {(L1, U1), . . . , (Ln, Un),
(Ø, Un+1)}. Moreover we require that if its index is even, the automaton does
not have the accessibility property. Then there exists a sequence (B)i∈{1,...,k}
(k ≥ 2) of deterministic stopping automata whose composition B = B1 ⊕ . . . ⊕
Bk =〈Q′, Σ,−, ∆′, Ω′, A′〉, is proper and satisfies conditions:

– ∀i ∈ {1, . . . , k} Bi = 〈Qi, Σ, si, ∆i, Ωi, Ai〉 has the accessibility property,
– ∀i ∈ {1, .., k} Ind(Bi) ≤ Ind (A) ( if Ind(A) is odd, Ind(Bi) < Ind (A) ),
– ∃f : Q

1−1→ Q′ (∀ p ∈ Q (A[p] ' B[f(p)]))

Moreover, if Ω′ = {(L′
1, U

′
1), . . . , (L′

m, U ′
m), (Ø, U ′

m+1)}, then the function f from
the last condition satisfies a dependency:

m⋃
j=1

L′
j ⊆ f(

n⋃
i=1

Li). (8)

( p ∈ f(
n⋃

i=1

Li) \
m⋃

j=1

L′
j ∧ ∃ i ∈ {1, . . . , k} f(p) ∈ Bi ) ⇒ Ind(Bi) = 1 (9)

For the proof see [10].
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Lemma 4. Let A=A1 ⊕ . . .⊕Ak = 〈Q, Σ, q, ∆, Ω, A〉, where Ω = {(L1, U1), . . . ,
(Ln, Un), (Ø, Un+1)}, be a proper composition of frontier deterministic stopping
automata. Assume that there exists i ∈ {1, . . . , k} such that the automaton Ai

is of the form : 〈Qi, Σ, −, ∆i, Ωi, Ai〉 and its index is greater than 1. Let: Ωi =
{(Li

1, U
i
1), . . . , (Li

ni
, U i

ni
), (Ø, U i

ni+1)}. Suppose furthermore that there exists a
proper composition of frontier deterministic stopping automata B = B1 ⊕ . . . ⊕
Bl = 〈Q′, Σ,−, ∆′, Ω′, A′〉 and a one-to-one function f from Qi to Q′, which
satisfies the two conditions 8, 9 and such that for each p ∈ Qi the automaton
Ai[p] is equivalent to the automaton B[f(p)]. Then the substitution B f7→ Ai into
the composition A1 ⊕ . . . ⊕ Ak[q] is proper and equivalent to the composition A.

For the proof see [10].

Theorem 1. For an arbitrary deterministic stopping automaton A with the in-
dex greater than 1 there exist two sequences of stopping automata having the
accessibility property (Ai)i≤l and (Bj)j≤k, where l · k 6= 0, such that the compo-
sition A1 ⊕ . . .⊕Al ⊕ B1 ⊕ . . .⊕Bk[q′] is equivalent to the automaton A for some
specifically chosen state q′. Furthermore, this composition satisfies the following
conditions:

1. for each i ∈ {1, . . . , l} the automaton Ai is frontier deterministic and its
index is 1

2. for each i ∈ {1, . . . , k} the automaton Bi is deterministic, and its index is
even

3. Ind(B1) ≤ . . . ≤ Ind(Bk)
4. for each i ∈ {1, . . . , k} Bi = 〈 Qi, Σ,−, ∆i, Ωi, Ai〉, where Ωi = {(Li

1, U
i
1),

. . . , (Li
ni

, U i
ni

)}, and for any p, r ∈
ni⋃

j=1
Li

j the automaton Bi[p] admits a

gadget G(p, r).

Moreover, we can assume that the sequences (Ai)i≤l and (Bj)j≤k, satisfy an

additional condition: l ≤ 1 and k ≤ |
n⋃

i=1
Li|.

The representation of the automaton A in the form of a composition satisfying
the above conditions will be called the canonical form.

Proof. If the index of the automaton A is odd or it is even, but the automaton
does not have the accessibility property then according to the lemma 3 there
exists a sequence of deterministic stopping automata having the accessibility
property (Ci)i≤m, whose composition C = C1 ⊕ . . . ⊕ Cm[r] is equivalent to the
automaton A for some state r. Assume that we can find in the set {1, . . . , m}
such j that Ind(Cj) is odd and greater than 1. If we again use the lemma 3, this
time for the automaton Cj , and obtain a composition D = D1 ⊕ . . . ⊕ Dm′ and
a function f , which establishes equivalence between Cj and the composition D,

then by lemma 4 we can construct the substitution D f7→ Cj into the composition
C. Thus we obtain a new proper composition, whose all elements have the ac-
cessibility property and which is equivalent to the automaton A. This procedure
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can be repeated as long as among the components of the composition there are
automata, whose index is even and greater than 1. Let us note however that
this can be done only finitely many times since according to the lemma 3 each
time we introduce into the composition automata with smaller indices than the
index of the replaced automaton. Eventually we obtain a sequence (Ei)i≤m′′ of
deterministic stopping automata having the accessibility property, whose index
is either even or equal 1 and whose composition is equivalent to the automa-
ton A. Now let us take an arbitrary automaton from the above composition Ei

with an even index (if there is such). Assume Ei = 〈Q′, Σ,−, ∆′, Ω′, A′〉, where

Ω′ = {(L′
1, U

′
1), . . . , (L′

n′ , U
′
n′)}. If for each p ∈

n′⋃
j=1

L′
j the state p is irrelevant

for the automaton Ei[p] then by lemma 2 there exists a frontier deterministic
stopping automaton with index 1 equivalent to Ei (the construction from the
lemma 2 does not depend on the initial state of the initial automaton, so there
exists a function f establishing an equivalence between the above automata)
Note that a single-element sequence consisting of a Büchi automaton E ′ forms
a proper composition and we can use the lemma 4 constructing a substitution
E ′ f7→ Ei into the composition E1 ⊕ . . . ⊕ Em′′ . We continue this procedure as
long as it is possible. Next we split the sequence (Ei)i≤m′′ into two subsequences
(Ai)i≤l and (Bj)j≤k, putting into the first one automata with index 1 and to the
latter one the automata with an even index, thus we obtain the representation
of the automaton A in the form of the composition satisfying the conditions of
the lemma. Let us observe that we can compute the composition of all compo-
nent automata with index 1 and satisfy the condition l ≤ 1. Moreover let us
note that the fourth condition also holds. We know that for any i ∈ {1, . . . , k}
there exists p(i) ∈

ni⋃
j=1

Li
j such that the state p(i) is relevant for the automaton

Bi[p(i)]. It follows from the lemma 1 that the automaton Bi[p(i)] admits a gadget
G(p(i), p(i)). However since the automaton Bi[p(i)] has the accessibility property

then it also admits gadgets of the form G(p(i), q) for any q ∈
ni⋃

j=1
Li

j . Finally,

by the definition of the accessibility property and the fact that the index of the
automaton Bi is even, the fourth condition is satisfied. The remaining parts of
the thesis are easy observations.

5 Main Results

Theorem 2. Let B = A1 ⊕ . . . ⊕ Al ⊕ B1 ⊕ . . . ⊕ Bk be a canonical form of the
deterministic stopping tree automaton A l, k ≥ 0. Then L(A) is in Büchi class
if and only if k = 0.

For the proof see [10].

Theorem 3. For an arbitrary deterministic stopping automaton A we are able
to decide if the language accepted by it is in Büchi class.
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Sketch of the proof. By the preceding theorem to prove the decidability of the
considered problem we need to show that we can find a canonical form of an
arbitrary deterministic stopping automaton. Therefore it suffices to prove that
we are able to give a procedure deciding if a given state is irrelevant for some
deterministic stopping automaton A. Let us observe that if we had a procedure
determining if a state is irrelevant for an automaton whose set of stopping states
is empty, then our task would be completed. It follows from the fact that we can
transform any stopping automaton into one of the above form. To do this we
add to the sets of states a new state x, replace all stopping states by this state
and finally add transitions (x, a, x, x) for any a ∈ Σ and a condition (Ø, {x})
to the set of conditions. Thus constructed automaton with the empty set of
stopping states has the following property: states which are irrelevant for it are
also irrelevant for the initial automaton and vice versa.
Additionally, we have to be able to construct an automaton graph GA. The proof
of decidability of both of the problems is simple and uses the celebrated Rabin
theorem on decidability of S2S logic [2]. For a complete proof see [10].

References
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Abstract. Message Sequence Charts (MSCs) are an attractive visual
formalism widely used to capture system requirements during the early
design stages in domains such as telecommunication software. A standard
method to describe multiple communication scenarios is to use message
sequence graphs (MSGs). A message sequence graph allows the protocol
designer to write a finite specification which combines MSCs using basic
operations such as branching choice, composition and iteration. The MSC
languages described by MSGs are not necessarily regular in the sense of
[HM+99]. We characterize here the class of regular MSC languages that
are MSG-definable in terms of a notion called finitely generated MSC
languages. We show that a regular MSC language is MSG-definable if
and only if it is finitely generated. In fact we show that the subclass of
“bounded” MSGs defined in [AY99] exactly capture the class of finitely
generated regular MSC languages.

1 Introduction

Message sequence charts (MSCs) are an appealing visual formalism often used
to capture system requirements in the early design stages. They are particu-
larly suited for describing scenarios for distributed telecommunication software
[RGG96,ITU97]. They also appear in the literature as timing sequence diagrams,
message flow diagrams and object interaction diagrams and are used in a num-
ber of software engineering methodologies [BJR97,HG97,RGG96]. In its basic
form, an MSC depicts a single partially-ordered execution of a distributed sys-
tem which just describes the exchange of messages between the processes of the
system. A collection of MSCs is used to capture the scenarios that a designer
might want the system to exhibit (or avoid).

Message Sequence Graphs (MSGs) are a nice mechanism for defining collec-
tions of MSCs. An MSG is a finite directed graph with a designated initial vertex
and terminal vertex in which each node is labelled by an MSC and the edges
represent a natural concatenation operation on MSCs. The collection of MSCs
defined by an MSG consists of all those MSCs obtained by tracing a path in the
MSG from the initial vertex to the terminal vertex and concatenating the MSCs
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that are encountered along the path. It is easy to see that this way of defining a
collection of MSCs extends smoothly to the case where there are multiple termi-
nal nodes. Throughout what follows we shall assume this extended notion of an
MSG (that is, with multiple terminal nodes). For ease of presentation, we shall
also not deal with the so called hierarchical MSGs [AY99].

Intuitively, not every MSG-definable collection of MSCs can be realized as
a finite-state device. To formalize this idea we have introduced a notion of a
regular collection of MSCs and studied its basic properties [HM+99]. Our notion
of regularity is independent of the notion of MSGs.

Our main goal in this paper is to pin down the regular MSC languages that
can be defined using MSGs. We introduce the notion of an MSC language being
finitely generated. From our results, which we detail below, it follows that a
regular MSC language is MSG-definable if and only if it is finitely generated. In
fact we establish the following results.

As already mentioned, not every MSG defines a regular MSC language. Alur
and Yannakakis have identified a syntactic property called boundedness and
shown that the set of all linearizations of the MSCs defined by a bounded MSG
is a regular string language over an appropriate alphabet of events. It then fol-
lows easily that, in the present setting, every bounded MSG defines a finitely
generated regular MSC language. One of our main results here is that the con-
verse is also true, namely, every finitely generated regular MSC language can be
defined by a bounded MSG. Since every MSG (bounded or otherwise) defines
only a finitely generated MSC language, it follows that a regular MSC language
is finitely generated if and only if it is MSG-definable and, in fact, if and only if
it is bounded MSG-definable.

Since the class of regular MSC languages strictly includes the class of finitely
generated regular MSC languages, one could ask when a regular MSC language
is finitely generated. We show that this question is decidable. Finally, one can
also ask whether a given MSG defines a regular MSC language (and is hence
“equivalent” to a bounded MSG). We show that this decision problem is unde-
cidable.

Turning briefly to related literature, a number of studies are available which
are concerned with individual MSCs in terms of their semantics and proper-
ties [AHP96,LL95]. A variety of algorithms have been developed for MSGs in
the literature—for instance, pattern matching [LP97,Mus99,MPS98], detection
of process divergence and non-local choice [BL97], and confluence and race con-
ditions [MP99]. A systematic account of the various model-checking problems
associated with MSGs and their complexities can be found in [AY99]. Finally,
many of our proof techniques make use of results from the theory of Mazurkiewicz
traces [DR95].

In the next section we introduce MSCs and regular MSC languages. We then
introduce message sequence graphs in Section 3. In Section 4 we define finitely
generated MSC languages and provide an effective procedure to decide whether
a regular MSC language is finitely generated. Our main result that the class
of finitely generated regular MSC languages coincides with the class of bounded
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Fig. 1. An example MSC over {p, q, r}.

MSG-definable languages is then established. Finally, we sketch why the problem
of determining if an MSG defines a regular MSC language is undecidable. Due
to lack of space, we give here only the main technical constructions and sketches
of proofs. All the details are available in [HM+99].

2 Regular MSC Languages

We fix a finite set of processes (or agents) P and let p, q, r range over P. For
each p ∈ P we define Σp = {p!q | p 6= q} ∪ {p?q | p 6= q} to be the set of
communication actions in which p participates. The action p!q is to be read as
p sends to q and the action p?q is to be read as p receives from q. At our level
of abstraction, we shall not be concerned with the actual messages that are sent
and received. We will also not deal with the internal actions of the agents. We
set Σ =

⋃
p∈P Σp and let a, b range over Σ. We also denote the set of channels

by Ch = {(p, q) | p 6= q} and let c, d range over Ch.
A Σ-labelled poset is a structure M = (E,≤, λ) where (E,≤) is a poset and

λ : E → Σ is a labelling function. For e ∈ E we define ↓e = {e′ | e′ ≤ e}. For p ∈
P and a ∈ Σ, we set Ep = {e | λ(e) ∈ Σp} and Ea = {e | λ(e) = a}, respectively.
For each c ∈ Ch, we define the communication relation Rc = {(e, e′) | λ(e) =
p!q, λ(e′) = q?p and |↓e∩Ep!q| = |↓e′ ∩Eq?p|}. Finally, for each p ∈ P, we define
the p-causality relation Rp = (Ep × Ep)∩ ≤.

An MSC (over P) is a finite Σ-labelled poset M = (E,≤, λ) which satisfies
the following conditions:

(i) Each Rp is a linear order.
(ii) If p 6= q then |Ep!q| = |Eq?p|.

(iii) ≤ = (RP ∪ RCh)∗ where RP =
⋃

p∈P Rp and RCh =
⋃

c∈Ch Rc.

In diagrams, the events of an MSC are presented in visual order. The events of
each process are arranged in a vertical line and the members of the relation RCh
are displayed as horizontal or downward-sloping directed edges. We illustrate
the idea with an example, shown in Figure 1.

Here P = {p, q, r}. For x ∈ P, the events in Ex are arranged along the
line labelled (x) with earlier (relative to ≤) events appearing above the later
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events. The RCh -edges across agents are depicted by horizontal edges—for in-
stance e3 R(r,q) e′

2. The labelling function λ is easy to extract from the diagram—
for example, λ(e′

3) = r!p and λ(e2) = q?p.
We define regular MSC languages in terms of their linearizations. For the

MSC M = (E,≤, λ), let Lin(M) = {λ(π) | π is a linearization of (E,≤)}. By
abuse of notation, we have used λ to also denote the natural extension of λ to
E∗. The string p!q r!q q?p q?r r!p p?r is a linearization of the MSC in Figure 1.

We say that σ ∈ Σ∗ is proper if for every prefix τ of σ and every pair
(p, q) of processes, |τ |p!q ≥ |τ |q?p. We say that σ is complete if σ is proper and
|σ|p!q = |σ|q?p for every pair of processes (p, q). Clearly, any linearization of an
MSC is a complete. Conversely, every complete sequence is the linearization of
some MSC.

Henceforth, we identify an MSC with its isomorphism class. We let MP
be the set of MSCs over P. An MSC language L ⊆ MP is said to regular if⋃{Lin(M) | M ∈ L} is a regular subset of Σ∗. We note that the entire set MP
is not regular by this definition.

We define L ⊆ Σ∗ to be a regular string MSC language if there exists a
regular MSC language L ⊆ MP such that L =

⋃{Lin(M) | M ∈ L}. As shown
in [HM+99], regular MSC languages and regular string MSC languages represent
each other. Hence, abusing terminology, we will write “regular MSC language”
to mean “regular string MSC language”. From the context, it should be clear
whether we are working with MSCs from MP or complete words over Σ∗.

Given a regular subset L ⊆ Σ∗, we can decide whether L is a regular MSC
language. We say that a state s in a finite-state automaton is live if there is a path
from s to a final state. Let A = (S, Σ, sin, δ, F ) be the minimal DFA representing
L. Then it is not difficult to see that L is a regular MSC language if and only if
we can associate with each live state s ∈ S, a (unique) channel-capacity function
Ks : Ch → N which satisfies the following conditions.

(i) If s ∈ {sin} ∪ F then Ks(c) = 0 for every c ∈ Ch.
(ii) If s, s′ are live states and δ(s, p!q) = s′ then Ks′((p, q)) = Ks((p, q))+1 and

Ks′(c) = Ks(c) for every c 6= (p, q).
(iii) If s, s′ are live states and δ(s, q?p) = s′ then Ks((p, q)) > 0, Ks′((p, q)) =

Ks((p, q))−1 and Ks′(c) = Ks(c) for every c 6= (p, q).
(iv) Suppose δ(s, a) = s1 and δ(s1, b) = s2 with a ∈ Σp and b ∈ Σq, p 6= q. If

(a, b) /∈ Com or Ks((p, q)) > 0, there exists s′
1 such that δ(s, b) = s′

1 and
δ(s′

1, a) = s2. (Here and elsewhere Com = {(p!q, q?p) | p 6= q}.)

In the minimal DFA A representing a regular MSC language, if s is a live state
and a, b ∈ Σ then we say that a and b are independent at s if (a, b) ∈ Com implies
Ks((p, q)) > 0 where K is the unique channel-capacity function associated with
A and a = p!q and b = q?p.

We conclude this section by introducing the notion of B-bounded MSC lan-
guages. Let B ∈ N be a natural number. We say that a word σ in Σ∗ is B-
bounded if for each prefix τ of σ and for each channel (p, q) ∈ Ch, |τ |p!q−|τ |q?p ≤
B. We say that L ⊆ Σ∗ is B-bounded if every word σ ∈ L is B-bounded. It is
not difficult to show:
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Fig. 2. An example MSG.

Proposition 2.1. Let L be a regular MSC language. There is a bound B ∈ N

such that L is B-bounded.

3 Message Sequence Graphs

An MSG allows a protocol designer to write in a standard way [ITU97], a finite
specification which combines MSCs using operations such as branching choice,
composition and iteration. Each node is labelled by an MSC and the edges
represent the natural operation of MSC concatenation.

To bring out this concatenation operation, we let M1 = (E1,≤1, λ1) and
M2 = (E2,≤2, λ2) be a pair for MSCs such that E1 and E2 are disjoint. For
i ∈ {1, 2}, let Ri

c and {Ri
p}p∈P denote the underlying communication and process

causality relations in Mi. The (asynchronous) concatenation of M1 and M2,
denoted M1 ◦ M2, is the MSC (E,≤, λ) where E = E1 ∪ E2, λ(e) = λi(e) if
e ∈ Ei, i ∈ {1, 2}, and ≤ = (RP ∪ RCh)∗, where Rp = R1

p ∪ R2
p ∪ {(e1, e2) | e1 ∈

E1, e2 ∈ E2, λ(e1) ∈ Σp, λ(e2) ∈ Σp} for p ∈ P, and Rc = R1
c ∪ R2

c for c ∈ Com.
A Message Sequence Graph (MSG) is a structure G = (Q,→, Qin, F, Φ),

where:

– Q is a finite and nonempty set of states.
– → ⊆ Q × Q.
– Qin ⊆ Q is a set of initial states.
– F ⊆ Q is a set of final states.
– Φ : Q → MP is a (state-)labelling function.

A path π through an MSG G is a sequence q0→q1→ · · · →qn such that
(qi−1, qi) ∈ → for i ∈ {1, 2, . . . , n}. The MSC generated by π is M(π) =
M0 ◦ M1 ◦ M2 ◦ · · · ◦ Mn, where Mi = Φ(qi). A path π = q0→q1→ · · · →qn

is a run if q0 ∈ Qin and qn ∈ F . The language of MSCs accepted by G is
L(G) = {M(π) ∈ MP | π is a run through G}.

An example of an MSG is depicted in Figure 2. It’s not hard to see that the
MSC language L defined is not regular in the sense defined in Section 2. To see
this, we note that L projected to {p!q, r!s} is not a regular string language.
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Fig. 3. The atomic MSC M2 of the non-finitely-generated language Linf .

4 Bounded MSGs and Finitely Generated MSC
Languages

Let X1,X2 ⊆ MP be two sets of MSCs. As usual, X1 ◦ X2 denotes the pointwise
concatenation of X1 and X2 given by {M | ∃M1 ∈ X1, M2 ∈ X2 : M = M1 ◦M2}.
For X ⊆ MP , we define X 0 = {ε}, where ε denotes the empty MSC, and for
i ≥ 0, X i+1 = X ◦ X i. The asynchronous iteration of X is then defined by
X ~ =

⋃
i≥0 X i.

Let L ⊆ MP . We say that L is finitely generated if there is a finite set of
MSCs X ⊆ MP such that L ⊆ X ~.

We first observe that not every regular MSC language is finitely generated.
Let P = {p, q, r}. Consider the regular expression p!q σ∗ q?p, where σ is the
sequence p!r r?p r!q q?r q!p p?q. This expression describes an infinite set of
MSCs Linf = {Mi}ω

i=0. Figure 3 shows the MSC M2. None of the MSCs in this
language can be expressed as the concatenation of two or more non-trivial MSCs.
Hence, this language is not finitely generated.

Our interest in finitely generated languages stems from the fact that MSGs
can define only finitely generated MSC languages. We now wish to decide whether
a regular MSC language is finitely generated. To do this we shall make use of
the notion of atoms.

Let M, M ′ ∈ MP be nonempty MSCs. Then M ′ is a component of M in case
there exist M1, M2 ∈ M such that M = M1◦M ′◦M2. We say that M is an atom
if the only component of M is M itself. Thus, an atom is a nonempty message se-
quence chart that cannot be decomposed into non-trivial subcomponents. For an
MSC M we let Comp(M) denote the set {M ′ | M ′ is a component of M}. We let
Atoms(M) denote the set {M ′ | M ′ is an atom and M ′ is a component of M}.
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For an MSC language L ⊆ MP , Comp(L) =
⋃{Comp(M) | M ∈ L} and

Atoms(L) =
⋃{Atoms(M) | M ∈ L}. It is clear that the question of deciding

whether L is finitely generated is equivalent to checking whether Atoms(L) is
finite.

Theorem 4.1. Let L be a regular MSC language. It is decidable whether L is
finitely generated.

Proof Sketch: Let A = (S, Σ, sin, δ, F ) be the minimum DFA for L. From A,
we construct a finite family of finite-state automata which together accept the
linearizations of the MSCs in Atoms(L). It will then follow that L is finitely
generated if and only if each of these automata accepts a finite language. We
sketch the details below.

We know that for each live state s ∈ S, we can assign a capacity function
Ks : Ch → N which counts the number of messages present in each channel
when the state s is reached. We say that s is a zero-capacity state if Ks(c) = 0
for each channel c. The following claims are easy to prove.
Claim 1: Let M be an MSC in Comp(L) (in particular, in Atoms(L)) and w
be a linearization of M . Then, there are zero-capacity live states s, s′ in A such
that s

w−→ s′.
Claim 2: Let M be an MSC in Comp(L). M is an atom if and only if for each
linearization w of M and each pair (s, s′) of zero-capacity live states in A, if
s

w−→ s′ then no intermediate state visited in this run has zero-capacity.
Let us say that two complete words w and w′ are equivalent, written w ∼ w′,

if they are linearizations of the same MSC. Suppose s
w−→ s′ and w ∼ w′ .

Then it is easy to see that s
w′−→ s′ as well.

With each pair (s, s′) of live zero-capacity states we associate a language
LAt(s, s′). A word w belongs to LAt(s, s′) if and only if w is complete, s

w−→ s′

and for each w′ ∼ w the run s
w′−→ s′ has no zero-capacity intermediate states.

From the two claims proved above, each of these languages consists of all the
linearizations of some subset of Atoms(L) and the linearizations of each element
of Atoms(L) is contained in some LAt(s, s′). Thus, it suffices to check for the
finiteness of each of these languages.

Let Ls,s′ be the language of strings accepted by A when we set the initial
state to be s and the set of final states to be {s′}. Clearly LAt(s, s′) ⊆ Ls,s′ . We
now show how to construct an automaton for for LAt(s, s′).

We begin with A and prune the automaton as follows:

– Remove all incoming edges at s and all outgoing edges at s′.
– If t /∈ {s, s′} and Kt = 0, remove t and all its incoming and outgoing edges.
– Recursively remove all states that become unreachable as a result of the

preceding operation.

Let B be the resulting automaton. B accepts any complete word w on which
the run from s to s′ does not visit an intermediate zero-capacity state. Clearly,
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LAt(s, s′) ⊆ L(B). However, L(B) may also contain linearizations of non-atomic
MSCs that happen to have no complete prefix. For all such words, we know
from Claim 2 that there is at least one equivalent linearization on which the run
passes through a zero-capacity state and which would hence be eliminated from
L(B). Thus, LAt(s, s′) is the ∼-closed subset of L(B) and we need to prune B
further to obtain the automaton for LAt(s, s′).

Recall that the original DFA A was structurally closed with respect to the
independence relation on communication actions in the following sense. Suppose
δ(s1, a) = s2 and δ(s2, b) = s3 with a, b independent at s1. Then, there exists s′

2
such that δ(s1, b) = s′

2 and δ(s′
2, a) = s3.

To identify the closed subset of L(B), we look for local violations of this
“diamond” property and carefully prune transitions. We first blow up the state
space into triples of the form (s1, s2, s3) such that there exist a and a′ with
δ(s1, a) = s2 and δ(s2, a

′) = s3. Let S′ denote this set of triples. We obtain
a nondeterministic transition relation δ′ = {((s1, s2, s3), a, (t1, t2, t3)) | s2 =
t1, s3 = t2, δ(s2, a) = s3}. Set Sin = {(s1, s2, s3) ∈ S′ | s2 = sin} and F ′ =
{(s1, sf , s2) ∈ S′ | sf ∈ F}. Let B′ = (S′, Σ, δ′, Sin, F ′).

Consider any state s1 in B such that a and b are independent at s1, δ(s1, a) =
s2, δ(s2, b) = s3 but there is no s′

2 such that δ(s1, b) = s′
2 and δ(s′

2, a) = s3. For
each such s1, we remove all transitions of the form ((t, s0, s1), a, (s0, s1, t

′)) and
((t, s2, s3), b, (s2, s3, t

′)) from B′. We then recursively remove all states which
become unreachable after this pruning.

Eventually, we arrive at an automaton C such that L(C) = LAt(s, s′). Since
C is a finite-state automaton, we can easily check whether L(C) is finite. This
process is repeated for each pair of live zero-capacity states. 2

Alur and Yannakakis [AY99] introduced the notion of boundedness for MSGs.
They also showed that the set of all linearizations of the MSCs defined by a
bounded MSG is a regular string language. In the present setting this boils down
to boundedness of an MSG being a sufficient condition for its MSC language
to be regular. To state their condition, we first have to define the notion of
connectedness.

Let M = (E,≤, λ) be an MSC. We let CGM , the communication graph of
M , be the directed graph (P, 7→) defined as follows: (p, q) ∈ 7→ if and only if
there exists an e ∈ E with λ(e) = p!q. M is connected if CGM consists of one
non-trivial strongly connected component and isolated vertices. For an MSC
language L ⊆ MP we say that L is connected in case every M ∈ L is connected.

Let G = (Q,→, Qin, F, Φ) be an MSG. A loop in G is a sequence of edges
that starts and ends at the same node. We say that G is bounded if for every
loop π = q→q1→ · · · →q, the MSC M(π) is connected. An MSC language L is a
bounded MSG-language if there exists a bounded MSG G with L = L(G).

It is easy to check whether a given MSG is bounded. Clearly, the MSG of
Figure 2 is not bounded. One of the main results concerning bounded MSGs
shown in [AY99] at once implies:
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Lemma 4.2. Every bounded MSG-language is a regular MSC language.

Our main interest in this section is to prove the converse of Lemma 4.2.

Lemma 4.3. Let L be a finitely generated regular MSC language. Then, L is a
bounded MSG-language.

Proof Sketch: Suppose L is a regular MSC language accepted by the minimal
DFA A = (S, Σ, sin, δ, F ). Let Atoms(L) = {a1, a2, . . . , am}. For each atom ai,
fix a linearization ui ∈ Lin(ai). Define an auxiliary DFA B = (S0,Atoms(L), sin,

δ̂, F̂ ) as follows:

– S0 is the set of states of A which have zero-capacity functions.
– F̂ = F
– δ̂(s, ai) = s′ iff δ(s, ui) = s′ in A. (Note that u, u′ ∈ Lin(ai) implies δ(s, u) =

δ(s, u′), so s′ is fixed independent of the choice of ui ∈ Lin(ai).)

Thus, B accepts the (regular) language of atoms corresponding to L(A). We
can define a natural independence relation IA on atoms as follows: atoms ai and
aj are independent if and only if the set of active processes in ai is disjoint from
the set of active processes in aj . (The process p is active in the MSC (E,≤, λ)
if Ep is non-empty.)

It follows that L(B) is a regular Mazurkiewicz trace language over the trace
alphabet (Atoms(L), IA). As usual, for w ∈ Atoms(L)∗, we let [w] denote the
equivalence class of w with respect to IA.

We now fix a strict linear order ≺ on Atoms(L). This induces a (lexico-
graphic) total order on words over Atoms(L). Let Lex ⊆ Atoms(L)∗ be given
by: w ∈ Lex iff w is the lexicographically least element in [w].

For a trace language L over (Atoms(L), IA), let lex (L) denote the set L∩Lex.

Remark 4.4 ([DR95], Sect. 6.3.1)

(i) If L is a regular trace language over (Atoms(L), IA), then lex (L) is a regular
language over Atoms(L). Moreover, L = {[w] | w ∈ lex (L)).

(ii) If w1ww2 ∈ Lex, then w ∈ Lex.
(iii) If w is not a connected1 trace, then ww /∈ Lex.

¿From (i) we know that lex (L(B)) is a regular language over Atoms(L). Let
C = (S′,Atoms(L), s′

in, δ′, F ′) be the DFA over Atoms(L) obtained by eliminat-
ing the (unique) dead state, if any, from the minimal DFA for lex (L(B)). It is
easy to see that an MSC M belongs to L if and only if it can be decomposed
into a sequence of atoms accepted by C. Using this fact, we can derive an MSG
G from C such that L(G) = L. We define G = (Q,→, Qin, F, Φ) as follows:

– Q = S′ × (Atoms(L) ∪ {ε}).
1 A trace is said to be connected if, when viewed as a labelled partial order, its Hasse

diagram consists of a single connected component. See [DR95] for a more formal
definition.
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– Qin = {(s′
in, ε)}.

– (s, b)→(s′, b′) iff δ′(s, b′) = s′.
– F ′ = F × Atoms(L).
– Φ(s, b) = b.

Clearly G is an MSG and the MSC language that it defines is L. We need to
show that G is bounded. To this end, let π=(s, b)→(s1, b1)→ · · · →(sn, bn)→(s, b)
be a loop in G. We need to establish that the MSC M(π) = b1 ◦· · ·◦bn ◦b defined
by this loop is connected. Let w = b1b2 . . . bnb.

Consider the corresponding loop s
b1−→ s1

b2−→ · · · bn−→ sn
b−→ s in C. Since

every state in C is live, there must be words w1, w2 over Atoms(L) such that
w1w

kw2 ∈ lex (L(B)) for every k ≥ 0.
¿From (ii) of Remark 4.4, wk ∈ Lex. This means, by (iii) of Remark 4.4,

that w describes a connected trace over (Atoms(L), IA). From this, it is not
difficult to see that the underlying undirected graph of the communication graph
CGM(π) = (P, 7→) consists of a single connected component C ⊆ P and isolated
processes. We have to argue that the component C is, in fact, strongly connected.
We show that if C is not strongly connected, then the regular MSC language L
is not B-bounded for any B ∈ N, thus contradicting Proposition 2.1.

Suppose that the underlying graph of C is connected but C not strongly
connected. Then, there exist two processes p, q ∈ C such that p 7→ q, but there
is no path from q back to p in CGM(π). For k ≥ 0, let M(π)k = (E,≤, λ) be
the MSC corresponding to the k-fold iteration M(π) ◦ M(π) ◦ · · · ◦ M(π)︸ ︷︷ ︸

k times

. Since

p 7→ q in CGM(π), it follows that there are events labelled p!q and q?p in M(π).
Moreover, since there is no path from q back to p in CGM(π), we can conclude
that in M(π)k, for each event e with λ(e) = p!q, there is no event labelled q?p
in ↓e. This means that M(π)k admits a linearization v′

k with a prefix τ ′
k which

includes all the events labelled p!q and excludes all the events labelled q?p, so
that |τ |p!q − |τ |q?p ≥ k.

By Proposition 2.1, since L is a regular MSC language, there is be a bound
B ∈ N such that every word in L is B-bounded—that is, for each v ∈ L, for
each prefix τ of v and for each channel (p, q) ∈ Ch, |τ |p!q − |τ |q?p ≤ B. Recall
that w1w

kw2 ∈ lex (L(B)) for every k ≥ 0. Fix linearizations v1 and v2 of the
atom sequences w1 and w2, respectively. Then, for every k ≥ 0, uk = v1v

′
kv2 ∈ L

where v′
k is the linearization of M(π)k defined earlier. Setting k to be B+1, we

find that uk admits a prefix τk = v1τ
′
k such that |τk|p!q − |τk|q?p ≥ B+1, which

contradicts the B-boundedness of L.
Hence, it must be the case that C is a strongly connected component, which

establishes that the MSG G we have constructed is bounded. 2

Putting together Lemmas 4.2 and 4.3, we obtain the following characteriza-
tion of MSG-definable regular MSC languages.

Theorem 4.5. Let L be a regular MSC language. Then the following statements
are equivalent:
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Fig. 4. An non-bounded MSG whose language is regular.

(i) L is finitely generated.
(ii) L is a bounded MSG-language.
(iii) L is MSG-definable.

It is easy to see that boundedness is not a necessary condition for regularity.
Consider the MSG in Figure 4, which is not bounded. It accepts the regular
MSC language M ◦ (M + M ′)~.

Thus, it would be useful to provide a characterization of the class of MSGs
representing regular MSC languages. Unfortunately, the following result shows
that there is no (recursive) characterization of this class.

Theorem 4.6. The problem of deciding whether a given MSG represents a reg-
ular MSC language is undecidable.

Proof Sketch: It is known that the problem of determining whether the trace-
closure of a regular language L ⊆ A∗ with respect to a trace alphabet (A, I) is
also regular is undecidable [Sak92]. We reduce this problem to the problem of
checking whether the MSC language defined by an MSG is regular.

Let (A, I) be a trace alphabet. We fix a set of processes P and the associated
communication alphabet Σ and encode each letter a by an MSC Ma over P
such that the communication graph CGMa

is strongly connected. Moreover, if
(a, b) ∈ I, then the sets of active processes of Ma and Mb are disjoint. The
encoding ensures that we can construct a finite-state automaton to parse any
word over Σ and determine whether it arises as the linearization of an MSC of
the form Ma1 ◦ Ma2 ◦ · · · ◦ Mak

. If so, the parser can uniquely reconstruct the
corresponding word a1a2 . . . ak over A.

Let A be the minimal DFA corresponding to a regular language L over A.
We construct an MSG G from A as described in the proof of Lemma 4.3. Given
the properties of our encoding, we can then establish that the MSC language
L(G) is regular if and only if the trace-closure of L is regular, thus completing
the reduction. 2
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Pseudorandomness
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Abstract. We postulate that a distribution is pseudorandom if it cannot be told
apart from the uniform distribution by any efficient procedure. This yields a ro-
bust definition of pseudorandom generators as efficient deterministic programs
stretching short random seeds into longer pseudorandom sequences. Thus, pseu-
dorandom generators can be used to reduce the randomness-complexity in any
efficient procedure. Pseudorandom generators and computational difficulty are
closely related: loosely speaking, each can be efficiently transformed into the
other.

1 Introduction

The second half of this century has witnessed the development of three theories of ran-
domness, a notion which has been puzzling thinkers for ages. The first theory (cf. [9]),
initiated by Shannon [33], is rooted in probability theory and is focused at distributions
that are not perfectly random. Shannon’s Information Theory characterizes perfect ran-
domness as the extreme case in which the information content is maximized (and there
is no redundancy at all).1 Thus, perfect randomness is associated with a unique distri-
bution – the uniform one. In particular, by definition, one cannot generate such perfect
random strings from shorter random strings.

The second theory (cf. [22, 23]), due to Solomonov [34], Kolmogorov [21] and
Chaitin [6], is rooted in computability theory and specifically in the notion of a universal
language (equiv., universal machine or computing device). It measures the complexity
of objects in terms of the shortest program (for a fixed universal machine) that generates
the object.2 Like Shannon’s theory, Kolmogorov Complexity is quantitative and perfect
random objects appear as an extreme case. Interestingly, in this approach one may
say that a single object, rather than a distribution over objects, is perfectly random.
Still, Kolmogorov’s approach is inherently intractable (i.e., Kolmogorov Complexity is

1 In general, the amount of information in a distribution D is defined as −∑
x

D(x) log2 D(x).
Thus, the uniform distribution over strings of length n has information measure n, and any
other distribution over n-bit strings has lower information measure. Also, for any function
f : {0, 1}n → {0, 1}m with n < m, the distribution obtained by applying f to a uniformly
distributed n-bit string has information measure at most n, which is strictly lower than the
length of the output.

2 For example, the string 1n has Kolmogorov Complexity O(1)+log2 n (by virtue of the program
“print n ones” which has length dominated by the binary encoding of n. In contrast, a simple
counting argument shows that most n-bit strings have Kolmogorov Complexity at least n (since
each program can produce only one string).

U. Montanari et al. (Eds.): ICALP 2000, LNCS 1853, pp. 687–704, 2000.
c© Springer-Verlag Berlin Heidelberg 2000
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uncomputable), and – by definition – one cannot generate strings of high Kolmogorov
Complexity from short random strings.

The third theory, initiated by Blum, Goldwasser, Micali and Yao [17, 4, 37], is rooted
in complexity theory and is the focus of this survey. This approach is explicitly aimed at
providing a notion of perfect randomness that nevertheless allows to efficiently generate
perfect random strings from shorter random strings. The heart of this approach is the
suggestion to view objects as equal if they cannot be told apart by any efficient procedure.
Consequently a distribution that cannot be efficiently distinguished from the uniform
distribution will be considered as being random (or rather called pseudorandom). Thus,
randomness is not an “inherent” property of objects (or distributions) but is rather relative
to an observer (and its computational abilities). To demonstrate this approach, let us
consider the following mental experiment.

Alice and Bob play head or tail in one of the following four ways. In all
of them Alice flips a coin high in the air, and Bob is asked to guess its outcome
before the coin hits the floor. The alternative ways differ by the knowledge Bob
has before making his guess. In the first alternative, Bob has to announce his
guess before Alice flips the coin. Clearly, in this case Bob wins with probability
1/2. In the second alternative, Bob has to announce his guess while the coin is
spinning in the air. Although the outcome is determined in principle by the mo-
tion of the coin, Bob does not have accurate information on the motion and thus
we believe that also in this case Bob wins with probability 1/2. The third alter-
native is similar to the second, except that Bob has at his disposal sophisticated
equipment capable of providing accurate information on the coin’s motion as
well as on the environment effecting the outcome. However, Bob cannot process
this information in time to improve his guess. In the fourth alternative, Bob’s
recording equipment is directly connected to a powerful computer programmed
to solve the motion equations and output a prediction. It is conceivable that in
such a case Bob can improve substantially his guess of the outcome of the coin.

We conclude that the randomness of an event is relative to the information and computing
resources at our disposal. Thus, a natural concept of pseudorandomness arises – a distri-
bution is pseudorandom if no efficient procedure can distinguish it from the uniform
distribution, where efficient procedures are associated with (probabilistic) polynomial-
time algorithms.

Orientation Remarks

We consider finite objects, encoded by binary finite sequences called strings. When we
talk of distributions we mean discrete probability distributions having a finite support
that is a set of strings. Of special interest is the uniform distribution, that for a length
parameter n (explicit or implicit in the discussion), assigns each n-bit string x ∈ {0, 1}n

equal probability (i.e., probability 2−n). We will colloquially speak of “perfectly random
strings” meaning strings selected according to such a uniform distribution.

We associate efficient procedures with probabilistic polynomial-time algorithms.
An algorithm is called polynomial-time if there exists a polynomial p so that for any
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possible input x, the algorithm runs in time bounded by p(|x|), where |x| denotes the
length of the string x. Thus, the running time of such algorithm grows moderately as a
function of the length of its input. A probabilistic algorithm is one that can take random
steps, where, without loss of generality, a random step consists of selecting which of
two predetermined steps to take next so that each possible step is taken with probability
1/2. These choices are called the algorithm’s internal coin tosses.

Organization, Acknowledgment, and Further Details

Sections 2 and 3 provide a basic treatment of pseudorandom generators (as briefly
discussed in the abstract). The rest of this survey goes somewhat beyond: In Section 4
we treat pseudorandom functions, and in Section 5 we further discuss the practical and
conceptual significance of pseudorandom generators. In Section 6 we discuss alternative
notions of pseudorandom generators, viewing them all as special cases of a general
paradigm. The survey is based on [11, Chap. 3], and the interested reader is referred to
there for further details.

2 The Notion of Pseudorandom Generators

Loosely speaking, a pseudorandom generator is an efficient program (or algorithm) that
stretches short random strings into long pseudorandom sequences. The latter sentence
emphasizes three fundamental aspects in the notion of a pseudorandom generator:

1. Efficiency: The generator has to be efficient. As we associate efficient computations
with polynomial-time ones, we postulate that the generator has to be implementable
by a deterministic polynomial-time algorithm.
This algorithm takes as input a string, called its seed. The seed captures a bounded
amount of randomness used by a device that “generates pseudorandom sequences.”
The formulation views any such device as consisting of a deterministic procedure
applied to a random seed.

2. Stretching: The generator is required to stretch its input seed to a longer output
sequence. Specifically, it stretches n-bit long seeds into `(n)-bit long outputs, where
`(n) > n. The function ` is called the stretching measure (or stretching function)
of the generator.

3. Pseudorandomness: The generator’s output has to look random to any efficient
observer. That is, any efficient procedure should fail to distinguish the output of a
generator (on a random seed) from a truly random sequence of the same length.
The formulation of the last sentence refers to a general notion of computational
indistinguishability, which is the heart of the entire approach.

2.1 Computational Indistinguishability

Intuitively, two objects are called computationally indistinguishable if no efficient proce-
dure can tell them apart. As usual in complexity theory, an elegant formulation requires
asymptotic analysis (or rather a functional treatment of the running time of algorithms
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in terms of the length of their input).3 Thus, the objects in question are infinite sequences
of distributions, where each distribution has a finite support. Such a sequence will be
called a distribution ensemble. Typically, we consider distribution ensembles of the
form {Dn}n∈N, where for some function ` : N→N, the support of each Dn is a subset
of {0, 1}`(n). Furthermore, typically ` will be a positive polynomial. For such Dn, we
denote by e∼Dn the process of selecting e according to distribution Dn. Consequently,
for a predicate P , we denote by Pre∼Dn

[P (e)] the probability that P (e) holds when e
is distributed (or selected) according to Dn.

Definition 1 (Computational Indistinguishability [17, 37]): Two probability ensembles,
{Xn}n∈N and {Yn}n∈N, are called computationally indistinguishable if for any prob-
abilistic polynomial-time algorithm A, for any positive polynomial p, and for all suffi-
ciently large n’s

| Prx∼Xn [A(x) = 1] − Pry∼Yn [A(y) = 1] | <
1

p(n)

The probability is taken over Xn (resp., Yn) as well as over the coin tosses of algorithm
A.

A couple of comments are in place. Firstly, we have allowed algorithm A (called a
distinguisher) to be probabilistic. This makes the requirement only stronger, and seems
essential to several important aspects of our approach. Secondly, we view events occuring
with probability that is upper bounded by the reciprocal of polynomials as negligible.
This is well-coupled with our notion of efficiency (i.e., polynomial-time computations):
An event that occurs with negligible probability (as a function of a parameter n), will
also occur with negligible probability if the experiment is repeated for poly(n)-many
times.

We note that computational indistinguishability is a strictly more liberal notion than
statistical indistinguishability (cf. [37, 15]). An important case is the one of distributions
generated by a pseudorandom generator as defined next.

2.2 Basic Definition and Initial Discussion

We are now ready for the main definition. Recall that a stretching function, ` :N→N,
satisfies `(n) > n for all n.

Definition 2 (Pseudorandom Generators [4, 37]): A deterministic polynomial-time al-
gorithm G is called a pseudorandom generator if there exists a stretching function,
` : N→N, so that the following two probability ensembles, denoted {Gn}n∈N and
{Rn}n∈N, are computationally indistinguishable

1. Distribution Gn is defined as the output of G on a uniformly selected seed in {0, 1}n.
2. Distribution Rn is defined as the uniform distribution on {0, 1}`(n).
3 We stress that the asymptotic (or functional) treatment is not essential to this approach. One

may develop the entire approach in terms of inputs of fixed lengths and an adequate notion of
complexity of algorithms. However, such an alternative treatment is more cumbersome.
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That is, letting Um denote the uniform distribution over {0, 1}m, we require that for any
probabilistic polynomial-time algorithm A, for any positive polynomial p, and for all
sufficiently large n’s

| Prs∼Un [A(G(s)) = 1] − Prr∼U`(n) [A(r) = 1] | <
1

p(n)

Thus, pseudorandom generators are efficient (i.e., polynomial-time) deterministic pro-
grams that expand short randomly selected seeds into longer pseudorandom bit se-
quences, where the latter are defined as computationally indistinguishable from truly
random sequences by efficient (i.e., polynomial-time) algorithms. It follows that any
efficient randomized algorithm maintains its performance when its internal coin tosses
are substituted by a sequence generated by a pseudorandom generator. That is,

Construction 3 (typical application of pseudorandom generators): Let A be a prob-
abilistic polynomial-time algorithm, and ρ(n) denote an upper bound on its random-
ness complexity. Let A(x, r) denote the output of A on input x and coin tosses se-
quence r ∈ {0, 1}ρ(|x|). Let G be a pseudorandom generator with stretching function
` : N→N. Then AG is a randomized algorithm that on input x, proceeds as follows.
It sets k = k(|x|) to be the smallest integer such that `(k) ≥ ρ(|x|), uniformly selects
s ∈ {0, 1}k, and outputs A(x, r), where r is the ρ(|x|)-bit long prefix of G(s).

It can be shown that it is infeasible to find long x’s on which the input-output behavior
of AG is noticeably different from the one of A, although AG may use much fewer coin
tosses than A. That is

Proposition 4 Let A and G be as above. For any algorithm D, let ∆A,D(x) denote the
discrepancy, as judged by D, in the behavior of A and AG on input x. That is,

∆A,D(x) def= | Prr∼Uρ(n) [D(x, A(x, r)) = 1] − Prs∼Uk(n) [D(x, AG(x, s)) = 1] |
where the probabilities are taken over the Um’s as well as over the coin tosses of D. Then
for every pair of probabilistic polynomial-time algorithms, a finder F and a distinguisher
D, every positive polynomial p and all sufficiently long n’s

Pr
[
∆A,D(F (1n)) >

1
p(n)

]
<

1
p(n)

where |F (1n)| = n and the probability is taken over the coin tosses of F .

The proposition is proven by showing that a triplet (A, F, D) violating the claim can
be converted into an algorithm D′ that distinguishes the output of G from the uniform
distribution, in contradiction to the hypothesis. Analogous arguments are applied when-
ever one wishes to prove that an efficient randomized process (be it an algorithm as
above or a multi-party computation) preserves its behavior when one replaces true ran-
domness by pseudorandomness as defined above. Thus, given pseudorandom generators
with large stretching function, one can considerably reduce the randomness complexity
in any efficient application.
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2.3 Amplifying the Stretch Function

Pseudorandom generators as defined above are only required to stretch their input a bit;
for example, stretching n-bit long inputs to (n + 1)-bit long outputs will do. Clearly,
generator of such moderate stretch function are of little use in practice. In contrast,
we want to have pseudorandom generators with an arbitrary long stretch function. By
the efficiency requirement, the stretch function can be at most polynomial. It turns out
that pseudorandom generators with the smallest possible stretch function can be used
to construct pseudorandom generators with any desirable polynomial stretch function.
(Thus, when talking about the existence of pseudorandom generators, we may ignore
the stretch function.)

Theorem 5 [14]: Let G be a pseudorandom generator with stretch function `(n) =
n + 1, and `′ be any polynomially-bounded stretch function, that is polynomial-time
computable. Let G1(x) denote the |x|-bit long prefix of G(x), and G2(x) denote the last
bit of G(x) (i.e., G(x) = G1(x) G2(x)). Then

G′(s) def= σ1σ2 · · ·σ`′(|s|) ,

where x0 = s, σi = G2(xi−1) and xi = G1(xi−1), for i = 1, ..., `′(|s|)
is a pseudorandom generator with stretch function `′.

Proof Sketch: The theorem is proven using the hybrid technique (cf. [10, Sec. 3.2.3]):
One considers distributions Hi

n (for i = 0, ..., `(n)) defined by U
(1)
i P`(n)−i(U

(2)
n ),

where U
(1)
i and U

(2)
n are independent uniform distributions (over {0, 1}i and {0, 1}n,

respectively), and Pj(x) denotes the j-bit long prefix of G′(x). The extreme hybrids
correspond to G′(Un) and U`(n), whereas distinguishability of neighboring hybrids can
be worked into distinguishability of G(Un) and Un+1. Loosely speaking, suppose one
could distinguish Hi

n from Hi+1
n . Then, using Pj(s) = G2(s)Pj−1(G1(s)) (for j ≥ 1),

this means that one can distinguish Hi
n ≡ (U (1)

i , G2(U (2)
n ), P(`(n)−i)−1(G1(U (2)

n )))

from Hi+1
n ≡ (U (1)

i , U
(1′)
1 , P`(n)−(i+1)(U

(2′)
n )). Incorporating the generation of U

(1)
i

and the evaluation of P`(n)−i−1 into the distinguisher, one could distinguish (G1(U (2)
n ),

G2(U (2)
n )) ≡ G(Un) from (U (2′)

n , U
(1′)
1 ) ≡ Un+1, in contradiction to the pseudoran-

domness of G.

3 How to Construct Pseudorandom Generators

The known constructions transform computation difficulty, in the form of one-way func-
tions (defined below), into pseudorandomness generators. Loosely speaking, a polyno-
mial-time computable function is called one-way if any efficient algorithm can invert
it only with negligible success probability. For simplicity, we consider only length-
preserving one-way functions.

Definition 6 (one-way function): A one-way function, f , is a polynomial-time com-
putable function such that for every probabilistic polynomial-time algorithm A′, every
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positive polynomial p(·), and all sufficiently large n’s

Prx∼Un

[
A′(f(x))∈f−1(f(x))

]
<

1
p(n)

where Un is the uniform distribution over {0, 1}n.

Popular candidates for one-way functions are based on the conjectured intractability of
integer factorization (cf. [30] for state of the art), the discrete logarithm problem (cf. [31]
analogously), and decoding of random linear code [16]. The infeasibility of inverting f
yields a weak notion of unpredictability: Let bi(x) denotes the ith bit of x. Then, for
every probabilistic polynomial-time algorithm A (and sufficiently large n), it must be the
case that Pri,x[A(i, f(x)) 6= bi(x)] > 1/2n, where the probability is taken uniformly
over i ∈ {1, ..., n} and x ∈ {0, 1}n. A stronger (and in fact strongest possible) notion
of unpredictability is that of a hard-core predicate. Loosely speaking, a polynomial-time
computable predicate b is called a hard-core of a function f if any efficient algorithm,
given f(x), can guess b(x) only with success probability that is negligible better than
half.

Definition 7 (hard-core predicate [4]): A polynomial-time computable predicate b :
{0, 1}∗ → {0, 1} is called a hard-core of a function f if for every probabilistic
polynomial-time algorithm A′, every positive polynomial p(·), and all sufficiently large
n’s

Prx∼Un [A′(f(x))=b(x)] <
1
2

+
1

p(n)

Clearly, if b is a hard-core of a 1-1 polynomial-time computable function f then f must
be one-way.4 It turns out that any one-way function can be slightly modified so that it
has a hard-core predicate.

Theorem 8 (A generic hard-core [13]): Let f be an arbitrary one-way function, and let

g be defined by g(x, r) def= (f(x), r), where |x|= |r|. Let b(x, r) denote the inner-product
mod 2 of the binary vectors x and r. Then the predicate b is a hard-core of the function
g.

See proof in [11, Apdx C.2]. We are now ready to present constructions of pseudorandom
generators.

3.1 The Preferred Presentation

In view of Theorem 5, we may focus on constructing pseudorandom generators with
stretch function `(n) = n + 1. Such a construction is presented next.

Proposition 9 (A simple construction of pseudorandom generators): Let b be a hard-

core predicate of a polynomial-time computable 1-1 function f . Then, G(s) def= f(s) b(s)
is a pseudorandom generator.

4 Functions that are not 1-1 may have hard-core predicates of information-theoretic nature; but
these are of no use to us here. For example, functions of the form f(σ, x) = 0f ′(x) (for
σ ∈ {0, 1}) have an “information theoretic” hard-core predicate b(σ, x) = σ.
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Proof Sketch: Clearly the |s|-bit long prefix of G(s) is uniformly distributed (since f
is 1-1 and onto {0, 1}|s|). Hence, the proof boils down to showing that distinguishing
f(s)b(s) from f(s)σ, where σ is a random bit, yields contradiction to the hypothesis
that b is a hard-core of f (i.e., that b(s) is unpredictable from f(s)). Intuitively, such a
distinguisher also distinguishes f(s)b(s) from f(s)b(s), where σ = 1−σ, and so yields
an algorithm for predicting b(s) based on f(s).

In a sense, the key point in the above proof is showing that the unpredictability of
the output of G implies its pseudorandomness. The fact that (next bit) unpredictability
and pseudorandomness are equivalent in general is proven explicitly in the alternative
presentation below.

3.2 An Alternative Presentation

The above presentation is different but analogous to the original construction of pseudo-
random generators suggested by Blum and Micali [4]: Given an arbitrary stretch function
` :N→N, a 1-1 one-way function f with a hard-core b, one defines

G(s) def= b(x0)b(x1) · · · b(x`(|s|)−1) ,

where x0 = s and xi = f(xi−1) for i = 1, ..., `(|s|) − 1. The pseudorandomness of G
is established in two steps, using the notion of (next bit) unpredictability. An ensemble
{Zn}n∈N is called unpredictable if any probabilistic polynomial-time machine obtain-
ing a prefix of Zn fails to predict the next bit of Zn with probability non-negligibly
higher than 1/2.

Step 1: One first proves that the ensemble {G(Un)}n∈N, where Un is uniform over
{0, 1}n, is (next-bit) unpredictable (from right to left) [4].
Loosely speaking, if one can predict b(xi) from b(xi+1) · · · b(x`(|s|)−1) then one can
predict b(xi) given f(xi) (i.e., by computing xi+1, ..., x`(|s|)−1, and so obtaining
b(xi+1) · · · b(x`(|s|))). But this contradicts the hard-core hypothesis.

Step 2: Next, one uses Yao’s observation by which a (polynomial-time constructible)
ensemble is pseudorandom if and only if it is (next-bit) unpredictable (cf. [10,
Sec. 3.3.4]).
Clearly, if one can predict the next bit in an ensemble then one can distinguish this
ensemble from the uniform ensemble (which in unpredictable regardless of com-
puting power). However, here we need the other direction which is less obvious.
Still, one can show that (next bit) unpredictability implies indistinguishability from
the uniform ensemble. Specifically, consider the following “hybrid” distributions,
where the ith hybrid takes the first i bits from the questionable ensemble and the
rest from the uniform one. Thus, distinguishing the extreme hybrids implies distin-
guishing some neighboring hybrids, which in turn implies next-bit predictability (of
the questionable ensemble).

3.3 A General Condition for the Existence of Pseudorandom Ggenerators

Recall that given any one-way 1-1 function, we can easily construct a pseudorandom
generator. Actually, the 1-1 requirement may be dropped, but the currently known con-
struction – for the general case – is quite complex. Still we do have.
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Theorem 10 (On the existence of pseudorandom generators [18]):
Pseudorandom generators exist if and only if one-way functions exist.

To show that the existence of pseudorandom generators imply the existence of one-way
functions, consider a pseudorandom generator G with stretch function `(n) = 2n. For

x, y ∈ {0, 1}n, define f(x, y) def= G(x), and so f is polynomial-time computable (and
length-preserving). It must be that f is one-way, or else one can distinguish G(Un) from
U2n by trying to invert and checking the result: Inverting f on its range distribution
refers to the distribution G(Un), whereas the probability that U2n has inverse under f
is negligible.

The interesting direction is the construction of pseudorandom generators based on
any one-way function. In general (when f may not be 1-1) the ensemble f(Un) may not
be pseudorandom, and so Construction 9 (i.e., G(s) = f(s)b(s), where b is a hard-core of
f ) cannot be used directly. One idea of [18] is to hash f(Un) to an almost uniform string
of length related to its entropy, using Universal Hash Functions [5]. (This is done after
guaranteeing, that the logarithm of the probability mass of a value of f(Un) is typically
close to the entropy of f(Un).)5 But “hashing f(Un) down to length comparable to the
entropy” means shrinking the length of the output to, say, n′ < n. This foils the entire
point of stretching the n-bit seed. Thus, a second idea of [18] is to compensate for the
n−n′ loss by extracting these many bits from the seed Un itself. This is done by hashing
Un, and the point is that the (n−n′ +1)-bit long hash value does not make the inverting
task any easier. Implementing these ideas turns out to be more difficult than it seems,
and indeed an alternative construction would be most appreciated.

4 Pseudorandom Functions

Pseudorandom generators allow to efficiently generate long pseudorandom sequences
from short random seeds. Pseudorandom functions (defined below) are even more pow-
erful: They allow efficient direct access to a huge pseudorandom sequence (which is
infeasible to scan bit-by-bit). Put in other words, pseudorandom functions can replace
truly random functions in any efficient application (e.g., most notably in cryptography).
That is, pseudorandom functions are indistinguishable from random functions by effi-
cient machines that may obtain the function values at arguments of their choice. (Such
machines are called oracle machines, and if M is such machine and f is a function, then
Mf (x) denotes the computation of M on input x when M ’s queries are answered by
the function f .)

Definition 11 (pseudorandom functions [12]): A pseudorandom function (ensem-

ble), with length parameters `D, `R : N→N, is a collection of functions F
def= {fs :

{0, 1}`D(|s|) →{0, 1}`R(|s|)}s∈{0,1}∗ satisfying

5 Specifically, given an arbitrary one way function f ′, one first constructs f by taking a “direct
product” of sufficiently many copies of f ′. For example, for x1, ..., xn2 ∈ {0, 1}n, we let

f(x1, ..., xn2) def= f ′(x1), ..., f ′(xn2).
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– (efficient evaluation): There exists an efficient (deterministic) algorithm that given
a seed, s, and an `D(|s|)-bit argument, x, returns the `R(|s|)-bit long value fs(x).
(Thus, the seed s is an “effective description” of the function fs.)

– (pseudorandomness): For every probabilistic polynomial-time oracle machine,
M , for every positive polynomial p and all sufficiently large n’s

∣∣ Prf∼Fn
[Mf (1n) = 1] − Prρ∼Rn

[Mρ(1n) = 1]
∣∣ <

1
p(n)

where Fn denotes the distribution on fs ∈ F obtained by selecting s uniformly
in {0, 1}n, and Rn denotes the uniform distribution over all functions mapping
{0, 1}`D(n) to {0, 1}`R(n).

Suppose, for simplicity, that `D(n) = n and `R(n) = 1. Then a function uniformly
selected among 2n functions (of a pseudorandom ensemble) presents an input-output
behavior that is indistinguishable in poly(n)-time from the one of a function selected at
random among all the 22n

Boolean functions. Contrast this with the 2n pseudorandom
sequences, produced by a pseudorandom generator, that are computationally indistin-
guishable from a sequence selected uniformly among all the 2poly(n) many sequences.
Still pseudorandom functions can be constructed from any pseudorandom generator.

Theorem 12 (How to construct pseudorandom functions [12]): Let G be a pseudoran-
dom generator with stretching function `(n) = 2n. Let G0(s) (resp., G1(s)) denote the
first (resp., last) |s| bits in G(s), and

Gσ|s|···σ2σ1(s) def= Gσ|s|(· · ·Gσ2(Gσ1(s)) · · ·)

Then, the function ensemble {fs :{0, 1}|s| →{0, 1}|s|}s∈{0,1}∗ , where fs(x) def= Gx(s),
is pseudorandom with length parameters `D(n) = `R(n) = n.

The above construction can be easily adapted to any (polynomially-bounded) length
parameters `D, `R :N→N. We mention that pseudorandom functions have been used to
derive negative results in computational learning theory [35] and in complexity theory
(e.g., in the context of Natural Proofs [32]).

5 Further Discussion of Pseudorandom Generators

In this section we discuss some of the applications and conceptual aspects of pseudo-
random generators.

5.1 The Applicability of Pseudorandom Generators

Randomness is playing an increasingly important role in computation: It is frequently
used in the design of sequential, parallel and distributed algorithms, and is of course
central to cryptography. Whereas it is convenient to design such algorithms making free
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use of randomness, it is also desirable to minimize the usage of randomness in real
implementations (since generating perfectly random bits via special hardware is quite
expensive). Thus, pseudorandom generators (as defined above) are a key ingredient in an
“algorithmic tool-box” – they provide an automatic compiler of programs written with
free usage of randomness into programs that make an economical use of randomness.

Indeed, “pseudo-random number generators” have appeared with the first computers.
However, typical implementations use generators that are not pseudorandom according
to the above definition. Instead, at best, these generators are shown to pass some ad-hoc
statistical test (cf. [20]). We warn that the fact that a “pseudo-random number generator”
passes some statistical tests, does not mean that it will pass a new test and that it is
good for a future (untested) application. Furthermore, the approach of subjecting the
generator to some ad-hoc tests fails to provide general results of the type stated above
(i.e., of the form “for all practical purposes using the output of the generator is as
good as using truly unbiased coin tosses”). In contrast, the approach encompassed in
Definition 2 aims at such generality, and in fact is tailored to obtain it: The notion of
computational indistinguishability, which underlines Definition 2, covers all possible
efficient applications postulating that for all of them pseudorandom sequences are as
good as truly random ones.

Pseudorandom generators and functions are of key importance in Cryptography.
They are typically used to establish private-key encryption and authentication schemes
(cf. [11, Sec. 1.5.2 & 1.6.2]). For example, suppose that two parties share a random
n-bit string, s, specifying a pseudorandom function (as in Definition 11), and that s
is unknown to the adversary. Then, these parties may send encrypted messages to one
another by XORing the message with the value of fs at a random point. That is, to encrypt
m ∈ {0, 1}`R(n), the sender uniformly selects r ∈ {0, 1}`D(n), and sends (r, m⊕fs(r))
to the receiver. Note that the security of this encryption scheme relies on the fact that,
for every computationally-feasible adversary (not only to adversary strategies that were
envisioned and tested), the values of the function fs on such r’s look random.

5.2 The Intellectual Contents of Pseudorandom Generators

We shortly discuss some intellectual aspects of pseudorandom generators as defined
above.

Behavioristic versus Ontological. Our definition of pseudorandom generators is based
on the notion of computational indistinguishability. The behavioristic nature of the latter
notion is best demonstrated by confronting it with the Kolmogorov-Chaitin approach to
randomness. Loosely speaking, a string is Kolmogorov-random if its length equals the
length of the shortest program producing it. This shortest program may be considered the
“true explanation” to the phenomenon described by the string. A Kolmogorov-random
string is thus a string that does not have a substantially simpler (i.e., shorter) explanation
than itself. Considering the simplest explanation of a phenomenon may be viewed as
an ontological approach. In contrast, considering the effect of phenomena (on an ob-
server), as underlying the definition of pseudorandomness, is a behavioristic approach.
Furthermore, there exist probability distributions that are not uniform (and are not even
statistically close to a uniform distribution) but nevertheless are indistinguishable from
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a uniform distribution by any efficient procedure [37, 15]. Thus, distributions that are
ontologically very different, are considered equivalent by the behavioristic point of view
taken in the definitions above.

A relativistic view of randomness. Pseudorandomness is defined above in terms of
its observer. It is a distribution that cannot be told apart from a uniform distribution
by any efficient (i.e. polynomial-time) observer. However, pseudorandom sequences
may be distinguished from random ones by infinitely powerful computers (not at our
disposal!). Specifically, an exponential-time machine can easily distinguish the output
of a pseudorandom generator from a uniformly selected string of the same length (e.g.,
just by trying all possible seeds). Thus, pseudorandomness is subjective to the abilities
of the observer.

Randomness and Computational Difficulty. Pseudorandomness and computational diffi-
culty play dual roles: The definition of pseudorandomness relies on the fact that putting
computational restrictions on the observer gives rise to distributions that are not uni-
form and still cannot be distinguished from uniform. Furthermore, the construction of
pseudorandom generators rely on conjectures regarding computational difficulty (i.e.,
the existence of one-way functions), and this is inevitable: given a pseudorandom gen-
erator, we can construct one-way functions. Thus, (non-trivial) pseudorandomness and
computational hardness can be converted back and forth.

6 A General Paradigm

Pseudorandomness as surveyed above can be viewed as an important special case of a
general paradigm. A generic formulation of pseudorandom generators consists of spec-
ifying three fundamental aspects – the stretching measure of the generators; the class
of distinguishers that the generators are supposed to fool (i.e., the algorithms with re-
spect to which the computational indistinguishability requirement should hold); and the
resources that the generators are allowed to use (i.e., their own computational complex-
ity). In the above presentation we focused on polynomial-time generators (thus having
polynomial stretching measure) that fool any probabilistic polynomial-time observers.
A variety of other cases are of interest too, and we briefly discuss some of them.

6.1 Weaker Notions of Computational Indistinguishability

Whenever the aim is to replace random sequences utilized by an algorithm with pseudo-
random ones, one may try to capitalize on knowledge of the target algorithm. Above we
have merely used the fact that the target algorithm runs in polynomial-time. However,
if the application utilizes randomness in a restricted way then feeding it with sequences
of lower “randomness-quality” may do. For example, if we know that the algorithm
uses very little work-space then we may use weaker forms of pseudorandom genera-
tors, which may be easier to construct, that suffice to fool bounded-space distinguishers.
Similarly, very weak forms of pseudorandomness suffice for randomized algorithms that
can be analyzed when only referring to some specific properties of the random sequence
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they uses (e.g., pairwise independence of elements of the sequence). In general, weaker
notions of computational indistinguishability such as fooling space-bounded algorithms,
constant-depth circuits, and even specific tests (e.g., testing pairwise independence of
the sequence), arise naturally, and generators producing sequences that fool such dis-
tinguishers are useful in a variety of applications. Needless to say that we advocate a
rigorous formulation of the characteristics of such applications and rigorous construc-
tions of generators that fool the type of distinguishers that emerge. We mention some
results of this type.

Fooling space-bounded algorithms. Here we consider space-bounded randomized algo-
rithms that have on-line access to their random-tape, and so the potential distinguishers
have on-line access to the input that they inspect. Two main results in this area are:

Theorem 13 (RL ⊆ SC [26, 27]): Any language decidable by a log-space randomized
algorithm is decidable by a polynomial-time deterministic algorithm of poly-logarithmic
space complexity.

Theorem 14 (The Nisan–Zuckerman Generator [29]): Any language decidable by a
linear-space polynomial-time randomized algorithm is decidable by a randomized al-
gorithm of the same complexities that uses only a linear number of coin tosses.

Both theorems are actually special cases of more general results that refer to arbitrary
computations (rather than to decision problems).

Fooling constant-depth circuits. As a special case, we consider the problem of approx-
imately counting the number of satisfying assignments of a DNF formula. Put in other
words, we wish to generate “pseudorandom” sequences that are as likely to satisfy a
given DNF formula as uniformly selected sequences. Nisan showed that such “pseu-
dorandom” sequences can be produced using seeds of polylogarithmic length [25]. By
trying all possible seeds, one can approximately count the number of satisfying assign-
ments of a DNF formula in deterministic quasi-polynomial time.

Pairwise independent generators. We consider distributions of n-long sequences over a
finite set S. For t ∈ N, such a distribution is called t-wise independent if its projection
on any t coordinates yields a distribution that is uniform over St. We focus on the case
where |S| is a prime power, and so S can be identified with a finite field F . In such a
case, given 1n, 1t and a representation of the field F so that |F | > n, one can generated
a t-wise independent distribution over Fn in polynomial-time, using a random seed
of length t · log2 |F |. Specifically, the seed is used to specify a polynomial of degree
t − 1 over F , and the ith element in the output sequence is the result of evaluating this
polynomial at the ith field element (cf. [2, 7]).

Small-bias generators. Here, we consider distributions of n-long sequences over {0, 1}.
For ε ∈ [0, 1], such a distribution is called ε-bias if for every non-empty subset I , the
exclusive-or of the bits at locations I equals 1 with probability at least (1 − ε) · 1

2 and at
most (1 + ε) · 1

2 .
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Theorem 15 (small-bias generators [24]): Given n and ε, one can generate an ε-bias
distribution over {0, 1}n in poly(n, log(1/ε))-time, using a random seed of length
O(log(n/ε)).

See [11, Sec. 3.6.2] for more details.

Samplers (and hitters) and extractors (and dispersers). Here we consider an arbitrary
function ν : {0, 1}n → [0, 1], and seeks a universal procedure for approximating the

average value of ν, denoted ν (i.e., ν
def= 2−n

∑
x ν(x)). Such a (randomized) procedure

is called a sampler. It is given three parameters, n, ε and δ, as well as oracle access to
ν, and needs to output a value ν̃ so that Pr[|ν − ν̃| > ε] < δ. A hitter is given the
parameters, n, ε and δ, as well as a value v so that |{x : ν(x) = v}| > ε · 2n (and
oracle access to ν), and is required to find, with probability at least 1 − δ, a preimage x
so that ν(x) = v. A sampler is called non-adaptive if it determines its queries based
only on its internal coin tosses (i.e., independently on the answers obtained for previous
queries); it is called oblivious if its output is a predetermined function of the sequence
of oracle answers; and it is called averaging if its output equals the average value of
the oracle answers. (In a sense, a non-adaptive sampler corresponds to a “pseudorandom
generator” that produces at random a sequence of queries that, with high probability,
needs to be “representative” of the average value of any function.) We focus on the
randomness and query complexities of samplers, and mention that any sampler yields a
hitter with identical complexities.

Theorem 16 (The Median-of-Averages Sampler [3]): There exists a polynomial-time
(oblivious) sampler of randomness complexity O(n + log(1/δ)) and query complexity
O(ε−2 log(1/δ)). Specifically, the sampler outputs the median value amongO(log(1/δ))
values, where each of these values is the average of O(ε−2) distinct oracle answers.6

The randomness complexity can be further reduced to n + O(log(1/εδ)), and both
complexities are optimal up-to a constant multiplicative factor; see [11, Sec. 3.6.4].
Averaging samplers are closely related to extractors, but the study of the latter tends
to focus more closely on the randomness complexity (and allow query complexity that
is polynomial in the above).7 A function E : {0, 1}n × {0, 1}t → {0, 1}m is called a
(k, ε)-extractor if for any random variable X so that maxx{Pr[X = x]} ≤ 2−k it holds
that the statistical difference between E(X, Ut) and Um is at most ε, where Ut and Um

are independently and uniformly distributed over {0, 1}t and {0, 1}m, respectively. (An
averaging sampler of randomness complexity r(m, ε, δ) and query complexity q(m, ε, δ)
corresponds to an extractor in which (the yet unspecified parameters are) n = r(m, ε, δ),
t = log2 q(m, ε, δ), and k = n − log2(1/δ).) A landmark in the study of extractors is
the following

Theorem 17 (Trevisan’s Extractor [36]): For any a, b > 0, let k(n) = na and m(n) =
dk(n)1−be. For t(n) = O(log n) and ε(n) > 1/poly(n), there exists a polynomial-time

6 Each of the O(log(1/δ)) sequences of O(ε−2) queries is produced by a pairwise independent
generator, and the seeds used for these different sequences are generated by a random walk on
an expander graph (cf. [1] and [11, Sec. 3.6.3]).

7 The relation between hitters and dispersers is analogous.
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computable family of functions {En : {0, 1}n × {0, 1}t(n) → {0, 1}m(n)}n∈N so that
En is an (k(n), ε(n))-extractor.

The theorem is proved by reducing the construction of extractors to the construction of
certain pseudorandom generators (considered in the next subsection). The reduction is
further discussed at the end of the next subsection.

6.2 Alternative Notions of Generator Efficiency

The above discussion has focused on one aspect of the pseudorandomness question –
the resources or type of the observer (or potential distinguisher). Another important
question is at what cost can pseudorandom sequences be generated (from much shorter
seeds, assuming this is at all possible). Throughout this survey we have required the
generation process to be at least as efficient as the efficiency limitations of the dis-
tinguisher.8 This seems indeed “fair” and natural. Allowing the generator to be more
complex (i.e., use more time or space resources) than the distinguisher seems unfair
(and is typically unreasonable in the context of cryptography), but still yields interesting
consequences in the context of “de-randomization” (i.e., transforming randomized al-
gorithms into equivalent deterministic algorithms (of slightly higher complexity)). For
example, one may consider generators working in time exponential in the length of the
seed. As observed by Nisan and Wigderson [28], in some cases we lose nothing by
being more liberal (i.e., allowing exponential-time generators). To see why, we consider
a typical de-randomization argument, proceeding in two steps: First one replaces the
true randomness of the algorithm by pseudorandom sequences generated from much
shorter seeds, and next one goes deterministically over all possible seeds and looks for
the most frequent behavior of the modified algorithm. Thus, in such a case the deter-
ministic complexity is anyhow exponential in the seed length. The benefit of allowing
exponential-time generators is that constructing exponential-time generators may be
easier than constructing polynomial-time ones. A typical result in this vein follows.

Theorem 18 (De-randomization of BPP [19] (building upon [28])): Suppose that there
exists a language L ∈ E having almost-everywhere exponential circuit complexity.9

Then, BPP = P .

Proof Sketch: Underlying the proof is a construction of a pseudorandom generator due
to Nisan and Wigderson [25, 28]. This construction utilizes a predicate computable in
exponential-time but unpredictable, even to within a particular exponential advantage,
by any circuit family of a particular exponential size. (The crux of [19] is in supplying

8 If fact, we have required the generator to be more efficient than the distinguisher: The former
was required to be a fixed polynomial-time algorithm, whereas the latter was allowed to be any
algorithm with polynomial running time.

9 We say that L is in E if there exists an exponential time algorithm for deciding L; that is,
the running-time of the algorithm on input x is at most 2O(|x|). By saying that L has almost-
everywhere exponential circuit complexity we mean that there exists a constant b > 0 such
that, for all but finitely many k’s, any circuit Ck that correctly decides L on {0, 1}k has size at
least 2bk.
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such a predicate, given the hypothesis.) Given such a predicate the generator works by
evaluating the predicate on exponentially-many subsequences of the bits of the seed so
that the intersection of any two subsets is relatively small.10 Thus, for some constant
b > 0 and all k’s, the generator stretches seeds of length k into sequences of length 2bk

that (as loosely argued below) cannot be distinguished from truly random sequences by
any circuit of size 2bk. The de-randomization of BPP proceeds by setting the seed-length
to be logarithmic in the input length, and utilizing the above generator.

The above generator fools circuits of the stated size, even when these circuits are
presented with the seed as auxiliary input. (These circuits are smaller than the run-
ning time of the generator and so they cannot just evaluate the generator on the given
seed.) The proof that the generator fools such circuits refers to the characterization of
pseudorandom sequences as unpredictable ones. Thus, one proves that the next bit in
the generator’s output cannot be predicted given all previous bits (as well as the seed).
Assuming that a small circuit can predict the next bit of the generator, we construct
a circuit for predicting the hard predicate. The new circuit incorporates the best (for
such prediction) augmentation of the input to the circuit into a seed for the generator
(i.e., the bits not in the specific subset of the seed are fixed in the best way). The key
observation is that all other bits in the output of the generator depend only on a small
fraction of the input bits (i.e., recall the small intersection clause above), and so circuits
for computing these other bits have relatively small size (and so can be incorporated in
the new circuit). Using all these circuits, the new circuit forms the adequate input for
the next-bit predicting circuit, and outputs whatever the latter circuit does.

Connection to extractors. Trevisan’s construction [36] adapts the computational frame-
work underlying the Nisan–Wigderson Generator [28] to the information-theoretic con-
text of extractors. His adaptation is based on two key observations. The first observation
is that the generator itself uses a (supposedly hard) predicate as a black-box. Trevisan’s
construction utilizes a “random” predicate which is encoded by the first input to the ex-
tractor. For example, the n-bit input may encode a predicate on log2 n bits in the obvious
manner. The second input to the extractor, having length t = O(log n), will be used as
the seed to the resulting generator (defined by using this random predicate in a black-
box manner). The second key observation is that the proof of indistinguishability of the
generator provides a black-box procedure for computing the underlying predicate when
given oracle access to a distinguisher. Thus, any subset S ⊂ {0, 1}m of the possible
outputs of the extractor gives rise to a relatively small set PS of predicates, so that for
each value x ∈ {0, 1}n of the first input to the extractor, if S “distinguishes” the output
of the extractor (on a random second input) from the uniform distribution then one of
the predicates in PS equals the predicate associated with x. It follows that for every set
S, the set of possible first inputs for which the probability that the extractor hits S does
not approximate the density of S is small. This establishes the extraction property.

10 These subsets have size linear in the length of the seed, and intersect on a constant fraction of
their respective size. Furthermore, they can be determined within exponential-time.
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Abstract. We study contention-resolution protocols for multiple-access
channels. We show that every backoff protocol is transient if the arrival
rate, λ, is at least 0.42 and that the capacity of every backoff protocol
is at most 0.42. Thus, we show that backoff protocols have (provably)
smaller capacity than full-sensing protocols. Finally, we show that the
corresponding results, with the larger arrival bound of 0.531, also hold
for every acknowledgement-based protocol.

1 Introduction

A multiple-access channel is a broadcast channel that allows multiple users to
communicate with each other by sending messages onto the channel. If two or
more users simultaneously send messages, then the messages interfere with each
other (collide), and the messages are not transmitted successfully. The channel is
not centrally controlled. Instead, the users use a contention-resolution protocol
to resolve collisions. Thus, after a collision, each user involved in the collision
waits a random amount of time (which is determined by the protocol) before
re-sending.

Following previous work on multiple-access channels, we work in a time-
slotted model in which time is partitioned into discrete time steps. At the be-
ginning of each time step, a random number of messages enter the system, each
of which is associated with a new user which has no other messages to send.
The number of messages that enter the system is drawn from a Poisson distribu-
tion with mean λ. During each time step, each message chooses independently
whether to send to the channel. If exactly one message sends to the channel
during the time step, then this message leaves the system and we call this a
success. Otherwise, all of the messages remain in the system and the next time
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step is started. Note that when a message sends to the channel this may or may
not result in a success, depending on whether or not any other messages send to
the channel.

The quality of a protocol can be measured in several ways. Typically, one
models the execution of the protocol as a Markov chain. If the protocol is good
(for a given arrival rate λ), the corresponding Markov chain will be recurrent
(with probability 1, it will eventually return to the empty state in which no
messages are waiting). Otherwise, the chain is said to be transient (and we also
say that a protocol is transient). Note that transience is a very strong form of
instability. In particular, if we focus on any finite set of “good” states then if
the chain is transient, the probability of visiting these states at least N times
during the infinite run of the protocol is exponentially small in N . (This follows
because the relevant Markov chain is irreducible and aperiodic.)

Another way to measure the quality of a protocol is to measure its capacity.
A protocol is said to achieve throughput λ if, when it is run with input rate λ,
the average success rate is λ. The capacity of the protocol [4] is the maximum
throughput that it achieves.

The protocols that we consider in this paper are acknowledgement-based pro-
tocols. In the acknowledgement-based model, the only information that a user
receives about the state of the system is the history of its own transmissions. An
alternative model is the full-sensing model, in which every user listens to the
channel at every step, regardless of whether it sends during the step.1

One particularly simple and easy-to-implement class of acknowledgement-
based protocols is the class of backoff protocols. A backoff protocol is a sequence
of probabilities p0, p1, . . .. If a message has sent unsuccessfully i times before a
time-step, then with probability pi, it sends during the time-step. Otherwise, it
does not send. Kelly and MacPhee [12], [13], [16] gave a formula for the critical
arrival rate, λ∗ , of a backoff protocol, which is the minimum arrival rate for
which the expected number of successful transmissions that the protocol makes
is finite.2

Perhaps the best-known backoff protocol is the binary exponential backoff
protocol in which pi = 2−i. This protocol is the basis of the Ethernet protocol of
Metcalfe and Boggs [17].3 Kelly and MacPhee showed that the critical arrival rate
of this protocol is ln 2. Thus, if λ > ln 2, then binary exponential backoff achieves
only a finite number of successful transmissions (in expectation). Aldous [1]
showed that the binary exponential backoff protocol is not a good protocol for

1 In practice, it is possible to implement the full-sensing model when there is a single
channel, but this becomes increasingly difficult in situations where there are multiple
shared channels, such as optical networks. Thus, acknowledgement-based protocols
are sometimes preferable to full-sensing protocols. For work on contention-resolution
in the multiple-channel setting, see [6].

2 If λ > λ∗, then the expected number of successes is finite, even if the protocol runs
forever. They showed that the critical arrival rate is 0 if the expected number of
times that a message sends during the first t steps is ω(log t).

3 There are several differences between the “real-life” Ethernet protocol and “pure”
binary exponential backoff, but we do not describe these here.
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any positive arrival rate λ. In particular, it is transient and the expected number
of successful transmissions in t steps is o(t). MacPhee [16] posed the question
of whether there exists a backoff protocol which is recurrent for some positive
arrival rate λ.

In this paper, we show that there is no backoff protocol which is recurrent
for λ ≥ 0.42. (Thus, every backoff protocol is transient if λ ≥ 0.42.) Also, every
backoff protocol has capacity at most 0.42. As far as we know, our result is the
first proof showing that backoff protocols have smaller capacity than full-sensing
protocols. In particular, Mosely and Humblet [19] have discovered a full-sensing
protocol with capacity 0.48776.4 Finally, we show that no acknowledgement-
based protocol is recurrent for λ ≥ 0.530045.

1.1 Related Work

Backoff protocols and acknowledgement-based protocols have also been studied
in an n-user model, which combines contention-resolution with queueing. In this
model, it is assumed that n users maintain queues of messages, and that new
messages arrive at the tails of the queues. At each step, the users use contention-
resolution protocols to try to send the messages at the heads of their queues.
It turns out that the queues have a stabilising effect, so some protocols (such
as “polynomial backoff”) which are unstable in our model [13] are stable in the
queueing model [11]. We will not describe queueing-model results here, but the
reader is referred to [2], [8], [11], [21].

Much work has gone into determining upper bounds on the capacity that can
be achieved by a full-sensing protocol. The current best result is due to Tsybakov
and Likhanov [23] who have shown that no protocol can achieve capacity higher
than 0.568. (For more information, see [4], [9], [14], [15], [18], [22].)

1.2 Improvements

We choose λ = 0.42 in order to make the proof of Lemma 3 as simple as possible.
The lemma seems to be true for λ down to about 0.41 and presumably the
parameters A and B could be tweaked to get λ slightly smaller.

2 Markov Chain Background

An irreducible aperiodic Markov chain X = {X0, X1, . . .} with a countable state
space Ω (see [10]) is recurrent if it returns to its start state with probability 1.
That is, it is recurrent if for some state i (and therefore, for all i), Prob[Xt =
i for some t ≥ 1 | X0 = i] = 1. Otherwise, X is said to be transient. X is
positive recurrent (or ergodic) if the expected number of steps that it takes
4 Mosely and Humblet’s protocol is a “tree protocol” in the sense of Capetanakis [3]

and Tsybakov and Mikhailov [24]. For a simple analysis of the protocol, see [25].
Vvedenskaya and Pinsker have shown how to modify Mosely and Humblet’s protocol
to achieve an improvement in the capacity (in the seventh decimal place) [26].
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before returning to its start state is finite. We use the following theorems which
we take from [5].

Theorem 1. (Fayolle, Malyshev, Menshikov) A time-homogeneous irreducible
aperiodic Markov chain X with countable state space Ω is not positive recurrent
if there is a function f with domain Ω and there are constants C, d such that

1. there is a state x with f(x) > C, and a state x with f(x) ≤ C, and
2. E[f(X1) − f(X0) | X0 = x] ≥ 0 for all x with f(x) > C, and
3. E[ |f(X1) − f(X0)| | X0 = x] ≤ d for every state x.

Theorem 2. (Fayolle, Malyshev, Menshikov) A time-homogeneous irreducible
aperiodic Markov chain X with countable state space Ω is transient if there are
a positive function f with domain Ω and positive constants C, d, ε such that

1. there is a state x with f(x) > C, and a state x with f(x) ≤ C, and
2. E[f(X1) − f(X0) | X0 = x] ≥ ε for all x with f(x) > C, and
3. if |f(x) − f(y)| > d then the probability of moving from x to y in a single

move is 0.

3 Stochastic Domination and Monotonicity

Suppose that X is a Markov chain and that the (countable) state space Ω of the
chain is a partial order with binary relation ≤. If A and B are random variables
taking states as values, then B dominates A if and only if there is a joint sample
space for A and B in which the value of A is always less than or equal to the value
of B. Note that there will generally be other joint sample spaces in which the
value of A can exceed the value of B. Nevertheless, We write A ≤ B to indicate
that B dominates A. We say that X is monotonic if for any states x ≤ x′, the
next state conditioned on starting at x′ dominates the next state conditioned on
starting at x. (Formally, (X1 | X0 = x′) dominates (X1 | X0 = x).)

When an acknowledgement-based protocol is viewed as a Markov chain, the
state is just the collection of messages in the system. (Each message is identified
by the history of its transmissions.) Thus, the state space is countable and it
forms a partial order with respect to the subset inclusion relation ⊆ (for mul-
tisets). We say that a protocol is deletion resilient [7] if its Markov chain is
monotonic with respect to the subset-inclusion partial order.

Observation 3. Every acknowledgement-based protocol is deletion resilient.

As we indicated earlier, we will generally assume that the number of mes-
sages entering the system at a given step is drawn from a Poisson process with
mean λ. However, it will sometimes be useful to consider other message-arrival
distributions. If I and I ′ are message-arrival distributions, we write I ≤ I ′ to
indicate that the number of messages generated under I is dominated by the
number of messages generated under I ′.

Observation 4. If the acknowledgement-based protocol P is recurrent under
message-arrival distribution I ′ and I ≤ I ′ then P is also recurrent under I.
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4 Backoff Protocols

In this section, we will show that there is no backoff protocol which is recur-
rent for λ ≥ 0.42. Our method will be to use the “drift theorems” in Section 2.
Let p0, p1, . . . be a backoff protocol. Without loss of generality, we can assume
p0 = 1, since we can ignore new arrivals until they first send. Let λ = 0.42. Let
X be the Markov chain described in Section 3 which describes the behaviour
of the protocol with arrival rate λ. First, we will construct a potential function
(Lyapounov function) f which satisfies the conditions of Theorem 1, that is, a
potential function which has a bounded positive drift. We will use Theorem 1
to conclude that the chain is not positive recurrent. Next, we will consider the
behaviour of the protocol under a truncated arrival distribution and we will use
Theorem 2 to show that the protocol is transient. Using Observation 4 (domina-
tion), we will conclude that the protocol is also transient with Poisson arrivals at
rate λ or higher. Finally, we will show that the capacity of every backoff protocol
is at most 0.42.

We now define some parameters of a state x. Let k(x) denote the number
of messages in state x. If k(x) = 0, then p(x) = r(x) = u(x) = 0. Otherwise,
let m1, . . . , mk(x) denote the messages in state x, with send probabilities ρ1 ≥
· · · ≥ ρk(x). Let p(x) = ρ1 and let r(x) denote the probability that at least one
of m2, . . . , mk(x) sends on the next step. Let u(x) denote the probability that
exactly one of m2, . . . , mk(x) sends on the next step. Clearly u(x) ≤ r(x). If
p(x) < r(x) then we use the following (tighter) upper bound for u(x), which we
prove in the full version.

Lemma 1. If p(x) < r(x) then u(x) ≤ r(x)−r(x)2/2
1−p(x)/2 .

Let S(x) denote the probability that there is a success when the system is
run for one step starting in state x. (Recall that a success occurs if exactly one
message sends during the step. This single sender might be a new arrival, or it
might be an old message from state x.) Let

g(r, p) = e−λ[(1 − r)p + (1 − p) min{r,
r − r2/2
1 − p/2

} + (1 − p)(1 − r)λ].

We now have the following corollary of Lemma 1.

Corollary 1. For any state x, S(x) ≤ g(r(x), p(x)).

Let s(x) denote the probability that at least one message in state x sends
on the next step. That is, s(x) is the probability that at least one existing
message in x sends. New arrivals may also send. There may or may not be
a success. (Thus, if x is the empty state, then s(x) = 0.) Let A = 0.9 and
B = 0.41. For every π ∈ [0, 1], let c(π) = max(0,−A π + B). For every state x,
let f(x) = k(x) + c(s(x)). The function f is the potential function alluded to
earlier, which plays a leading role in Theorems 1 and 2. To a first approximation,
f(x) counts the number of messages in the state x, but the small correction term
is crucial. Finally, let

h(r, p) = λ−g(r, p)− [1−e−λ(1−p)(1−r)(1+λ)]c(r+p−r p)+e−λp(1−r)c(r).
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Now we have the following.

Observation 5. For any state x, E[ |f(X1) − f(X0)| | X0 = x] ≤ 1 + B.

Lemma 2. For any state x, E[f(X1) − f(X0) | X0 = x] ≥ h(r(x), p(x)).

Proof. The result follows from the following chain of inequalities, each link of
which is justified below.

E[f(X1) − f(X0) | X0 = x] = λ − S(x) + E[c(s(X1)) | X0 = x] − c(s(x))
≥ λ − g(r(x), p(x)) + E[c(s(X1)) | X0 = x] − c(s(x))
≥ λ − g(r(x), p(x)) + e−λ(1 − p(x))(1 − r(x))(1 + λ)c(s(x))

+ e−λp(x)(1 − r(x))c(r(x)) − c(s(x))
= h(r(x), p(x)).

The first inequality follows from Corollary 1. The second comes from substituting
exact expressions for c(s(X1)) whenever the form of X1 allows it, and using the
bound c(s(X1)) ≥ 0 elsewhere. If none of the existing messages sends and there
is at most one arrival, then c(s(X1)) = c(s(x)), giving the third term; if message
m1 alone sends and there are no new arrivals then c(s(X1)) = c(r(x)), giving the
fourth term. The final equality uses the fact that s(x) = p(x) + r(x) − p(x)r(x).

ut

Lemma 3. For any r ∈ [0, 1] and p ∈ [0, 1], h(r, p) ≥ 0.003.

Proof. Figure 1 contains a (Mathematica-produced) plot of −h(r, p) over the
range r ∈ [0, 1], p ∈ [0, 1]. The plot suggests that −h(r, p) is bounded below
zero. The proof of the lemma (which is in the full version of the paper) involves
evaluating certain polynomials at about 40 thousand points, and we did this
using Mathematica. ut

We now have the following theorem.

Theorem 6. No backoff protocol is positive recurrent when the arrival rate is
λ = 0.42.

Proof. This follows from Theorem 1, Observation 5 and Lemmas 2 and 3. The
value C in Theorem 1 can be taken to be 1 and the value d can be taken to be
1 + B. ut

Now we wish to show that every backoff protocol is transient for λ ≥ 0.42.
Once again, fix a backoff protocol p0, p1, . . . with p0 = 1. Notice that our potential
function f almost satisfies the conditions in Theorem 2. The main problem is
that there is no absolute bound on the amount that f can change in a single step,
because the arrivals are drawn from a Poisson distribution. We get around this
problem by first considering a truncated-Poisson distribution, TM,λ, in which the



A Bound on the Capacity of Backoff and Acknowledgement-Based Protocols 711

0
0.2

0.4
0.6

0.8

1

p

0
0.2

0.4
0.6

0.8 1
r

-0.1

-0.075

-0.05

-0.025

0

0
0.2

0.4
0.6

0.8p

0
0.2

0.4
0.6

0.8

Fig. 1. −h(r, p) over the range r ∈ [0, 1], p ∈ [0, 1].

probability of r inputs is e−λλr/r! (as for the Poisson distribution) when r < M ,
but r = M for the remaining probability. By choosing M sufficiently large we
can have E[TM,λ] arbitrarily close to λ. Using methods similar to those used in
the proof of Theorem 6 (but using Theorem 2 instead of Theorem 1) we obtain
Lemma 4 which in turn (by Observation 4) implies Theorem 7. Lemmas 2 and 3
can also be used (together with deletion resilience (Observation 3)) to show that
the capacity of every backoff protocol is at most 0.42, so we obtain Theorem 8.
For details, see the full version.

Lemma 4. Every backoff protocol is transient for the input distribution TM,λ

when λ = 0.42 and λ′ = E[TM,λ] > λ− 0.001.

Theorem 7. Every backoff protocol is transient under the Poisson distribution
with arrival rate λ ≥ 0.42.

Theorem 8. The capacity of every backoff protocol is at most 0.42.

5 Acknowledgement-Based Protocols

We will prove that every acknowledgement-based protocol is transient for all
λ > 0.531; see Theorem 9 for a precise statement of this claim.
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An acknowledgement-based protocol can be viewed a system which, at ev-
ery step t, decides what subset of the old messages to send. The decision is a
probabilistic one dependent on the histories of the messages held. As a technical
device for proving our bounds, we introduce the notion of a “genie”, which (in
general) has more freedom in making these decisions than a protocol.

Since we only consider acknowledgement-based protocols, the behaviour of
each new message is independent of the other messages and of the state of the
system until after its first send. This is why we ignore new messages until their
first send – for Poisson arrivals this is equivalent to the convention that each
message sends at its arrival time. As a consequence, we impose the limitation on
a genie, that each decision is independent of the number of arrivals at that step.

A genie is a random variable over the natural numbers, dependent on the
complete history (of arrivals and sends of messages) up to time t−1, which gives
a natural number representing the number of (old) messages to send at time t. It
is clear that for every acknowledgement-based protocol there is a corresponding
genie. However there are genies which do not behave like any protocol, e.g., a
genie may give a cumulative total number of “sends” up to time t which exceeds
the actual number of arrivals up to that time.

We prove a preliminary result for such “unconstrained” genies, but then we
impose some constraints reflecting properties of a given protocol in order to
prove our final results.

Let I(t), G(t) be the number of arrivals and the genie’s send value, respec-
tively, at step t. It is convenient to introduce some indicator variables to express
various outcomes at the step under consideration. We use i0, i1 for the events of
no new arrival, or exactly one arrival, respectively, and g0, g1 for the events of no
send and exactly one send from the genie. The indicator random variable S(t)
for a success at time t is given by S(t) = i0g1 + i1g0. Let In(t) =

∑
j≤t I(j) and

Out(t) =
∑

j≤t S(j). Define Backlog(t) = In(t) − Out(t). Let λ = λ0 ≈ 0.567 be
the (unique) root of λ = e−λ.

Lemma 5. For any genie and input rate λ > λ0, there exists ε > 0 such that

Prob[Backlog(t) > εt for all t ≥ T ] → 1 as T → ∞.

Proof. Let 3ε = λ − e−λ > 0. At any step t, S(t) is a Bernoulli variable with
expectation 0, e−λ, λe−λ, according as G(t) > 1, G(t) = 1, G(t) = 0, respectively,
which is dominated by the Bernoulli variable with expectation e−λ. Therefore
E[Out(t)] ≤ e−λt, and also, Prob[Out(t) − e−λt < εt for all t ≥ T ] → 1 as T →
∞. (To see this note that, by a Chernoff bound, Prob[Out(t)−e−λt ≥ εt] ≤ e−δt

for a positive constant δ. Thus,

Prob[∃t ≥ T such that Out(t) − e−λt ≥ εt] ≤
∑
t≥T

e−δt,

which goes to 0 as T goes to ∞.) We also have E[In(t)] = λt and Prob[λt−In(t) ≤
εt for all t ≥ T ] → 1 as T → ∞, since In(t) = Poisson(λt). Since

Backlog(t) = In(t) − Out(t) = (λ − e−λ)t + (In(t) − λt) + (e−λt − Out(t))
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= εt + (εt + In(t) − λt) + (εt + e−λt − Out(t)),

the result follows. ut

Corollary 2. No acknowledgement-based protocol is recurrent for λ > λ0 or has
capacity greater than λ0.

To strengthen the above result we introduce a restricted class of genies. We
think of the messages which have failed exactly once as being contained in the
bucket. (More generally, we could consider an array of buckets, where the jth
bucket contains those messages which have failed exactly j times.) A 1-bucket
genie, here called simply a bucket genie, is a genie which simulates a given
protocol for the messages in the bucket and is required to choose a send value
which is at least as great as the number of sends from the bucket. For such
constrained genies, we can improve the bound of Corollary 2.

For the range of arrival rates we consider, an excellent strategy for a genie is to
ensure that at least one message is sent at each step. Of course a bucket genie has
to respect the bucket messages and is obliged sometimes to send more than one
message (inevitably failing). An eager genie always sends at least one message,
but otherwise sends the minimum number consistent with its constraints.

An eager bucket genie is easy to analyse, since every arrival is blocked by
the genie and enters the bucket. For any acknowledgement-based protocol, let
Eager denote the corresponding eager bucket genie. Let λ = λ1 ≈ 0.531 be the
(unique) root of λ = (1 + λ)e−2λ. The following lemma is proved in the full
version.

Lemma 6. For any eager bucket genie and input rate λ > λ1, there exists ε > 0
such that

Prob[Backlog(t) > εt for all t ≥ T ] → 1 as T → ∞.

Let Any be an arbitrary bucket genie and let Eager be the eager bucket genie
based on the same bucket parameters. We may couple the executions of Eager
and Any so that the same arrival sequences are presented to each. It will be
clear that at any stage the set of messages in Any’s bucket is a subset of those
in Eager’s bucket. We may further couple the behaviour of the common subset
of messages. Let λ = λ2 ≈ 0.659 be the (unique) root of λ = 1 − λe−λ.

Lemma 7. For the coupled genies Any and Eager defined above, if OutA and
OutE are the corresponding output functions, we define ∆Out(t) = OutE(t) −
OutA(t). For any λ ≤ λ2 and any ε > 0,

Prob[∆Out(t) ≥ −εt for all t ≥ T ] → 1 as T → ∞.

Proof. Let c0, c1, c∗ be indicators for the events of the number of common mes-
sages sending being 0, 1, or more than one, respectively. In addition, for the mes-
sages which are only in Eager’s bucket, we use the similar indicators e0, e1, e∗. Let
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a0, a1 represent Any not sending, or sending, additional messages respectively.
(Note that Eager’s behaviour is fully determined.)

We write Z(t) for ∆Out(t) − ∆Out(t − 1), for t > 0, so Z represents the dif-
ference in success between Eager and Any in one step. In terms of the indicators
we have

Z(t) = SE(t) − SA(t) = i0gE1(t) + i1gE0(t) − i0gA1(t) − i1gA0(t),

where SE(t) is the indicator random variable for a success of Eager at time t
and gE1(t) is the event that Eager sends exactly one message during step t (and
so on) as in the paragraph before Lemma 5. Thus,

Z(t) ≥ i0c0(a0(e0 + e1) − a1e∗) − i0c1(e1 + e∗) − i1c0a0.

Note that if the number of arrivals plus the number of common bucket sends
is more than 1 then neither genie can succeed. We also need to keep track of the
number, ∆B, of extra messages in Eager’s bucket. At any step, at most one new
such extra message can arrive; the indicator for this event is i1c0a0, i.e., there is
a single arrival and no sends from the common bucket, so if Any does not send
then this message succeeds but Eager’s send will cause a failure. The number of
“extra” messages leaving Eager’s bucket at any step is unbounded, given by a
random variable we could show as e = 1 · e1 + 2 · e2 + · · · . However e dominates
e1 +e∗ and it is sufficient to use the latter. The change at one step in the number
of extra messages satisfies:

∆B(t) − ∆B(t − 1) = i1c0a0 − e ≤ i1c0a0 − (e1 + e∗).

Next we define Y (t) = Z(t)−α(∆B(t)−∆B(t−1)), for some positive constant
α to be chosen below. Note that X(t) =

∑t
j=1 Y (j) = ∆Out(t) − α∆B(t). We

also define

Y ′(t) = i0c0(a0(e0 + e1) − a1e∗) − i0c1(e1 + e∗) − i1c0a0 − α(i1c0a0 − (e1 + e∗))

and X ′(t) =
∑t

j=1 Y ′(j). Note that Y (t) ≥ Y ′(t).
We can identify five (exhaustive) cases A,B,C,D,E depending on the values

of the c’s, a’s and e’s, such that in each case Y ′(t) dominates a given random
variable depending only on I(t).

A. c∗: Y ′(t) ≥ 0;
B. (c1 + c0a1)(e1 + e∗): Y ′(t) ≥ α − i0;
C. (c1 + c0a1)e0: Y ′(t) ≥ 0;
D. c0a0(e0 + e1): Y ′(t) ≥ i0 − (1 + α)i1;
E. c0a0e∗: Y ′(t) ≥ α − (1 + α)i1.

For example, the correct interpretation of Case B is “conditioned on (c1 +
c0a1)(e1 + e∗) = 1, the value of Y ′(t) is at least α − i0.” Since E[i0] = e−λ and
E[i1] = λe−λ, we have E[Y ′(t)] ≥ 0 in each case, as long as max{e−λ, λe−λ/(1 −
λe−λ)} ≤ α ≤ 1/λ − 1. There exists such an α for any λ ≤ λ2; for such λ we
may take the value α = e−λ, say.
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Let Ft be the σ-field generated by the first t steps of the coupled process.
Let Ŷ (t) = Y ′(t) − E[Y ′(t) | Ft−1] and let X̂(t) =

∑t
i=1 Ŷ (t). The sequence

X̂(0), X̂(1), . . . forms a martingale (see Definition 4.11 of [20]) since E[X̂(t) |
Ft−1] = X̂(t − 1). Furthermore, there is a positive constant c such that |X̂(t) −
X̂(t−1)| ≤ c. Thus, we can apply the Hoeffding-Azuma Inequality (see Theorem
4.16 of [20]). In particular, we can conclude that

Prob[X̂t ≤ −εt] ≤ 2 exp
(

− ε2t

2c2

)
.

Our choice of α above ensured that E[Y ′(t) | Ft−1] ≥ 0. Hence Y ′(t) ≥ Ŷ (t)
and X ′(t) ≥ X̂(t). We observed earlier that X(t) ≥ X ′(t). Thus, X(t) ≥ X̂(t)
so we have

Prob[Xt ≤ −εt] ≤ 2 exp
(

− ε2t

2c2

)
.

Since 2 exp
(
− ε2t

2c2

)
converges, we deduce that

Prob[X(t) ≥ −εt for all t ≥ T ] → 1 as T → ∞.

Since ∆Out(t) = X(t) + α∆B(t) ≥ X(t), for all t, we obtain the required
conclusion. ut

Finally, we can prove the main results of this section.

Theorem 9. Let P be an acknowledgement-based protocol. Let λ = λ1 ≈ 0.531
be the (unique) root of λ = (1 + λ)e−2λ. Then

1. P is transient for arrival rates greater than λ1;
2. P has capacity no greater than λ1.

Proof. Let λ be the arrival rate, and suppose λ > λ1. If λ > λ0 ≈ 0.567 then
the result follows from Lemma 5. Otherwise, we can assume that λ < λ2 ≈
0.659. If E is the eager genie derived from P , then the corresponding Backlogs
satisfy BacklogP (t) = BacklogE(t) + ∆Out(t). The results of Lemmas 6 and 7
show that, for some ε > 0, both Prob[BacklogE(t) > 2εt for all t ≥ T ] and
Prob[∆Out(t) ≥ −εt for all t ≥ T ] tend to 1 as T → ∞. The conclusion of the
theorem follows. ut

References

1. D. Aldous, Ultimate instability of exponential back-off protocol for
acknowledgement-based transmission control of random access communica-
tion channels, IEEE Trans. Inf. Theory IT-33(2) (1987) 219–233.

2. H. Al-Ammal, L.A. Goldberg and P. MacKenzie, Binary Exponential Backoff is
stable for high arrival rates, To appear in International Symposium on Theoretical
Aspects of Computer Science 17 (2000).



716 L.A. Goldberg et al.

3. J.I. Capetanakis, Tree algorithms for packet broadcast channels, IEEE Trans. Inf.
Theory IT-25(5) (1979) 505-515.

4. A. Ephremides and B. Hajek, Information theory and communication networks:
an unconsummated union, IEEE Trans. Inf. Theory 44(6) (1998) 2416–2432.

5. G. Fayolle, V.A. Malyshev, and M.V. Menshikov, Topics in the Constructive The-
ory of Countable Markov Chains, (Cambridge University Press, 1995).

6. L.A. Goldberg and P.D. MacKenzie, Analysis of Practical Backoff Protocols for
Contention Resolution with Multiple Servers, Journal of Computer and Systems
Sciences, 58 (1999) 232–258.

7. L.A. Goldberg, P.D. MacKenzie, M. Paterson and A. Srinivasan, Con-
tention resolution with constant expected delay, Pre-print (1999) available at
http://www.dcs.warwick.ac.uk/∼leslie/pub.html. (Extends a paper by the
first two authors in Proc. of the Symposium on Foundations of Computer Science
(IEEE) 1997 and a paper by the second two authors in Proc. of the Symposium
on Foundations of Computer Science (IEEE) 1995.)

8. J. Goodman, A.G. Greenberg, N. Madras and P. March, Stability of binary expo-
nential backoff, J. of the ACM, 35(3) (1988) 579–602.

9. A.G. Greenberg, P. Flajolet and R. Ladner, Estimating the multiplicities of con-
flicts to speed their resolution in multiple access channels, J. of the ACM, 34(2)
(1987) 289–325.

10. G.R. Grimmet and D.R. Stirzaker, Probability and Random Processes, Second Edi-
tion. (Oxford University Press, 1992)

11. J. H̊astad, T. Leighton and B. Rogoff, Analysis of backoff protocols for multiple
access channels, SIAM Journal on Computing 25(4) (1996) 740-774.

12. F.P. Kelly, Stochastic models of computer communication systems, J.R. Statist.
Soc. B 47(3) (1985) 379–395.

13. F.P. Kelly and I.M. MacPhee, The number of packets transmitted by collision
detect random access schemes, The Annals of Probability, 15(4) (1987) 1557–1568.

14. U. Loher, Efficiency of first-come first-served algorithms, Proc. ISIT (1998) p108.
15. U. Loher, Information-theoretic and genie-aided analyses of random-access algo-

rithms, PhD Thesis, Swiss Federal Institute of Technology, DISS ETH No. 12627,
Zurich (1998).

16. I.M. MacPhee, On optimal strategies in stochastic decision processes, D. Phil The-
sis, University of Cambridge, (1987).

17. R.M. Metcalfe and D.R. Boggs, Ethernet: Distributed packet switching for local
computer networks. Commun. ACM, 19 (1976) 395–404.

18. M. Molle and G.C. Polyzos, Conflict resolution algorithms and their performance
analysis, Technical Report CS93-300, Computer Systems Research Institute, Uni-
versity of Toronto, (1993).

19. J. Mosely and P.A. Humblet, A class of efficient contention resolution algorithms for
multiple access channels, IEEE Trans. on Communications, COM-33(2) (1985)
145–151.

20. R. Motwani and P. Raghavan, Randomized Algorithms (Cambridge University
Press, 1995.)

21. P. Raghavan and E. Upfal, Contention resolution with bounded delay, Proc. of the
ACM Symposium on the Theory of Computing 24 (1995) 229–237.

22. R. Rom and M. Sidi, Multiple access protocols: performance and analysis,
(Springer-Verlag, 1990).

23. B.S. Tsybakov and N. B. Likhanov, Upper bound on the capacity of a random
multiple-access system, Problemy Peredachi Informatsii, 23(3) (1987) 64–78.



A Bound on the Capacity of Backoff and Acknowledgement-Based Protocols 717

24. B.S. Tsybakov and V. A. Mikhailov, Free synchronous packet access in a broadcast
channel with feedback, Probl. Information Transmission, 14(4) (1978) 259–280.

25. S. Verdu, Computation of the efficiency of the Mosely-Humblet contention resolu-
tion algorithm: a simple method, Proc. of the IEEE 74(4) (1986) 613–614.

26. N.S. Vvedenskaya and M.S. Pinsker, Nonoptimality of the part-and-try algorithm,
Abstr. Papers, Int. Workshop “Convolutional Codes; Multi-User Commun.,” Sochi,
U.S.S.R, May 30 - June 6, 1983, 141–144.



Deterministic Radio Broadcasting

Bogdan S. Chlebus1, Leszek Ga̧sieniec2,
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Abstract. We consider broadcasting in radio networks: one node of the
network knows a message that needs to be learned by all the remaining
nodes. We seek distributed deterministic algorithms to perform this task.
Radio networks are modeled as directed graphs. They are unknown, in
the sense that nodes are not assumed to know their neighbors, nor the
size of the network, they are aware only of their individual identifying
numbers. If more than one message is delivered to a node in a step then
the node cannot hear any of them. Nodes cannot distinguish between
such collisions and the case when no messages have been delivered in a
step.
The fastest previously known deterministic algorithm for deterministic
distributed broadcasting in unknown radio networks was presented in [6],
it worked in time O(n11/6). We develop three new deterministic dis-
tributed algorithms. Algorithm A develops further the ideas of [6] and
operates in time O(n1.77291) = O(n9/5), for general networks, and in time
O(n1+a+H(a)+o(1)) for sparse networks with in-degreesO(na) for a < 1/2;
here H is the entropy function. Algorithm B uses a new approach and
works in time O(n3/2 log1/2 n) for general networks or O(n1+a+o(1)) for
sparse networks. Algorithm C further improves the performance for gen-
eral networks running in time O(n3/2).
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1 Introduction

Wireless communication has become popular due to the recent advent of new
technologies. It is present not only in the ubiquitous cordless and cellular phones,
but also in personal communication services, mobile data networks, and local-
area wireless networks (cf. [15]). Protocols used to communicate over wireless
networks assume as little as possible about the topology of the network, because
it may change over time, especially in land-mobile radio networks. Communica-
tion over such networks creates challenging algorithmic problems.

We consider an abstraction of a wireless network called a radio network and
modeled as a directed graph. An edge from node v1 to v2 corresponds to the fact
that messages transmitted by v1 can be directly received by v2; in other words, v2
is in the range of the transmitter at v1. The underlying feature of communication
in radio networks is that a node that simultaneously receives messages from at
least two transmitters cannot hear any of them because of mutual interference.
If a node cannot hear a message then it hears some noise, distinct from any
meaningful message. If the noise heard by a node while no messages have been
sent to it is distinct from the noise heard when many messages have been sent
to it then the model is said to be with collision detection.

We consider the problem of dissemination of information in radio networks.
In its simplest variant, we have one node of the network, called a source, which
stores a message that needs to be learned by all the remaining nodes. This
specific communication task is called the problem of broadcasting. We seek dis-
tributed (decentralized) algorithms to perform broadcasting in radio networks.
We restrict our attention to deterministic algorithms.

The nodes of the network do not know the topology of the underlying graph,
except for their own individual numbers and possibly the total number of nodes.
In particular, a node is not assumed to know the numbers of the nodes with
whom it could communicate directly.

The nodes of the network have access to a global clock and operate in steps.
The performance of algorithms is measured by their worst-case time behavior
over all the possible networks of a given size.
Review of prior work. A lower bound Ω(n) for deterministic distributed
broadcasting in unknown radio networks was proved in [4]. The best currently
known lower bound is Ω(n lg n), see [6]. The first distributed deterministic algo-
rithms for unknown radio networks were presented in [8]; however the networks
considered there were quite restricted, namely, nodes were assumed to be located
in a line, and each node could reach directly all the nodes within a certain dis-
tance. A systematic study of deterministic distributed algorithms in unknown
radio networks modeled as directed graphs was undertaken in [6]. This paper
compared the broadcasting power of radio networks distinguished by the avail-
ability of collision detection. The problem of broadcasting was considered in [6]
in two variants, depending on whether the source was required to be informed
about the task having been completed (radio broadcasting with acknowledge-
ment) or not (radio broadcasting without acknowledgement). It was shown that
the former task could not be performed on a radio network if nodes do not know
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the size of the network in the model without collision detection. This was shown
to hold even if the underlying graph is symmetric, that is, for each edge in the
graph the edge with the reversed direction is also available. Algorithms were de-
veloped in [6] for the problem of broadcasting without acknowledgement in the
model without collision detection. One of them operated in time O(n), but was
restricted to the case when the underlying graph was symmetric. The algorithm
developed in [6] for general networks had performance O(n11/6). The model with
collision detection is capable of performing acknowledged radio broadcasting, it
was shown in [6] how to achieve this in time O(n) in symmetric graphs, and in
time O(n · ecc) for general strongly connected graphs, where ecc is the largest
distance from the source to any other node.
Summary of contributions. We consider the problem of broadcasting in un-
known radio networks by distributed algorithms. The model is without collision
detection. The broadcasting is without acknowledgement. We develop three de-
terministic algorithms.

Algorithm A operates in time O(n2−λ+ε), for any ε > 0, for general networks.
The constant λ is the root of the equation λ+H(λ) = 1, where H is the (binary)
entropy function; numerically, the bound is O(n1.77291) = O(n9/5). Algorithm A
operates in time O(n1+a+H(a)+o(1)) for sparse networks, in which in-degrees of
nodes are O(na) for a < 1/2. Algorithm A is developed by employing many
selective families of subsets of [1..n] simultaneously. The notion of a selective
family was introduced in [6] to develop an algorithm working in time O(n11/6),
which used just two special selective families.

Algorithm B uses transmissions based on the processor ID modulo p for many
primes p. It runs in time O(n3/2 log1/2 n) or O(n1+a+o(1)) for sparse networks.

Algorithm C works in time O(n3/2). The underlying paradigm is to take a
prime number p such that p2 ≥ n and to use for simultaneous transmission sets
of points in [0..p − 1] × [0..p − 1] that are lines described by equations over the
field Fp. Algorithm C is the fastest that we know of in the general case.
Other related work. Early work on radio communication dealt with the single-
hop radio network model, which is a channel accessible by all the processors
(see [3,10]), for recent results see [11]. This is a special case of our model when
the graph is complete and symmetric. The general case has been called the
multi-hop radio network.

Much of the previous work on distributed broadcasting in radio networks has
concentrated on randomized algorithms ([3,4,5]). In [4] a randomized protocol
was developed that works in time O((D + lg n/ε) · lg n) with probability 1 − ε,
where D is the diameter of the network. This is close to optimal as follows from
the known lower bounds. One of them, proved in [1], is Ω(lg2 n), and holds even
for graphs of a constant depth; the other Ω(D lg(n/D)) was shown in [13].

Another area of research on radio networks was how to compute an optimal
schedule of broadcasting, by a centralized algorithm, given a description of the
network. It was shown in [7] that this problem is NP-hard; this holds true even
when restricted to graphs induced by nodes located in the plane and edges
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determined by ranges of nodes, see [16]. On the other hand, it was shown in [9]
that broadcasting can be performed in time O(D + lg5 n).

Simulations between the synchronous point-to-point message-passing model
and the radio model were presented in [2]. Fault-tolerance issues of distributed
radio broadcasting were studied in [12,14].

2 Model of Computation

Radio network. The network is modeled as a directed graph. Node v1 is a
neighbor or successor of node v2 if there is a link from v2 to v1. It is assumed
that for any node v of the network there is a directed path from the source to v.

In each step a node may choose to be in one of two modes: either the receive
mode or the broadcast mode. A node in the broadcast mode transmits a message
along all its out-going links. A message is delivered to all the recipients in the
step in which it was sent. A node in the receive mode attempts to hear the
messages delivered along all its in-coming links. If a message has been delivered
to a node it does not necessarily mean that the node is able to hear it. The basic
feature of the radio network is that if more than one link brings in messages to a
node v during a step then v does not hear any of the messages, and all of them
are lost as far as v is concerned. Node v can hear a message delivered along a
link if this link is the only one bringing in a message. If more than one message
arrives at a node at one step then a collision at the node is said to occur. The
model of radio communication is in two variants, depending on the ability of
nodes to detect collisions. If a node cannot hear a message during a step then it
may be assumed to hear some default signal called noise. Noise is distinct from
any meaningful source messages. If there is only one noise signal then it is called
the background noise and the model is said to be without collision detection.
The model with collision detection allows two different noise signals: no messages
delivered produces the background noise, but more than one produce interference
noise. In this paper we work with the model without collision detection.
Local knowledge. If the network consists of n nodes then each of them is
assigned a unique integer in the range 0 through n−1 which is the identification
number (ID) of the node. Nodes have a restricted knowledge of the underlying
graph. Each node knows only its ID, and if it is the source node. Nodes are not
assumed to know the IDs of nodes to which they are connected. Nodes are also
not assumed to know the size of the network; however, to simplify the exposition
of algorithms we refer explicitly to the size n; this can be avoided, see Section 6.

A broadcasting algorithm is said to have completed broadcasting when all the
nodes have learned the source message. When this happens the nodes need not be
aware of it. Nodes do not send any feedback or acknowledgement information to
other nodes. The algorithm we present may terminate after a prescribed number
of steps, which is yielded by the performance bounds that we prove.
Distributed setting. The communication protocol operates in steps synchro-
nized by a global clock. During a step each node may make an attempt to send a
message or to receive a message. The nodes of the network are processing units,
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each able to perform local sequential computations. Whenever a node needs to
perform local computation to decide the next send/receive operation, it is as-
sumed that this local computation can always be performed during the current
step. Similarly we do not assume any restrictions on the size of local memories.

At each step a node decides whether to broadcast, to remain quiet or to
terminate. The broadcast mode is entered by a node only if the source message
has been already received by that node. Each decision of node v concerning
broadcast/receive mode at a current step depends on the following information:

– the status of v: is v the source node or not;
– the number of the current step;
– the size n of the network;
– the ID of node v;
– if v has already heard the source message or not.

Algorithms. An algorithm is represented by a sequence of sets T0, T1, T2, . . .
called transmissions. Each Ti ⊆ [0..n−1] is a set of IDs of nodes. Set T0 consists
of only the source node. A node v enters the broadcast mode at step i, and hence
sends the source message to its neighbors, if and only if the following conditions
are simultaneously satisfied:

– the ID of v is in Ti;
– node v has already heard the source message.

A simple algorithm was defined in [6] by taking Ti = {i mod n}, for i > 0.
We call it the round-robin algorithm. It completes broadcasting in time O(n2)

(Notation lg denotes the logarithm to the base 2. We assume that each num-
ber in [0..n−1] has exactly blg nc + 1 digits in its binary representation, obtained
by padding the most significant positions with zeros if necessary. The least sig-
nificant position has number 1 and the most significant has number blg nc + 1.)
Broadcasting paradigm. A node evolves through three conceptual states in
the course of a broadcasting algorithm. If it does not know the source message
yet, it is uninformed. A node becomes active in the step when it learns the source
message for the first time. In the beginning the source node is the only active
node and the remaining nodes are all uninformed. An active node changes its
status to passive when the last of its neighbors learns the source message.

Lemma 1. If a node broadcasts as the only active node it becomes passive.

Proof. Since uninformed nodes do not broadcast, the active node i and possibly
certain passive nodes are the only ones which broadcast. Passive nodes cannot
interfere with the receipt of the message by uninformed neighbours of i since
passive nodes have no uninformed neighbours.

Each time a node changes its status we say that progress has been made. Each
change from uninformed to active or from active to passive contributes a unit
to the measure of progress, and change from uninformed to passive contributes
two units. After progress 2n−1 has been accrued we know that all the nodes are
passive, so all the nodes know the source message by the definition of passive.
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Selective families. Following [6], we say that a family R of subsets of [0..n−1]
is y-selective, for a positive integer y, if for any subset Z ⊆ [0..n − 1] such that
|Z| ≤ y there is a set S ∈ R such that |S ∩ Z| = 1. We also say that a family
R of subsets of [0..n − 1] is strongly y-selective, for any positive integer y, if for
any subset Z ⊆ [0..n − 1] such that |Z| ≤ y, and any z ∈ Z, there is a set S ∈ R
such that S ∩ Z = {z}.

3 Selective Families Streamlined

In [6] specific selective families were considered defined as follows. Let W =
〈w1, . . . , wk〉 be a sequence of integers such that 1 ≤ w1 < w2 < · · · < wk ≤
blg nc + 1. Let B = 〈b1, . . . , bk〉 be a sequence of bits, each equal to either 0 or 1.
Set S(W, B) is defined to consist exactly of those integers in [0..n − 1] which
have the wi-th digit in their binary expansions equal to bi (1 ≤ i ≤ k).

The number k used above is said to be the width of sets W , B and S(W, B).
The family R(k) is defined to consist of all the sets of width k of the form
S(W, B). Hence set S = S(W, B) ∈ R(k) is determined by selecting both a
certain k positions in the binary expansions of numbers in [0..n−1] and also the
digits on those positions.

The key property of R(k) is that it is 2k-selective ([6]). To see this, take
Z ⊆ [0..n − 1] where |Z| ≤ 2k. Let w1 be the smallest integer such that there
are two elements in Z such that their binary expansions differ on position w1.
This means that the sets Zi consisting of those x ∈ Z that the w1-th digit in the
binary expansion of x is i, for i ∈ {0, 1}, are both nonempty and disjoint. Let b1
be the number with the property that |Zb1 | ≤ |Z1−b1 |. Hence 0 < |Zb1 | ≤ 1

2 |Z|.
Replacing Z by Zb1 and continuing in a similar fashion we obtain sequences
W = 〈w1, . . . , wi〉 and B = 〈b1, . . . , bi〉 such that |S(W, B) ∩ Z| = 1 and i ≤ k.
They can be padded to sequences of length exactly k if i < k.

Sets from families R(k) can be used as transmissions. The round-robin algo-
rithm uses just singleton sets, which is the family R(blg nc + 1). The algorithm
of [6] uses these singletons interleaved with some other specific family R(k).

We use O(lg n) families R(k) simultaneously. Algorithm A is organized as a
loop which iterates phases. A phase consists of O(lg n) transmissions, each from
a different family R(k). The algorithm cycles through all the elements in R(k).
To be specific, let us fix an ordering 〈S1, S2, . . . 〉 of all the sets in R(k). Then in
phase i set Sj is the transmission from R(k), where j = i mod |R(k)|.

Family R(blg nc + 1) has exactly n singleton sets. So during n consecutive
phases each node with the source message will have an opportunity to be the
only node performing broadcasting in the whole network. Hence its neighbors
will all hear the message. We do not expect to gain much using sets from R(k)
as transmissions if |R(k)| > n, and they do not matter as far as the analysis of
performance of algorithm A is concerned.

Let k = x · lg n, for 0 < x ≤ 1/2. Then

|R(k)| = 2k

(blg nc + 1
k

)
= 2x lg n

(blg nc + 1
x lg n

)
= nxnH(x)+o(1) = nx+H(x)no(1)
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where H(x) = −[x lg x + (1 − x) lg(1 − x)] is the (binary) entropy function.
Let 0 < λ < 1/2 be the solution of the equation λ+H(λ) = 1, λ = 0.22709....

The families R(k) for k ≤ λ lg n have O(n) subsets of [0..n − 1] each.
Algorithm A has phases that use transmissions from each R(k) such that

k ≤ λ lg n, and additionally from R(blg nc + 1), which are singletons.
Let us consider the contribution to progress from any s + 1 families R(k1),

R(k2), . . . , R(ks) and R(blg nc + 1), where k1 < k2 < · · · < ks < blg nc + 1 =
ks+1. We assume |R(ki)| = O(n). Transmissions from these families are inter-
leaved, during step t we use a transmission from R(kx) where x = (t mod (s +
1)) + 1. Transmissions from R(ki) are used in some cyclical order.

Let F be the set of active nodes at the start of a specific phase t. We consider
a number of cases.

Case 1: A progress is made during the phases t through t + |R(k1)|.
If Case 1 does not hold, consider the process described above demonstrating

that R(k1) is 2k1-selective but now take both bj = 0 and bj = 1 at step j; this
will give 2k1 transmissions C1 ⊆ R(k1) such that all the sets of the form x ∩ F ,
for x ∈ C1, are disjoint, and each includes at least two elements.

If T1 ∈ R(x), T2 ∈ R(y), x < y and T2 ⊂ T1 then T2 is said to refine T1.

Case 2: Case 1 does not hold and during the phases t through t+|R(k2)|
at least half of transmissions in C1 are refined by transmissions in R(k2),
each of them including exactly one element from F .

If neither of Cases 1 and 2 holds then there is a set C ′
1 ⊆ C1 of transmissions

such that |C ′
1| = 1

2 |C1|, and each transmission T ∈ C ′
1 is refined by 2k2−k1

transmissions in some A(T ) ⊆ R(k2) such that if S ∈ A(T ) then |S ∩ F | > 1.
Let C2 =

⋃
T∈C′

1
A(T ). Then |C2| = 1

2 · 2k2 .

Case 3: Cases 1 or 2 do not hold and during the phases t through
t + |R(k3)| at least half of the transmissions from C2 are refined by
transmissions from R(k3), each including exactly one element from F .

Cases up to s are defined similarly by properties of sets Ci, for 1 ≤ i < s.
If Case s holds then during the phases t through t + |R(ks)| at least half of the
transmissions from Cs−1 are refined by transmissions from R(ks) such that each
of them includes exactly one element from F .

Case s + 1: None of the Cases 1 through s holds.

If Case s + 1 holds then |F | ≥ 2−s · 2ks .
Let us estimate the average progress per phase over a period starting at

phase t when Case i holds; it is denoted by αi. If Case 1 holds then

α1 ≥ |R(k1)|−1

during |R(k1)| phases. If Case i holds, for 2 ≤ i ≤ s, then

αi ≥ 2ki−1 · 2−i+1 · |R(ki)|−1
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during |R(ki)| phases. If Case s + 1 holds then during n phases the round robin
contributes progress at least

αs+1 ≥ |F | · n−1 ≥ 2ks · 2−s · n−1 .

We are guaranteed an average progress among α1, . . . , αs+1, because one of
the cases 1 through s+1 always holds. To make the estimations of these numbers
largest we seek to make our estimates of α1, . . . , αs+1 asymptotically equal:

|R(k1)|−1 = Θ(2k1 · |R(k2)|−1) = · · · = Θ(2ks−1 |R(ks)|−1) = Θ(2ks · n−1) .
(1)

Let ki = ai lg n. Equations (1) translate into

−a1 − H(a1) = a1 − a2 − H(a2) = · · · = as−1 − as − H(as) = as − 1 . (2)

Equations (2) are equivalent to the following system of equations:

2as + H(as) = as−1 + 1
2as−1 + H(as−1) = as−2 + as + H(as)

. . .

2a2 + H(a2) = a1 + a3 + H(a3)
2a1 + H(a1) = a2 + H(a2)

Let function f be defined as f(x) = x + H(x), for 0 ≤ x ≤ 1/2. Our system of
equations can be rewritten as follows using notation with f :

1 − f(as) = as − as−1

as−1 − as−2 = f(as) − f(as−1)
as−2 − as−3 = f(as−1) − f(as−2)

. . .

a2 − a1 = f(a3) − f(a2)
a1 = f(a2) − f(a1)

We can equate f(y) − f(x) = f ′(z)(y − x) for certain z satisfying x ≤ z ≤ y.
Numbers a1, . . . , as are in [0..λ], where f(λ) = 1. If 0 < z < λ then f ′(z) >
f ′(λ) > f ′(1/2) = 1. We obtain the following estimation:

1 − f(as) = as − as−1 ≤ 1
f ′(λ)

(f(as) − f(as−1))

=
1

f ′(λ)
(as−1 − as−2) ≤ 1

[f ′(λ)]2
(f(as−1) − f(as−2)) ≤ . . .

≤ 1
[f ′(λ)]s−1 (f(a2) − f(a1)) ≤ a1 · [f ′(λ)]1−s ≤ [f ′(λ)]1−s .

This shows that 1−f(as) converges to 0 as s → ∞. It follows that lims→∞ as = λ
because f is a continuous function.
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Theorem 1. For any ε > 0, algorithm A completes broadcasting in time
O(n2−λ+ε), for λ = 0.22709... defined by λ + H(λ) = 1.

Proof. The average progress after phase t is at least

2ks · n−1 = 2as lg n · n−1 = nas−1

per phase. To achieve progress 2n − 1 we need O(n/nas−1) = O(n2−as) phases.
A phase takes O(lg n) = O(nε) steps, and lims→∞ as = λ.

Corollary 1. Algorithm A operates in time O(n1.77291) = O(n9/5).

Next we consider graphs with bound d = d(n) on in-degrees of nodes.

Theorem 2. Algorithm A completes broadcasting in time O(n · ( lg n
dlg de

) · d lg n)
if in-degrees are bounded by d.

Proof. Consider the contribution to progress made by R(k) for k = dlg de.
Let v be an uninformed node that is a neighbor of an active node. There
are at most d such active nodes for v. Family R(k) is d-selective. Hence dur-
ing O(|R(k)|) phases there will be a step where just one of these active nodes
broadcasts and informs node v. The total time of algorithm A is thus bounded
by O(n|R(k)| lg n) = O(n · ( lg n

dlg de
) · d lg n).

Corollary 2. If d = O(na), for a < 1/2, then algorithm A completes broadcast-
ing in time O(n1+a+H(a)+ε), for any constant ε > 0.

4 Multi-prime Algorithms

Let pi denote the i-th prime number and k(x) denote the smallest integer such
that

∏k(x)
i=1 pi > nx−1. Every transmission will be of the form Si,j = {m|0 ≤ m ≤

n − 1 and m = j (mod pi)} for some prime pi and some j < pi. The set of all
transmissions Si,j for a prime pi is called a pi stage and two stages will be called
different if they use different primes pi and pj . The union of all pi stages with
pi ≤ k(2s) will be called the s-family. We note that it is a strongly (2s)-selective
family since every node transmits once for each prime pi and cannot be blocked
by a given other active node for a set of primes with product greater than n.

Lemma 2. If at time t0 some uninformed node m has l informed predecessors
and no uninformed node has more than l informed predecessors and the trans-
missions between t0 and t1 include different pij

stages (1 ≤ j ≤ m) such that∏m
j=1 pij

≥ n2l−1, then there is progress at least l between t0 and t1.

Proof. Let m′
1, · · · , m′

l be the informed predecessors of m. If they all become
passive or l new nodes become active between t0 and t1, then there has been
progress at least l. Otherwise some m′

k remains active so it has a successor m∗
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which remains uninformed; m∗ had at most l informed predecessors at t0 and
acquired less than l more between t0 and t1. The union of the pij

stages is a
strongly (2l)-selective family so there is a transmission between t0 and t1 in
which m′

k and none of these other predecessors of m∗ transmits. So m∗ would
become active at the latest at that transmission so that this case cannot arise.

We can build different versions of our algorithm using s+1-families depending
on whether a bound D on the in-degree is known and whether we want an
algorithm which takes advantage of the existence of low in-degree.
Algorithm B1(D) repeats the s-family (ordered as a succession of its k(2s) stages)
for s = dlg 2De.
Algorithm B2(D) interleaves B1(2s) for all s up to dlg 2De.
Algorithm B3 interleaves round robin with B1(

√
n/ lg n).

Algorithm B4 interleaves B3 with B2(
√

n/ lg3/2 n).

Theorem 3. Algorithms B run in time:
B1: O(nD lg2 n/ lg(D lg n)) if all in-degreess are at most D;
B2: O(nd lg D lg2 n/ lg(d lg n)) if all in-degrees are at most d ≤ D;
B3: O(n3/2 lg1/2 n);
B4: O(min(n3/2 lg1/2 n, nd lg3 n/ lg(d lg n))) if all in-degrees are at most d.

Proof.
B1: Since no uninformed node can have more than Dpredecessors, using Lemma 2
we can divide the time into intervals where each interval achieves progress at
least l in a sequence of stages using primes with product less than n2l. Since these
primes are O(D lg n), their sum is O( lg n2l

lg(D lg n)D lg n) = O( lD lg2 n
lg(D lg n) ). This sum is

the number of steps in the interval, giving time per unit progress of O( D lg2 n
lg(D lg n) ).

B2: B1(d) would terminate in time O(nd lg2 n/ lg(d lg n)) on its own and so
will terminate in time O(nd lg D lg2 n/ lg(d lg n)) when running interleaved with
O(lg D) other algorithms.
B3: Starting at any time when the number of active processors is less than√

n/ lg n, Lemma 2 gives us an interval with time per unit progress of O(
√

n lg n)
by plugging in D =

√
n/ lg n in B1; if the number of active processors is at least√

n/ lg n, the round robin gives progress at least
√

n/ lg n in the succeeding
interval of length 2n. In both cases we obtain an interval with time per unit
progress of O(

√
n lg n).

B4: If d <

√
n/ lg3/2 n, the interleaved B2 guarantees termination within

O(nd lg3 n/ lg(d lg n)) steps; otherwise the B3 guarantees termination within
O(n3/2 lg1/2 n) steps. In each case this gives the time bound stated.

5 Single-Prime Algorithm

Let p be the smallest prime greater than or equal to b√nc. Then p2 = O(n).
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Each of the numbers i ∈ [0..p2 − 1] can be represented uniquely by a pair of
integers 〈x, y〉 where i = x · p + y and 0 ≤ x, y ≤ p − 1. Such a pair 〈x, y〉 are
the coordinates of i. We treat all the numbers in [0..p2 − 1] as IDs of nodes. We
refer to them by their coordinates rather than IDs.

The integers in [0..p-1] form a field Fp if the arithmetic is modulo prime p. For
a, b, c ∈ Fp, such that at least one among the numbers a and b is distinct from 0,
let L(a, b, c) be the set of nodes whose coordinates 〈x, y〉 satisfy the equation

a · x + b · y = c

in Fp. Each set of nodes of the form L(a, b, c) is called a line. Each line has size p.
There are exactly p − 1 lines disjoint with a given one. Two disjoint lines are
said to be of the same direction. The total number of lines is p(p + 1) = O(n).
Each node belongs to p + 1 lines. For any two different nodes v1 and v2 there is
exactly one line containing v1 and v2. For any two lines L1 and L2 of different
directions there is exactly one node v such that v belongs to both L1 and L2.

Algorithm C uses singleton sets and lines, singletons in even-numbered steps
and lines in odd-numbered ones. During each consecutive p2 even-numbered steps
each singleton is used exactly once. Similarly, during each consecutive p(p + 1)
odd-numbered steps each line is used exactly once. Moreover, lines of the same
direction are used in consecutive odd-numbered steps. A stage consists of 2(p+1)
consecutive steps during which all the lines of the same direction are used.

Lemma 3. Let F be a set of nodes such that |F | ≤ p/2. Then, for each node
v ∈ F , during each consecutive 2|F | stages, there are at least |F | steps, each in
a different stage, during which v broadcasts as the only element of F .

Proof. Let k = |F |. Let T1, . . . , T2k be the lines including v used during 2k
consecutive stages. Then T1−{v1}, . . . , T2k −{v1} are all disjoint. By the pigeon-
hole principle, at most k − 1 of them include elements from F .

Lemma 4. Let F be the active nodes at the beginning of stage t. If |F | ≤ p/2
then the average progress per stage during 2|F | stages starting from t is Ω(1).

Proof. Let k = |F |. Consider the stages T = {t, t + 1, . . . , t + 2k − 1}. If each
of the nodes in F broadcasts during T as the only active node then the average
progress per stage during T is at least 1/2. Suppose this is not true and let v ∈ F
be such that whenever it broadcasts in T then some other active node broadcasts
simultaneously. By Lemma 3, there are at least k steps, each in a different stage
in T , such that v broadcasts during these steps as the only element of F . If some
active v′ broadcasts simultaneously then v′ is not in F . Any two nodes broadcast
together exactly once during all the stages. Hence if v is blocked from being the
only active broadcasting node during k stages by nodes outside F , there need to
be at least k distinct such nodes. None of them was active at the beginning of
stage t, hence all of them acquired the active status during T . This again gives
average progress of at least 1/2 per stage during T .
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Theorem 4. Algorithm C completes broadcasting in time O(n3/2).

Proof. We estimate the time needed to make progress 2n − 1. If at any stage
the number a of active nodes is at most p/2 then we have a constant progress
averaged over the next 2a stages by Lemma 4. If the number of active nodes
is greater than p/2 at any stage then the round-robin will contribute at least
p/2 = Ω(

√
n) during the next O(n) steps. In either case the average progress

per step is Ω(n−1/2). Hence after O(n/n−1/2) = O(n3/2) steps all the nodes are
passive, and so have learned the source message.

6 Discussion

Our algorithms were presented as if the nodes knew the size of the network. This
assumption can be avoided if the broadcasting is without acknowledgement and
the protocol works in time p(n), that is polynomial in the size n of the network,
which is the case in this paper. The modified algorithm works in consecutive
intervals of length O(p(2i)), with only the first 2i nodes participating in the i-th
interval. The total time in which broadcasting is completed is again O(p(n)).
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Abstract. We consider the process theory PA that includes an oper-
ation for parallel composition, based on the interleaving paradigm. We
prove that the standard set of axioms of PA is not ω-complete by pro-
viding a set of axioms that are valid in PA, but not derivable from the
standard ones. We prove that extending PA with this set yields an ω-
complete specification, which is finite in a setting with finitely many
actions.

1 Introduction

The interleaving paradigm consists of the assumption that two atomic actions
cannot happen at the same time, so that concurrency reduces to nondetermin-
ism. To express the concurrent execution of processes, many process theories have
been accomodated with an operation for parallel composition that behaves ac-
cording to the interleaving paradigm. For instance, CCS (see, e.g., Milner (1989))
has a binary operation for parallel composition —we shall denote it by || —
that satisfies the so-called Expansion Law :

if p =
m∑

i=1

ai.pi and q =
n∑

j=1

bj .qj , then p || q ≈
m∑

i=1

ai.(pi || q) +
n∑

j=1

bj .(qj || p);

here the ai. and the bj . are unary operations that prefix a process with an
atomic action, and summation denotes a nondeterministic choice between its
arguments.

The Expansion Law generates an infinite set of equations, one for each pair of
processes p and q. Bergstra and Klop (1984) enhanced the equational character-
isation of interleaving. They replaced action prefixing with a binary operation
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· for sequential composition and added an auxiliary operation || (the left
merge; it is similar to ||, except that it must start execution with a step from
its left argument). Their axiomatisation is finite for settings with finitely many
atomic actions. Moller (1990) proved that interleaving is not finitely axiomatis-
able without an auxiliary operation such as the left merge.

The axioms of Bergstra and Klop (1984) form a ground-complete axiomati-
sation of bisimulation equivalence; ground terms p and q are provably equal if,
and only if, they are bisimilar. Thus, it reflects for a large part our intuition
about interleaving. On the other hand, it is not optimal. For instance, it can be
shown by means of structural induction that every ground instance of the axiom
x || (y || z) ≈ (x || y) || z is derivable (see Baeten and Weijland (1990)); however,
the axiom itself is not derivable.

If an equational specification E has the property that E ` tσ ≈ uσ for all
ground substitutions σ implies that E ` t ≈ u, then E is called ω-complete (or:
inductively closed). To derive any equation from such an equational specification
it is never needed to use additional proof techniques such as structural induction.
Therefore, in applications dealing with theorem proving, ω-completeness is a
desirable property to have (see Lazrek et al. (1990)). In Heering (1986) it was
argued that ω-completeness is desirable for the partial evaluation of programs.

Moller (1989) obtained an ω-complete axiomatisation for CCS without com-
munication, by adding a law for standard concurrency :

(x || y) || z ≈ x || (y || z).

In this paper we shall address the question whether PA, the subtheory of ACP
without communication and encapsulation, is ω-complete. While the algebra
studied by Moller (1989) has sequential composition in the form of prefix mul-
tiplication, PA incorporates the (more general) binary operation · for sequential
composition. Having this operation, it is no longer sufficient to add the law for
standard concurrency to arrive at an ω-complete axiomatisation. However, sur-
prisingly, it is sufficient to add this law and the set of axioms generated by a
single scheme:

(x · α || α) ≈ (x || α) · α,

where α ranges over alternative compositions of distinct atomic actions; if the
set of atomic actions is finite, then this scheme generates finitely many axioms.

An important part of our proof has been inspired by the excellent work
of Hirshfeld and Jerrum (1999) on the decidability of bisimulation equivalence
for normed process algebra. In particular, they distinguish two kinds of mixed
equations, in which a parallel composition is equated to a sequential composition.
The first kind consists of equations

(t · αk) || αl ≈ (t || αl) · αk

for positive natural numbers k and l, and for sums of atomic actions α. These
equations can be derived using standard concurrency and our new axioms. The



An ω-Complete Equational Specification of Interleaving 731

second kind of mixed equations are the so-called pumpable equations, which are
of a more complex nature (see p. 419 of Hirshfeld and Jerrum (1999)). Basically,
we show that there cannot exist pumpable equations that contain variables by
associating with every candidate t ≈ u a ground substitution σ such that tσ 6≈
uσ.

The notion of ω-completeness is related to action refinement, where each
atomic action may be refined to an arbitrary process. That is, in a theory with
action refinement, the actions take over the role played by variables in our theory;
the actions, as they occur in our theory, are not present in theories for action
refinement. Aceto and Hennessy (1993) presented a complete axiomatisation for
PA (including a special constant nil, being a hybrid of deadlock and empty
process) with action refinement, modulo timed observational equivalence from
Hennessy (1988). In this setting, laws such as a || x ≈ a · x, which hold in
standard PA, are no longer valid, as the atomic action a can be refined into any
other process.

This paper is set up as follows. In §2 we introduce the standard axioms of
interleaving, and we prove that they do not form an ω-complete specification by
proving that all ground substitution instances of our new axioms are derivable,
while the axioms themselves are not. In §3 we state some basic facts about the
theory of interleaving that we shall need in our proof of ω-completeness. In §4
we collect some results on certain mixed equations, and in §5 we investigate
a particular kind of terms that consist of nestings of parallel and sequential
compositions. In §6 we prove our main theorem, that the standard theory of
interleaving enriched with the law for standard concurrency and our new axioms
is ω-complete.

2 Interleaving

A process algebra is an algebra that satisfies the axioms A1–A5 of Table 1.
Suppose that A is a set of constant symbols and suppose that || and || are
binary operation symbols; a process algebra with interpretations for the constant
symbols in A and the operations || and || satisfying M1, M4, M5, M2a and M3a

for all a ∈ A, and M6α for all sums of distinct elements of A, we shall call an
A-merge algebra; the variety of A-merge algebras we denote by PAA.

Table 1. The axioms of PAA, with a ∈ A and α any sum of distinct elements of A.

(A1) x + y ≈ y + x
(A2) x + (y + z) ≈ (x + y) + z
(A3) x + x ≈ x
(A4) (x + y) · z ≈ x · z + y · z
(A5) (x · y) · z ≈ x · (y · z)

(M1) x || y ≈ x || y + y || x
(M2a) a || x ≈ a · x
(M3a) a · x || y ≈ a · (x || y)
(M4) (x + y) || z ≈ x || z + y || z
(M5) (x || y) || z ≈ x || (y || z)
(M6α) x · α || α ≈ (x || α) · α
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The axioms A1–A5 together with the axioms M1–M4 form the standard ax-
iomatisation of interleaving. Consider the single-sorted signature Σ with the
elements of A as constants and the binary operations +, ·, || and ||. In writ-
ing terms we shall often omit the operation · for sequential composition; we
assume that sequential composition binds strongest and that the operation +
for alternative composition binds weakest.

Let R consist of the axioms A3–A5 and M1–M4 of Table 1 interpreted as
rewrite rules by orienting them from left to right. The term rewriting system
〈Σ,R〉 is ground terminating and ground confluent modulo associativity and
commutativity of + (cf. the axioms A1 and A2). A ground term t is a basic term
if there exist disjoint finite sets I and J , elements ai and bj of A and basic terms
ti, for i ∈ I and j ∈ J such that

t ≈
∑
i∈I

aiti +
∑
j∈J

bj (by A1 and A2).

Every ground normal form of 〈Σ,R〉 is a basic term.
It is well-known that the axioms A1–A5 together with M1–M4 do not con-

stitute an ω-complete axiomatisation; all ground substitution instances of M5
are derivable, while the axiom itself is not. Moller (1989) has shown that, in a
setting with prefix sequential composition instead of the binary operation ·, it
suffices to add M5 to obtain an ω-complete axiomatisation (see Groote (1990)
for an alternative proof). Clearly, neither xα || α nor (x || α)α is an instance of
any of the axioms A1–A5 and M1–M5, so M6α is not derivable. However, each
ground substitution instance of M6α is derivable.

Proposition 1. If α is a finite sum of elements of A, then, for every ground
term t,

A1, . . . , A5, M1, . . . , M4 ` tα || α ≈ (t || α)α.

Consequently, in the case of binary sequential composition, the axioms A1–A5
together with M1–M5 do not constitute an ω-complete axiomatision. In the
sequel, we shall prove that PAA is ω-complete.

3 Basic Facts

In every A-merge algebra, + and || are commutative and associative; we shall
often implicitly make use of this. Also, we shall frequently abbreviate the state-
ment PAA ` u ≈ u + t by t 4 u; if t 4 u, then we call t a summand of u. Note
that 4 is a partial order on the set of terms modulo ≈; in particular, if t 4 u
and u 4 t, then t ≈ u.

Lemma 2. Let a be an element of A and let t, u and v be ground terms. If
at 4 u + v, then at 4 u or at 4 v.
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Suppose t is a ground normal form of the system 〈Σ,R〉 and suppose that

t ≈
∑
i∈I

aiti +
∑
j∈J

bj ;

then the degree d(t) of t is defined by d(t) = |I| + |J |. We let the degree of an
arbitrary ground term be the degree of its unique normal form in 〈Σ,R〉. By
dmax(t) we shall denote the maximal degree that occurs in t, i.e.,

dmax(t) = max({d(t)} ∪ {dmax(t′) | there exists an a ∈ A such that at′ 4 t}).

Lemma 3. If α is a finite sum of elements of A, then

PAA ` xα || αn ≈ (x || αn)α, and PAA ` xα || αn ≈ (x || αn)α.

Proof. It is straightforward to show by induction on n that the identity (*)
αn+1 ≈ αn || α is derivable from PAA; we shall use it in the proof of the first set
of equations (**) xα || αn ≈ (x || αn)α, which is by induction on n. If n = 1,
then (**) is an instance of M6α, and for the induction step we have the following
derivation:

xα || αn+1 ≈ xα || (αn || α) (by *)

≈ (xα || αn) || α (by M5)

≈ (x || αn)α || α (by IH)

≈ ((x || αn) || α)α (by M6α)

≈ (x || (αn || α))α (by M5)

≈ (x || αn+1)α (by *).

The second set of equations is also derived by induction on n, using (**). ut
Milner and Moller (1993) proved that if t, u and v are ground terms such

that t || v and u || v are bisimilar, then t and u are bisimilar (a similar re-
sult was obtained earlier by Castellani and Hennessy (1989) in the context of
distributed bisimulation). Also, they proved that every finite process has, up
to bisimulation equivalence, a unique decomposition into prime components.
Since PAA is a sound and complete axiomatisation for bisimulation equivalence
(Bergstra and Klop, 1984), the following two results are consequences of theirs.

Lemma 4. If t, u and v are ground terms such that PAA ` t || v ≈ u || v, then
PAA ` t ≈ u.

Definition 5. A ground term t we shall call parallel prime if there do not exist
ground terms u and v such that PAA ` t ≈ u || v.
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Theorem 6 (Unique factorisation). Any ground term can be expressed uni-
quely as a parallel composition of parallel prime components.

We associate to each term t a norm btc and a depth dte as follows:

bxc = bac = 1 dae = dxe = 1 (a ∈ A and x a variable);

bx ∗ yc = bxc + byc dx ∗ ye = dxe + dye if ∗ ∈ {·, || , ||}; and
bx + yc = min{bxc, byc} dx + ye = max{dxe, dye}.

Notice that if t ≈ u, then t and u must have equal norm and depth.

Lemma 7. If t, t′, u and u′ are ground terms such that btc = bt′c, buc = bu′c
and PAA ` tu ≈ t′u′, then PAA ` t ≈ t′ and PAA ` u ≈ u′.

Definition 8. Let t and t′ be ground terms; we shall write t−→ t′ if there exists
a ∈ A such that at′ 4 t and bt′c < btc. We define the set red(t) of reducts of t
as the least set that contains t and is closed under −→; if t −→ t′, then we call
t′ an immediate reduct of t.

Lemma 9. Let t be a ground term. If t −→ t′ and t −→ t′′ implies that PAA `
t′ ≈ t′′ for all ground terms t′ and t′′, then there exists a parallel prime ground
term t∗ such that PAA ` t ≈ t∗ || . . . || t∗.

Proof. First, suppose that u and v are parallel prime, and let u′ and v′ be such
that u −→ u′ and v −→ v′; then, u || v −→ u′ || v and u || v −→ u || v′. So, if
u′ || v ≈ u || v′, then since bu′c < buc, u cannot be a component of the prime
decomposition of u′; hence, by Theorem 6, u ≈ v.

Suppose t ≈ t1 || . . . || tn, with ti parallel prime for all 1 ≤ i ≤ n and
bt1c ≤ · · · ≤ btnc.

If bt1c = 1, then btic = 1 for all 1 ≤ i ≤ n; for suppose that t′i is a ground term
such that ti−→t′i, then from t2 ||· · ·||tn ≈ t1 ||· · ·||ti−1 ||t′i ||ti+1 ||· · ·||tn, we get by
Lemma 4 that ti ≈ t1||t′i, but ti is parallel prime. From t1||· · ·||ti−1||ti+1||· · ·||tn ≈
t1 || · · · || tj−1 || tj+1 || · · · || tn, we conclude by Lemma 4 that ti ≈ tj .

The remaining case is that btic > 1 for all 1 ≤ i ≤ n. Let t′i and t′j be
ground terms such that ti −→ t′i and tj −→ t′j for some 1 ≤ i < j ≤ n; then by
Lemma 4 t′i || tj ≈ ti || t′j . Since bt′ic < btic, ti cannot be a component of the
prime decomposition of t′i, so by Theorem 6 ti ≈ tj . ut

4 Mixed Equations

We shall collect some results about mixed equations; these are equations of the
form tu ≈ v || w.

Lemma 10. If t, u and v are ground terms such that PAA ` tu ≈ u || v, then
there exists a finite sum α of elements of A such that PAA ` u ≈ αk for some
k ≥ 1.
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Proof. Note that dte = dve; we shall first prove the following
Claim: if dte, dve = 1, then there exists a k ≥ 1 such that u ≈ tk and t ≈ v.

Let t = a1 + . . . + am with a1, . . . , am ∈ A; we proceed by induction on buc.
If buc = 1, then there exists a ∈ A such that a 4 u, whence at 4 u || v. Since

a1u+ · · ·+amu ≈ u || v, there exists by Lemma 2 an i such that aiu ≈ av; hence
by Lemma 7 u ≈ v. Since dve = 1 it follows that tu ≈ v || v ≈ vv ≈ vu, hence by
Lemma 7 t ≈ v.

If buc > 1, then there exist b1, . . . , bn ∈ A and ground terms u1, . . . , un such
that u ≈ b1u1 + . . .+bnun. Then a1u+ . . .+amu ≈ tu ≈ u ||v ≈ b1(u1 ||v)+ . . .+
bn(un || v) + vu, so by Lemma 2 ui || v ≈ u, for all 1 ≤ i ≤ n. By Lemma 4 there
exists u′ such ui ≈ u′ for all 1 ≤ i ≤ n, and, by A4, (b1 + . . .+ bn)u′ ≈ u ≈ u′ ||v.
Hence by the induction hypothesis v ≈ b1 + . . . + bn and u′ ≈ vk for some k ≥ 1.
So u ≈ vk+1, and from

tu ≈ vu + b1(u′ || v) + · · · + bn(u′ || v)
≈ vu + vu (by A4)
≈ vu (by A3)

it follows, by Lemma 7, that t ≈ v. This completes the proof of our claim.
The proof of the lemma is by induction on dve. If dte, dve = 1 then t is a finite

sum of elements of A and by our claim u ≈ tk for some k ≥ 1. If dte, dve > 1, then
there exists a ∈ A and ground terms t′ and v′ such that av′ 4 v and t′u ≈ u ||v′;
hence, by the induction hypothesis, there exists a finite sum α of elements of A
such that u ≈ αk, for some k ≥ 1. ut
Lemma 10 has the following consequence.

Lemma 11. If t, t′, u and v are ground terms such that PAA`tu ≈ t′u || v, then
there exists a finite sum α of elements of A such that PAA ` u ≈ αk for some
k ≥ 1.

Lemma 12. Let α be a finite sum of elements of A; if t, u and v are ground
terms such that PAA ` tαk ≈ u || v for some k ≥ 1, then PAA ` u ≈ αl for some
l ≤ k, or there exists a ground term t′ such that PAA ` u ≈ t′αk.

Proof. The proof is by induction on the norm of v.
If bvc = 1, then there exists an a ∈ A such that a 4 v, whence au 4 tαk. If

a 4 t, then u ≈ αk, and if there exists a ground term t′ such that at′ 4 t, then
u ≈ t′αk.

Suppose that bvc > 1 and let v′ be a ground term such that bv′c < bvc and
av′ 4 v, whence a(u || v′) 4 tαk. If a 4 t, then u || v′ ≈ αk, hence there exists an
l < k such that u ≈ αl. Otherwise, suppose that t∗ is a ground term such that
at∗ 4 t and u || v′ ≈ t∗αk; by induction hypothesis u ≈ αl for some l ≤ k, or
there exists a ground term t′ such that u ≈ t′αk. ut

Hirshfeld and Jerrum (1998) give a thorough investigation of a particular
kind of mixed equations; we shall adapt some of their theory to our setting.
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Let α be a finite sum of elements of A. A ground term t we shall call α-free
if t 6≈ α and there exists no ground term t′ such that t ≈ t′ || α. We shall call a
ground term t an α-term if t ≈ αk for some k ≥ 1. The α-norm btcα of a ground
term t is the length of the shortest reduction of t to an α-term, or the norm of
t if such a reduction does not exist. Note that if t ≈ u, then btcα = bucα; the
α-norm of an equation is the α-norm of both sides. We shall write t −→α t′ if
t −→ t′ and bt′cα < btcα; if bucα = 1, then we say that u is an α-unit. In line
with Definition 8, a ground term t′ is an α-reduct of a ground term t if t′ is
reachable from t by an α-reduction.

It is easy to see that bt || ucα = btcα + bucα, so we have the following lemma.

Lemma 13. Let α be a finite sum of elements of A; any α-free α-unit is parallel
prime.

Lemma 14. If t is α-free, then tα is α-free.

Hirshfeld and Jerrum (1998) proved a variant of Lemma 9.

Lemma 15. Let α be a finite sum of elements of A, and let t be an α-free
ground term. If t −→α t′ and t −→α t′′ implies that PAA ` t′ ≈ t′′ for all ground
terms t′ and t′′, then there exists a parallel prime ground term t∗ such that
PAA ` t ≈ t∗ || . . . || t∗.

A pumpable equation is a mixed equation of the form

(t1 || · · · || tm)αk ≈ u1α
k || · · · || unαk,

where α is a finite sum of elements of A, k ≥ 1, m, n ≥ 2 and ti and uj are
α-free ground terms for 1 ≤ i ≤ m and 1 ≤ j ≤ n. The following lemma occurs
in Hirshfeld and Jerrum (1998) as Lemma 7.2.

Lemma 16. There are no pumpable equations with α-norm less than three.

Proposition 17. Let t, u, u′ and v be ground terms such that t and v are α-free
and

PAA ` (t || u)αk ≈ vαk || u′αk. (1)

If u and u′ are α-units, then PAA ` u ≈ u′.

Proof. If there exists a ground term u∗ such that u ≈ u∗ || α, then by Lemma 3
vαk || u′αk ≈ (t || u∗ || α)αk ≈ (t || u∗)αk || α; by Lemma 14 vαk is α-free,
hence there exists a ground term u∗∗ such that u′ ≈ u∗∗ || α. Vice versa, from
u′ ≈ u∗∗ || α we obtain the existence of a u∗ such that u ≈ u∗ || α. In both cases
(t || u∗)αk || α ≈ vαk || u∗∗αk || α, whence

(t || u∗)αk ≈ vαk || u∗∗αk.
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Hence, we may assume without loss of generality that the α-units u and u′ are
α-free, so that (1) is a pumpable equation. By Lemma 16 there are no pumpable
equations with α-norm less than three, so btcα, bvcα ≥ 2; we prove the lemma
by induction on btcα.

If there exist ground terms t′ and v′ such that t −→α t′, v −→α v′ and (t′ ||
u)αk ≈ v′αk ||u′αk, then we may conclude u ≈ u′ from the induction hypothesis.
Since the α-units u′αk and u have unique immediate α-reducts, in the case
that remains, t and v have unique immediate α-reducts t′ and v′, respectively;
hence, by Lemma 15 there exists a parallel prime ground term v∗ such that
v ≈ v∗ || · · · || v∗. By Lemma 3

(t′ || u)αk ≈ vαk || αk+i ≈ (v || αk+i)αk, for some i ≥ 0,

so t′ || u ≈ v∗ || · · · || v∗ || αk+i. Since u is α-free, whence parallel prime by
Lemma 14, it follows that u ≈ v∗; hence

(t || u)αk ≈ (u || · · · || u)αk || u′αk and t′ ≈ u || · · · || u || αk+i.

Clearly, there exists a j ≥ k such that u′αk || αj is an α-reduct of vαk || u′αk

(α-reduce vαk to αj). Hence, by Lemma 3, (u′ ||αj)αk is an α-reduct of (t ||u)αk,
so u′ ||αj is an α-reduct of t ||u. If u′ ||αj is obtained by reducing t to an α-term,
then u ≈ u′ follows, since u and u′ are α-free. Otherwise, there exists j′ ≤ j such
that u′ || αj′ is an α-reduct of t, hence of the unique immediate α-reduct t′ of
t. Every α-reduct of t′ with α-norm 1 is of the form u || αj′′ . Since u and u′ are
parallel prime, u ≈ u′ follows. ut

5 Mixed Terms

We shall now define the set of head normal forms, thus restricting the set of terms
that we need to consider in our proof that PAA is ω-complete. The syntactic form
of head normal form motivate our investigation of a particular kind of terms that
we shall call mixed terms (nestings of parallel and sequential compositions). We
shall work towards a theorem that certain instantiations of mixed terms are
either parallel prime or a parallel composition of a parallel prime and αk for
some finite sum α of elements of A.

Let x be a variable, suppose t = x or t = xt′ for some term t′, and suppose
ū = u1, . . . , uj and v̄ = v1, . . . , vj are sequences of terms; we define the set of
x-prefixes Lj [t, ū, v̄] inductively as follows:

L0[t] = t; and

Lj+1[t, ū, uj+1, v̄, vj+1] = (Lj [t, ū, v̄] || uj+1)vj+1.

A term t is a head normal form if there exist finite sets I, J , K and L such
that

t ≈
∑
i∈I

aiti +
∑
j∈J

bj +
∑
k∈K

vk || uk +
∑
l∈L

wl (by A1 and A2)
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with the ai and bj elements of A, the ti and uk arbitrary terms and each vk and
wl an x-prefix for some variable x.

Lemma 18. For each term t there exists a head normal form t∗ such that PAA`
t ≈ t∗.

We shall associate with every equation t ≈ u a substitution σ such that
tσ ≈ uσ implies that t ≈ u. The main idea of our ω-completenss proof is to
substitute for every variable in t or u a ground term that has a subterm ϕn of
degree n, where, intuitively, n is large compared to the degrees already occurring
in t and u. Let a be an element of A and let n ≥ 1; we define

ϕn = an + an−1 + . . . + a.

Lemma 19. If n ≥ 2 and t is a ground term, then ϕnt is parallel prime.

Suppose t is a term, and let ū = u1, . . . , uj and v̄ = v1, . . . , vj be sequences
of terms; we define the set of mixed terms Mj [t, ū, v̄] inductively as follows:

M0[t] = t; and
Mj+1[t, ū, uj+1, v̄, vj+1] = (Mj [t, ū, v̄] || uj+1)vj+1.

Let t be a ground term; we denote by d→
max(t) the least upperbound for the

degrees of all the reducts of t, i.e.,

d→
max(t) = max{d(t′) | t′ ∈ red(t)}.

Definition 20. A mixed term Mj [ϕnt, ū, v̄] we shall call a generalised ϕn-term
if

d→
max(Mj [t, ū, v̄]) < n.

Note that there are no generalised ϕ1-terms.

Lemma 21. Let Mj [ϕnt, ū, v̄] be a generalised ϕn-term and let u be a ground
term such that

PAA ` Mj [ϕnt, ū, v̄] ≈ ϕntv1 · · · vj || u.

Then there exists a finite sum α of elements of A such that PAA ` v1 · · · vj ≈ αk

and PAA ` u ≈ u1 || · · · || uj ≈ αl for some k, l ≥ 1.

Proof. From Mj [ϕnt, ū, v̄] −→ Mj [t, ū, v̄] and d(Mj [t, ū, v̄]) < n it follows that
Mj [t, ū, v̄] ≈ tv1 · · · vj || u; hence

d→
max(tv1 · · · vj || u) < n. (2)
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Note that buc = bu1 || · · · || ujc; we shall prove the lemma by induction on buc.
If buc = 1, then j = 1 and bu1c = 1. By Lemma 11 there exists a finite sum

α of elements of A such that v1 ≈ αk for some k ≥ 1, and hence by Lemma 12
u ≈ α. By Lemma 3 (ϕnt || u1)αk ≈ ϕntαk || α ≈ (ϕnt || α)αk, so u1 ≈ α.

If buc > 1, then there are three cases: bujc = 1 and j > 1, bujc > 1 and
j = 1, and bujc > 1 and j > 1. We shall only treat the last case; for the other
two cases the proof is similar.

Let u′
j be an immediate reduct of uj ; by (2) there exists an immediate reduct

u′ of u such that

Mj [ϕnt, u1, . . . , uj−1, u
′
j , v̄] ≈ ϕntv1 · · · vj || u′.

Since Mj [ϕnt, u1, . . . , uj−1, u
′
j , v̄], there exists by the induction hypothesis a finite

sum α of elements of A such that v1 · · · vj ≈ αk and u1 || · · · || uj−1 || u′
j ≈ αl for

some k, l ≥ 1. By means of j − 1 applications of Lemma 3, we find that

Mj [ϕnt, ū, v̄] ≈ (ϕntαk−bvjc || uj)αbvjc || αl ≈ ϕntαk || u.

Since ϕntαk is parallel prime by Lemma 19, there exists a ground term u∗ with
bu∗c = bujc and bu∗cα = bujcα such that u ≈ u∗ || αl and (ϕntαk−bvjc ||
uj)αbvjc ≈ ϕntαk || u∗. If bu∗c ≤ bvjc, then by Lemma 12 u∗ is an α-term,
which implies that u and uj are also α-terms. So suppose that bu∗c > bvjc,
and let u† be a ground term such that u∗ ≈ u†αbvjc . Since bujc > bu†c and
bujcα = bu†cα, by Proposition 17, uj and u† are not α-units. Since u′

j is an α-
term and uj −→u′

j , uj must be an α-term, so also u† is an α-term. Consequently,
u ≈ u∗ || αl ≈ u†αbvjc || αl is an α-term. ut

Lemma 22. Let Mj [ϕnt, ū, v̄] be a generalised ϕn-term. If Mj [ϕnt, ū, v̄] is not
α-free, then there exists i ≤ j such that PAA `vi · · · vj ≈ αk and ui is not α-free.

Proof. Let t∗ be a ground term such that

Mj [ϕnt, ū, v̄] ≈ t∗ || α. (3)

Since ϕntv1 · · · vj is a reduct of Mj [ϕnt, ū, v̄] and by Lemma 19 ϕntv1 · · · vj is
parallel prime, ϕntv1 · · · vj must be a reduct of t∗. Then ϕntv1 · · · vj || α is a
reduct of Mj [ϕnt, ū, v̄], so there exist sequences of ground terms ū′ and v̄′ such
that for some 1 ≤ j′ ≤ j and 1 ≤ i ≤ j,

Mj′ [ϕntv1 · · · vi−1, ū
′, v̄′] ≈ ϕntv1 · · · vj || α, where v′

1 · · · v′
j′ ≈ vi · · · vj .

By Lemma 21 vi · · · vj ≈ αk, so in particular vj ≈ αl for some l ≤ k. Clearly,
bt∗c > l, so by Lemma 12 there exists t† such that t∗ ≈ t†αl. We apply Lemma 3
to the right-hand side of (3) and cancel the αl-tail on both sides to obtain

Mj−1[ϕnt, u1, . . . , uj−1, v1, . . . , vj−1] || uj ≈ t† || α.
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The remainder of the proof is by induction on j. If j = 1, then ϕnt||uj ≈ t† ||α
implies that uj is not α-free and we are done. If j > 1 and uj is α-free, then
Mj−1[ϕnt, u1, . . . , uj−1, v1, . . . , vj−1] is not α-free, so by the induction hypothesis
there exists some 1 ≤ i′ ≤ j − 1 such that ui′ is not α-free and vi′ · · · vj−1 ≈ αk′ ,
whence vi′ · · · vj ≈ αk′+l. ut

Proposition 23. If a generalised ϕn-term t∗ is not parallel prime, then there
exists a finite sum α of elements of A and a parallel prime generalised ϕn-term
t† such that t∗ ≈ t† || αk for some k ≥ 1.

Proof. Let t∗ ≈ Mj [ϕnt, ū, v̄] and let t1, . . . , to be parallel prime ground terms
such that

Mj [ϕnt, ū, v̄] ≈ t1 || . . . || to.

Since ϕntv1 · · · vj is a reduct of Mj [ϕnt, ū, v̄] and parallel prime, ϕntv1 · · · vj must
be a reduct of some ti (1 ≤ i ≤ o); assume without loss of generality that it is a
reduct of t1.

Suppose that Mj [ϕnt, ū, v̄] is not parallel prime and let u ≈ t2 || · · · || to. Since
ϕntv1 · · · vj ||u is a reduct of Mj [ϕnt, ū, v̄], there exist sequences of ground terms
ū′ and v̄′ such that, for some 1 ≤ j′ ≤ j and 1 ≤ i ≤ j,

Mj′ [ϕntv1 · · · vi−1, ū
′, v̄′] ≈ ϕntv1 · · · vj || u, where v′

1 · · · v′
j′ ≈ vi · · · vj .

So by Lemma 21, there exists a finite sum α of elements of A such that u ≈ αk,
for some k ≥ 1.

It remains to prove that if Mj [ϕnt, ū, v̄] ≈ t† || α, then t† is a generalised
ϕn-term, for then it follows that t1 is a generalised ϕn-term by induction on k.
Since Mj [ϕnt, ū, v̄] is not α-free, there exists by Lemma 22 an i ≤ j such that ui

is not α-free and vi · · · vj ≈ αl for some l ≥ 1. So either ui ≈ α or there exists u′
i

such that ui ≈ u′
i || α; we only consider the second possibility, as the other can

be dealt with similarly. By Lemma 3 we obtain

Mj [ϕnt, ū, v̄] ≈ Mj−1[ϕnt, u1, . . . , ui−1, u
′
i, ui+1, . . . , uj , v̄] || α

Hence t† ≈ Mj−1[ϕnt, u1, . . . , ui−1, u
′
i, ui+1, . . . , uj , v̄] is a generalised ϕn-term.

ut

6 ω-Completeness

Let A be a nonempty set; we shall now prove that PAA is ω-complete. We
shall assume that the variables used in an equation t ≈ u are enumerated by
x1, x2, . . . , xk, . . . Let xi be a variable and let m be a natural number; the par-
ticular kind of substitutions σm that we shall use in our proof satisfy

σm(xi) = a(aϕi+m + a)a.
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We want to choose m large compared to the degrees already occurring in t
and u; with every term t we associate a natural number dσ

max(t) that denotes
the maximal degree that occurs in t after applying a substitution of the form
described above, treating the terms ϕi+m as fresh constants.

Definition 24. Suppose Ξ = {ξ1, ξ2, . . . , ξk, . . . } is a countably infinite set of
constant symbols such that Ξ ∩A = ∅. Let t be a term and let σ be a substitution
such that

σ(xi) = a(aξi + a)a.

We define dσ
max(t) as the maximal degree that occurs in tσ, i.e., dσ

max(t) =
dmax(tσ).

Lemma 25. If t is a term and let m be a natural number, then

i. d→
max(tσm) ≤ dσ

max(t); and
ii. if a ∈ A and t′ is a ground term such that at′ 4 tσm , then d(t′) ≤ dσ

max(t).

If Lj [t, ū, v̄] is an xi-prefix and m is a natural number, then

Lj [t, ū, v̄]σm −→ Mj [(aϕi+m + a)t′′, ū, v̄]σm < aMj [ϕi+mt′′, ū, v̄]σm , (4)

where t′′ = a if t = xi and t′′ = at′ if t = xit
′ for some term t′. If m ≥

dσ
max(Lj [t, ū, v̄]), then Mj [ϕi+mt′′, ū, v̄]σm is a generalised ϕn-term; we shall call

it the generalised ϕi+m-term associated with Lj [t, ū, v̄] by σm.
For ground terms t and t∗, let us write t 7→ t∗ if there exists a ground term

t′ and an a ∈ A such that t −→ t′ < at∗.

Lemma 26. Let t be an x-prefix and suppose that m ≥ dσ
max(t). If n > m and

t∗ and t† are generalised ϕn-terms such that tσm 7→ t∗ and tσm 7→ t†, then
PAA ` t∗ ≈ t†.

Proof. Note that the unique immediate reduct of tσm is of the form Mj [(aϕi+m+
a)t′, ū, v̄]σm . Moreover, m ≥ dσ

max(t), so Mj [ϕi+mt′, ū, v̄]σm is the unique ground
term t∗ such that at∗ 4 Mj [(aϕi+m + a)t′, ū, v̄]σm and d(t∗) > m. Hence, if t∗

is any generalised ϕn-term with n > dσ
max(t) such that tσm 7→ t∗, then t∗ ≈

Mj [ϕi+mt′, ū, v̄]σm .

Note that if t is an x-prefix, m ≥ dσ
max(t) and t∗ is the generalised ϕi+m-term

associated with t by σm, then t∗ has no reduct with a degree in {m + 1, m +
2, . . . , m + i − 1}. Lemma 26 has the following consequence.

Lemma 27. Let t be an x-prefix, let u be a y-prefix and let m ≥ max{dσ
max(t),

dσ
max(u)}. If PAA ` tσm ≈ uσm , then x = y.

We generalise the definition of α-freeness to terms with variables: a term t is
α-free if t 6≈ α and there exists no term t′ such that t ≈ t′ || α.
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Theorem 28 (ω-completeness). Let A be a nonempty set; then PAA is ω-
complete, i.e., for all terms t and u,

if PAA ` tσ ≈ uσ for all ground substitutions σ, then PAA ` t ≈ u.

Proof. Let m ≥ max{dσ
max(t), dσ

max(u)}. We shall prove by induction on the
depth of t that if tσm ≈ uσm , then t ≈ u; clearly, this implies the theorem.

In the full version of this paper we simultaneously prove that one may assume
without loss of generality that the generalised ϕn-term associated by σm with
an x-prefix is parallel prime; we need this assumption in the remainder of the
proof.

Suppose that tσm ≈ uσm ; it suffices to show that every summand of u is a
summand of t, for then by a symmetric argument it follows that every summand
of t is a summand of u, whence t ≈ u. There are four cases:

1. If b ∈ A such that b 4 u, then b 4 t since σm-instances of summands of one
of the three other types have a norm > 1.

2. If a ∈ A and u′ is a term such that au′ 4 u, then by Lemma 25 d(u′) ≤
dσ
max(u). Since m ≥ dσ

max(u), (u′)σm cannot be an immediate reduct of a
σm-instance of an x-prefix or of a term v || w, with v an x-prefix. So there
exists i ∈ I such that a(u′)σm ≈ ait

σm
i . By the induction hypothesis u′ ≈ ti,

hence au′ 4 t.
3. Let v be an x-prefix and let u′ is a term such that v || u′ 4 u. By our

assumption that generalised ϕn-terms associated by σm with x-prefixes are
parallel prime, there exists k ∈ K such that vσm ≈ vσm

k and (u′)σm ≈ uσm

k ;
by Lemma 27 vk is also an x-prefix. Hence, by the induction hypothesis
v ≈ vk and u′ ≈ uk, so v || u 4 t.

4. If w is an x-prefix such that w 4 u, then by our assumption that generalised
ϕn-terms associated by σm with x-prefixes are parallel prime, there exists
l ∈ L such that wσm ≈ wσm

l ; by Lemma 27 wl is also an x-prefix. If the
generalised ϕn-term associated to w by σm is of the form ϕnw′, then clearly
the generalised ϕn-term associated to wl by σm must be of the form ϕnw′

l

and it is immediate by the induction hypothesis that w′ ≈ w′
l and w ≈ wl.

Let w = (t′ || u′)v′ and let wl = (t′′ || u′′)v′′, where t′ and t′′ are x-prefixes
to which σm associates parallel prime generalised ϕn-terms t† and t‡. If
d(v′)σme = d(v′′)σme, then by the induction hypothesis (t′ || u′) ≈ (t′′ || u′′)
and v′ ≈ v′′, whence w ≈ wl. So let us assume without loss of generality that
d(v′)σme < d(v′′)σme; then there is a ground term v∗ such that (t′ || u′)σm ≈
(t′′ || u′′)σmv∗ v∗(v′)σm ≈ (v′′)σm . Note that (t‡ || u′′)σmv∗ ≈ (t† || u′)σm ,
which is not parallel prime. So there exists by Proposition 23 a finite sum
α of elements of A and a parallel prime generalised ϕn-term t∗ such that
(t‡ || (u′′)σm)v∗ ≈ t∗ || αk. Hence by Lemma 22 v∗ ≈ αl for some l ≥ 1.
Consequently, v′′ ≈ αlv′ and by the induction hypothesis t′|| u′ ≈ (t′′|| u′′)αl;
hence, w 4 t. ut
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Abstract. Milner’s complete proof system for observational congruence
is crucially based on the possibility to equate τ divergent expressions to
non-divergent ones by means of the axiom recX.(τ.X + E) = recX.τ.E.
In the presence of a notion of priority, where e.g. actions of type δ have a
lower priority than silent τ actions, this axiom is no longer sound because
a δ action performable by E is pre-empted in the left-hand term but not
in the right-hand term. The problem of axiomatizing priority using the
standard observational congruence has been open for a long time. Here we
show that this can be done by introducing an auxiliary operator pri(E),
by suitably modifying the axiom above and by introducing some new
axioms. Our technique provides a complete axiomatization for Milner’s
observational congruence over finite-state terms of a process algebra with
priority and recursion.

1 Introduction

In the last years the expressiveness of classical process algebras has been ex-
tended in several ways. Often such extensions have led to the necessity of intro-
ducing a notion of priority among actions which is useful, e.g., to model mecha-
nisms of pre-emption. The problems arising from expressing priority have been
previously studied in the context of prioritized process algebras, see e.g. [5,10,3]
and [4] for a survey. One of the open questions in this context (see [4]) is find-
ing a complete axiomatization for observational congruence in the presence of
recursion.

In [4], where process algebras with priority are studied in full generality, the
authors show that it is necessary to consider rather complex equivalence notions,
which deviate from Milner’s standard notion of observational equivalence, in
order to get the congruence property. Here, we consider a less general form of
priority for which the equivalences presented in [4] reduce to Milner’s standard
notion of observational congruence. This allows us to focus on the problem of
finding a complete axiomatization for observational congruence in the presence
of priority and recursion. In particular the process algebra we consider is the
algebra of finite-state agents used by Milner in [9] for axiomatizing observational
congruence in presence of recursion, extended with δ prefixing, where δ actions
have lower priority than silent τ actions. A language like this has been studied

U. Montanari et al. (Eds.): ICALP 2000, LNCS 1853, pp. 744–755, 2000.
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also in [6], where δ actions represent non-zero time delays, classical actions of
CCS are executed in zero time, and the priority of τ actions over δ actions
derives from the maximal progress assumption (i.e. the system cannot wait if it
has something internal to do). As in [5,10,3,4,6] we assume that visible actions
never have pre-emptive power over lower priority δ actions, because we see visible
actions as indicating only the potential for execution. On the other hand, as
observed e.g. in [4], in the presence of a restriction operator this assumption is
necessary to get the congruence property.

In the literature complete axiomatizations of equivalences for algebras with
priority have been presented for recursion free processes (e.g. in [10]). For this
class of processes a notion of priority of τ actions (silent actions) over actions
of a type δ is simply axiomatized by adding the axiom τ.E + δ.F = τ.E to the
standard Milner’s complete proof system for observational congruence [8,9].

When we consider also recursive processes, if we simply try to extend Milner’s
proof system for observational congruence [8] with the axiom above, we do not
obtain a correct axiomatization. This because the axiom:

recX.(τ.X + E) = recX.τ.E (∗)

which is part of the proof system of [9], is no longer sound. For example if
E ≡ δ.E′, the right-hand term can (weakly) perform δ, whilst the left-hand one
cannot because of the priority of τ actions over δ actions. The axiom above is
crucial for the completeness of the axiomatization in that it allows to “escape” τ
divergence in weakly guarded recursive terms, during the process of turning them
into strongly guarded ones. The axiom reflects the possibility of observational
congruence to always equate τ divergent expressions to non-divergent ones.

The effects of priority on the possibility of escaping divergence have been pre-
viously studied in [6], where the problem of finding a complete axiomatization
for recursive processes is tackled by considering a variant of Milner’s standard
notion of observational congruence, that makes it not always possible to escape
τ divergence. In particular Milner’s observational congruence is modified with
the additional requirement that two bisimilar terms must have the same oppor-
tunity to silently become stable terms, i.e. terms that cannot perform τ actions.
Adopting this additional constraint, which now makes observational congruence
certainly sensitive to τ divergence, provides a simple necessary and sufficient con-
dition for the possibility of escaping divergence and for applying the axiom (∗).
Divergence can be escaped in recX.(τ.X + E) if and only if E may perform a
silent move.

In this paper we show that priority and Milner’s standard notion of obser-
vational congruence are compatible: we obtain a complete axiomatization for
an algebra with priority and recursion even if it is always possible to escape τ
divergence. This is done by replacing E in the right-hand term of axiom (∗)
with pri(E), where pri is an auxiliary operator. The behavior of pri(E) is ob-
tained from that of E by removing all transitions δ (and subsequent behaviors)
performable in state E. Therefore the new axiom is:

recX.(τ.X + E) = recX.τ.pri(E)
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Since E may be a term including free variables (e.g. in the case of nested re-
cursions), in our axiomatization an important role in the process of turning un-
guarded recursive terms into strongly guarded ones is played by terms pri(X).
In particular we introduce the new axiom:

recX.(τ.(pri(X) + E) + F ) = recX.(τ.X + E + F )

which is needed to remove unnecessary occurrences of terms pri(X) in weakly
guarded recursions. Finally we add some basic axioms that capture the δ elimi-
nating behavior of the new auxiliary operator.

In this way we provide a complete axiomatization for observational congru-
ence over processes of the process algebra with priority.

The paper is structured as follows. In Sect. 2 we present the algebra with
priority and its operational semantics. In Sect. 3 we present a complete axiom-
atization for observational congruence over processes of the algebra. Finally in
Sect. 4 we report some concluding remarks.

2 Prioritized Algebra

The prioritized algebra that we consider is just CCS without static operators [9]
extended with δ prefixing, where δ actions have lower priority than silent τ
actions. The set of prioritized actions, which includes the silent action τ denoting
an internal move, is denoted by PAct , ranged over by a, b, c, . . . . The set of all
actions is defined by Act = PAct ∪{δ}, ranged over by α, α′, . . . . The set of term
variables is Var , ranged over by X, Y, . . . . The set E of behavior expressions,
ranged over by E, F, G, . . . is defined by the following syntax.

E ::= 0 | X | α.E | E + E | recX.E

The meaning of the operators is the standard one of [8,9], where recX denotes
recursion in the usual way.

As in [9] we take the liberty of identifying expressions which differ only by
a change of bound variables (hence we do not need to deal with α-conversion
explicitly). We will write E{F/X} for the result of substituting F for each
occurrence of X in E, renaming bound variables as necessary.

We adopt the standard definitions of [8,9] for free variable, and open and
closed term. The set of processes, i.e. closed terms, is denoted by P, ranged over
by P, Q, R, . . ..

We adopt the following standard definitions concerning guardedness of vari-
ables.

Definition 1. X is weakly guarded in E if each occurrence of X is within some
subexpression of E of the form α.F . X is (strongly) guarded in E if we addi-
tionally require that α 6= τ . X is unguarded in E if X is not (strongly) guarded
in E. X is fully unguarded in E if X is neither strongly nor weakly guarded in
E.
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α.E
α−→ E

E
a−→ E′

E + F
a−→ E′

F
a−→ F ′

E + F
a−→ F ′

E
δ−→ E′ F

τ

6−→
E + F

δ−→ E′

F
δ−→ F ′ E

τ

6−→
E + F

δ−→ F ′

E
α−→ E′

recX.E
α−→ E′{recX.E/X}

Table 1. Operational Semantics

A recursion recX.E is weakly guarded, (strongly) guarded, unguarded, fully
unguarded, if X is weakly guarded, (strongly) guarded, unguarded, fully un-
guarded in E, respectively. As in [9] we say that an expression E is guarded
(unguarded) if every (some) subexpression of E which is a recursion is guarded
(unguarded).

The operational semantics of the algebra terms is given as a relation −→ ⊆
E ×Act ×E . We write E

α−→ F for (E, α, F ) ∈ −→ , E
α−→ for ∃F : (E, α, F ) ∈

−→ and E
α

6−→ for 6∃F : (E, α, F ) ∈ −→ . −→ is defined as the least relation
satisfying the operational rules in Table 1.

As in [10] we capture the priority of τ actions over δ actions by cutting
transitions which cannot be performed directly in semantic models (and not by
discarding them at the level of bisimulation definition as done in [6]) so that we
can just apply the ordinary notion of observational congruence [8].

Note that the rule for recursion is not the standard one used by Milner
in [8,?], in that it defines the moves of recX.E in a pure structural way, starting
from those of E (where X occurs free), instead of E{recX.E/X}. This rule,
which was proven to be equivalent to that of Milner in [1], gives the possibility
to simplify the proofs of some results. In particular such proofs can be made by
simply inducing on the structure of terms instead of inducing on the depth of
the inference of term transitions.

The equivalence notion we consider over the terms of our prioritized process
algebra is the standard notion of observational congruence extended to open
terms [8,?]. In particular we consider here the following characterization of ob-
servational congruence given in [9].

As in [9] we use α−→+ to denote computations composed of all α−→ tran-
sitions whose length is at least one and α−→∗ to denote computations com-
posed of all α−→ transitions whose length is possibly zero. Let α=⇒ denote
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τ−→∗ α−→ τ−→∗. Moreover we define α̂=⇒ = α=⇒ if α 6= τ and τ̂=⇒ = τ−→∗. Let
E � X denote that E contains a free unguarded occurrence of X.

Definition 2. A relation β ⊆ E × E is a weak bisimulation if, whenever
(E, F ) ∈ β:

– If E
α−→ E′ then, for some F ′, F

α̂=⇒ F ′ and (E′, F ′) ∈ β.
– If F

α−→ F ′ then, for some E′, E
α̂=⇒ E′ and (E′, F ′) ∈ β.

– E � X iff F � X.

Two expressions E, F are weakly bisimilar, written E ≈ F , iff (E, F ) is included
in some weak bisimulation.

Definition 3. Two expressions E, F are observational congruent, written
E ' F , iff:

– If E
α−→ E′ then, for some F ′, F

α=⇒ F ′ and E′ ≈ F ′.
– If F

α−→ F ′ then, for some E′, E
α=⇒ E′ and E′ ≈ F ′.

– E � X iff F � X.

Corollary 4. If E ' F then:
E

τ−→ ⇔ F
τ−→

The following theorem shows that the presence of priority preserves the con-
gruence property of observational congruence w.r.t. the operators of the algebra.

Theorem 5. ' is a congruence w.r.t. prefix, choice and recursion operators.

Proof In the case of the prefix operator the proof is trivial. As far as the choice
operator is concerned, the only problematic case arises when, given E ' F , we
have a move E + G

δ−→ H derived from G
δ−→ H. In this case we can conclude

that F + G
δ−→ H by using Corollary 4. See [2] for a detailed proof which also

includes the case of the recursion operator.

3 Axiomatization

We now present an axiomatization of ' which is complete over processes P ∈ P
of our algebra.

As we already explained in the introduction, the law of ordinary CCS which
allows to escape τ divergence:

recX.(τ.X + E) = recX.τ.E

is not sound in a calculus with this kind of priority. Consider for instance the
divergent term F ≡ recX.(τ.X + δ.0). Because of priority of “τ” actions over
“δ” actions the operational semantics of F is isomorphic to that of recX.τ.X.
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Hence F is an infinitely looping term which can never escape from divergence
by executing the action “δ”. If the cited law were sound, we would obtain F =
recX.τ.δ.0 and this is certainly not the case.

In order to overcome this problem in [6] the distinguished symbol “⊥” is
introduced, which represents an ill-defined term that can be removed from a
summation only if a silent computation is possible. In this way by considering
the rule recX.(τ.X + E) = recX.τ.(E + ⊥) the resulting term which escapes
divergence can be turned into a “normal” term only if E may execute a silent
move.

This law is surely sound (over terms without “⊥”) also in our language, but
is not sufficient to achieve completeness. Since, differently from [6], we do not
impose conditions about stability in our definition of observational congruence,
we can escape divergence not only when E includes a silent move but for all
possible terms E. For example in our calculus (but not in [6]) the term recX.τ.X
is equivalent to τ.0 (as in standard CCS), so we can escape divergence in F even
if τ.X has not a silent alternative inside recX. In general the behavior of E′ such
that recX.τ.E′ = recX.(τ.X +E) is obtained from that of E by removing all “δ”
actions (and subsequent behaviors) performable in state E. We denote such E′,
representing the “prioritized” behavior of state E, with pri(E). The operational
semantics of the auxiliary operator pri is just:

E
α−→ E′

pri(E) α−→ E′
α 6= δ

Therefore in our case τ divergence can always be escaped by turning E into
pri(E) and the strongly guarded terms we obtain are always “well-defined”
terms.

Note that the introduction of this auxiliary operator is crucial for being able
to axiomatize the priority of τ actions over δ actions in our case. Since we have
to remove δ actions performable by a term E even if E does not include a silent
move, we cannot do this by employing a special symbol like “⊥” instead of
using an operator. This because ⊥ must somehow be removed at the end of the
deletion process (in [6] ⊥ is eliminated by silent alternatives) in order to obtain
a “normal” term.

The axiomatization of “'” we propose is made over the set of terms Epri,
generated by extending the syntax to include the new operator pri(E). We start
by noting that the congruence property trivially extends to this operator.

Theorem 6. ' is a congruence w.r.t. the new operator pri(E).

We adopt the following notion of serial variable, which is used in the axiom-
atization.

Definition 7. X is serial in E ∈ Epri if every subexpression of E which contains
X, apart from X itself, is of the form α.F , F ′ +F ′′ or recY.F for some variable
Y .
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(A1) E + F = F + E

(A2) (E + F ) + G = E + (F + G)

(A3) E + E = E

(A4) E + 0 = E

(Tau1) α.τ.E = α.E

(Tau2) E + τ.E = τ.E

(Tau3) α.(E + τ.F ) + α.F = α.(E + τ.F )

(Pri1) pri(0) = 0

(Pri2) pri(a.E) = a.E

(Pri3) pri(δ.E) = 0

(Pri4) pri(E + F ) = pri(E) + pri(F )

(Pri5) pri(pri(E)) = pri(E)

(Pri6) τ.E + F = τ.E + pri(F )

(Rec1) recX.E = E{recX.E/X}
(Rec2) F = E{F/X} ⇒ F = recX.E provided that X is strongly guarded

and serial in E

(Ung1) recX.(X + E) = recX.E

(Ung2) recX.(τ.X + E) = recX.(τ.pri(E))

(Ung3) recX.(τ.(X + E) + F ) = recX.(τ.X + E + F )

(Ung4) recX.(τ.(pri(X) + E) + F ) = recX.(τ.X + E + F )

Table 2. Axiom system A

The axiom system A is formed by the axioms presented in Table 2.
The axiom (Pri6) expresses the priority of τ actions over δ actions. Note

that from (Pri6) we can derive τ.E + δ.E = τ.E by applying (Pri3). The ax-
ioms (Rec1), (Rec2) handle strongly guarded recursion in the standard way [9].
The axioms (Ung1) and (Ung2) are used to turn unguarded terms into strongly
guarded ones similarly as in [9]. The axiom (Ung3) and the new axiom (Ung4)
are used to transform weakly guarded recursions into the form required by the
axiom (Ung2), so that they can be turned into strongly guarded ones. In par-
ticular the role of axiom (Ung4) is to remove unnecessary occurrences of terms
pri(X) in weakly guarded recursions.

3.1 Soundness

Theorem 8. Given E, F ∈ Epri, if A ` E = F then E ' F .
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Proof The soundness of the laws (Rec1) and (Rec2) derives from the fact that
systems of equations of the form Xi = Ei, where the variables Xi are guarded and
serial in terms Ei and are not in the scope of any recursion, have a unique solution
up to provable equality. The proof of this fact is a straightforward adaptation
of the proof given in [8]. The soundness of the new equations (Pri1) − (Pri6)
trivially derives from the fact that the semantic models of left-hand and right-
hand terms are isomorphic. The soundness of the laws (Ung1)−(Ung4) is proved
in [2].

3.2 Completeness

Now we will show that the axiom system A is complete over processes of P. In
order to do this we follow the lines of [9], so we deal with systems of recursive
equations.

We start by introducing the machinery necessary for proving completeness
over guarded expressions E ∈ E . Afterwards we will show how the axioms (Ung)
can be used to turn an unguarded processes of P into a guarded process of P.
Note that the new operator pri(E) is used only in the intermediate steps of the
second procedure.

Definition 9. An equation set with formal variables X̃ = {X1, . . . , Xn} and
free variables W̃ = {W1, . . . , Wm}, where X̃ and W̃ are disjoint, is a set S =
{Xi = Hi | 1 ≤ i ≤ n} of equations such that the expressions Hi (1 ≤ i ≤ n)
have free variables in X̃ ∪ W̃ .

We say that an expression E provably satisfies S if there are expressions
Ẽ = {E1, . . . , En} with free variables in W̃ such that E1 ≡ E and for 1 ≤ i ≤ n
we have A ` Ei = Hi{Ẽ/X̃}.

The equation sets that are actually dealt with in the proof of completeness
of [9] belong to the subclass of standard equation sets. Here we have to slightly
change the characterization of this subclass because of the presence of priority.

Definition 10. An equation set S = {Xi = Hi | 1 ≤ i ≤ n}, with formal vari-
ables X̃ = {X1, . . . , Xn} and free variables W̃ = {W1, . . . , Wm}, is standard if
each expression Hi (1 ≤ i ≤ n) is of the form: 1

Hi ≡
∑
j∈Ji

αi,j .Xf(i,j) +
∑

k∈Ki

Wg(i,k)

where:
∃j ∈ Ji : αi,j = τ ⇒ 6∃j ∈ Ji : αi,j = δ .

As in [9], for a standard equation set S we define the relations −→S ⊆
X̃ × Act × X̃ and �S ⊆ X̃ × W̃ as follows:

Xi
α−→S X iff α.X occurs in Hi

Xi �S W iff W occurs in Hi

1 We assume
∑

j∈J E ≡ 0 if J = ∅.
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Definition 11. A standard equation set S with formal variables X̃ =
{X1, . . . , Xn} is guarded if there is no cycle Xi

τ−→+
S Xi.

The following theorem guarantees that from a guarded expression E ∈ E we
can derive a standard guarded equation set which is provably satisfied by E.

Theorem 12. Every guarded expression E ∈ E provably satisfies a standard
guarded equation set S.

Proof The proof is as in [9], where, in addition, we modify the resulting equation
set by eliminating the occurrences of δ.X (for some X) in the equations which
include terms τ.Y (for some Y ). This is done by using laws (Pri6) and (Pri3).

Once established the form of standard guarded equation sets S, completeness
over guarded expressions is obtained by saturating equation sets S as in [9]. In
particular the proofs of the following lemma and two theorems are the same as
in [9].

Definition 13. A standard equation set S with formal variables X̃ is saturated
if, for all X ∈ X̃:

(i) X
τ−→∗

S
α−→S

τ−→∗
S X ′ ⇒ X

α−→ X ′

(ii) X
τ−→∗

S �S W ⇒ X �S W

Lemma 14. Let E ∈ E provably satisfy S, standard and guarded. Then there is
a saturated, standard and guarded equation set S′ provably satisfied by E.

The possibility of saturating standard and guarded equation sets S leads to
the following theorem.

Theorem 15. Let E ∈ E provably satisfy S, and F ∈ E provably satisfy T ,
where both S and T are standard, guarded sets of equations, and let E ' F .
Then there is a standard, guarded equation set U provably satisfied by both S
and T .

Theorem 16. Let E, F ∈ E provably satisfy the same standard guarded equation
set S, then A ` E = F .

Hence we have proved completeness over guarded expressions.

Theorem 17. If E and F are guarded expressions of E and E ' F then A `
E = F .

Now we show that each unguarded process can be turned into a guarded
process of P, so that we obtain completeness also over unguarded processes. We
start with a technical lemma which, in analogy to [9], is important to obtain this
result.
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Lemma 18. If X occurs free and unguarded in E ∈ E, then A ` E = X + E.

The proof of this lemma is the same as in [9].

Theorem 19. For each process P ∈ P there exists a guarded P ′ ∈ P such that
A ` P = P ′.

Proof We show, by structural induction, that given an expression E ∈ E , it is
possible to find an expression F ∈ Epri such that:

1. if pri(G) is a subexpression of F then G ≡ X for some free variable X;
2. for any variable X, pri(X) is weakly guarded in F , i.e. each occurrence of

pri(X) is within some subexpression of F of the form α.G;
3. a summation cannot have both pri(X) and Y as arguments, for any (possibly

coincident) variables X and Y ;
4. for any variable X, each subterm recX.G of F is (strongly) guarded in F ,

i.e. each occurrence of recX.G is within some subexpression of F of the form
α.H, with α 6= τ ;

5. F is guarded;
6. A ` E = F .

Note that a consequence of property 4 is that each unguarded occurrence of
any free variable X of F does not lie within the scope of a subexpression recY.G
of F .

Showing this result proves the theorem, in that if E ∈ E is a process of
P, i.e. a closed term, we have (by the properties of F above) that F is also a
process of P, it is guarded, and A ` E = F . The result above is derived by
structural induction on the syntax of an expression E ∈ E . In particular in the
case E ≡ recX.E′ a fundamental role is played by Lemma 18 which generates
from a term E′′ such that X (pri(X)) is unguarded in E′′ an equivalent term
X + E′′ (pri(X) + E′′) so that law (Ung3) (law (Ung4)) can be applied. See [2]
for a complete proof.

From Theorem 17 and Theorem 19 we derive the completeness of A over
processes of P.

Theorem 20. Given P, Q ∈ P, if P ' Q then A ` P = Q.

Note that all the axioms of A are actually used in the proof of complete-
ness. In particular in the proof of completeness over guarded expressions (The-
orem 17) we employ the standard axioms (A1) − (A4), (Tau1) − (Tau3) and
(Rec1), (Rec2) as in [9], plus the new axioms (Pri3) and (Pri6). All these ax-
ioms are necessary even if we restrict to consider completeness over guarded
processes only. Moreover, proving that a process of P can always be turned
into a guarded process (Theorem 19) requires the use of the remaining axioms
(Pri1), (Pri2), (Pri4), (Pri5) and (Ung1)− (Ung4) [2]. This supports the claim
that our axiomatization is irredundant.
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4 Conclusion

The algebra presented in this paper and its axiomatization can be extended
to include all the operators of CCS, by employing operational rules like those
presented in [4]. This can be done easily if parallel composition is assumed to
have an operational semantics implementing local pre-emption (and not global
pre-emption, see [4]). This means that τ actions of a sequential process may
pre-empt only actions δ of the same sequential process. For instance in τ.E|δ.F
the action δ of the righthand process is not pre-empted by the action τ of the
lefthand process, as instead happens if we assume global pre-emption. On the
other hand, local pre-emption seems to be natural in the context of distributed
systems, where the choices of a process do not influence the choices of another
process.

If global pre-emption is, instead, assumed, then Milner’s standard notion of
observational equivalence is not a congruence for the parallel operator (see [4])
with the usual operational rule, where E|F may perform a δ action (originating
from E or F ) only if it cannot execute any τ action. This because, e.g., recX.τ.X
is observationally congruent to τ.0, but recX.τ.X|δ.0, whose semantics, due to
global pre-emption, is that of recX.τ.X, is not observationally congruent to
τ.0|δ.0, whose semantics is that of τ.δ.0. In this case a possibility is to resort to
a finer notion of observational congruence similar to that presented in [6].

On the other hand, when global priority derives from execution times asso-
ciated with actions as in [6], where δ actions represent non-zero time delays and
classical actions of CCS are executed in zero time, the operational rule for the
parallel operator implementing global pre-emption of [4] does not seem the most
natural one. In this context a process like recX.τ.X represents a Zeno process
which executes infinite τ actions in the same time point. According to the oper-
ational rule for parallel operator of [4], the semantic model of recX.τ.X|δ.0, as
already stated, is that of recX.τ.X, where we observe only the τ moves of the
lefthand Zeno process which are all executed in zero time. This is in contrast
with the intuition that in recX.τ.X|δ.0 the righthand process should eventually
advance because, since no synchronization occurs between the two processes,
the behavior of the righthand process should not be influenced from that of the
lefthand process. The point is that the infinite sequence of τ moves executed by
the lefthand process prevents the time from advancing and as a consequence,
by employing the operational rule of [4], we do not observe the behavior of the
system after the time point where the τ actions are executed. This leads to an
incomplete description of the behavior of recX.τ.X|δ.0 that makes the semantics
of recX.τ.X|δ.0 to be different from that of τ.0|δ.0. Therefore it seems that the
real point here is not to consider a finer notion of observational congruence that
makes recX.τ.X not equivalent to τ.0 (as done in [6]), but to have an opera-
tional semantics for the parallel operator that allows to observe the behavior of
the system after the critical time point. The definition of such a semantics is an
open problem which we are currently working on.
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Abstract. Consider the problem of sending a single message from a
sender to a receiver through an m × n mesh with asynchronous links
that may stop working, and memoryless intermediate nodes. We prove
that for m ∈ O(1), it is necessary and sufficient to use packet headers
that are Θ(log log n) bits long.

1 Introduction

Protocols that send information bundled into packets over a communication
network allocate some number of bits in each packet for transmitting control
information. We here refer to such bits as header bits. These bits might include
sequence numbers to ensure that packets are received in the correct order, or
they might contain routing information to ensure that a packet is delivered to its
destination. When the number of message bits in a packet is small (for example,
in acknowledgements), the header bits can make up a significant fraction of the
total number of bits contained in the packet. A natural question to ask is the
following: how large must packet headers be for reliable communication?

This problem is addressed in [AF99], part of a large body of research on the
end-to-end communication problem [AAF+94], [AAG+97], [AG88], [AMS89],
[APV96], [DW97], [KOR95], [LLT98], [F98]. The end-to-end communication
problem is to send information from one designated processor (the sender S)
to another designated processor (the receiver R) over an unreliable communi-
cation network. This is a fundamental problem in distributed computing, since
(a) communication is crucial to distributed computing and (b) as the size of a
network increases, the likelihood of a fault occurring somewhere in the network
also increases.
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Adler and Fich [AF99] studied the question of how many header bits are
required for end-to-end communication in the setting where links may fail. They
prove that, for the complete network of n processors or any network that con-
tains it as a minor (such as the n2-input butterfly or the n × n × 2 mesh), any
memoryless protocol that ensures delivery of a single message using headers with
fewer than dlog2 ne − 3 bits, generates an infinite amount of message traffic.

If there is a path of live links from S to R in an n-node network, then there
is a simple path of live links of length at most n − 1. Therefore, it suffices to
use the simple “hop count” algorithm [P81] which discards messages that have
been forwarded n − 1 times. Since this can be done with headers of size dlog ne,
for the complete graph we have upper and lower bounds that match to within a
small additive constant, and for the n2-input butterfly and the n × n × 2 mesh
to within a small multiplicative constant.

However, for several graphs there remains a large gap between the best upper
and lower bounds. Planar graphs, including two-dimensional meshes, do not
contain a complete graph on more than 4 nodes as a minor [K30] and, as a result,
no previous work has demonstrated a lower bound larger than a constant for any
planar graph. Furthermore, for some graphs it is possible to do better than the
simple hop count algorithm. For example, Adler and Fich [AF99] observed that
if F is a feedback vertex set of the underlying graph G (that is, if every cycle of G
contains at least one vertex of F ), then one can use a variant of the hop count
protocol which discards messages that have visited F more than |F | times. The
discarding does no harm, since a simple path visits F at most |F | times. But it
ensures that the amount of traffic generated is finite. Note that in this variant of
the hop count protocol, the length of packet headers is at most dlog2(|F | + 1)e.

However, some graphs have no small feedback vertex sets. In particular, any
feedback vertex set for the m×n mesh has size at least bm/2c·bn/2c. In this case,
this variant does not offer significant improvement over the hop count algorithm.

Thus we see that a network that has resisted both lower bound and upper
bound improvements is the two-dimensional mesh. Prior to this work, there was
no upper bound better than O(log mn), nor lower bound better than Ω(1), for
any m × n mesh with m, n > 2. For m = 2, headers of length one suffice in our
network (since no backward move is needed and we need only distinguish vertical
and horizontal arrivals) [AF99]. In [AF99], it is conjectured that Ω(log n) header
bits are necessary for a protocol to ensure delivery of a single message in an n×n
mesh without generating an infinite amount of message traffic.

Here, we attack this open problem by considering m × n meshes, for con-
stant m ≥ 3. We prove the unexpected result that Θ(log log n) bit headers are
necessary and sufficient for such graphs.

1.1 Network Model

We model a network by an undirected graph G, with a node corresponding to
each processor and an edge corresponding to a link between two processors.
Specifically, we consider the graphs G(m, n) with a sender node S and a receiver
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node R in addition to the mn intermediate nodes, (i, j), for 0 ≤ i < m and
0 ≤ j < n. There are links between

– node S and node (i, 0), for 0 ≤ i < m,
– node (i, j) and node (i, j + 1), for 0 ≤ i < m and 0 ≤ j < n − 1,
– node (i, j) and node (i + 1, j), for 0 ≤ i < m − 1 and 0 ≤ j < n, and
– node (i, n − 1) and node R, for 0 ≤ i < m.

The graph G(3, 6) is illustrated in Figure 1.

(2,5)

S R

(0,0)

Fig. 1. The graph G(3, 6)

Processors communicate by sending packets along links in the network. Each
packet consists of data (i.e. the message) and a header. The processor at an
intermediate node may use information in the header to determine what packets
to send to its neighbours, but they cannot use the data for this purpose. Headers
may be modified arbitrarily; however, data must be treated as a “black box”.
That is, processors may make copies of the data, but they may not modify it.
This data-oblivious assumption is appropriate when one views end-to-end com-
munication protocols as providing a reliable communication layer that will be
used by many different distributed algorithms. Typically in end-to-end commu-
nication, one assumes that when a processor receives a packet, it cannot detect
which of its neighbours sent the packet. This assumption is not relevant to our
problem since the degree of the underlying network is bounded, and so the iden-
tity of the sender can be encoded in a constant number of header bits.

Intermediate processors are assumed to be memoryless. Thus, processors can
only send packets as a result of receiving a packet and must decide along which
link(s) to forward the message and how to change the packet header, based only
on the contents of the header. This is an appropriate model for a network with
simultaneous traffic between many different pairs of processors, for example, the
Internet, where no information concerning past traffic is stored.

The links of the network are either alive or dead. At any time, a live link may
become dead. Once a link becomes dead, it remains so. Processors do not know
which subset of the links are alive. For simplicity, it is assumed that processors
never fail. However, a dead processor can be simulated by considering each of
its incident links to be dead.

Live links deliver packets in a first in, first out manner. However, the time
for a packet to traverse a link may differ at different times or for different links.
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We assume that the time for a packet to traverse a link is finite, but unbounded.
Edges which are dead can be thought of as having infinite delay. In this asyn-
chronous model, a processor cannot distinguish between a dead link and a link
which is just very slow.

1.2 Summary of Results

In this paper, we consider the problem of sending a single message from S to R.
Our goal is to ensure that

– as long as there is some simple S–R path of live links, at least one copy of
the message gets sent from S to R, and

– even if all links are alive, only a finite number of packets are generated.

We say that a protocol which satisfies these requirements delivers a message from
S to R with finite traffic. In this paper, we provide an algorithm that does this
using O(m(log log n + log m))-bit headers for any network G(m, n). For the case
of G(3, n), this is improved in the full version of our paper to log2 log2 n + O(1).
In Section 3 we demonstrate that for G(3, n), log2 log2 n − O(log log log n) bits
are required. Using the following observation of Adler and Fich [AF99], this lower
bound can be extended to G(m, n).

Proposition 1. Suppose G′ is a minor of G and S′ and R′ are the supernodes
of G′ containing S and R, respectively. Then any protocol for G that delivers
a message from S to R with finite traffic gives a protocol for G′ with the same
packet headers that delivers a message from S′ to R′ with finite traffic.

In particular, since for m ≥ 3, G(m, n) has G(3, n) as a minor, log2 log2 n −
O(log log log n) bits are required for G(m, n). Thus, for any constant m ≥ 3, we
have optimal bounds to within a constant factor on the number of header bits
that are necessary and sufficient to deliver a message from S to R with finite
traffic in G(m, n). For the case of G(3, n), our bounds are within an additive
term of O(log log log n) from optimal.

Our upper bounds use a new technique to obtain an approximate count of
how many nodes a message has visited, which is sufficient to guarantee that only
a finite number of packets are generated. This technique may have applications to
other networks. By Proposition 1, our upper bounds also provide upper bounds
for any graphs that are minors of G(m, n), for any constant m.

The next section describes our protocol for G(m, n) for any constant m ≥ 3.
This is followed in Section 3 by our lower bound for G(3, n) and, hence, for
G(m, n) with m > 3.

2 A Protocol for G(m, n)

In this section, we provide an upper bound on the header size required for sending
a single message from S to R in G(m, n). Since G(m, n) is a minor of G(m, n′)
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for all n ≤ n′, by Proposition 1, it suffices to assume that n = 2h + 1 for some
positive integer h.

We begin by giving a characterization of certain simple paths. The charac-
terization will be used in Lemma 1 to parse simple paths. We will be considering
sub-paths that go from left-to-right (from small c1 to big c2) and also sub-paths
that go from right-to-left (from big c1 to small c2), but we will always work
within a bounded region of rows consisting of row r1 up to row r2.

Definition 1. For r1 ≤ r2 and c1 6= c2, a (c1, c2, r1, r2)-bounded path is a
simple path that starts in column c1, ends in column c2, and does not go through
any node in a column less than min{c1, c2}, a column greater than max{c1, c2},
a row less than r1, or a row greater than r2.

Note that every simple path from the first column of G(m, n) to the last
column of G(m, n) is a (0, n−1, 0, m−1)-bounded path. A (c1, c2, r, r)-bounded
path is a simple path of horizontal edges.

Definition 2. For r1 < r2 and c1 6= c2, a (c1, c2, r1, r2)-bounded loop is a
simple path that starts and ends in column c1, and does not go through any node
in a column less than min{c1, c2}, a column greater than max{c1, c2}, a row less
than r1, or a row greater than r2.

We focus attention on bounded paths between columns which are consecutive
multiples of some power of 2, i.e. from column c2k to column c′2k, where c′ =
c ± 1.

Lemma 1. Let c1, c2, c3 be consecutive nonnegative integers, with c2 odd, and
let k be a nonnegative integer. Then every (c12k, c32k, r1, r2)-bounded path can be
decomposed into a (c12k, c22k, r1, r2)-bounded path, followed by a series of r2−r1
or fewer (c22k, c12k, r1, r2)- and (c22k, c32k, r1, r2)-bounded loops, followed by a
(c22k, c32k, r1, r2)-bounded path.

Proof. Consider any (c12k, c32k, r1, r2)-bounded path. The portion of the path
until a node in column c22k is first encountered is the first subpath, the portion of
the path after a node in column c22k is last encountered is the last subpath, and
the remainder of the path is the series of loops starting and ending in column
c22k. The bound on the number of loops follows from the fact that the path
is simple, so the first subpath and each of the loops end on different nodes in
column c22k. ut

This gives us a recursive decomposition of any simple path from the first
column to the last column of G(m, n), where n is one more than a power of
2. Specifically, such a (0, n − 1, 0, m − 1)-bounded path consists of a (0, (n −
1)/2, 0, m − 1)-bounded path, followed by a series of at most m − 1 different
((n − 1)/2, n − 1, 0, m − 1) and ((n − 1)/2, 0, 0, m − 1)-bounded loops, followed
by a ((n − 1)/2, n − 1, 0, m − 1)-bounded path. Each of the bounded paths can
then be similarly decomposed. Furthermore, we can also decompose the bounded
loops.
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Lemma 2. Let k, r1, r2, c1 and c2 be nonnegative integers, where c1 and c2
are consecutive, c1 is odd, and r1 < r2. Then every (c12k, c22k, r1, r2)-bounded
loop can be decomposed into the prefix of a (c12k, c22k, r1 + 1, r2)-bounded path,
followed by a downward edge, followed by the suffix of a (c22k, c12k, r1, r2 − 1)-
bounded path, or the prefix of a (c12k, c22k, r1, r2 − 1)-bounded path, followed by
an upward edge, followed by the suffix of a (c22k, c12k, r1 + 1, r2)-bounded path.

Proof. Consider any (c12k, c22k, r1, r2) bounded loop. Let c be the column far-
thest from c12k that this path reaches and let (r, c) be the first node in this path
in column c. Let p1 be the prefix of this path up to and including node (r, c).
The next edge is vertical. Let p2 be the remainder of the bounded loop following
that edge.

Since the loop is a simple path, paths p1 and p2 do not intersect. Thus, either
p1 is completely above p2, so p1 never uses row r1 and p2 never uses row r2, or
p1 is completely below p2, so p1 never uses row r2 and p2 never uses row r1. ut

We use this recursive decomposition of simple paths in our protocol. Instead
of trying just the simple S–R paths in G(m, n), our protocol tries all S–R paths
that can be recursively decomposed in this way.

Our basic building block is a protocol that sends a packet from column c1 to
column c2, where c1 and c2 are consecutive multiples of some power of 2, using
some set of r adjacent rows. The protocol does this by first sending the packet
from column c1 to the middle column (c1 + c2)/2, recursively. Then it sends the
packet looping around the middle column at most r−1 times. Each loop consists
of a first half and a second half, each of which uses at most r − 1 rows. Both of
these subproblems are solved recursively. Finally, the protocol recursively sends
the packet from the middle column to column c2.

It follows by Lemmas 1 and 2 that, if there is a simple path of live edges from
S to R, then our protocol finds it. Note that, at the lowest level of the recursion,
a packet is always travelling in what is considered the forward direction (when
the bounded path is from right to left, this will be in the backwards direction
of the original problem, but still in the forward direction of the lowest level
subproblem). Thus, the difficult part of this protocol is performing the bounded
loops in such a way that the packet does not travel in an infinite loop.

Let #2(0) = ∞ and for every positive integer c, let #2(c) denote the largest
power of two that divides c. Thus, if c can be expressed as c12k for an odd
number c1, then #2(c) = k. In our protocol, the packet header is used to keep
track of the column in which the current loop started and the distance to the
other column boundary. If we naively stored these numbers, then Ω(log n) header
bits would be required. However, because our decomposition only uses bounded
loops of the form (c12k, (c1 ± 1)2k, r1, r2), where c1 is odd, it is sufficient to
keep track of k (i.e., #2(c12k)). Note that k can be represented using only
dlog2 log2(n − 1)e bits. Using the quantity k, a packet can tell when it reaches
its boundary columns. In particular, while its current column c is between the
boundaries, #2(c) < k but when c is at the boundaries #2(c) ≥ k.

When the algorithm is doing a bounded loop from column c12k the following
quantities are stored.
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– power = #2(c12k) (which is equal to k),
– minRow, the smallest row that can be used,
– maxRow, the largest row that can be used,
– loopCounter, the number of loops that have already been done around col-

umn c12k in the current path,
– loopHalf (0 if the current packet is in the first bounded path that forms this

loop and +1 if it is in the second),
– forward, the direction in which the packet is travelling on the current path

(+1 if the packet is going from left to right and −1 it is going from right to
left).

Although our path decomposition has log2(n−1) levels of recursion, at most
m loops can be active at any one time. This follows from Lemma 2, since the
number of allowed rows decreases by 1 for each active loop. We shall think
of the bits in the packet header as a stack and, for each active loop, the above
mentioned variables will be pushed onto the stack. Finally, we use two additional
bits with each transmission to ensure that any node receiving a packet knows
where that packet came from. In total, our protocol uses headers with at most
O(m(log log n + log m)) bits.

At the start, S sends a packet to each node in column 0. The header of
each packet contains the following information in its only stack entry: power
= log2(n − 1), minRow = 0, maxRow = m − 1, forward = 1, loopHalf = 1,
and loopCounter = 0. (To be consistent with other levels of recursion, we are
thinking of the path from column 0 to column n − 1 as being the second half of
a (n − 1, 0, 0, m − 1)-bounded loop.)

We shall refer to the variable d = m − maxRow + minRow, which is equal
to the recursion depth. We describe the actions of any node (r, c) that does not
appear in the first or last column of G(m, n). The actions of the nodes in the
first (or last) column are identical, except that they do not perform the specified
forwarding of packets to the left (or right, respectively). In addition, if a node in
the last column of G(m, n) ever receives a packet, it forwards that packet to R.

Protocol DELIVER

On receipt of a packet at node (r, c) with (power, minRow, maxRow, loopCounter,
loopHalf, forward) at the top of its stack

/* The default move is to forward a packet up, down, and in the current
direction of travel. */

• If r < maxRow and the packet was not received from node (r + 1, c), send
the packet to node (r + 1, c).

• If r > minRow and the packet was not received from node (r − 1, c), send
the packet to node (r − 1, c).

• If power > #2(c), then send the packet to node (r, c + forward).

/* In addition, we may choose to start a set of loops starting at the current
column. This can happen only if r > minRow or r < maxRow, either of which
implies that d < m. */
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• If power > #2(c) and r > minRow, then, for f = ±1, send the packet to
node (r, c + f) with (#2(c),minRow + 1,maxRow, 0, 0, f) pushed onto its
stack.

• If power > #2(c) and r < maxRow, then, for f = ±1, send the packet to
node (r, c + f) with (#2(c),minRow,maxRow − 1, 0, 0, f) pushed onto its
stack.

/* If a loop is in its first half, it can switch to the second half at any step. */

• If loopHalf = 0, let minRow ′ denote the value of minRow at the previous
level of recursion (i.e. in the record second from the top of the stack).
If minRow = minRow ′

− then send the packet to node (r+1, c) with (power, minRow+1,maxRow+
1,loopCounter,1,−forward) replacing the top record on its stack.

− else send the packet to node (r−1, c) with (power, minRow−1,maxRow−
1,loopCounter,1,−forward) replacing the top record on its stack.

/* If a packet has returned to the column where it started its current set of
loops, it has two options. */

• If #2(c) ≥ power and loopHalf = 1 then
/* Option 1: start the next loop in the set. Note that if the second half of
the previous loop allows the use of rows r1 to r2, then the previous level of
the recursion allows the use of either rows r1 to r2 + 1 or rows r1 − 1 to r2.
In the first case, the first half of the next loop can use either rows r1 to r2
or rows r1 + 1 to r2 + 1. In the second case, the first half of the next loop
can use either rows r1 to r2 or rows r1 − 1 to r2 − 1. */
− If loopCounter < maxRow − minRow − 1, then

∗ For f = ±1, send the packet to node (r, c+f) with (power, minRow,
maxRow, loopCounter+1, 0, f) replacing the top record on its stack.

∗ Let minRow ′ and maxRow ′ denote the value of minRow and maxRow
at the previous level of recursion (i.e. in the record second from the
top of the stack).

∗ If minRow = minRow ′ and r > minRow then for f = ±1, send
the packet to node (r, c + f) with (power, minRow + 1, maxRow + 1,
loopCounter + 1, 0, f) replacing the top record on its stack.

∗ If maxRow = maxRow ′ and r < maxRow then for f = ±1, send
the packet to node (r, c + f) with (power, minRow − 1, maxRow − 1,
loopCounter + 1, 0, f) replacing the top record on its stack.

/* Option 2: stop the current set of loops and return to the previous level
of the recursion. */
− If d > 1, pop one record off the stack. Let forward ′ denote the value of

forward at the new top level of the stack. Send the resulting packet to
node (r, c + forward ′).

End of protocol.
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Lemma 3. The header of any packet produced by the Protocol DELIVER has
a length of at most m(blog2 log2(n − 1)c + 3dlog2 me + 3) + 2 bits.

Proof. It is easily verified that the maximum depth of the recursion produced
by Protocol DELIVER is m. For each such level, the variable power can be
represented using blog2 log2(n−1)c+1 bits, the variables maxRow, minRow, and
loopCounter can be represented using dlog2 me bits, and forward and loopHalf
can each be represented using a single bit. The final two bits come from the
fact that each transmission informs the recipient of the direction from which the
packet came. ut

Lemma 4. Protocol DELIVER transmits only a finite number of packets.

Proof. We provide a potential function Φ for any packet in the system, such
that there is a maximum value that Φ can attain and, every time a packet is
forwarded, the corresponding value of Φ is increased by at least 1. (That is, each
packet P has a potential exceeding the potential of the packet whose arrival
caused P to be sent.) For each level of recursion i, 1 ≤ i ≤ m, we define three
variables: lci, lhi, and disti. All of these variables are defined to be 0 if i > d, the
current recursion depth. For i ≤ d, lci and lhi are the loopCounter and loopHalf
variables, respectively, for level i in the recursion. For i ≤ d, the variable disti
is the number of horizontal steps taken by the packet starting from the time
that the forward variable at the i’th level of recursion was last set, counting
only those steps that occurred when d = i. Note that a packet can only move
horizontally in the direction specified by the forward variable, and thus all of
these steps will be in the same direction. This means that disti ≤ n. We also
define the variable vert to be the number of steps taken in a vertical direction
on the current column since last moving there from another column.

The potential function Φ that we define can be thought of as a (3m+1)-digit
mixed radix number, where for t ∈ {1, . . . , m}, digit 3(t − 1) + 1 is lct, digit
3(t − 1) + 2 is lht, and digit 3(t − 1) + 3 is distt. Digit 3m + 1 is vert. It is
easily verified that when a packet is first sent, Φ ≥ 0. Also, by checking each
of the possible actions of a node on the receipt of a packet, we can verify that
every time a packet is forwarded, Φ increases by at least 1. We also see that Φ
is bounded, since vert ≤ m − 1 and, for any i, lci ≤ m, disti ≤ n, and lhi ≤ 1.
Since each packet receipt causes at most a constant number of new packets to be
sent out, it follows that the total number of packets sent as a result of Protocol
DELIVER is finite. ut

It follows from the decomposition of simple S–R paths given by Lemmas 1
and 2 that, if there is a simple path of live edges from S to R, then Protocol
DELIVER finds it. We combine Lemmas 3 and 4 to get our main result.

Theorem 1. Protocol DELIVER delivers a message from S to R with finite
traffic using O(m(log log n + log m))-bit headers .
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3 A Lower Bound

In this section, we prove that Ω(log log n) header bits are necessary for communi-
cating a single message in a 3×n grid. First, we consider the graph G(3, n) with
n = h!. The proof is similar in flavour to the lower bound for communicating a
single message in a complete graph [AF99].

Our proof uses the following definitions. An S-path of extent j ≥ 1 is a path
from (0, c) to (2, c + j − 1), for some column c, where 0 ≤ c ≤ n − j. It consists
of

− A left-to-right path of length j − 1 along the bottom row from (0, c) to
(0, c + j − 1), followed by

− the vertical edge from (0, c + j − 1) to (1, c + j − 1), followed by
− a right-to-left path of length j − 1 along the middle row from (1, c + j − 1)

to (1, c), followed by
− the vertical edge from (1, c) to (2, c), followed by
− a left-to-right path of length j−1 along the top row from (2, c) to (2, c+j−1).

Thus, an S-path of extent j contains 3(j − 1) horizontal edges and 2 vertical
edges, for a total length of 3j −1. Similarly, a Z-path of extent j is a simple path
of total length 3j − 1 from (2, c) to (2, c + j − 1), to (1, c + j − 1), to (1, c), to
(0, c), and finally to (0, c + j − 1).

Our proof focusses attention on h particular simple S–R paths, defined as
follows. For k = 1, . . . , h, let Pk consist of k! alternating S-paths and Z-paths,
each of extent h!/k!, concatenated using single horizontal edges. Figure 2 shows
paths P1, P2, and P3 for the case h = 3.

P1 P2 P3

Fig. 2. Paths P1, P2, and P3 for h = 3

For 0 ≤ i < n, let i1, . . . , ih be such that i =
∑h
k=1 ikn/k! where 0 ≤ ik < k.

In other words, (i1, · · · , ih) is the mixed radix representation of i, where the k’th
most significant digit is in base k. Note that i1 always has value 0. For example,
if n = 24 = 4! and i = 20, then i1 = 0, i2 = 1, i3 = 2, and i4 = 0.

Proposition 2. Let 0 ≤ i < j < n. Node (1, j) appears before node (1, i) in
path Pk if and only if id = jd for d = 1, . . . , k.

Proof. In every S-path or Z-path, the nodes in row 1 appear in order from
largest numbered column to smallest numbered column. Since path Pk is the
concatenation of S-paths and Z-paths, node (1, j) appears before node (1, i) if



766 M. Adler et al.

and only if columns i and j are in the same S-path or Z-path. Since each S-path
and Z-path comprising Pk has extent n/k!, it follows that i and j are in the
same S-path or Z-path if and only if bi/(n/k!)c = bj/(n/k!)c, which is true if
and only if id = jd for d = 1, . . . , k. ut

Consider any protocol for G(3, h!) that delivers a message from S to R with
finite traffic. Since node (1, c) is on path Pk, it receives at least one packet when
only the links on the simple S–R path Pk are alive. Let Hk(c) denote the header
of the last packet received by node (1, c) in this situation that causes a packet
to be received by R.

Lemma 5. Consider any protocol for G(3, h!) that delivers a message from S
to R with finite traffic. Then, for all path indices 1 ≤ j < k ≤ h and all columns
0 ≤ c < c′ < h! such that (c1, c2, . . . , cj) = (c′

1, c
′
2, . . . , c

′
j) and (c1, c2, . . . , ck) 6=

(c′
1, c

′
2, . . . , c

′
k), either Hj(c) 6= Hk(c) or Hj(c′) 6= Hk(c′).

Proof. To obtain a contradiction, suppose that Hj(c) = Hk(c) and Hj(c′) =
Hk(c′), for some path indices 1 ≤ j < k ≤ h and some columns 0 ≤ c < c′ < h!
such that (c1, c2, . . . , cj) = (c′

1, c
′
2, . . . , c

′
j) and (c1, c2, . . . , ck) 6= (c′

1, c
′
2, . . . , c

′
k).

Then, by Proposition 2, node (1, c′) appears before node (1, c) in path Pj but
after node (1, c) in path Pk.

Consider the situation when the links on both paths Pj and Pk are alive.
The protocol forwards a packet along path Pk until a packet with header Hk(c′)
reaches node (1, c′). This causes a packet to be received by R. Since Hk(c′) =
Hj(c′) and node (1, c′) occurs before node (1, c) on path Pj , it also causes a packet
with header Hj(c) to be received at node (1, c). Likewise, since Hj(c) = Hk(c)
and node (1, c) occurs before node (1, c′) on path Pk, this causes a packet with
header Hk(c′) to be received at node (1, c′), and we have an infinite loop. Each
time such a packet goes through the loop, it produces a new packet that is sent
to the destination R. This contradicts the finite-traffic assumption. ut

Lemma 6. Consider any protocol for G(3, h!) that delivers a message from S
to R with finite traffic. Then, for 1 ≤ k ≤ h, there exist nonnegative digits
i1 < 1, i2 < 2, . . . , ik < k such that the k headers H1(c), . . . , Hk(c) are distinct
for each column c with (c1, c2, . . . , ck) = (i1, i2, . . . , ik).

Proof. To obtain a contradiction, suppose the lemma is false. Consider the small-
est value of k ≤ h for which the lemma is false. Since there are no repetitions
in a sequence of length one, k > 1. Let i1 < 1, i2 < 2, . . . , ik−1 < k − 1
be such that the k − 1 headers H1(c), . . . , Hk−1(c) are distinct for each col-
umn c with (c1, c2, . . . , ck−1) = (i1, i2, . . . , ik−1). Then, for each digit ik ∈
{0, . . . , k − 1}, there exists a path index j ∈ {1, . . . , k − 1} and a column c
such that (c1, c2, . . . , ck−1, ck) = (i1, i2, . . . , ik−1, ik) and Hk(c) = Hj(c).

Since there are k choices for ik and only k − 1 choices for j, the pigeonhole
principle implies that there exist distinct ik, i

′
k ∈ {0, . . . , k−1} which give rise to

the same value of j and there exist columns c and c′ such that (c1, c2, . . . , ck−1) =
(c′

1, c
′
2, . . . , c

′
k−1), ck = ik 6= i′k = c′

k, Hk(c) = Hj(c), and Hk(c′) = Hj(c′). But
this contradicts Lemma 5. ut
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Theorem 2. Any protocol for G(3, n) that delivers a message from S to R with
finite traffic uses headers of length at least log2 log2 n − O(log log log n).

Proof. Let h be the largest integer such that n ≥ h!. Then n < (h+1)! < (h+1)h,
so h log2(h + 1) > log2 n and h ∈ Ω(log n/ log log n).

Consider any protocol for G(3, n) that uses headers of length L. Since G(3, h!)
is a minor of G(3, n), it follows from Proposition 1 that there is a protocol for
G(3, h!) using headers of length L. Hence, by Lemma 6, L ≥ log2 h = log2 log2 n−
O(log log log n). ut

References

AF99. M. Adler and F.E. Fich, The Complexity of End-to-End Communication in
Memoryless Networks, Proceedings of the 8th Annual ACM Symposium on
Principles of Distributed Computing, (1999), 239–248.

AAF+94. Y. Afek, H. Attiya, A. Fekete, M. Fischer, N. Lynch, Y. Mansour, D. Wang,
and L. Zuck, Reliable Communication Over Unreliable Channels, Journal of
the ACM, 41(6), (1994), 1267–1297.

AAG+97. Y. Afek, B. Awerbuch, E. Gafni, Y. Mansour, A. Rosén, and N. Shavit,
Slide–The Key to Polynomial End-to-End Communication, Journal of Al-
gorithms, 22(1), (1997), 158–186.

AG88. Y. Afek and E. Gafni, End-to End Communication in Unreliable Networks,
Proceedings of the 7th Annual ACM Symposium on Principles of Dis-
tributed Computing, (1988), 131–148.

AMS89. B. Awerbuch, Y. Mansour, and N. Shavit, Polynomial End to End Com-
munication, Proceedings of the 30th IEEE Symposium on Foundations of
Computer Science, (1989), 358–363.

APV96. B. Awerbuch, B. Patt-Shamir, and G. Varghese, Self-stabilizing End-to-End
Communication, Journal of High Speed Networks, 5(4), (1996), 365–381.

DW97. S. Dolev and J. Welch, Crash Relient Communication in Dynamic Networks,
IEEE Transactions of Computers, 46, (1997), 14–26.

F98. F.E. Fich, End-to-end Communication, Proceedings of the 2nd International
Conference on Principles of Distributed Systems, (1998), 37–43.

K30. K. Kuratowski, Sur le Problème des Courbes Gauches en Topologie, Fund.
Math., 15, (1930) 271–283.

KOR95. E. Kushilevitz, R. Ostrovsky, and A. Rosén, Log-Space Polynomial End-
to-End Communication, Proceedings of the 28th ACM Symposium on the
Theory of Computing, (1995), 559–568.

LLT98. R. Ladner, A. LaMarca, and E. Tempero, Counting Protocols for Reli-
able End-to-End Transmission, Journal of Computer and Systems Sciences,
56(1), (1998), 96–111.

P81. J. Postel, Internet Protocol, Network Working Group Request for Comments
791, September 1981.



Wavelength Assignment Problem
on All-Optical Networks with k Fibres per Link

Luciano Margara1 and Janos Simon2

1 Computer Science Department, University of Bologna. margara@cs.unibo.it
2 Computer Science Department, University of Chicago. simon@cs.uchicago.edu

Abstract. Given a (possibly directed) network, the wavelength assign-
ment problem is to minimize the number of wavelengths that must be
assigned to communication paths so that paths sharing an edge are as-
signed different wavelengths. Our generalization to multigraphs with k
parallel edges for each link (k fibres per link, with switches at nodes)
may be of practical interest. While the wavelength assignment problem
is NP-hard, even for a single fibre, and even in the case of simple net-
work topologies such as rings and trees, the new model suggests many
nice combinatorial problems, some of which we solve. For example, we
show that for many network topologies, such as rings, stars, and spe-
cific trees, the number of wavelengths needed in the k-fibre model is
less than 1/k fraction of the number required for a single fibre. We also
study the existence and behavior of a gap between the minimum number
of wavelengths and the natural lower bound of network congestion, the
maximum number of communication paths sharing an edge. For optical
stars (any size) while there is a 3/2 gap in the single fibre model, we show
that with 2 fibres the gap is 0, and present a polynomial time algorithm
that finds an optimal assignment. In contrast, we show that there is no
fixed constant k such that for every ring and every set of communication
paths the gap can be eliminated. A similar statement holds for trees.
However, for rings, the gap can be made arbitrarily small, given enough
fibres. The gap can even be eliminated, if the length of communication
paths is bounded by a constant. We show the existence of anomalies:
increasing the number of fibres may increase the gap.

1 Introduction

We study a collection of interesting combinatorial questions, motivated by op-
timization problems in the context of optical interconnection networks. For the
purposes of this paper, an all-optical network consists of routing nodes intercon-
nected by point-to-point fibre-optic links, which can support a certain number
of wavelengths. Links are bidirectional. Each message travels through the net-
work on a specific wavelength that, in this model, cannot be changed during the
transmission. Two variants of this model of optical networks have been studied
intensively (see [2] for an up-to-date survey): the directed model, in which two
messages traveling on the same fibre-optic link in the same direction must have
different wavelengths, and the undirected model, in which two messages passing
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through the same fibre-optic link must have different wavelengths no matter in
which direction they are traveling 1 In what follows, a message will be called a
request and a set of requests will be called an instance. Given a network G and
an instance I on G, the wavelength-routing problem consists of finding a routing
scheme R for I and an assignment of a wavelength to each request of I, such
that no two paths of R sharing an edge have the same wavelength, and such that
the total number of wavelengths is minimized. In this paper we do not address
the problem of obtaining a good routing scheme for a set of requests on a given
network. We will assume that the routing scheme is given as part of the input,
or that it is uniquely determined by the topology of the network we are consid-
ering (as in the case of optical trees). We will focus on the problem of assigning
wavelengths to a given set of communication paths. The problem of finding an
optimal wavelength assignment is NP-hard even if we restrict our attention to
very simple network families such as rings or trees [4,5,6]. In some cases, there
exist polynomial time greedy algorithms (see for example [16,9]) which provide
approximate solutions for this problem in terms of the network congestion (the
maximum number of connection paths which share a fibre-optic link) which, in
turn, is a lower bound on the optimal number of wavelengths.

We define and analyze a new optical network model: Each point-to-point
fibre-optic link consists of k distinct optical fibres (the same k for each link).
This assumption is very natural 2, and suggests many interesting algorithmic
and combinatorial questions. In this new model, each time we send a message
through a link we need to specify which fibre we want to use. Two paths sharing
a link can be given the same wavelength if they pass through distinct fibres.

We ask the following basic question: can we reduce the number of wavelengths
by a factor strictly larger than k using k fibres per link ? We prove that for a
number of network topologies of practical interest, this question has an affir-
mative answer. We also identify many challenging and (in our view) interesting
problems, and provide solutions to some of them.
The main results of this paper are:

– We show (Thm. 4) that for any k, m ≥ 1 there exists a network G, an
instance I on G, and a routing R for I, such that the minimal number of wave-
lengths needed using k fibres per link is at least m, while the number of wave-
lengths needed using k +1 fibres per link is 1. Note that this gives an affirmative
answer our basic question for instance I.

– For optical star networks we are able to show significant improvement by
using multiple fibres. In the undirected single fibre model every instance can
be routed using a number of wavelengths equal to 3/2 times the congestion
of the network [15] and this is the best ratio achievable. In contrast using 2

1 Brief justification for the models: physical links (fibres) are undirected. Current
repeaters and routers aren’t.

2 We do not discuss practicality: it is easy to justify wiring that uses multiple fibres,
and it is possible to build appropriate switches. Whether such switches can be made
economical is not clear. This may also depend on the benefits of multiple fibres. We
hope that papers like ours will eventually determine the amount of these benefits.
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fibres per link it is possible to route any set of requests on an undirected star
network optimally (i.e. using a number of wavelengths equal to the congestion
of the network, where the congestion of the network using k fibres is defined as
the largest number of paths through any fibre–equivalently, this is the value of
the congestion of the single fibre version of the same network, divided by k).
Moreover, we give a polynomial time algorithm (Thm. 5) that assigns paths to
fibres.

– In the case of optical tree networks we prove that there is no single constant
k so that for every tree all instances can be routed using a number of wavelengths
equal to the congestion of the busiest link. This is true both for undirected
(Thm. 9) and directed (Thm. 10) networks. The theorem holds even if we restrict
the underlying graph to be the family of undirected trees of height 2. Note that
this does not mean that it is impossible to eliminate the gap for a fixed graph.
In fact, we prove that for binary trees of height 2, 4 fibres are enough for closing
the gap between number of wavelengths and network congestion (Thm. 7).

– For ring networks we give a polynomial time algorithm (Thm. 12) which
takes as input an optical ring G with n nodes (either directed or undirected),
an instance I on G, and a routing scheme R for I and computes a wavelength
assignment for R whose cardinality is at most 1 + 1/k times larger than the
congestion caused by R on G, where k is the number of fibres per link. Note that
using one fibre per link the best ratio achievable between number of wavelengths
and network congestion is 2 [16]. We also prove (Thm. 13) that for every k ≥ 1
there exist an optical ring G with n nodes and k fibres per link, an instance I
on G, and a routing scheme R for I such that the cardinality of any wavelength
assignment for R is 2k/(2k − 1) = 1 + 1/(2k − 1) times larger than the network
congestion caused by R on G. Finally, we show (Thm. 14) that if all the requests
have a length uniformly bounded by an arbitrarily chosen constant c, then there
exists a value kc (which depends only on c) such that using kc fibres per link
it is possible to close the gap between the number of wavelengths used and the
network congestion for ring of any size.

– We show that, perhaps surprisingly, adding fibres may increase the gap
between load and number of wavelengths (Thm. 7).

The following question remains open: Is it true that given a fixed network G
there exists a number k ≥ 1 such that using k fibres per link it is possible to
route all the possible instances on G using a number of wavelengths equal to the
congestion of the network ?
Due to limited space some of the proofs are omitted, or only sketched.

2 Basic Definitions

The standard optical model. We represent an all-optical network as a graph
G = (V, E), where V = {1, . . . , n} represents the set of nodes of the network and
E ⊆ {(i, j) | i, j ∈ V } represents the set of node-to-node connections available in
the network. A request is an ordered pair of vertices (s, d), s, d ∈ V, corresponding
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to a message to be sent from node s to node d. An instance I is a collection
of requests. Note that a given request can appear more than once in the same
instance. Let I = {(s1, d1), . . . , (sm, dm)} be an instance on G. A routing scheme
R = {p1, . . . , pm} for I is a set of simple directed paths on G. Each path pi is
a sequence (v1, . . . , vk) of distinct vertices of V such that v1 = si and vk =
di. We say that a path p = (v1, . . . , vk) contains the edge (i, j) if there exists
h, 1 ≤ h ≤ k − 1, such that vh = i and vh+1 = j. A legal wavelength assignment
W of cardinality m for a routing scheme R is a map from R to [1, . . . , m] such
that if two elements p, q ∈ R share an edge then W (p) 6= W (q), i.e., they are
given distinct wavelengths. This defines two variant models, depending on the
interpretation of “. . . sharing an edge. . . ”:
– Directed model. Two paths p and q share the edge (i, j) if both p and q
contain the edge (i, j).
– Unirected model. Two paths p and q share the edge (i, j) if both p and q
contain at least one edge in the set {(i, j), (j, i)}.
The wavelength-routing problem can be formulated as follows: Given a graph G
and an instance I on G, find a routing scheme R for I and a legal wavelength
assignment W for R such that the cardinality of W is the minimum among all
possible routing schemes R for I and legal wavelength assignments W for R.
The new optical model. A legal k-wavelength assignment W of cardinality m
for a routing scheme R is a map from R to [1, . . . , m] such that if k + 1 elements
p1, . . . , pk+1 ∈ R share an edge then there exist 1 ≤ i, j ≤ k + 1 such that
W (pi) 6= W (pj).
Our definition is equivalent to considering a multigraph obtained from G by
replacing every edge by a set of k parallel edges. Note that we consider both
directed and undirected legal k-wavelength assignments. In the directed model
k paths p1, . . . , pk ∈ R share the edge (i, j) iff every pi, 1 ≤ i ≤ k, contains the
edge (i, j), while in the undirected model k paths p1, . . . , pk ∈ R share the edge
(i, j) if every pi, 1 ≤ i ≤ k, contains at least one edge in the set {(i, j), (j, i)}.
Number of wavelengths and network congestion. Let I be an instance on
a graph G = (V, E). Let R = {p1, . . . , pm} be a routing scheme for I. We define
the conflict graph Gc = (Vc, Ec) for R, and G as having vertices Vc = R and
edges Ec = {(pi, pj) | pi and pj share an edge of G}. We denote by W (R, G, k)
the cardinality of the best possible legal k-wavelength assignment for R. It is easy
to verify that W (R, G, 1) is equal to the chromatic number of Gc. Let L(R, G, α),
the load of α be the maximum number of paths of R sharing the edge α. Let
L(R, G) be the maximum of L(R, G, α) over all the edges α of G. It is easy to
verify that W (R, G, k) ≥ d 1

kL(R, G)e. In the 1-fibre case (k=1) L(R, G) is called
the congestion of the network. Similarly, we will call the quantity d 1

kL(R, G)e
the k-congestion (or, when k is clear from the context) simply, congestion. Fix a
graph G. Let T = {Ii}i∈N be a sequence of instances on G, and let S = {Ri}i∈N
be a sequence of routing schemes. We say that S produces a k-gap r ≥ 1 on G
if and only if

for every i ≥ 1 :
W (Ri, G, k)
d 1
k L(Ri, G)e ≥ r.
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We denote by Gap(S, G, k) the maximum k-gap that S produces on G. We define
the k-gap of G, denoted by Gap(G, k), as the supremum of Gap(S, G, k) taken
over all possible sequences S. Again, we will omit k when its value is clear from
the context. We define N(G) as the minimum k such that Gap(G, k) = 1, if such
a k exists.
Acyclic networks. Acyclic networks are modeled by acyclic graphs. In acyclic
graphs an instance I uniquely determines its routing scheme, so we omit R: I
will denote both a set of requests and the associated set of paths.

3 More Fibres Can Help

In this section we prove that there exist a network G, an instance I on G, and a
routing scheme R for I such that the ratio between the number of wavelengths
needed for R using k fibres and the number of wavelengths needed for R using
k + 1 fibres can be made arbitrarily large. We start with two observations.

Observation 1 Let I be an instance on some graph G = (V, E), and let R be
a routing scheme for I. If the conflict graph Gc associated to R and G contains
no triangles (cliques with 3 nodes) then W (R, G, 2) = 1.

Observation 2 Let Gc be an arbitrary graph. Then we can construct, in time
polynomial in the size of Gc a graph G, an instance I on G, and a routing scheme
R for I on G, such that Gc is the conflict graph of (R, G).

We use these observations to prove the following result.

Theorem 3. Given any m ≥ 1 it is possible to construct a graph G = (V, E),
an instance I on G, and a routing scheme R for I such that: W (R, G, 1) ≥ m
and W (R, G, 2) = 1.

Sketch of proof. Let Gc be any graph with chromatic number at least m and
with maximum clique at most 2 (for the construction of such a graph see for
example [11]) From Gc, we construct a graph G, an instance I on G, and a
routing scheme R for I on G such that Gc is the conflict graph of (R, G). Then
we conclude that W (R, G, 1) ≥ m and W (R, G, 2) = 1. 2

We generalize Thm. 3 as follows.

Theorem 4. Given any m ≥ 1 and k ≥ 2 it is possible to construct a graph G =
(V, E), an instance I on G, and a routing scheme R for I such that W (R, G, k−
1) ≥ m and W (R, G, k) = 1.

Sketch of proof. It is possible to construct a network G an instance I on G,
and a routing scheme R for I such that: for every subset S ⊂ R of k + 1 paths
there is an edge e in G such that all the paths of S share the edge e, and
L(R, G) = k + 1. As a consequence we have that W (R, G, k) ≥ |R|/k, while
W (R, G, k + 1) = 1. 2
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4 Star Networks

An n-star is a graph G = (V, E) such that V = {c, x1, . . . , xn} and E =
{(c, xi), i = 1, . . . , n}. The node c is the center of the star, while the nodes
xi are the leaves of the star. In the case of star networks using the single fibre
directed model it is possible to efficiently (in polynomial time) route all instances
with a number of wavelengths equal to the network congestion (this problem is
equivalent to computing the chromatic index of bipartite graphs [18]). This is no
longer true in the undirected model. The best ratio achievable in the undirected
model between number of wavelengths and network congestion is 3/2 [15]. Also,
computing the optimal wavelength assignment in this model is an NP-hard prob-
lem (it is equivalent to the edge-coloring problem of multigraphs, which is an
NP-hard problem [8]). In the next theorem we show a rather surprising result:
using 2 fibres it is always (independently of the size of the star) possible to find
a wavelength assignment whose cardinality is equal to the network congestion.
Moreover, this can be done in polynomial time.

Theorem 5. Let G be any n-star. Then, in the undirected model, N(G) = 2.

Proof. Let G be an n-star with vertex set V = {c, x1, . . . , xn}. Let I be any set
of paths on G. We have L(I, G) = max{deg(xi) | i = 1, . . . , n}, where deg(xi) is
the number of paths touching the node xi. Without loss of generality we assume
L(I, G) even. We prove that there exists a legal 2-wavelength assignment for G
of cardinality L(I, G)/2. We first add to I as many new paths as we can without
increasing L(I, G). At the end of this procedure each node has degree L(I, G)
except for at most one node. For assume this is not the case. Then there are two
distinct nodes xi and xj of less than maximum degree. Adding the path (xi, xj)
to I does not increase L(I, G), contradicting the maximality of I. Assume that
xi is the only node with degree d < L(I, G). Since n − 1 nodes have degree
L(I, G) and xi has degree d and since each path has 2 endpoints we know that
(n − 1)L(I, G) + d is even. Since L(I, G) is even we conclude that also d is even.
We now add two new nodes xn+1 and xn+2 to G. Then we add to I:
– (L(I, G) − d)/2 paths from xi to xn+1,
– (L(I, G) − d)/2 paths from xi to xn+2, and
– (L(I, G) + d)/2 paths from xn+1 to xn+2.
Now, all the nodes of G have even degree L(I, G). Consider a new graph G′ =
(V ′, E′) where

V ′ = V \ {c} and E′ = {(xi, xj) | the path from xi to xj belongs to I} .

G′ is L(I, G)-regular (each node has degree L(I, G)) with L(I, G) even, so E′ can
be partitioned [13] into L(I, G)/2 subsets E′

1, . . . , E
′
L(I,G)/2 such that each graph

G′ = (V ′, E′
i) is 2-regular. Let Ii ⊆ I be the set of paths corresponding to E′

i. It is
easy to verify that L(Ii, G) = 2 and therefore W (Ii, G, 2) = 1. This implies that
there exists a legal 2-wavelength assignment W for (I, G) with |W | = L(I, G)/2
as claimed.



774 L. Margara and J. Simon

Since there is a polynomial time algorithm to partition a graph into 2-factors
(2-regular spanning subgraphs) [1], and the other procedures used in the con-
structive proof above are clearly in polynomial time we have:

Corollary 6. Let G be any n-star and I be any instance on G. An optimal
wavelength assignment for (I, G) in the 2-fibres undirected model can be computed
in polynomial time.

5 Tree Networks

We first consider the well studied H-graph network [10], the complete binary tree
of height 2 in the undirected model. We show that the H-graph is the simplest
network that needs more than 2 fibres per link to close the gap between number
of wavelengths and network congestion: 4 fibres are necessary and sufficient. We
also show that the H-graph is a simple example of a network that exhibits a
monotonicity anomaly: using more fibres may increase the gap.

Theorem 7. Let G be an H-graph. In the undirected model we have: N(G) = 4,
and Gap(G, 5) > 1.

The proof, a small explicit instance, will be presented in the full journal version.
If only leaf-to-leaf communication paths are allowed then it is possible to

prove that N(G) = 2 in the undirected model and N(G) = 1 in the directed
model. We now prove that, in a directed H-graph, 2 fibres per link are not enough
for closing the gap between number of wavelengths and network congestion. The
problem of determining the minimum number of fibres necessary for closing the
above mentioned gap in a directed H-graph is still open.

Theorem 8. Let G be a directed H-graph. Then N(G) ≥ 3.

Proof. We construct a sequence S of instances such that Gap(S, G, 2) ≥ 9
8 . Let x

be the root of G. Let y1 and y2 be the left and the right child of x. Let z1, z2, z3,
and z4 be the leave s of G listed from left to right. Let I be defined as follows: 3
copies of path (z1, z2), 2 copies of path (z2, z1), 3 copies of path (z3, z4), 2 copies
of path (z4, z3), 2 copies of path (z2, z3), 1 copy of path (z3, z2), 1 copy of path
(z1, y2), 1 copy of path (y1, z4), 1 copy of path (y2, z1), 1 copy of path (z4, y1),
and 1 copy of path (z4, z1).

We have |I| = 18 and L(I, G) = 4. Let Ij be a set of paths consisting of j
copies of I. Let S = {Ij}j∈N . It is easy to verify that |Ij | = 9

2L(Ij , G). Since the
largest subset Q of Ij such that W (Q, G, 2) = 1 has cardinality 8 (this can be
proven by exhaustive analysis), we have

W (Ij , G, 2) ≥ |Ij |
8

=
9
16

L(Ij , G) or, equivalently,
W (Ij , G, 2)
1
2L(Ij , G)

≥ 9
8
.

By definition of Gap we conclude that Gap(S, G, 2) ≥ 9
8 , so Gap(G, 2) ≥ 9

8 .

For general optical trees of height 2 we have the following result.
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Theorem 9. For every k ≥ 1 there exists an undirected optical tree T of height
2 such that Gap(T, k) ≥ 1 + 1

2k2 .

Proof. Let k ≥ 1 be an integer. We define an undirected optical tree T of height
2 as follows. X is the root of T with left child L and right child R; L has 2k
children l0, . . . , l2k−1 and R has 2k children r0, . . . , r2k−1. We define on T a set P
of undirected paths as follows. P consists of 2k−1 copies of left−short−paths,
2k − 1 copies of right − short − paths, and 1 copy of long − paths, where

left − short − paths = {(l0, l1), (l2, l3), . . . , (l2k−2, l2k−1)}
right − short − paths = {(r0, r1), (r2, r3), . . . , (r2k−2, r2k−1)}

long − paths = {(li, ri) | i = 2h, h = 0, 1, . . . , k − 1} ∪{
(li, r(i+2) mod 2k) | i = 2h + 1, h = 0, 1, . . . , k − 1

}
The cardinality of P is 4k2 and L(P, T ) = 2k. Let Ij be the set of paths on
T obtained by taking j copies of P . Trivially, the cardinality of Ij is 4jk2

and L(Ij , T ) = 2jk. Let S = {Ii}i∈N . Let P ′ be any subset of Ij such that
W (P ′, T, k) = 1. We claim that the cardinality of P ′ is at most 2k2 and that if
P ′ contains at least one long path, then the cardinality of P ′ is at most 2k2 − 1.
To prove our claim we proceed as follows. Let P ′ be the union of k copies of
the paths in the set left − short − paths and k copies of the paths in the set
right − short − paths. It is not difficult to prove that W (P ′, T, k) = 1 and that
the cardinality of P ′ is 2k2. If we insert a long path in P ′, in order to maintain
W (P ′, T, k) = 1, we are forced to remove 2 short paths from P ′ decreasing its
cardinality by one. We can insert in P ′ at most k − 1 other long paths without
violating the property W (P ′, T, k) = 1. Each insertion of a long path in P ′ forces
us to remove at least one short path. This completes the proof of our claim.

Ij contains 2jk long paths. Since W (P ′, T, k) = 1, P ′ contains at most k
long paths. This means that for assigning wavelengths to all long paths we need
at least 2j distinct new wavelengths. We call them long wavelengths. Each long
wavelength can be given to at most 2k2 − 1 paths in Ij . This means that to
complete the wavelength assignment of Ij we still have to assign wavelengths to
at least 4jk2 − 2j(2k2 − 1) paths and then we need at least 4jk2−2j(2k2−1)

2k2 = j
k2

new wavelengths. So W (Ij , T, k) ≥ 2j + j
k2 . Since 1

kL(Ij , T ) = 2j, we conclude
that Gap(S, T, k) ≥ 1 + 1

2k2 as claimed.

A similar result can be proven in the directed model.

Theorem 10. For every k ≥ 1 there exists a directed optical tree T of height 2
such that Gap(T, k) ≥ 1 + 1

4k2 .

We omit the proof of this theorem since it is similar to the proof of Theorem 9.

6 Ring Networks

An n-ring is a graph G = (V, E) with
V = {x0, . . . , xn−1} and E = {(xi, xi+1), i = 0, . . . , n − 2} ∪ {(xn−1, x0)}.
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For ring networks, if we are not interested in routing schemes, there is no differ-
ence between the directed and the undirected model. In fact, once we are given
a routing scheme R for an instance I in a directed optical ring, the set of paths
of R can be partitioned into two disjoint sets of paths, C, paths routed in the
clockwise direction and CC, routed in the opposite direction. Since there are
no conflicts among paths belonging to C and CC (they use different directions
on every edge), the original problem is equivalent to the two undirected wave-
length assignment problems given by the set of requests in C and CC. For this
reason, we will consider only the problem of assigning wavelengths to a set I of
undirected paths on a ring.
In the proof of next theorem we give an algorithm which takes as input an optical
ring G of any size and an instance I on G and produces a 2-legal wavelength
assignment whose cardinality is at most 3/2 larger than the network congestion
caused by I (plus 3).

Theorem 11. There exists a polynomial time algorithm which, given any set I
of paths on any n-ring G, produces a legal 2-wavelength assignment W such that
|W | ≤ 3

2
L(I,G)

2 + 3.

Sketch of proof. Let G=(V, E) be an n-ring, with vertex set V ={x0, . . . , xn−1}
and edge set E = {(xi, xi+1), i = 0, . . . , n − 2} ∪ {(xn−1, x0)}. Let I be any set
of paths on G. Without loss of generality, we assume that:
– each path of I starting at xi and ending at xj (denoted by (xi, xj), passes
through nodes xi+1, xi+2, . . . , xj−1, where sums are taken modulo n,
– each edge e ∈ E has full load L = L(I, G), i.e., exactly L(I, G) paths pass
through e, and
– there are no paths starting from or ending at x0.

We say that a path (xi, xj) is a regular path if i < j and is a crossing path
if i > j. Let cp1, . . . , cpL be the crossing paths for (I, G). Our algorithm com-
putes a 2-legal wavelength assignment W as follows. We first assume that every
crossing path cpi = (si, di) can be given two different wavelengths at the same
time. The first wavelength is associated to the segment si, . . . , x0 and the second
wavelength is associated to the segment x0, . . . , di. Taking advantage of this (il-
legal) assumption, it is possible to find a legal 1-wavelength assignment W ′ such
that |W ′| = L (this problem is equivalent to the wavelength assignment problem
on the line). W ′ applied to a regular path returns a single wavelength, while W ′

applied to a crossing path returns a pair of wavelengths associated to the first
and to the second segment of the path. We say that a subset S = {cpi1 , . . . , cpih}
of crossing paths is cyclic according to W ′ iff :
– for every j = 1, . . . , h − 1, the wavelength associated to the second segment of
cpij is equal to the wavelength associated to the first segment of cpij+1 and
– the wavelength associated to the second segment of cpih is equal to the wave-
length associated to the first segment of cpi1 .

We now partition the set of crossing paths into cyclic subsets S1, . . . , Sm.
Note that this decomposition is unique up to a relabeling of the cyclic subsets.
Consider now a generic cyclic set Si having cardinality 4h for some h ≥ 1. Let W ′

i
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be the set consisting of the 4h distinct wavelengths associated to the crossing
paths belonging to Si. Let Ii ⊆ I be the set of paths having a wavelength
belonging to W ′

i . It is easy to verify that L(Ii, G) = 4h and that L(I \ Ii, G) =
L − 4h. We claim that there exists a wavelength assignment W for the paths in
Ii with cardinality 3h. To prove this fact we proceed as follows.
Step 1. To each crossing path cpi2j+1 , j = 0, . . . , 2h − 1 of Si we assign a new
wavelength w. We assign w also to each path in Ii whose wavelength according
to W ′ is one of the two wavelengths associated to the two segments of cpi2j+1 .
Globally, in Step 1, we use 2h new wavelengths.
Step 2. To each pair of crossing paths cpi4j+2 and cpi4j+4 , j = 0, . . . , h − 1 of Si
we assign a new wavelength. Globally, in Step 2, we use h new wavelengths.
The wavelength assignment W defined in Step 1 and 2 has the following proper-
ties: |W | = 3h, W is a 2-legal assignment for (Ii, G), L(I \ Ii, G) = L − 4h, and
|W | = (3/2)(L(Ii, G)/2).

Assume for a moment that all Sis have cardinalities multiple of 4. In this
easy case we just have to repeat Step 1 and 2 until all cyclic sets have been
considered. Unfortunately, in general not all Sis have cardinality 4h for some
h ≥ 1. If the cardinality of |Si| = 4h + d, d = 1, 2, 3, we need to construct a
wavelength assignment W in a slightly more complicated way. We now describe
the basic idea for dealing with the case |Si| = 4h + 1. The other 2 cases can be
treated analogously and the complete proof will be given in the full paper.
If |Si| = 4h + 1, we distinguish two cases. If there exists another Sj such that
|Sj | = 4h+1, we construct W for Si∪Sj using 6h wavelengths using a technique
which is similar to that used in Step 1 and 2. If Si is the unique cyclic set with
cardinality 4h+1 then we construct W for Si alone using 3h+1 wavelengths. This
is one of the three cases in which we are forced to use one additional wavelength.
This completes the sketch of the proof. 2

The result given in Thm. 11 for the 2 fibres model can be generalized to the k
fibres model using a similar proof technique.

Theorem 12. There exists a polynomial time algorithm which, given any in-
stance I on any n-ring G, produces a legal k-wavelength assignment W such
that |W | ≤ (

1 + 1
k

) L(I,G)
k + ck, where ck depends on k but is independent of I

and n (and then L(I, G)).

In the next theorem we prove that if we consider optical rings of any size with
k fibres per link, the ratio between wavelengths and network congestion can be
made arbitrarily close to 2k

2k−1 . As a consequence, we have that, no matter how
many fibres we use, it is impossible to close the gap between wavelengths and
network congestion (as we did in the case of optical stars) for the entire family
of optical rings at the same time.

Theorem 13. Let Ak be any algorithm such that for every n-ring G and every
instance I on G finds a legal k-wavelength assignment W for (I, G) such that
|W | ≤ αL(I,G)

k . Then α ≥ 2k
2k−1 .
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Sketch of proof. Let Gn = (V, E) be an n-ring with n even, where
V = {x0, . . . , xn−1} and E = {(xi, xi+1), i = 0, . . . , n − 2} ∪ {(xn−1, x0)}.
Let In = P1 ∪ P2 where

P1 =
{

(xi, xi+n/2) | 0 ≤ i ≤ n/2 − 1
}

, P2 =
{

(xi+n/2, xi+1) | 0 ≤ i ≤ n/2 − 2
}

.

It is easy to see that L(In, Gn) = n/2 and that |In| = n−1, while it takes a little
effort to prove that the largest subset Q of In such that W (Q, Gn, k) = 1 has
cardinality 2k−1. As a consequence of this consideration we have W (In, Gn, k) ≥
n−1
2k−1 and then

W (In, Gn, k)
1
kL(I, G)

≥ 2k

2k − 1
− 2k

n(2k − 1)
. (1)

If α < 2k
2k−1 using Equation 1 with n large enough we get a contradiction. 2

We end this section by considering a slightly different version of the standard
wavelength assignment problem for optical rings in which the maximum length
of input requests is at most c < n. In this framework it is possible to prove the
following result.

Theorem 14. If we consider requests of length at most c, then there exists kc
(which depends only on c) such that for every n-ring G we have Gap(G, kc) = 1.

Sketch of proof. Let I be any instance on any n-ring G. As usual we assume
that for every edge e of G we have L(I, G, e) = L(I, G). First we note that the
number of distinct crossing paths (defined in the proof of Thm. 11) of I is at
most c. As a consequence of this fact, we claim that it is possible to find a set
of requests I ′ ⊆ I such that

L(I ′, G) ≤ c and L(I \ I ′, G) = L(I, G) − L(I ′, G). (2)

The set I ′ can be constructed as follows. We start from I ′ = {cp} where cp is
any crossing path. Then we move clockwise on the ring adding to I ′ a sequence
of adjacent paths until we reach a new crossing path cp′ whose first endpoint is
equal to the first endpoint of another crossing path cp′′ ∈ I ′. Note that this must
happen within at most c complete rounds since the number of distinct crossing
paths is at most c. At this point we do not add cp′ to I ′ but we remove from I ′

all the paths (possibly none) inserted before cp′′. It takes a little effort to prove
that I ′ satisfies properties (2). We repeat this procedure until all paths of I have
been considered getting a partition of I into m subsets I ′

i, 1 ≤ i ≤ m, such that

L(I ′
i, G) ≤ c and

m∑
i=1

L(I ′
i, G) = L(I, G). (3)

It remains to be proven that there exists kc such that using kc fibres per link
Gap(S, G, kc) = 1 for every sequence of instances S. It can be proven (due to
limited space we omit this part of the proof) that chosing kc = c! no sequence
of instances can produce a gap bigger than 1. 2
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Abstract. Markov-reward models, as extensions of continuous-time
Markov chains, have received increased attention for the specification
and evaluation of performance and dependability properties of systems.
Until now, however, the specification of reward-based performance and
dependability measures has been done manually and informally. In this
paper, we change this undesirable situation by the introduction of a
continuous-time, reward-based stochastic logic. We argue that this logic
is adequate for expressing performability measures of a large variety. We
isolate two important sub-logics, the logic CSL [1,3], and the novel logic
CRL that allows one to express reward-based properties. These log-
ics turn out to be complementary, which is formally established in our
main duality theorem. This result implies that reward-based properties
expressed in CRL for a particular Markov reward model can be inter-
preted as CSL properties over a derived continuous-time Markov chain,
so that model checking procedures for CSL [3,2] can be employed.

1 Introduction

With the advent of fault-tolerant and distributed computer and communication
systems, the classical separation between performance evaluation and depend-
ability (i.e., reliability, availability and timeliness) evaluation does not make
sense anymore. Instead, the combined performance and dependability of a sys-
tem is of critical importance. This observation led to development of the per-
formability evaluation framework [12,13]. This framework allows one to specify
models that include both performance-related and dependability-related events
in a natural way. Furthermore, the choice of Markov-reward models (MRMs)
[11] as mathematical basis allows one to specify a wide variety of measures of
interest, albeit at times in a slightly cumbersome way. An MRM is a continuous-
time Markov chain (CTMC) augmented with a reward structure assigning a
real-valued reward to each state in the model. Such reward can be interpreted as
bonus, gain, or dually, as cost. Typical measures of interest express the amount
of gain accumulated by the system, over a finite or infinite time-horizon.

U. Montanari et al. (Eds.): ICALP 2000, LNCS 1853, pp. 780–792, 2000.
c© Springer-Verlag Berlin Heidelberg 2000



On the Logical Characterisation of Performability Properties 781

Given the fact that the model is stochastic, the measures of interest are
stochastic variables. MRMs have shown to pair a reasonable modelling flexibil-
ity and expressiveness with manageable computational expenses for the model
evaluation. To increase the modelling flexibility, a number of application-oriented
model specification techniques and supporting tools have been developed [8].

The specification of the measure-of-interest for a given MRM can not always
be done conveniently, nor can all possible measures-of-interest be expressed con-
veniently. In particular, until recently it has not been possible to directly express
measures where state sequences or paths matter, nor to accumulate rewards only
in certain subsets of states, if the rewards outside these subsets are non-zero.
Such measures are then either “specified” informally, with all its negative im-
plications, or require a manual tailoring of the model so as to address the right
subsets of states. An example of a measure that is very difficult to specify di-
rectly is the expected amount of gain obtained from the system until a particular
state is reached, provided that all paths to that state obey certain properties.

Recently, Obal and Sanders have proposed a technique to specify so-called
path-based reward variables [14] by which the specification of measures over state
sequences becomes more convenient, because it avoids the manual tailoring of
the model. In the context of the stochastic process algebra PEPA, Clark et al.
recently proposed the use of a probabilistic modal logic to ease the specification
of reward structures of MRM [5], as opposed to the specification of reward-based
measures, as we do.

In [3] we proposed to specify measures of interest for CTMCs in the logic
CSL (Continuous Stochastic Logic), a superset of the (equally named) logic
introduced by Aziz et al. [1]. CSL includes a timed CTL-like time-bounded
until operator, and a steady-state operator. Using this logic, very complex mea-
sures can be expressed easily; model-checking algorithms for CSL have been
proposed [3,2] (and implemented [10]). Notice however, that CSL is interpreted
over CTMCs only, and is hence not able to address reward-based measures. The
current paper extends this work, in that Markov-reward models are evaluated,
i.e., CTMCs augmented with a reward structure.

In this paper, we introduce a novel continuous-time, stochastic reward-based
logic CSRL, that is adequate for expressing performability measures of a large
variety. It includes next and until operators, that are equipped with time-
interval- as well as reward-interval-bounds. We present syntax and formal se-
mantics of the logic, and isolate two important sub-logics: the logic CSL, and
the logic CRL (Continuous Reward Logic) that allows one to express time-
independent reward-based properties. These logics turn out to be complemen-
tary, which is formally established in a main duality theorem, showing that time-
and reward-intervals are interchangeable. More precisely, we show that for each
MRM M and formula Φ the set of states satisfying Φ equals the set of states of
a derived MRM M−1 satisfying formula Φ−1, where the latter is obtained from
Φ by simply swapping time- and reward-intervals. The transformation of M is
inspired by [4]. The fixpoint characterisations for the CRL path operators (in-
terpreted over an MRM) reduce to the characterisations that are used for model
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checking CSL (over a CTMC). As a consequence of the duality result, the model
checking problem for CRL is reducible to the model checking problem for CSL
and hence solvable with existing techniques for CSL.

The paper is organised as follows. Section 2 introduces MRMs and typical
measures of interest for them. In Section 3 the logic CSRL and its sub-logics
are defined, whereas Section 4 presents the main duality theorem. Section 5
discusses its consequences for model checking and highlights that most reward-
based performability measures having appeared in the literature can be expressed
as simple formulas of (a minor extension of) the logic. Section 6 concludes the
paper.

2 Markov Reward Models

In this section we introduce the basic concepts of MRMs [11]. We slightly depart
from the standard notation for MRMs (and CTMCs) and consider an MRM
as an ordinary transition system, i.e., a Kripke structure, where the edges are
equipped with probabilistic timing information and the states are augmented
with a real number that indicates the earned reward per unit of time for staying
in a state. This then allows the usual interpretation of linear-time temporal
operators like next step and unbounded or time-bounded until.

MRMs. Let AP be a fixed, finite set of atomic propositions.

Definition 1. A (labelled) CTMC C is a tuple (S,R, L) where S is a finite set of
states, R : S×S → IR>0 the rate matrix, and L : S → 2AP the labelling function
which assigns to each state s ∈ S the set L(s) of atomic propositions a ∈ AP
that are valid in s. A state s is called terminal (or absorbing) iff R(s, s′) = 0
for all states s′.

Intuitively, R(s, s′) > 0 iff there is a transition from s to s′; 1 − e−R(s,s′)·t is
the probability that the transition s → s′ can be triggered within t time units.
Thus the delay of transition s → s′ is governed by an exponential distribution
with rate R(s, s′). If R(s, s′) > 0 for more than one state s′, a competition
between the transitions exists, known as the race condition. The probability to
move from non-absorbing s to s′ within t time units, i.e., s → s′ to win the race,
is given by

R(s, s′)
E(s)

·
(

1 − e−E(s)·t
)

where E(s) =
∑

s′∈S R(s, s′) denotes the total rate at which any transition
emanating from state s is taken. More precisely, E(s) specifies that the proba-
bility of leaving s within t time-units is 1 − e−E(s)·t, because the minimum of
exponential distributions, competing in a race, is characterised by the sum of
their rates. Consequently, the probability of moving from a non-absorbing state
s to s′ by a single transition, denoted P(s, s′), is determined by the probability
that the delay of moving from s to s′ finishes before the delays of other outgoing
edges from s; formally, P(s, s′) = R(s, s′)/E(s). For absorbing states, the total
rate E(s) = 0; we then have P(s, s′) = 0 for any state s′.
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Definition 2. A (labelled) MRM M is a pair (C, ρ) where C is a (labelled)
CTMC, and ρ : S → IR>0 is a reward structure that assigns to each state s ∈ S
a reward ρ(s), also called gain or bonus or dually, cost.

Example 1. As a running example we consider a fault-tolerant multipro-
cessor system inspired by [15]. The system consists of three processors,
three memories, and a single interconnection network that allows a pro-
cessor to access any memory. We model this system by a CTMC, de-
picted below, where state (i, j, 1) models that i processors and j memories
(1 6 i, j < 4) are operational and are connected by a single network. Ini-
tially all components are functioning correctly, i.e., the initial state is (3, 3, 1).
The minimal operational config-
uration of the system is (1, 1, 1).
The failure rate of a processor is
λ, of a memory µ, and of the net-
work γ failures per hour (fph).
It is assumed that a single re-
pair unit is present to repair all
types of components. The ex-
pected repair time of a proces-
sor is 1/ν and of a memory 1/η
hours. In case all memories, all
processors, or the network has
failed the system moves to state
F. After a repair in state F, we
assume the system to restart in
state (3, 3, 1) with rate δ.

3λ 3λ

2λ 2λ

3µ

3µ

3µ 2µ

2µ

2µ

ν

ν

ν ν

ν

λ+γ

µ+γ

µ+γ

λ+µ+γ

ν
η η

ηη

η η

γ

3λ

2λ

331 321 311

211221231

131 121 111

F

δ

γ

The reward structure can be instantiated in different ways so as to spec-
ify a variety of performability measures. The following reward structures are
taken from [15]. The simplest reward structure (leading to an availability
model) divides the states into operational and non-operational states: ρ1(F ) =
0 and ρ1(i, j, k) = 1. A reward structure in which varying levels of performance
of the system are represented is for instance based on the capacity of the system:
ρ2(F ) = 0 and ρ2(i, j, k) = min(i, j). The third reward structure does consider
processors contending for the memories, by taking as reward for operational
states the expected available memory bandwidth: ρ3(F ) = 0 and ρ3(i, j, k) =
m · (

1 − (1 − 1/m)l
)

where l = min(i, j) and m = max(i, j).

Let M = (C, ρ) be an MRM with underlying CTMC C = (S,R, L).

Paths. An infinite path σ is a sequence s0, t0, s1, t1, s2, t2, . . . with for i ∈ IN ,
si ∈ S and ti ∈ IR>0 such that R(si, si+1) > 0. For i ∈ IN let σ[i] = si, the
(i+1)-st state of σ, and δ(σ, i) = ti, the time spent in si. For t ∈ IR>0 and i

the smallest index with t 6
∑i

j=0 tj let σ@t = σ[i], the state in σ at time t. For

t =
∑k−1

j=0 tj + t′ with t′ 6 tk we define y(σ, t) =
∑k−1

j=0 tj · ρ(sj) + t′ · ρ(sk), the
cumulative reward along σ up to time t.
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A finite path σ is a sequence s0, t0, s1, t1, s2, t2, . . . , tl−1, sl where sl is ab-
sorbing, and R(si, si+1) > 0 for all i < l. For finite σ, σ[i] and δ(σ, i) are
only defined for i 6 l; they are defined as above for i < l, and δ(σ, l) = ∞.
For t >

∑l−1
j=0 tj we let σ@t = sl and let the cumulative reward y(σ, t) =∑l−1

j=0 tj · ρ(sj) + (t − ∑l−1
j=0 tj) · ρ(sl); for the other cases, σ@t and y(σ, t) are

defined as above.
Let PathM(s) denote the set of (finite and infinite) paths starting in s.

Borel space. Any state s = s0 yields a probability measure Pr on PathM(s)
as follows. Let s0, . . . , sk ∈ S with R(si, si+1) > 0, (0 6 i < k), and I0, . . . , Ik−1
non-empty intervals in IR>0. Then, C(s0, I0, . . . , Ik−1, sk) denotes the cylinder
set consisting of all paths σ ∈ PathM(s) such that σ[i] = si (i 6 k), and
δ(σ, i) ∈ Ii (i < k). Let F(PathM(s)) be the smallest σ-algebra on PathM(s)
which contains all sets C(s, I0, . . . , Ik−1, sk) where s0, . . . , sk ranges over all state-
sequences with s = s0, R(si, si+1) > 0 (0 6 i < k), and I0, . . . , Ik−1 ranges over
all sequences of non-empty intervals in IR>0. The probability measure Pr on
F(PathM(s)) is the unique measure defined by induction on k: Pr(C(s0)) = 1,
and for k > 0,

Pr(C(s0, . . . , sk, I ′, s′)) = Pr(C(s0, . . . , sk)) · P(sk, s′) ·
(
e−E(sk)·a − e−E(sk)·b

)
,

where a = inf I ′ and b = sup I ′. (For b = ∞ and λ > 0 let e−λ·∞ = 0.) Note
that e−E(sk)·a − e−E(sk)·b is the probability of leaving state sk in the interval I ′.

Remark. For infinite paths we do not assume time divergence. Although such
paths represent “unrealistic” computations where infinitely many transitions are
taken in a finite amount of time, the probability measure of such Zeno paths is
0. This justifies a lazy treatment of the notations σ@t and y(σ, t) when we refer
to the probability of a measurable ste of paths.

Steady-state and transient probabilities. For a CTMC C two major types of
state probabilities are distinguished: steady-state probabilities where the system
is considered “on the long run”, i.e., when an equilibrium has been reached, and
transient probabilities where the system is considered at a given time instant t.
Formally, the transient probability

πC(s, s′, t) = Pr{σ ∈ PathC(s) | σ@t = s′}

stands for the probability to be in state s′ at time t given the initial state s.
Note that this set is measurable. Steady-state probabilities are defined as

πC(s, s′) = lim
t→∞ πC(s, s′, t).

This limit always exists for finite CTMCs. For S′ ⊆ S, πC(s, S′) =
∑

s′∈S′

πC(s, s′) denotes the steady-state probability for set S′. In the sequel, we will
often use M rather than C (the underlying CTMC of M) as superscript.
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3 Stochastic CTL with Time and Rewards

This section introduces a stochastic logic to reason about reward-based as well
as time-based constraints, and identifies two important sub-logics of it. For ex-
planatory purposes, we first introduce a simple branching time logic without any
support for real time or reward constraints.

Basic logic. The base stochastic logic SL, a stochastic variant of CTL (Com-
putational Tree Logic), is a continuous-time variant of PCTL [7].

Syntax. For a ∈ AP, p ∈ [0, 1] and ./ ∈ {6, <,>, > }, the state-formulas of SL
are defined by the grammar

Φ ::= tt
∣∣∣ a

∣∣∣ Φ ∧ Φ
∣∣∣ ¬Φ

∣∣∣ S./p(Φ)
∣∣∣ P./p(ϕ)

where path-formulas are defined by ϕ ::= XΦ
∣∣∣ ΦU Φ.

Other boolean connectives such as ∨ and → are derived in the obvious way.
As usual 3Φ = tt U Φ and the 2-operator can be obtained by, for example,
P>p(2Φ) = ¬P>1−p(3¬Φ). The state-formula S./p(Φ) asserts that the steady-
state probability for the set of Φ-states meets the bound ./ p. For the running
example, the formula S>0.8(2pup) expresses that the steady-state probability to
be in a state with two operational processors is at least 0.8 where 2pup holds
in state (2, j, 1), 1 6 j < 4. The operator P./p(.) replaces the usual CTL path
quantifiers ∃ and ∀. P./p(ϕ) asserts that the probability measure of the paths
satisfying ϕ meets the bound ./ p. For example, P>0.3(3F ) denotes that the
probability to eventually reach the failure state of the multi-processor system is
at least 0.3.

Semantics. The SL state-formulas are interpreted over the states of a CTMC
C = (S,R, L) (or an MRM M with underlying CTMC C) with proposition
labels in AP. Let SatC(Φ) = { s ∈ S | s |= Φ }.

s |= tt for all s ∈ S
s |= a iff a ∈ L(s)
s |= ¬Φ iff s 6|= Φ

s |= Φ1 ∧ Φ2 iff s |= Φi, for i=1, 2
s |= S./p(Φ) iff πC(s, SatC(Φ)) ./ p

s |= P./p(ϕ) iff ProbC(s, ϕ) ./ p

Here, ProbC(s, ϕ) denotes the probability measure of all paths satisfying ϕ given
that the system starts in state s, i.e.,

ProbC(s, ϕ) = Pr{ σ ∈ PathC(s) | σ |= ϕ }.

The fact that the set { σ ∈ PathC(s) | σ |= ϕ } is measurable can be easily
verified. The intended meaning of the temporal operators U and X is standard:

σ |= XΦ iff σ[1] is defined and σ[1] |= Φ
σ |= Φ1 U Φ2 iff ∃k > 0. (σ[k] |= Φ2 ∧ ∀0 6 i < k. σ[i] |= Φ1).

Alternative characterisations. For next-formulas we have, as for DTMCs [7]:

ProbC(s, XΦ) = P(s, Φ) (1)
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where P(s, Φ) =
∑

s′∈SatC(Φ) P(s, s′), the probability to reach a Φ-state in one
step from s. For until-formulas we have that the probability ProbC(s, Φ1 U Φ2)
is the least solution1 of the following set of equations: ProbC(s, Φ1 U Φ2) equals
1 if s |= Φ2, equals ∑

s′∈S

P(s, s′) · ProbC(s′, Φ1 U Φ2) (2)

if s |= Φ1 ∧¬Φ2, and 0 otherwise. This probability can be computed as the solu-
tion of a regular system of linear equations by standard means such as Gaussian
elimination [6] or can be approximated by an iterative approach.

The full logic. We now extend SL by providing means to reason about both
time constraints and cumulative reward constraints. We refer to this logic as
CSRL. Later we will identify fragments of CSRL that refer to only time, re-
spectively only reward constraints.

Syntax. The syntax (and semantics) of the state formulas of CSRL are defined
as for the basic logic. Path-formulas ϕ are defined for intervals I, J ⊆ IR>0 by:

ϕ ::= XI
J Φ

∣∣∣ ΦUI
J Φ.

In a similar way as before, we define 3I
JΦ = tt UI

J Φ and P./p(2I
JΦ) =

¬P./p(3I
J¬Φ). Interval I can be considered as a timing constraint whereas J

represents a bound for the cumulative reward. The path-formula XI
J Φ asserts

that a transition is made to a Φ-state at time point t ∈ I such that the earned
cumulative reward r until time t meets the bounds specified by J , i.e., r ∈ J .
The semantics of Φ1 UI

J Φ2 is as for Φ1 U Φ2 with the additional constraints that
the Φ2-state is reached at some time point t in I and the earned cumulative
reward up to t lies in J . As an example property for the multi-processor system,
P>0.95(3[60,60]

[0,2] tt) denotes that with probability at least 0.95 the cumulative re-
ward (e.g., the expected capacity of the system for reward structure ρ2) at time
instant 60 is at most 2. Given that the reward of a state indicates the number
of jobs processed per time-unit, property P>0.98(3mupU [0,30]

[7,∞) mdown) expresses
that with probability at least 0.98 at least 7 jobs have been processed (starting
from the initial state) before the first memory unit fails within 30 time units,
where 3mup is valid in states (i, 3, 1), 1 6 i < 4 and mdown is valid in states
(i, 2, 1), 0 6 i < 4.

Semantics. The semantics of the CSRL path-formulas is defined as follows:

σ |= XI
J Φ iff σ[1] is defined and σ[1] |= Φ ∧ δ(σ, 0) ∈ I ∧ y(σ, δ(σ, 0)) ∈ J

σ |= Φ1 UI
J Φ2 iff ∃t ∈ I. (σ@t |= Φ2 ∧ (∀t′ ∈ [0, t). σ@t′ |= Φ1) ∧ y(σ, t) ∈ J).

Special cases occur for I = [0,∞) and J = [0,∞):

XΦ = X
[0,∞)
[0,∞) Φ and Φ1 U Φ2 = Φ1 U [0,∞)

[0,∞) Φ2.
1 Strictly speaking, the function s 7→ ProbC(s, Φ1 U Φ2) is the least fixpoint of a higher-

order function on (S → [0, 1])→ (S → [0, 1]) where the underlying partial order on
S → [0, 1] is defined for F1, F2 : S → [0, 1] by F1 6 F2 iff F1(s) 6 F2(s) for all s ∈ S.
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Thus, SL is a proper subset of this logic. The logic CSL [1,3] (or, timed stochastic
CTL) is obtained in case J = [0,∞) for all sub-formulas. Similarly, we obtain
the new logic CRL (reward-based stochastic CTL) in case I = [0,∞) for all
sub-formulas. In the sequel, intervals of the form [0,∞) are often omitted from
the operators.

We recall that y(σ, t) denotes the cumulative reward along the prefix of σ up
to time t. The intuition behind y(σ, t) depends on the formula under considera-
tion and the interpretation of the rewards in the MRM M under consideration.
For instance, for ϕ = 3good and path σ that satisfies ϕ, the cumulative reward
y(σ, t) can be interpreted as the cost to reach a good state within t time units.
For ϕ = 3bad, it may be interpreted as the gain earned before reaching a bad
state within t time units.

Alternative characterisations. We first observe that it suffices to consider time
and reward bounds specified by closed intervals. Let K = { x ∈ I | ρ(s) · x ∈ J }
for closed intervals I and J . The probability of leaving state s at some time point
x within the interval I such that the earned reward ρ(s) · x lies in J is can be
expressed by

PI
J(s) =

∫
K

E(s) · e−E(s)·x dx.

For instance, P[0,t]
[0,∞)(s) = 1−e−E(s)·t, the probability to leave state s within t

time units where the reward earned is irrelevant. If ρ(s) = 2, I = [1, 3] and
J = [9, 11] then K = ∅ and PI

J(s) = 0. For XI
J Φ we obtain:

ProbM(s, XI
J Φ) = PI

J(s) · P(s, Φ).

For the case I = J = [0,∞) this reduces to equation (1).
Let I 	 x denote { t−x | t ∈ I, t > x }. For ϕ = Φ1 UI

J Φ2 we have that
ProbM(s, ϕ) is the least solution of the following set of equations: ProbM(s, ϕ) =
1 if s |= ¬Φ1 ∧ Φ2, inf I = 0 and inf J = 0,

∫ sup K

0

∑
s′∈S

P(s, s′, x) · ProbM(s′, Φ1 UI	x
J	ρ(s)·x Φ2) dx (3)

if s |= Φ1 ∧ ¬Φ2, and

e−E(s)·inf K +
∫ inf K

0

∑
s′∈S

P(s, s′, x) · ProbM(s′, Φ1 UI	x
J	ρ(s)·x Φ2) dx

if s |= Φ1 ∧ Φ2, and 0 otherwise, where P(s, s′, x) = R(s, s′) · e−E(s)·x denotes
the probability of moving from state s to s′ within x time units. The above
characterisation is justified as follows. If s satisfies Φ1 and ¬Φ2, the probability
of reaching a Φ2-state from s within the interval I by earning a reward r ∈ J
equals the probability of reaching some direct successor s′ of s within x time
units (x 6 sup I and ρ(s) · x 6 sup J , that is, x 6 sup K), multiplied by the
probability of reaching a Φ2-state from s′ in the remaining time interval I 	 x



788 C. Baier et al.

while earning a reward of r−ρ(s) · x. If s satisfies Φ1 ∧ Φ2, the path-formula ϕ
is satisfied if no transition outgoing from s is taken for at least inf K time units
(first summand).2 Alternatively, state s should be left before inf K in which
case the probability is defined in a similar way as for the case s |= Φ1 ∧ ¬Φ2
(second summand). Note that inf K = 0 is possible (if e.g., inf J = inf I = 0). In
this case, s |= Φ1 ∧ Φ2 yields that any path starting in s satisfies Φ1 UI

J Φ2 and
ProbM(s, Φ1 UI

J Φ2) = 1.
If the reward constraint is trivial, i.e., J = [0,∞), and I is of the form [0, t]

for t ∈ IR>0, then the characterisation for UI reduces to the least solution of
the following set of equations: ProbM(s, Φ1 U [0,t] Φ2) equals 1 if s |= Φ2, equals

∫ t

0

∑
s′∈S

P(s, s′, x) · ProbM(s′, Φ1 U [0,t−x] Φ2) dx (4)

if s |= Φ1 ∧ ¬Φ2, and 0 otherwise. This coincides with the characterisation for
time-bounded until in [3]. For the special case I = J = [0,∞) we obtain K =
[0,∞) and hence the characterisation for UI reduces to (2).

4 Duality

In this section we present the main result of the paper, a duality theorem that
has important consequences for model checking sub-logics of CSRL. The basic
idea behind this duality, inspired by [4], is that the progress of time can be
regarded as the earning of reward and vice versa. First we obtain a duality
result for MRMs where all states have a positive reward. After that we consider
the (restricted) applicability of the duality result to MRMs with zero rewards.

Transformation of MRMs. Let M = (S,R, L, ρ) be an MRM that satisfies
ρ(s) > 0 for any state s. Define MRM M−1 = (S,R′, L, ρ′) that results from M
by: (i) rescaling the transition rates by the reward of their originating state (as
originally proposed in [4]), i.e., R′(s, s′) = R(s, s′)/ρ(s) and, (ii) inverting the
reward structure, i.e., ρ′(s) = 1/ρ(s). Intuitively, the transformation of M into
M−1 stretches the residence time in state s with a factor that is proportional to
the reciprocal of its reward ρ(s) if ρ(s) > 1, and it compresses the residence time
by the same factor if 0 < ρ(s) < 1. The reward structure is changed similarly.
Note that M = (M−1)−1.

One might interpret the residence of t time units in M−1 as the earning of t
reward in state s in M, or (reversely) an earning of a reward r in state s in M
corresponds to a residence of r in M−1. Thus, the notions of time and reward
in M are reversed in M−1. Accordingly:

Lemma 1. For MRM M = (S,R, L, ρ) with ρ(s) > 0 for all s ∈ S and CSRL
state-formulas Φ, Φ1 and Φ2:

1. ProbM(s, XI
J Φ) = ProbM−1

(s, XJ
I Φ)

2 By convention, inf ∅ =∞.
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2. ProbM(s, Φ1 UI
J Φ2) = ProbM−1

(s, Φ1 UJ
I Φ2).

We informally justify 2. for I = [0, t] and J = [0, r] with r, t ∈ IR>0. Let
MRM M = (S,R, L, ρ) with ρ(s) > 0 for all s ∈ S. Let s ∈ S be such that
s |= Φ1 ∧ ¬Φ2. From equation (3) we have that ProbM−1

(s, Φ1 UJ
I Φ2) equals

∫
K′

∑
s′∈S

P(s, s′, x) · ProbM−1
(s′, Φ1 UJ	x

I	ρ′(s)·x Φ2) dx.

for K ′ = { x ∈ [0, t]|ρ′(s)·x ∈ [0, r] }, i.e., K ′ = [0, min(t, r
ρ′(s) )]. By the definition

of M−1 this equals
∫

K′

∑
s′∈S

R(s, s′)
ρ(s)

· e−E(s)
ρ(s) ·x · ProbM−1

(s′, Φ1 UJ	x
I	 x

ρ(s)
Φ2) dx.

By substitution y = x
ρ(s) this integral reduces to:

∫
K

∑
s′∈S

R(s, s′) · e−E(s)·y · ProbM−1
(s′, Φ1 UJ	ρ(s)·y

I	y Φ2) dy

where K = [0, min( t
ρ(s) , r)]. Thus, the function that maps (s, I, J) onto

ProbM−1
(s, Φ1 UJ

I Φ2) meets the fixed point equation for ProbM(s, Φ1 UI
J Φ2).

Using arguments of fixed point theory, i.e., Tarski’s theorem for least fixed points
of monotonic functions on lattices, it can be shown that these fixed points agree
(as they both are the least fixed point of the same operator). Thus, we obtain

∫
K

∑
s′∈S

P(s, s′, y) · ProbM(s′, Φ1 UI	y
J	ρ(s)·y Φ2) dy

and this equals ProbM(s, Φ1 UI
J Φ2) for s |= Φ1 ∧ ¬Φ2, cf. (3).

For CSRL state-formula Φ let Φ−1 be defined as Φ where for each sub-
formula in Φ of the form XI

J or UI
J the intervals I and J are swapped.

This notion can be easily defined by structural induction on Φ and its def-
inition is omitted here. For instance, for Φ = P>0.9(¬FU [50,50]

[10,∞) F) we have

Φ−1 = P>0.9(¬FU [10,∞)
[50,50] F). We now have:

Theorem 1. For MRM M = (S,R, L, ρ) with ρ(s) > 0 for all s ∈ S and
CSRL state-formula Φ:

SatM(Φ) = SatM
−1

(Φ−1).

If M contains states equipped with a zero reward, this duality result does not
hold, as the reverse of earning a zero reward in M when considering Φ should
correspond to a residence of 0 time units in M−1 for Φ−1, which — as the advance
of time in a state cannot be halted — is in general not possible. However, the
result of Theorem 1 applies to some restricted, though still practical, cases, viz.
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if (i) for each sub-formula of Φ of the form XI
J Φ′ we have J = [0,∞), and

(ii) for each sub-formula of the form Φ1 UI
J Φ2 we either have J = [0,∞) or

SatM(Φ1) ⊆ { s ∈ S | ρ(s) > 0 }, i.e., all Φ1-states are positively rewarded. The
intuition is that either the reward constraint (i.e., time constraint) is trivial in
Φ (in Φ−1), or that zero-rewarded states are not involved in checking the reward
constraint. Here, we define M−1 by setting R′(s, s′) = R(s, s′) and ρ′(s) = 0 in
case ρ(s) = 0 and as defined above otherwise. For instance, Theorem 1 applies
to the property P>0.9(¬FU [50,50]

[10,∞) F) for the multi-processor example, since all
¬F-states have a positive reward.

5 Application of the Logic

In this section, we discuss model checking of CSRL. We furthermore illustrate
that CSRL and its fragments CSL and CRL provide ample means for the
specification of performability measures.

Model checking. CSL model checking can be carried out in the following
way. S./p(Φ) gives rise to a system of linear equations for each bottom strongly
connected component of the graph underlying the CTMC [3]. The probability
to satisfy U - and X-path formulas can be obtained as the solution of a system
of linear equations, resp. a single matrix-vector multiplication [7], based on (1)
and (2). Finally, the probability to satisfy a UI -formula can be obtained as the
solution of a system of Volterra integral equations (4), that can be computed
by either numerical integration [3], or transient analysis of the CTMC [2]. From
Theorem 1, we can conclude that model checking an MRM against a CRL-
formula can be performed using the algorithms established for model checking
CTMCs against CSL:

Corollary 1. For an MRM without any zero rewards, model checking CRL is
reducible to model checking CSL.

In a number of interesting, albeit restricted cases (cf. Sec 4), the corollary carries
over to MRMs with zero rewards. The duality theorem does not provide an algo-
rithmic recipe for CSRL, but a direct solution using numerical integration can
be constructed based on the fixpoint characterisation for UI

J . An investigation of
the feasibility of applying known efficient performability evaluation algorithms
to model checking CSRL is ongoing.

Typical performability measures. Performability measures that frequently
appear in the literature, e.g., [15], can be specified by simple CSRL-formulas.
This is illustrated by Table 1 where we listed a (non-exhaustive) variety of typ-
ical performability measures for the multi-processor system together with the
corresponding CSRL formulas. Measure (a) expresses a bound on the steady-
state availability of the system and (b) expresses (a bound on) the probability
to be not in a failed state at time t, i.e., the instantaneous availability at time t.
Measure (c) expresses the time until a failure, starting from a non-failed state.
Evaluating this measure for varying t, gives us the distribution of the time to
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Table 1. Performability measures and their logical specification

performability measure formula logic
(a) steady-state availability S./p(¬F) SL
(b) instantaneous availability at time t P./p(3[t,t]¬F) CSL
(c) distribution of time to failure P./p(¬FU [0,t] F) CSL
(d) distribution of reward until failure P./p(¬FU[0,r] F) CRL
(e) distribution of cumulative reward until t P./p(3[t,t]

[0,r]tt) CSRL

failure. Measure (d) complements this by expressing the distribution of the re-
ward accumulated until failure. Measure (e) generalises (c) and (d) by expressing
the simultaneous distribution of the accumulated reward against time, i.e., it ex-
presses the probability for the reward accumulated at t to be at most r. This
measure coincides with the performability distribution as proposed in the sem-
inal paper [12]. Note that for the computation of all these measures efficient
algorithms do exist [9]. We emphasize that, in its full generality, CSRL allows
to specify much more complex performability measures than previous ad hoc
methods.

A possible extension of CSRL. Consider state s in MRM M. For time t and
set of states S′, the instantaneous reward ρM(s, S′, t) equals

∑
s′∈S′ πM(s, s′, t) ·

ρ(s′) and denotes the rate at which reward is earned in some state in S′ at time t.
The expected (or long run) reward rate ρM(s, S′) equals

∑
s′∈S′ πM(s, s′) ·ρ(s′).

We can now add the following operators to our framework:

s |= EJ(Φ) iff ρM(s,SatM(Φ)) ∈ J

s |= Et
J(Φ) iff ρM(s,SatM(Φ), t) ∈ J

s |= CI
J(Φ) iff

∫
I
ρM(s,SatM(Φ), u) du ∈ J

Although the duality principle is not applicable to the new operators, their
model checking is rather straightforward. The first two formulas require the
summation of the Φ-conforming steady-state or transient state probabilities (as
computed for measure (a) and (b)) multiplied with the corresponding rewards.
The operator CI

J(Φ) states that the expected amount of reward accumulated in
Φ-states during the interval I lies in J . It can be evaluated using a variant of
uniformisation [9,16]. Some example properties are now: EJ(¬F), which expresses
the expected reward rate (e.g., the system’s capacity) for an operational system,
Et

J(tt) expresses the expected instantaneous reward rate at time t and C[0,t]
J (tt)

expresses the amount of cumulated reward up to time t.

6 Concluding Remarks

We introduced a continuous-time, reward-based stochastic logic which is ade-
quate for expressing performability measures of a large variety. Two important
sub-logics were identified, viz. CSL [1,3], and the novel logic CRL that allows
one to express reward-based properties. The main result of the paper is that CSL
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and CRL are complementary, implying that CRL-properties for a Markov re-
ward model can be interpreted as CSL-properties over a derived CTMC, so that
existing model checking procedures for CSL can still be employed. The model
checking of the full logic CSRL, in particular properties in which time- and
reward-bounds are combined, is left for future work.

Acknowledgement. We thank the reviewers for their helpful comments.
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Abstract. In this paper we investigate timed polyhedra, i.e. polyhedra
which are finite unions of full dimensional simplices of a special kind.
Such polyhedra form the basis of timing analysis and in particular of
verification tools based on timed automata. We define a representation
scheme for these polyhedra based on their extreme vertices, and show
that this compact representation scheme is canonical for all (convex and
non-convex) polyhedra in any dimension. We then develop relatively ef-
ficient algorithms for membership, boolean operations, projection and
passage of time for this representation.

1 Introduction and Motivation

Timed automata, automata augmented with clock variables [AD94], has proven
to be a very useful formalism for modeling phenomena which involve both dis-
crete transitions and quantitative timing information. Although their state-space
is non-countable, the reachability problem, as well as other verification, synthesis
and optimizations problems for timed automata are solvable. This is due to the
fact that the clock space admits an equivalence relation (time-abstract bisimu-
lation) of finite index, and it is hence sufficient to manipulate these equivalence
classes, which form a restricted class of polyhedra that we call timed polyhedra.

Several verification tools for timed automata have been built during the last
decade, e.g. Kronos [DOTY96,Y97], Timed Cospan [AK96] and Uppaal [LPY97],
and the manipulation of timed polyhedra is the computational core of such tools.
Difference bound matrices (DBM) are a well-known data-structure for repre-
senting convex timed polyhedra, but usually, in the course of verification, the
accumulated reachable states can form a highly non-convex set whose repre-
sentation and manipulation pose serious performance problems to these tools.
? This work was partially supported by the European Community Esprit-LTR Project
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Consequently, the search for new representation schemes for timed polyhedra
is a very active domain of research [ABK+97], [BMPY97], [S99], [MLAH99b],
[BLP+99], [W00].

In this paper, we propose a new representation scheme for non-convex timed
polyhedra based on a reformulation and extension of our previous work in
[BMP99] where we proposed a canonical representation for non-convex orthogo-
nal polyhedra. As in [BMP99] the representation is based on a certain subset of
the vertices of the polyhedron. The size of our canonical representation is O(nd!)
where n is the number of vertices and d is the dimension. Based on this rep-
resentation we develop relatively-efficient algorithms for membership, Boolean
operations, projection and passage of time on arbitrary timed polyhedra of any
dimension. In order to simplify the presentation we restrict the discussion in this
paper to full-dimensional timed polyhedra, but the results can be extended to
treat unions of polyhedra of varying dimension.

The rest of the paper is organized as follows: in section 2 we define orthogonal
polyhedra and give new proofs of the main results from [BMP99] concerning their
representation by extreme vertices. In section 3 we introduce timed polyhedra
and prove that they can be represented canonically by their extreme vertices. In
section 4 we discuss Boolean operations, projections, and the calculation of the
effect of time passage. Finally we mention some related work and future research
directions.

2 Griddy Polyhedra and Their Representation

Throughout the paper we assume a d-dimensional R-vector space. In this section
we also assume a fixed basis for this space so that points and subsets can be
identified through their coordinates by points and subset of Rd. The results of
this section are invariant under change of basis,1 and this fact will be exploited
in the next section.

We assume that all our polyhedra live inside a bounded subset X = [0, m]d ⊆
Rd (in fact, the results hold also for Rd

+). We denote elements of X as x =
(x1, . . . , xd), the zero vector by 0 and the vector (1, 1, . . . , 1) by 1. The elemen-
tary grid associated with X is G = {0, 1 . . . , m − 1}d ⊆ Nd. For every point x ∈
X, bxc is the grid point corresponding to the integer part of the components of
x. The grid admits a natural partial order defined as (x1, . . . , xd) ≤ (x′1, . . . , x

′
d)

if for every i, xi ≤ x′i. The set of subsets of the elementary grid forms a Boolean
algebra (2G,∩,∪,∼) under the set-theoretic operations.

Definition 1 (Griddy Polyhedra). Let x = (x1, . . . , xd) be a grid point. The
elementary box associated with x is the closed subset of X of the form B(x) =
[x1, x1 +1]× [x2, x2 +1]× . . . [xd, xd +1]. The point x is called the leftmost corner
of B(x). The set of boxes is denoted by B. A griddy polyhedron P is a union of
elementary boxes, i.e. an element of 2B.
1 Griddy polyhedra were called orthogonal polyhedra in [AA98,BMP99]. We prefer

here the term griddy since the results do not depend on an orthogonal basis.
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Although 2B is not closed under usual complementation and intersection, it is
closed under the following operations:

A t B = A ∪ B A u B = cl(int(A) ∩ int(B)) ¬A = cl(∼ A)

(where cl and int are the topological closure and interior operations2). The
bijection B between G and B which associates every box with its leftmost corner
clearly induces an isomorphism between (2G,∩,∪,∼) and (2B,u,t,¬). In the
sequel we will switch between point-based and box-based terminology according
to what serves better the intuition.

Definition 2 (Color Function). Let P be an griddy polyhedron. The color
function c : X → {0, 1} is defined as follows: if x is a grid point then c(x) = 1
iff B(x) ⊆ P ; otherwise, c(x) = c(bxc).

Note that c almost coincides with the characteristic function of P as a subset of
X. It differs from it only on right-boundary points (see Figure 1-(a)).

P

(a)

N (x)

(b)

x←1 x

x←2(x←1)←2

Fig. 1. (a) A griddy polyhedron and a sample of the values of the color function it
induces on X. (b) The neighborhood and predecessors of a grid point x.

Definition 3 (Predecessors, Neighborhoods and Cones). In the following
we consider x to be a grid point x = (x1, . . . , xd).

– The i-predecessor of x is x←i = (x1, . . . , xi − 1, . . . , xd). We use x←ij as a
shorthand for (x←i)←j.

– The neighborhood of x is the set N (x) = {x1 − 1, x1}× . . .× . . . {xd − 1, xd},
i.e. the vertices of a box lying between x − 1 and x, (Figure 1-(b)).

– The backward cone based at x is .x = {y ∈ G : y ≤ x} (Figure 2-(a)).
– The forward cone based at x is x/ = {y ∈ G : x ≤ y} (Figure 2-(b)).

2 See [B83] for definitions.
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Every grid point x is contained in all the forward cones y/ such that y ∈ .x.
Let ⊕ denote addition modulo 2, known also as the exclusive-or (xor) op-

eration in Boolean algebra, p ⊕ q = (p ∧ ¬q) ∨ (¬p ∧ q). We will use the
same notation for the symmetric set difference operation on sets, defined as
A ⊕ B = {x : (x ∈ A) ⊕ (x ∈ B)}.3 This is an associative and commutative
operation, satisfying A ⊕ A = 0 on numbers, and A ⊕ A = ∅ on sets. We will
show that every griddy polyhedron admits a canonical decomposition into a xor
of cones.

x x/
x

(a) (b)

.x

Fig. 2. (a) The backward cone based at x. (b) The forward cone based at x.

Theorem 1 (⊕-representation). For any griddy polyhedron P there is a uni-
que finite set V of grid points such that P =

⊕
v∈V

v/.

Proof. First we show existence of V . Let ≺ be a total order relation on G, x1 ≺
x2 ≺ . . .xmd , which is consistent with the partial order ≤ (any lexicographic
or diagonal order will do). By definition, x ≺ y implies y 6∈ .x. The following
iterative algorithm constructs V . We denote by Vj the value of V after j steps
and by cj the color function of the associated polyhedron Pj =

⊕
v∈Vj

v/.

V0:=∅
for j = 1 to md do
if c(xj) 6= cj−1(xj)
then V :=V ∪ {xj}

end

This algorithm is correct because at the end of every step j in the loop we
have cj(xk) = c(xk) for every k ≤ j. It holds trivially at the beginning and in

3 Note that on 2B, A⊕B should be modified into cl(int(A)⊕ int(B)).



On the Representation of Timed Polyhedra 797

every step, the color of xk for all k < j is preserved (because their color is not
influenced by the cone x/

j ) and updated correctly for xj if needed.
For uniqueness we show that if there are two sets of points U and V such

that
P =

⊕
v∈V

v/ =
⊕
u∈U

u/

then U = V . Indeed, by the properties of ⊕, we have

∅ = P ⊕ P =
⊕
v∈V

v/ ⊕
⊕
u∈U

u/ =
⊕

y∈U⊕V

y/

(if a point v appears in both U and V it can be eliminated because v/ ⊕v/ = ∅).
The set denoted by the rightmost expression is empty only if U⊕V = ∅, otherwise
any minimal vertex v in U ⊕ V belongs to it. ut

Remark: Since every set of points defines a ⊕-formula and a polyhedron, we
have an interesting non-trivial bijection on subsets of G. Note that for the chess
board V = G.

Let V : G → {0, 1} be the characteristic function of the set V ⊆ G.

Observation 1. For every point x, c(x) =
⊕

y∈ .x

V(y)

This gives us immediately a decision procedure for the membership problem
x ∈ P : just check the parity of V ∩ .x. In [BMP99] we have shown that the
elements of V are those vertices of P that satisfy some local conditions. In the
following we give an alternative proof of this fact, which requires some additional
definitions to facilitate induction over the dimensions.

Definition 4 (k-Neighborhood and k-Backward Cone). Let
x = (x1, . . . , xd).

– The k-neighborhood of x is the set

Nk(x) = {x1 − 1, x1} × . . . × {xk − 1, xk} × {xk+1} × . . . × {xd}.

– The k-backward cone of x is the set

Mk(x) = {x1} × . . . × {xk} × {0, . . . , xk+1} × . . . × {0, . . . , xd}.

Note that N0(x) = {x}, Nd(x) = N (x), M0(x) = .x and Md(x) = {x} (see
Figure 3).

Observation 2. For every k ≥ 0,

Nk(x) = Nk−1(x) ⊕ Nk−1(x←k) and Mk(x) = Mk−1(x) ⊕ Mk−1(x←k).
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xx

x x

x x

M0(x)

M1(x)

M2(x)

N0(x)

N1(x)

N2(x)

Fig. 3. The k-backward cone Mk(x) and the k-neighborhood Nk(x) for k = 0, 1, 2.

Theorem 2 (Extreme Vertices). A point x is a basis for a cone in the canon-
ical decomposition of a griddy polyhedron P if and only if x is a vertex of P
satisfying ⊕

y∈N (x)

c(y) = 1 (1)

Proof. First we prove that for every x ∈ G and every k, 0 ≤ k ≤ d⊕
y∈Nk(x)

c(y) =
⊕

y∈Mk(x)

V(y). (2)

The proof is done by induction on k. For k = 0 it is just a rephrasing of obser-
vation 1. Suppose it holds for k − 1. By summing up the claims for x and for
x←k we obtain⊕

y∈Nk−1(x)

c(y) ⊕
⊕

y∈Nk−1(x←k)

c(y) =
⊕

y∈Mk−1(x)

V(y) ⊕
⊕

y∈Mk−1(x←k)

V(y)

which, by virtue of Observation 2 and the inductive hypothesis, gives the result
for k. Substituting k = d in (2), we characterize the elements of V as those
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satisfying condition (1). In [BMP99] we have proved that these points constitute
a subset of the vertices of P which we call “extreme” vertices, following a geo-
metrical definition in [AA98] for d ≤ 3. ut

We review our main algorithmic results from [BMP99], assuming a fixed
dimension d and denoting by nP the number of extreme vertices of a polyhedron
P , which we assume to be sorted in some fixed order.

Observation 3 (Boolean Operations). Let A and B be two griddy polyhedra.

– The symmetric difference of A and B, A ⊕ B, can be computed in time
O(nA + nB).

– The complement of A, X − A, can be obtained in time O(1).
– The union, A ∪ B, and the intersection, A ∩ B, can be computed in time

O(nAnb).

Proof. Computing A⊕B is trivial and so is complementation using X−A = 0/⊕
A. Observing that A∪B = A⊕B⊕A∩B, computing union reduces to computing
intersection. Now, using recursively the identity (A⊕B)∩C = (A∩C)⊕(B∩C),
write

(
⊕
xi

x/
i ) ∩ (

⊕
yj

yj
/) =

⊕
xi,yj

(xi
/ ∩ yj

/) =
⊕
xi,yj

max(xi,yj)/

where max denotes the maximum component-wise. ut
We use the following terminology from [BMP99]:

Definition 5 (Slices, Sections and Cones). Let P be a griddy polyhedron,
i ∈ {1, . . . , d} and z ∈ {0, . . . , m − 1}.
– The (i, z)-slice of P is the d-dimensional polyhedron

Ji,z(P ) = P u {x : z ≤ xi ≤ z + 1}.
– The (i, z)-section of P is the (d − 1)-dimensional polyhedron

Ji,z(P ) = Ji,z(P ) ∩ {x : xi = z}.
– The i-projection of P is the (d − 1)-dimensional polyhedron

π↓i(P ) = {(x1, . . . , xi−1, xi+1, . . . xd) : ∃z (x1, . . . , xi−1, z, xi+1, . . . xd) ∈ P}.

Observation 4 (Computation of Slice, Section and Projection). The
computation of Ji,z and of Ji,z can be performed in time O(n). The projection
π↓i(P ) of P is computable in time O(n3).

Proof. Using identity (A ⊕ B) u C = (A u C) ⊕ (B u C), we have

Ji,z(
⊕
x∈V

x/) =
⊕
x∈V

(Ji,z(x/)).

This gives an immediate algorithm for computing Ji,z(P ) and, hence for com-
puting Ji,z(P ). For projection write π↓i(P ) =

⊔
z

π↓i(Ji,z(P )). ut
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3 Timed Polyhedra and Their Representation

In this section we extend our results to timed polyhedra whose building blocks are
certain types of simplices. Let Π denote the set of permutations on {1, . . . , d}.
We write permutations σ ∈ Π as (σ(1) σ(2) · · · σ(d)). There is a natural
bijection between Π and the set of simplices occurring in a specific triangulation
of the d-unit hypercube (sometimes called the Kuhn triangulation [L97]). Hence
the correspondence between grid points and elementary boxes from the previous
section can be extended into a correspondence between G × Π and the set of
such triangulations of the elementary boxes in X.

Definition 6 (Elementary Simplices, Timed Polyhedra and Cones). Let
v be a grid point and let σ be a permutation.

– The elementary simplex associated with (v, σ) is

B(v, σ) = {x : 0 ≤ xσ(1) − vσ(1) ≤ xσ(2) − vσ(2) ≤ . . . ≤ xσ(d) − vσ(d) ≤ 1}.

– A timed polyhedron is a union of elementary simplices. It can be expressed
as a color function c : G × Π → {0, 1}.

– The σ-forward cone based on a point v is

(v, σ)/ = {x : 0 ≤ xσ(1) − vσ(1) ≤ xσ(2) − vσ(2) ≤ . . . ≤ xσ(d) − vσ(d)}.

These notions are illustrated in Figure 4 for d = 2. In the sequel we will use the
word simplex both for a pair (v, σ) and for the set B(v, σ). Note that for every
v, ⊕

σ∈Π

B(v, σ) = B(v) and
⊕
σ∈Π

(v, σ)/ = v/.

0 1 2 3

1

3

2

65

4

4

5

6

0

Fig. 4. The set of basic simplices in dimension 2, the simplices B((1, 1), (2 1)) and
B((3, 0), (1 2)) and the forward-cones ((3, 2), (2 1))/ and ((1, 3), (1 2))/.
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Theorem 3 (⊕-Representation of Timed Polyhedra). For any timed poly-
hedron P , there is a unique finite set V ⊆ G × Π such that

P =
⊕

(v,σ)∈V

(v, σ)/

Proof. The proof is similar to the proof of Theorem 1. The only additional detail
is the extension of the order on G into a lexicographic order on G × Π. Since
the cones .(x, σ) and .(x, τ) are disjoint for σ 6= τ , the properties used in the
proof are preserved. ut

Our goal for the rest of the section is to find a local characterization of the
elements (v, σ) of V , similar to property (1) in Theorem 2, based on the parity
of the colors on some suitably-defined neighborhood of (v, σ).

Observation 5 (Decomposition of Timed Polyhedra). Any timed polyhe-
dron P can be decomposed into

P =
⊕
σ∈Π

Pσ.

where each Pσ is a griddy polyhedron in some basis of Rd.

Proof. By letting Vσ = {v : (v, σ) ∈ V } we can rewrite P as

P =
⊕
σ∈Π

⊕
v∈Vσ

(v, σ)/ =
⊕
σ∈Π

Pσ.

Each Pσ is a xor of σ-cones, and hence it is griddy in the coordinate system
corresponding to σ which is related to the orthogonal system by the transfor-
mation yσ(1) = xσ(1) and yσ(i) = xσ(i) − xσ(i−1) for i ≥ 2. ut
We denote the color function of Pσ by cσ. We call the corresponding grid the σ-
grid. In this grid the i-predecessor of x is denoted by x

σ←i, and the neighborhood
of x by Nσ(x) (see Figure 5). By definition (x, σ) ∈ V iff if x ∈ Vσ, and, since
Theorem 2 does not depend on orthogonality, we have:

Observation 6. A simplex (x, σ) occurs in V iff
⊕

y∈Nσ(x)

cσ(y, σ) = 1.

This definition is based on Pσ, not on P itself. We will show that this sum can
be reduced to the sum of the values of c on a certain set of simplices S(x, σ), to
be defined below.

Definition 7 (Permutation and Simplex Predecessors). With every i ∈
{1, . . . , d} define the i-predecessor function ←i : Π → Π such that for every σ
such that σ(k) = i

σ←i(j) =




σ(j) if j < k
σ(j + 1) if k < j < d
i if j = d

The i-predecessor of a simplex (x, σ), for i ∈ {1, . . . , d} is defined as (x, σ)←i =
(x←i, σ←i).
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(a) (b) (c)

x x

Fig. 5. (a) The orthogonal grid. (b) The (2 1)-grid and N(2 1)(x). (c) The (1 2)-grid
and N(1 2)(x).

In other words, σ←i is the permutation obtained from σ by picking xi and putting
it at the end of the ordering. We denote by σ←ij the successive application of
the operator (σ←i)←j . Note that unlike the analogue definition on the grid, the
permutation predecessors is not commutative, i.e. σ←ij 6= σ←ji.

The fact that (y, τ) = (x, σ)←i has the following geometrical interpretation:
B(y, τ) is the first simplex outside B(x) encountered while going backward in
direction i from B(x, σ). We can lift these functions into ←i : 2G×Π → 2G×Π

in the natural way. The following definition is crucial for this paper. It specifies
which neighborhood of a simplex determines its membership in V .

Definition 8 (Simplex k-Neighborhood). The simplex k-neighborhood of a
simplex (x, σ) is the set of simplices defined recursively as: S0(x, σ) = {(x, σ)}
and

Sk+1(x, σ) = Sk(x, σ) ∪ (Sk(x, σ))←σ(d−k).

This notion is depicted in Figure 6. We write S for Sd. Note that unlike the
definition of neighborhood for griddy polyhedra (Definition 4), where the recur-
sion over dimensions can be done in any order, here the order is important and
depends on the permutation.
We intend to show that

⊕
y∈Nσ(x)

cσ(y, σ) =
⊕

(y,τ)∈S(x,σ)

c(y, τ).

Definition 9 (Close Permutations). With every σ ∈ Π and every i, 0 ≤ i ≤
d, we associate a set of permutations defined recursively as Π0

σ = Π and

Πi+1
σ = Πi

σ ∩ {τ : σ(i) = τ(i)}.

In other words, Πi
σ is the set of permutation that agree with σ on the first i

coordinates.
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S0(x, (2 1))

(S0(x, (2 1)))←1

(S1(x, (2 1)))←2

S0(x, (1 2))

(S0(x, (1 2)))←2

(S1(x, (1 2)))←1

S1(x, (2 1)) = S1(x, (1 2)) =

S0(x, (2 1))∪

S1(x, (1 2))∪
S2(x, (1 2)) =

S0(x, (1 2))∪

S1(x, (2 1))∪
S2(x, (2 1)) =

Fig. 6. The simplex k-neighborhoods of two simplices.

Note, of course, that Πd
σ = {σ}. With every such set of permutations we associate

the polyhedron P i
σ =

⊕
τ∈Πi

σ

Pτ and let ci
σ denote its corresponding color function.

For every k, 0 ≤ k ≤ d, let ρk(x, σ) denote the quantity

ρk(x, σ) =
⊕

s∈Sk(x,σ)

cd−k
σ (s)

Observation 7 (Fundamental Property). Let (v, σ) be a simplex, and let τ
be a permutation in Πi−1

σ for some i ∈ {i, . . . , d}. Then:

– cτ ((v, σ)←σ(i)) = cτ (v, σ) when τ 6∈ Πi
σ.

– cτ ((v, σ)←σ(i)) = cτ (v
σ←σ(i), σ) when τ ∈ Πi

σ.

Proof. Working in the coordinate system on which Pσ is griddy, i.e. yσ(1) = xσ(1)

and yσ(i) = xσ(i) − xσ(i−1) for i ≥ 2, it is easy to see that (v, σ) and (v, σ)←σ(i)

are both included in a same elementary box when τ 6∈ Πi
σ, and are included in

two different consecutive boxes in direction σ(i) when τ ∈ Πi
σ. ut
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Observing that any simplex (v, τ) ∈ Sk(x, σ) satifies τ ∈ Πd−k
σ , we obtain,

for every k:
ρk+1(x, σ) = ρk(x, σ) ⊕ ρk(x

σ←σ(d−k), σ) (3)

Theorem 4 (Main Result). A cone (x, σ)/ occurs in the canonical decompo-
sition of a timed polyhedron P iff x is a vertex of P satisfying condition

⊕
(y,τ)∈Sd(x,σ)

c(y, τ) = 1 (4)

Proof. From (3) we have that ρd(x, σ) corresponds to
⊕

y∈Nσ(x)

cσ(y, σ), and hence

it indicates the extremity of (x, σ).
It remains to prove that an extreme point is a vertex by induction over d.

Case d = 1 is immediate by a systematic inspection. Now, for d ≥ 1, S(x, σ)
is the union of S+ = Sd−1(x, σ) and S− = (Sd−1(x, σ))←σ(1). Observing that
these two sets are separated by hyper-plane H of equation xσ(1) = xσ(1) and
that the sum of c on S+ and S− must differ, x must belong to a facet included
in H. Interchanging, if necessary, S+ and S−, assume that sum of c on S+ is
1 (and 0 on S−). Pushing away coordinate xσ(1), the sum of c on S+ reduces
to the extremity condition in dimension d − 1. The induction hypothesis says
that x must belong to some edge linearly independent of H. As a consequence
x must be a vertex. ut

4 Algorithms on Timed Polyhedra

In this section we describe operations on timed polyhedra using the extreme
vertices representation, assuming dimension d fixed, and using nP to denote
represent the number of (x, σ) pairs in the canonical decomposition of P , stored
in some fixed order.

Theorem 5 (Boolean operations). Complementation, symmetric difference
and union (or intersection) of timed polyhedra A and B can be computed in time
O(1), O(nA + nB) and O(nAnB) respectively.

Proof. Exactly as in Theorem 3. ut

The two other operations needed for the verification of timed automata are
the projection of a timed polyhedron on xi = 0, which corresponds to resetting
a clock variable to zero, and the forward time cone which corresponds to the
effect of time passage which increases all clock variables uniformly. As in griddy
polyhedra we will use the slicing operation for the computation.

Definition 10 (Slice, Projection and Forward Time Cone). Let P be a
timed polyhedron, z an integer in [0, m) and σ a permutation.
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– The (i, z) − σ-slice of P is the d-dimensional polyhedron
Jσ

i,z(P ) = P u
⊔

{x:xi=z}
B(x, σ).

– The i-projection of P is the (d − 1)-dimensional polyhedron
π↓i(P ) = {(x1, . . . , xi−1, xi+1, . . . xd) : ∃z (x1, . . . , xi−1, z, xi+1, . . . xd) ∈ P}.

– The forward time cone of P is the d-dimensional polyhedron
P⇒ = {x : ∃t ≥ 0 x − t1 ∈ P}.

These operations are illustrated in Figure 7.
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J2,3(P )

J
(2 1)
2,3 (P )

π↓2(P )

J
(1 2)
2,3 (P ) P⇒

Fig. 7. A timed polyhedron P (a), some of its slices and projections (b) and its forward
time cone (c).

Theorem 6 (Computation of Slice, Projection and Time Cone). Given
a timed polyhedron P ,

– The computation of of Jσ
i,z(P ) can be done in time O(nP ).

– The computation of π↓i(P ) can be done is time O(n3
P ).

– The computation of P⇒ can be done is time O(n3
P ).

Sketch of proof: The definition of Jσ
i,z(P ) in terms of vertex-permutation pairs

is Jσ
i,z(P ) = P ∩{(x, σ) : xi = z}. Hence the result follows immediately from the

identity (A ⊕ B) u C = (A u C) ⊕ (B u C) which reduces the problem into nP

intersections of cones with a hyper-plane. For every i

P =
⋃

z∈[0,m]

⋃
σ∈Π

Jσ
i,z(P ),

hence, since both projection and time cone distribute over union they can be
written as

π↓i(P ) =
⋃

z∈[0,m]

⋃
σ∈Π

π↓i(Jσ
i,z(P ))
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and
P⇒ =

⋃
z∈[0,m]

⋃
σ∈Π

(Jσ
i,z(P ))⇒.

Projection of a slices is trivial and time cone of a slice is obtained by replacing
every elementary simplex by a forward cone. 2

5 Past, and Future Work

In this paper, we introduced a new canonical representation scheme for timed
polyhedra as well as algorithms for performing the operations required for reach-
ability analysis of timed automata. To the best of our knowledge these results
are original. The representation of polyhedra is a well-studied problem, but most
of the computational geometry and solid modeling literature is concerned only
with low dimensional polyhedra (motivated by computer graphics) or with con-
vex polyhedra for which a very nice theory exists. No such theory exist for
non-convex polyhedra (see, for example, [A98] and the references therein).

The closest work to ours was that of [AA97,AA98], which we strengthened
and generalized to arbitrary dimension in [BMP99] and extended from orthogo-
nal to timed polyhedra in the present paper. The fact that non-convex polyhedra
of arbitrary dimension can be represented using a ⊕-formula is not new (see for
example a recent result in [E95]) but so far only for griddy and timed polyhedra
a natural canonical form has been found.

We intend to implement this representation scheme and its corresponding
algorithms, as we did for griddy polyhedra, and to see how the performance
compares with other existing methods. Although the reachability problem for
timed automata is intractable, practically, the manipulated polyhedra might
turn out to have few vertices. In addition to the potential practical value we
believe that timed polyhedra are interesting mathematical objects whose study
leads to a nice theory.
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Abstract. A family of permutations F ⊆ Sn (the symmetric group) is
called min-wise independent if for any set X ⊆ [n] and any x ∈ X, when
a permutation π is chosen at random in F we have

Pr
(
min{π(X)} = π(x)

)
=

1
|X| .

In other words we require that all the elements of any fixed set X have an
equal chance to become the minimum element of the image of X under
π.
The rigorous study of such families was instigated by the fact that such
a family (under some relaxations) is essential to the algorithm used by
the AltaVista Web indexing software to detect and filter near-duplicate
documents. The insights gained from theoretical investigations led to
practical changes, which in turn inspired new mathematical inquiries
and results.
This talk will review the current research in this area and will trace the
interplay of theory and practice that motivated it.
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Abstract. This paper initiates the study of testing properties of di-
rected graphs. In particular, the paper considers the most basic property
of directed graphs – acyclicity. Because the choice of representation af-
fects the choice of algorithm, the two main representations of graphs are
studied. For the adjacency matrix representation, most appropriate for
dense graphs, a testing algorithm is developed that requires query and
time complexity of Õ(1/ε2), where ε is a distance parameter independent
of the size of the graph. The algorithm, which can probe the adjacency
matrix of the graph, accepts every graph that is acyclic, and rejects, with
probability at least 2/3, every graph whose adjacency matrix should be
modified in at least ε fraction of its entries so that it become acyclic. For
the incidence list representation, most appropriate for sparse graphs, an
Ω(|V|1/3) lower bound is proved on the number of queries and the time
required for testing, where V is the set of vertices in the graph. These
results stand in contrast to what is known about testing acyclicity in
undirected graphs.

1 Introduction

The Problem. Deciding whether a graph is acyclic is one of the basic algorith-
mic questions on directed graphs. It is well known that this problem can be solved
by depth first search in time linear in the size of the graph. A natural generaliza-
tion of this problem is asking how close to acyclic is a given graph. That is, what
is the minimum number of edges (or vertices) that should be removed from the
graph so that there are no remaining directed cycles. This problem is known as
the minimum feedback arc (or vertex) set problem. Unfortunately, this problem is
NP-hard [27] and even APX-hard [26]. Consequently researchers have developed
approximation algorithms in various settings (including studying the comple-
mentary problem of the maximum acyclic subgraph) [13,18,33,29,9,23,3,15].

Testing Graph Properties. The field of Testing Graph Properties [20] sug-
gests an alternate framework with which to study the above problem, and this is
the approach that we take in this paper. A property tester determines whether a
graph G = (V, E) has a given property or is far from having the property. More

U. Montanari et al. (Eds.): ICALP 2000, LNCS 1853, pp. 809–820, 2000.
c© Springer-Verlag Berlin Heidelberg 2000
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formally, Testing Graph Properties is the study of the following family of tasks.
Let P be a predetermined graph property (such as acyclicity, connectivity, or
3-colorability). A testing algorithm for property P is given access to a graph G
so it can query the incidence relationships between vertices. If G has property
P then the algorithms should accept with probability at least 2/3. If many edge
modifications should be performed so that G has the property, then the algo-
rithm should reject with probability at least 2/3. The success probability of the
algorithm can clearly be amplified by repetitions to be arbitrarily close to 1.

We thus relax the task of deciding exactly whether the graph has the property,
but expect of the algorithm to perform its task by observing as few vertices and
edges in the graph as possible. Specifically, we are only willing to spend time that
is sub-linear in or even independent of the size of the graph. Thus, in contrast
to the standard notion of graph algorithms, property testing algorithms are not
provided the whole graph and required to run in time polynomial in the size of
the graph. Rather, they are provided access to the graph and are expected to
run in sub-linear time.

More concretely, in this paper we study the question of whether a graph G is
acyclic or far from acyclic. If the graph is far from acyclic (that is, many edges
should be removed so that no cycle remains), then the tester should reject; if the
graph actually is acyclic, the tester should accept; if the graph is nearly acyclic,
then the tester may answer either way. Thus, we excuse the tester from answering
the most difficult instances correctly, but we require the tester to execute much
more quickly then any exact decision algorithm.

Alternate Notion of Approximation. In view of the above, property test-
ing suggests an alternative notion of approximation that is related to the notion
of dual approximation [24,25]. An approximation algorithm is a mechanism that
trades accuracy for speed . Given an optimization problem that associates costs
with solutions, the more standard notion of approximation is to find a solution
that is close to the cost of the optimal solution. By “close,” we mean that the
value found is within some multiplicative factor of the optimal cost.

A property tester also trades accuracy for speed, but may use a different
notion of distance. Specifically, distance is measured in terms of the number of
edge insertions and deletions necessary to obtain a particular property (which,
in particular, may be having a solution with a given cost).

The following example illustrates the two notions of distance. A graph G
might be nearly 3-colorable in the sense that there is a 3-colorable graph G′ at
small edit distance to G, but far from 3-colorable in the sense that many colors
are required to color G. Alternatively, a graph G might be nearly 3-colorable
in the sense that it is 4-colorable, but far from 3-colorable in the sense that no
graphs having small edit distance to G are 3-colorable. Both notions are natural
and the preferred choice depends on the context. In some cases the two notions
coincide (e.g., Max-Cut [20]).1

1 In the case of acyclicity, the notion of distance in the context of property testing
and the cost approximated in the minimum feedback arc set problem are in fact the
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Applications. A graph-property tester may be employed in several contexts.
(1) A fast property tester can be used to speed up the slow exact decision
procedure as follows. Before running the slow decision procedure, run the tester.
If the fast inexact tester rejects, then we know with high confidence that the
property does not hold and it is unnecessary to run the slow tester. In fact, it is
often the case that when the testing algorithm rejects, it provides a witness that
the graph does not have the property (in our case, a cycle). If the fast inexact
tester accepts, then a slow exact decision procedure will determine whether the
property is close to holding or actually holds. (2) There are circumstances in
which knowing that a property nearly holds is good enough and consequently
exact decision is unnecessary. (3) It may even be NP-hard to answer the question
exactly, and so some form of approximation is inevitable.

Impact of Graph Representation. We now define precisely the notion of
distance and how the tester actually probes the graph. In fact, there are two
traditional representations for graphs, adjacency matrices and incidence lists.
The choice of representation strongly affects these issues, as well as the applicable
algorithmic techniques. We summarize the properties of each representation here.
• Adjacency-Matrix Model. Goldreich, Goldwasser, and Ron [20] consider the

adjacency-matrix representation of graphs, where the testing algorithm is
allowed to probe into the matrix. That is, the algorithm can query whether
there is an edge between any two vertices of its choice. In the undirected
case the matrix is symmetric, whereas in the directed case it may not be. In
this representation the distance between graphs is the fraction of entries in
the adjacency matrix on which the two graphs differ. By this definition, for
a given distance parameter ε, the algorithm should reject every graph that
requires more than ε · |V|2 edge modifications in order to acquire the tested
property. This representation is most appropriate for dense graphs, and the
results for testing in this model are most meaningful for such graphs.

• (Bounded-Length) Incidence-Lists Model. Goldreich and Ron [21] consider
the incidence-lists representation of graphs. In this model, graphs are repre-
sented by lists of length d, where d is a bound on the degree of the graph. Here
the testing algorithm can query, for every vertex v and index i ∈ {1, . . . , d},
which is the i’th neighbor of v. If no such neighbor exists then the answer
is ‘0’. In the case of directed graphs each such list corresponds to the out-
going edges from a vertex.2 Analogously to the adjacency matrix model, the
distance between graphs is defined to be the fraction of entries on which
the graphs differ according to this representation. Since the total number of

same. However, the two problems do differ mainly because the former is a “promise”
problem and so nothing is required of the algorithm in case the graph is close to
acyclic.

2 Actually, the lower bound we prove for this model holds also when the algorithm
can query about the incoming edges to each vertex (where the number of incoming
edges is bounded as well). We note that allowing to query about incoming edges can
make testing strictly easier.
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incidence-list entries is d · |V|, a graph should be rejected if the number of
edges modifications required in order to obtain the property is greater than
ε · d|V|. 3

Testing Directed Graphs. This paper studies property testing for directed
graphs. Typically, a given problem on a directed graph is more difficult than the
same problem on an undirected graph. In particular, testing acyclicity of undi-
rected graphs in the adjacency-matrix representation is straightforward: Assume
ε ≥ 2

|V| (or otherwise it is possible to make an exact decision in time polynomial
in 1/ε by looking at the whole graph). The basic observation is that any graph
having at most ε|V|2 edges is nearly acyclic (because it is ε-close to the empty
graph), while only very sparse graphs (having at most |V| − 1 < ε

2 |V|2 edges)
may be acyclic. Hence the algorithm can estimate the number of edges in the
graph by sampling, and accept or reject based on this estimate. Testing acyclic-
ity of undirected graphs in the incidence-list (bounded-degree) representation,
is more interesting and is studied in [21]. However, this result does not extend
to testing directed graphs.

Our Results. We first consider the problem of testing acyclicity in the adja-
cency matrix representation. We describe a tester whose query complexity and
running time are independent of the size of the graph and polynomial in the
given distance parameter ε. Specifically, the query complexity and running time
are both O

(
log2(1/ε)

ε2

)
. As mentioned above, the algorithm works by randomly

and uniformly selecting a set of Õ(1/ε) vertices, and verifying whether the small
subgraph induced by these vertices is acyclic. Thus, an acyclic graph is always
accepted, and for all rejected graphs, the algorithms provides a “witness” that
the graph is not acyclic in the form of a short cycle. A key (combinatorial) lemma
used in proving the correctness of the algorithms shows that a graph that is far
from acyclic contains a relatively large subset of vertices for which every vertex
in the subset has many outgoing edges extending to other vertices in the subset.
We then show that a sample of vertices from within this subset likely induces a
subgraph that contains a cycle.

We next turn to the problem of acyclicity testing in the incidence-lists rep-
resentation. We demonstrate that the problem is significantly harder in this set-
ting. Specifically, we show an Ω(|V|1/3) lower bound on the number of queries
required for testing in this setting. To prove the bound we define two classes of
directed graphs – one containing only acyclic graphs and one containing mostly
graphs that are far from acyclic. We show that Ω(|V|1/3) queries are required in
order to determine from which class a randomly selected graph was chosen.

It appears that the techniques used in testing undirected graphs in the
incidence-lists representation, cannot be applied directly to obtain an efficient
acyclicity testing algorithm for directed graphs. Consider a graph that contains

3 A variant of the above model allows the incidence lists to be of variant lengths [30].
In such a case, the distance is defined with respect to the total number of edges in
the graph.
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a relatively large subgraph that is far from acyclic, but such that many edges
connect this subgraph to acyclic regions of the graph. By our lower bound,
any testing algorithm should perform many queries concerning edges within this
subgraph (to distinguish it from the case in which the subgraph is acyclic). How-
ever, both exhaustive local searches and random walks will “carry the algorithm
away” to the acyclic regions of the graph. It would be interesting to develop an
acyclicity tester that uses O(|V|1−α) queries, for any α > 0.

Testing Other Properties of Directed Graphs. As noted in [20, Sub-
section 10.1.2], some of the properties studied in that paper (in the adjacency
matrix model) have analogies in directed graphs. Furthermore, the algorithms
for testing these properties can be extended to directed graphs. In particular,
these properties are defined by partitions of the vertices in the graph with cer-
tain constraints on the sizes of the sets in the partition as well as on the density
of edges between these sets. The techniques of [1] (for testing properties of undi-
rected graphs in the adjacency-matrix representation), can also be extended to
testing properties of directed graphs (Private communications with Noga Alon).

Another basic property of directed graphs, is (strong) connectivity . Namely,
a directed graph is strongly connected if there is a directed path in the graph
from any vertex to any other vertex. Testing this property is most meaningful
in the incidence-lists model, as every graph can be made strongly connected by
adding at most 2N directed edges. The undirected version of this problem is
studied in [21], where an algorithm having query and times complexities Õ(1/ε)
is presented and analyzed. As we show in the long version of this paper [8], this
algorithm can be extended to the directed case if the algorithm can also perform
queries about the incoming edges to each vertex . Otherwise, (the algorithm can
only perform queries about outgoing edges), a lower bound of

√
N on the number

of queries can be obtained.

Related Work. Property testing of functions was first explicitly defined in [32]
and extended in [20]. Testing algebraic properties (e.g., linearity or being a poly-
nomial of low-degree) plays an important role in the settings of Program Testing
(e.g., [10,32,31]) and Probabilistically-Checkable Proof systems (e.g., [7,6,14,5,4]).
As mentioned previously, the study of testing graph properties was initiated
in [20], where, in particular, the adjacency-matrix model was considered. Some
of the properties studied in that work are bipartitness, k-colorability, having a
clique of a certain size and more. In [21], testing properties of graphs represented
by their incidence lists was considered. Some of the the properties studied in that
work are k-connectivity and acyclicity.

Ergun et. al. [12] give a poly(1/ε)-time algorithm for testing whether a rela-
tion is a total order. This can viewed as a special case of testing acyclicity in the
adjacency-matrix model, where it is assumed that a directed edge exists between
every two vertices.

Other papers concerning testing of graph properties and other combinatorial
properties include [22,12,28,19,11]. Recently, Alon et. al. [1] presented a general
family of graph properties that can be tested using a sample that is independent
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of the size of the graph (though the dependence on the distance parameter ε is
somewhat high). In [2] it is shown that all properties defined by regular languages
can be tested using a sample of size almost linear in the distance parameter.

As mentioned previously, the related minimum feedback set problem is APX-
Hard [26], and its complementary, maximum acyclic subgraph is APX-Complete
[29]. The former can be approximated to within a factor of O(log |V| log log |V|)
[13], and the latter to within 2/(1 + Ω(1/

√
∆)) where ∆ is the maximum degree

[9,23]. Variants of these problems are studied in the following papers [33,18,3].
Perhaps the result most closely related to our work is that of Frieze and Kan-
nan [15]. They show how to approximate the size of the maximum acyclic sub-
graph to within an additive factor of ε|V|2, in time exponential in 1/ε. In com-
parison to their result, we solve a more restricted problem in time polynomial in
1/ε as opposed to exponential. In addition, since our analysis is tailored to the
particular problem (as opposed to theirs which follows from a general paradigm
that gives rise a family of approximation algorithms), it may give more insight
into the problem in question.

With the current trend of increasing memory and storage sizes, the problem of
examining large structures in sublinear time has been studied in other contexts.
For example, Gibbons and Matias [16,17] develop a variety of data structures
that glean information from large databases so they can be examined in sublinear
time.

2 Definitions

Let G = (V, E) be a directed graph, where |V| = N , and E ⊆ V × V consists
of ordered pairs of vertices. For a given set of vertices U ⊆ V, let G(U) denote
the subgraph of G induced by U, and for any two sets of vertices U1 and U2, let
E(U1, U2) denote the set of edges going from vertices in U1 to vertices in U2.
That is, E(U1, U2) def= {(u1, u2) ∈ E : u1 ∈ U1, u2 ∈ U2}.

We say that a graph G is acyclic if it contains no directed cycles. In other
words, G is acyclic if and only if there exists a (one-to-one) ordering function
φ : V 7→ {1, . . . , N}, such that for every (v, u) ∈ E, φ(v) < φ(u). We say that an
edge (v, u) ∈ E is a violating edge with respect to an ordering φ(·), if φ(v) > φ(u).

We consider two representations of (directed) graphs. In the adjacency-matrix
representation, a graph G is represented by a 0/1 valued N × N matrix MG,
where for every pair of vertices u, v ∈ V, MG[u, v] = 1 if and only if (u, v) ∈ E.
This representation is more appropriate for dense graphs than sparse graphs,
because with sparse graphs the representation entails a large space wastage. In
the incidence-lists representation, a graph G is represented by an N × d matrix
LG, (which can be viewed as N lists), where d is a bound on the outdegree of
each vertex in G. For v ∈ V and i ∈ [d], LG[v, i] = u, if an only if the i’th edge
going out of v is directed to u. If such an edge does not exist then the value of
the entry is ‘0’.

For any 0 ≤ ε ≤ 1, a graph G in either of the two representations, is said
to be ε-close to acyclic, if at most an ε-fraction of entries in G’s representation
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need to be modified to make G acyclic. If more than an ε fraction of entries
must be modified, than it is ε-far from acyclic. Because the adjacency-matrix
representation has size N2, this means that a graph G in the adjacency-matrix
representation is ε-close to being acyclic if at most ε ·N2 edges can be removed
to make G acyclic. Because the incidence-lists representation has size d ·N , the
number of edges that should be removed in this representation is at most ε ·dN .
Note that a graph is ε-close to acyclic if and only if there exists an order function
φ(·), with respect to which there are at most εN2 (similarly, ε · dN), violating
edges. We say in this case that φ(·) is ε-good .

A testing algorithm for acyclicity is given a distance parameter ε, and oracle
access to an unknown graph G. In the adjacency-matrix representation this
means that the algorithm can query for any two vertices u and v whether (u, v) ∈
E. In the incidence-lists representation this means that the algorithm can query,
for any vertex v and index i ∈ [d], what vertex does the i’th edge going out
of v point to. If the graph G is acyclic then the algorithm should accept with
probability at least 2/3, and if it is ε-far from acyclic then the algorithm should
reject with probability at least 2/3.

3 Testing Acyclicity in the Adjacency-Matrix
Representation

We next give our algorithm for testing acyclicity when the graph is represented by
its adjacency matrix. Similarly to several previous testing algorithms in the (un-
directed) adjacency-matrix model, the algorithm is the “natural” one. Namely,
it selects a random subgraph of G (having only Õ(1/ε) vertices), and checks
whether this subgraph is acyclic (in which case it accepts) or not (in which case
it rejects). Observe that the sample size is independent of the size of G.

Acyclicity Testing Algorithm

1. Uniformly and independently select a set of Θ(log(1/ε)/ε) vertices and de-
note the set by U.

2. For every pair of vertices v1, v2 ∈ U, query whether either (v1, v2) ∈ E or
(v2, v1) ∈ E, thus obtaining the subgraph G(U) induced by U.

3. If G(U) contains a cycle, then reject , otherwise accept .

Theorem 1 The algorithm described above is a testing algorithm for acyclicity
having query and time complexity Õ(1/ε2). Furthermore, if the graph G is acyclic
it is always accepted, and whenever the algorithm rejects a graph it provides a
certificate of the graph’s cyclicity (in form of a short cycle).

The bound on the query and time complexity of the algorithm follows directly
from the description of the algorithm. In particular, there are O(log2(1/ε)/ε2)
pairs of vertices in U, which limits the number of queries made as well as the
number of edges in G(U). To verify whether G(U) is acyclic or not, a Breadth-
First-Search (BFS) can be performed starting from any vertex in G(U). The
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time complexity of this search is bounded by the number of edges in G(U), as
desired. The second statement in the theorem is immediate as well. It remains
to be shown that every graph that is ε-far from being acyclic is rejected with
probability at least 2/3.

Proof Idea. We prove Theorem 1 using two lemmas. Lemma 2 shows that if a
graph G is far from acyclic, then G contains a relatively large set W such that
each vertex in W has many outgoing edges to other vertices in W.4 Lemma 3
shows that if we uniformly select a sufficient number of vertices from W, then
with probability at least 9/10 the underlying graph induced by these vertices
contains a cycle. To prove Theorem 1, we show that with sufficiently high prob-
ability, a large enough sample of vertices in G contains enough vertices in W to
find a cycle with the desired probability.

Definitions. To formalize the above ideas, we use the following definitions.
For any vertex v ∈ V, let O(v) def= {u : (v, u) ∈ E} be the set of v’s outgoing
edges. Given a set W ⊆ V, we say that v has low outdegree with respect to W, if
|O(v) ∩W| ≤ ε

2N ; otherwise it has high outdegree with respect to W.

Lemma 2 If G is ε-far from acyclic, then there exists a set W ⊆ V, such that
|W| ≥√

ε
2N , and every v ∈W has high outdegree with respect to W.

Lemma 3 Let W ⊆ V be a set of vertices such that for every v ∈ W, |O(v) ∩
W| ≥ ε′|W| for some ε′ > 0. Suppose we uniformly and independently select
Ω(log(1/ε′)/ε′) vertices in W. Then with probability at least 9/10 (over this
selection) the subgraph induced by these vertices contains a cycle.

We prove the two lemmas momentarily, but first we show how Theorem 1
follows from the two lemmas.

Proof of Theorem 1: If G is acyclic, then clearly it always passes the
test. Thus, consider the case in which G is ε-far from acyclic. By Lemma 2,
there exists a set W ⊆ V, such that |W| ≥ √

ε
2N , and every v ∈ W has high

outdegree with respect to W. Let α
def= |W|/N be the fraction of graph vertices

that belong to W, so that α ≥ √
ε
2 . By applying a (multiplicative) Chernoff

bound we have that for every integer m > 12, with probability at least 9/10, a
uniformly and independently selected sample of 2m/α vertices contains at least
m (not necessarily distinct) vertices in W (where these vertices are uniformly
distributed in W). Assume this is in fact the case (where we account for the
probability of error and set m below).

Let ε′ def= ε
2α so that by definition of α, for every v ∈W, |O(v)∩W| ≥ ε′|W|.

By setting the quantity m to be Θ(log(1/ε′)/ε′), and applying Lemma 3, we ob-
tain that conditioned on there being m elements in the sample that belong to W,
4 In fact, as we showed in an earlier version of this paper, there exists a relatively

large set W such that every vertex in W also has many incoming edges from other
vertices in W. However, we no longer need this stronger property.
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a cycle is observed with probability at least 9/10. Adding the two error proba-
bilities, and noting that the total size of the sample is O(m/α) = O(log(1/ε)/ε),
the theorem follows. ut

Now that we have demonstrated how Theorem 1 follows from Lemmas 2 and 3,
we prove the lemmas themselves.

Proof of Lemma 2: We prove the contrapositive of the statement in the
lemma: If such a set W does not exist, then the graph is ε-close to being acyclic.
In other words, we show that if for every subset Z ⊆ V having size at least

√
ε
2N ,

there exists at least one vertex in Z having small outdegree with respect to Z,
then the following holds. There exists an order φ : V 7→ [N ], and a set of edges
T of size at most εN2, such that the edges of T are the only violating edges with
respect to φ.

We define φ and construct T in N steps. At each step we select a vertex v
for which φ is not yet determined, and set the value of φ(v). We maintain an
index ` (last), where initially ` = N . At the start of a given step, let Z ⊆ V
denote the set of vertices for which φ is yet undefined (where initially, Z = V).
As long as |Z| ≥ √

ε
2N , we do the following. Consider any vertex v that has

low outdegree with respect to Z (where the existence of such a vertex is ensured
by our (counter) assumption). Then we set φ(v) = `, decrease ` by 1, and let
T← T ∪ {(v, u) ∈ E : u ∈ Z}. Hence, at each step, the size of T increases by at
most ε

2N .
Finally, when |Z| < √

ε
2N , so that the vertices in Z may all have high out-

degree with respect to Z, we order the vertices in Z arbitrarily between 1 and `,
and add to T all (at most |Z|2 < ε

2N2) edges between vertices in Z. Thus, the
total number of edges in T is bounded by εN2, as desired.

It remains to show that there are no other violating edges with respect to φ.
Namely, for every (v, u) ∈ E \ T, it holds that φ(v) < φ(u). Consider any such
edge (v, u) ∈ E \ T. We claim that necessarily the value of φ was first defined
for u, implying that in fact φ(v) < φ(u) (since the value ` given by φ decreases
as the above process progresses). This must be the case since otherwise, if the
value of φ was first defined for v then the edge (v, u) would have been added to
T, contradicting our assumption that (v, u) ∈ E \ T. ut

Proof of Lemma 3: Let m = c·ln(1/ε′)
ε′ + 1 be the number of vertices selected

(uniformly and independently) from W, where c is a constant that is set below.
We shall show that with probability at least 9/10 over the choice of such a sample
U, for every vertex v ∈ U, there is another vertex u ∈ U such that (v, u) ∈ E.
This implies that the subgraph induced by U has no sink vertex, and hence
contains a cycle.

Let the m vertices selected in the sample U be denoted v1, . . . , vm. For each
index 1 ≤ i ≤ m, let Ei be the event that there exists a vertex vj such that
(vi, vj) ∈ E. In other words, Ei is the (desirable) event that vi has non-zero
outdegree in the subgraph induced by U. We are interested in upper bounding
the probability that for some i the event Ei does not hold. That is, Pr [

⋃m
i=1 ¬Ei].
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Since the vertices in the sample are chosen uniformly and independently, and
every vertex in W has outdegree at least ε′ · |W|, for each fixed i,

Pr[¬Ei] ≤ (1− ε′)m−1
< exp(−(m− 1)ε′) = exp(−c ln(1/ε′)) = (ε′)−c (1)

By applying a probability union bound,

Pr

[
m⋃

i=1

¬Ei
]
≤

m∑
i=1

Pr[¬Ei] <

(
c · ln(1/ε′)

ε′ + 1
)
· (ε′)−c (2)

Setting c to be a sufficiently large constant (say, c ≥ 10), for any ε′ ≤ 1/2 the
above probability is at most 1/10 as required. ut

4 Testing Acyclicity in the Incidence-Lists Representation

In this section we give a lower bound of Ω(N1/3) for testing acyclicity in the
incidence-lists representation, when d and ε are constant. This lower bounds
holds even when the algorithm may query about the incoming edges to each
vertex (where the indegree of each vertex is also at most d).

Theorem 4 Testing Acyclicity in the incidence-lists representation with dis-
tance parameter ε ≤ 1

16 , requires more than 1
4 ·N1/3 queries.

Due to space limitations, the full proof appears in the long version of this
paper [8], and here we just sketch the idea. To prove the bound we define two
classes of (directed) graphs, G1 and G2, each over N vertices, with degree bound
d. All graphs in G1 are acyclic, and we show that almost all graphs in G2 are
ε-far from acyclic (for ε = 1

16 ). We then prove that no algorithm can distinguish
between a graph chosen randomly in G1 and a graph chosen randomly in G2 in
less than α ·N1/3 queries, for 0 < α ≤ 1

4 . The classes are defined as follows.

• Each graph in G1 consists of K = N1/3 layers, L1, . . . , LK , each having
M = N2/3 vertices. From each layer Li there are d · |Li| = d ·M edges going
to layer Li+1, where these edges are determined by d matchings between the
the vertices in the two layers.

• Each graph in G2 consists of two equal-size subsets of vertices, S1 and S2.
There are d · N

2 edges going from S2 to S1, and d · N
2 edges going from S1 to

S2. The two sets of edges are each defined by d matching between S1 and S2.
In both cases, every edge has the same label at both its ends (determined by the
matching).
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Note that, for an embedded planar graph G, the size of each face of G is
an upper bound on the girth of G. However, the shortest cycle of G does not
necessarily needs to be a face of G.

In this paper we present an algorithm that �nds the girth of an arbitrary
undirected n-vertex planar graph in O(n5=4 logn) time.

Our approach makes use of recently developed fast dynamic algorithms for
computing shortest paths in planar graphs with small face-on-vertex cover [7].
If G has an appropriately large girth, then we show that the shortest cycle in
G can be computed by combining separator based divide-and-conquer with the
dynamic shortest path algorithm from [7]. If, on the other hand, the girth of G
is very small, then we can decompose G into subgraphs of small diameter and
such that any shortest cycle of G is contained also in one of the subgraphs of the
decomposition. Therefore, we can search for a shortest cycle in each subgraph
independently, which will be less expensive in terms of total computation time.

The rest of the paper is organized as follows. In Section 2, we give some
de�nitions and review basic facts related to graph separators. In Section 3 and
Section 4, we describe algorithms eÆcient for graphs of large or small girth,
respectively. In Section 5, we describe the algorithm for the case of general
graphs. In the last section we discuss some related results and open problems.

2 Preliminaries

By G = (V;E) we denote in the rest of this paper an undirected connected graph
with n vertices. Given an edge e 2 E and a set S � V , by G� e we denote the
graph (V;E n feg) and by G � S we denote the graph (V n S;E n (S � S)). By
deg(G) we denote the maximum degree of a vertex of G.

If any edge e of G has a non-negative cost cost(e) associated with it, then
the length of a path p of G is the sum of the costs of all edges of p. The distance
between two vertices x and y of G is the minimum length of a path joining x and
y. The single-source shortest path problem asks, given a source vertex s of G, to
compute the distances between s and all other vertices of G. If G is planar, then
the single-source shortest path problem for G can be solved in O(n) time [17].

The graph G is planar if G can be embedded in the plane so that no two
edges intersect except at a common endpoint. A planar graph of n vertices has
at most 3n� 3 = O(n) edges. A graph already embedded in the plane is a plane
graph.

A separator of G is a set of vertices whose removal leaves no connected
component of more than n=2 vertices. If G is planar, then G has a separator of
size O(

p
n) [18, 9] and if G has genus g > 0, then G has a separator of O(

p
gn)

vertices [8, 14]. In both cases, the corresponding separators can be found in O(n)
time.

If a graph G has non-negative weights associated with its vertices, then a
weighted separator of G is a set of vertices whose removal leaves no connected
component of weight greater than half the weight of G.
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For other standard de�nitions from graph theory see [6] or any other textbook
on graphs.

3 Finding shortest cycles in graphs of large girth

In this section we assume that the girth of G is bounded from bellow by some
constant  > 0. We will use the dynamic shortest path algorithm from [7] that
runs faster for graphs of small face-on-vertex cover.

A hammock decomposition of an n-vertex graph G was de�ned by Freder-
ickson in [13] as a decomposition of G into certain outerplanar digraphs called
hammocks. Hammocks satisfy the following properties:

(i) each hammock has at most four vertices, called attachment vertices, shared
with the rest of the graph;

(ii) the hammock decomposition spans all the edges of G, i.e., each edge belongs
to exactly one hammock; and

(iii) the number of hammocks produced is the minimum possible (within a
constant factor) among all possible decompositions.

Frederickson showed in [13] that hammock decompositions of a small cardi-
nality can be computed fast for planar graphs if a good approximation of the
minimum cardinality of a face-on-vertex cover is known.

Theorem 1. [13] Let G be an n-vertex planar graph and let f(G) be the min-
imum number of faces (over all embeddings of G in the plane) that cover all
vertices of G. Then G can be decomposed into O(f(G)) hammocks in O(n) time.

The results of Frederickson [13], Djidjev et al. [7], and others have shown
that several shortest paths problems can be solved more eÆciently for certain
classes of graphs with hammock decompositions of a small cardinality.

Our goal is to make use of the following shortest path algorithm based on
the idea of a hammock decomposition.

Theorem 2. [7] Let G be an n-vertex planar digraph with nonnegative edge
costs and assume that G has a hammock decomposition of cardinality q. There
exists an algorithm for the dynamic shortest path problem on G with the following
performance characteristics:

(i) preprocessing time and space O(n);

(ii) query time for computing the distance between any two vertices O(logn+q);

(iii) time for updating the data structure after any edge cost modi�cation or
edge deletion O(logn).

The following algorithm for �nding the girth is based on Theorem 1, Theo-
rem 2, and the observation that the size of each face of a plane graph is not less
than the girth of that graph.
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First we transform G into a planar graph G0 of degree at most 3 and O(m)
vertices, where m = O(n) is the number of edges of G, by replacing each vertex
of G of degree k > 3 by a balanced binary tree with k leaves as illustrated on
Figure 1. Assign a cost cost(e) to any edge e of the tree equal either to one, if e
is incident to a leaf of the tree, or zero, otherwise. This transformation has the
following properties:

(i) The edges of G correspond to those edges of G0 that have weight one;

(ii) G and G0 have the same number of faces;

(iii) Any path of G of length (i.e. number of edges since G is unweighted) l is
transformed into a path of weighted length l and at most l logn edges.

Next we apply to G0 the following algorithm.

Algorithm Large Girth

fFinds the girth of a biconnected plane graph G with n vertices, f faces,
maximum vertex degree 3, and nonnegative costs cost(�) on its edgesg

1. Find a hammock decomposition of cardinality O(f) of G using the
algorithm from Theorem 1.

2. Preprocess G for shortest path queries using the preprocessing algo-
rithm from Theorem 2.

3. Construct a separator S of G of size O(
p
n) that divides G into

components of at most n=2 vertices each.

4. For each resulting component K, �nd the length of a shortest cycle
in K by applying this algorithm recursively.

5. For each edge e incident to a vertex of S compute the length c(e) of
the shortest cycle in G containing e as follows.

(a) Change the cost of e to +1 (which has the e�ect of deleting e
from G) by using the update algorithm from Theorem 2.

(b) Compute the distance c0(e) between the endpoints of e in the
modi�ed graph using the query algorithm from Theorem 2.

(c) Assign c(e) := c0(e) + cost(e), where cost(e) denotes the original
cost of e.

(d) Assign to e its original cost by using the update algorithm from
Theorem 2.

6. Return the minimum length of a cycle in G by combining the results
from Steps 4 and 5.

Now we analyze the correctness of the algorithm and its running time for
 = O(n1=2�") for some " > 0, since the value of the parameter  that will be
chosen in Section 5 will satisfy that condition.
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Fig. 1. Reducing the maximum vertex degree.

Lemma 1. If G is a biconnected planar graph G of degree three and girth(G) �
, then Algorithm Large Girth computes the girth of G in O(n3=2=) time,
assuming  = O(n1=2�") for some " > 0.

Proof: Correctness: Assume that c is a shortest cycle of G. If c does not contain
a vertex of S, then c will belong to some component K considered in Step 4. K
can not contain a cycle shorter than c since otherwise c will not be a shortest
cycle of G. Hence the length of c will be correctly computed in Step 4.

If c contains a vertex from S, then c will contain an edge e incident to a
vertex from S that is considered in Step 5. Since c is a shortest cycle of G, then
c � e will be a shortest path between the endpoints of e in G � e (Figure 2).
Hence in that case the length of c will be correctly computed in Step 5.

Time complexity: The time for Steps 1, 2, 3, and 6 is O(n). The number of
iterations of Step 5 is O(

p
n), since each vertex of G (and thus each vertex of S)

has degree O(1). The time for each iteration of Step 5 is dominated by the time of
Step 5 (b), which time, according to Theorem 2 and Theorem 1, is O(logn+ f).
Hence the time T (n; f) for Algorithm Large Girth satis�es the recurrence

T (1; f) = O(1);

T (n; f) � maxfT (n=2; f1) + T (n=2; f2) j f1 + f2 � fg
+O(n) + O(

p
n (f + logn)); for n > 1:

For n > 1, one can represent T (n; f) as

T (n; f) = T1(n) + T2(n; f);

where

T1(n) � 2T1(n=2) +O(n) and

T2(n; f) � maxfT2(n=2; f1) + T2(n=2; f2) j f1 + f2 � fg
+O(

p
n � f):
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v we

p

shortest path p in G-e between v and w

a separator vertex

Fig. 2. An Illustration to the proof of Lemma 1. The cycle p + e is a shortest cycle
containing e.

By unfolding, we have for the case n > 1

T2(n; f) � c (
p
n � f + (

p
n=2 � f1 +

p
n=2 � f2) + � � � )

= c f (
p
n+
p
n=2 + � � �) = cfO(

p
n) = O(f

p
n):

Clearly T1(n) = O(n log n) and hence T (n; f) = O(f
p
n+ n logn).

Finally, since G is biconnected each face of G is a cycle, which implies that
the size of each face is not less than . Moreover, each edge of G belongs to
exactly two faces of the embedding and hence f � 2 � jE(G)j =  = O(n=).

Thus T (n; f) = O(f
p
n+ n logn) = O(n3=2=) for  = O(n1=2�"). ut

4 Finding shortest cycles in graphs of small girth

In this section we assume that the girth of the input graph is smaller than certain
parameter  whose value will be determined in Section 5. For the proof of the
next lemma we use a technique developed by Baker [3] and Eppstein [11].

Lemma 2. Let G be an n-vertex planar graph and let d be any integer. Then we
can �nd in O(n) time a set of subgraphs Gi of G with the following properties:

(i) The sum of the sizes of all subgraphs Gi is O(n);

(ii) Every subgraph of Gi has a separator of size O(d);

(iii) Any cycle of length at most 4d is contained in some of the subgraphs Gi.
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Fig. 3. An Illustration to the proof of Lemma 2.

Proof: Construct a breadth-�rst spanning tree T of G and divide the vertices
of G into levels according to their distance to the root of T . De�ne the graph Gi

to be the graph induced by the vertices on levels from id to (i+ 3)d� 1.
Any vertex on a level between id and (i + 1)d � 1 will belong only to the

subgraphs Gi�2, Gi�1 and Gi (if they exist). Thus any vertex of G will belong
to at most 3 of the subgraphs Gi. Property (i) follows.

In order to prove (ii), for each graph Gi de�ne a new vertex vi and connect
it to all vertices on level id. The resulting graph G0

i has a breadth �rst spanning
tree of radius r = 3d. According to a lemma from [9], each weighted planar
graph with a breadth-�rst spanning tree of radius r has a weighted separator of
no more than 3r + 1 vertices one of which is the root of the tree. Let H be any
subgraph of Gi. Assign a weight 1 to each vertex of H and a weight 0 to each
vertex of G0

i that is not in H . By applying the lemma from [9] on the weighted
version of G0

i, we �nd a separator of H of size at most 9d = O(d).
Finally, for proving that condition (iii) holds, we note that the endpoints of

any edge of G belong either to the same level, or to two consecutive levels of
G. Let c be a cycle of length not exceeding 4d (Figure 3). Then the set of the
levels of the vertices on c form an interval [a; b] of integers and let v be a vertex
on level l = d(a+ b)=2e. Then each vertex on c is at distance at most d from v.
Hence, if the level l is between levels (i+ 1)d and (i+ 2)d� 1, then all vertices
from c will belong to Gi. Thus requirement (iii) is also satis�ed. ut

Next we show how to compute the length of a shortest cycle eÆciently for
weighted graphs with small separators using divide-and-conquer.
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Algorithm Small Separator

fFinds the girth of a graph G with nonnegative costs cost(�) on
its edges if G has O(� separator and degree(G) = O(1)g

1. Construct a separator S of G of size O(�) dividing the graph into
components of no more than n=2 vertices each, where n denotes the
number of vertices of G.

2. For each component K of the partition of G �nd the length of the
shortest cycle in K by this algorithm recursively.

3. For each edge e incident to a vertex from S �nd the length c(e) of
the shortest cycle in G containing e as follows.

(a) Compute the distance c0(e) between the endpoints of e in G� e
by running the linear time single-source shortest paths algorithm
from [17] on G� e with source any of the endpoints of e.

(b) Assign c(e) := c0(e) + cost(e).

4. Return the minimum length of a cycle found in Step 2 or Step 3.

Lemma 3. Algorithm Small Separator computes the girth of G in O(�n log n)
time, assuming the tree-width of G is no more than � .

Proof: Correctness. Let c be a shortest cycle in G. If c contains a vertex of S,
then its length will be computed in some iteration of Step 3. Otherwise c will
be contained in some component of G � S and its length will be computed in
Step 2.
Time complexity. The time needed for Step 1 is O(n), where n is the number of
vertices of G [18]. Since each vertex of S has degree O(1), then the number of
iterations of Step 3 is O(jSj) = O(�). The time for each iteration is dominated
by the time for running the shortest paths algorithm in Step 3(a), which is
O(n). This implies O(�n) time bound for Step 3. Thus the total time T (n) for
Algorithm Small Separator satis�es the recurrence

T (1) = O(1);

T (n) � 2T (n=2) +O(�n); for n > 1;

whose solution is T (n) = O(�n logn). ut
In a preprocessing step, we transform G into a graph G0 of maximum ver-

tex degree three, where any edge e of G0 has a cost cost(e) equal to 1 or 0
depending on whether e corresponds to an edge of the original graph or not
(see Figure 1). Then we apply to G0 the following algorithm which is based on
Algorithm Small Separator and Lemma 2.
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Algorithm Small Girth

fFinds the girth of an n-vertex planar graph G assuming girth(G) � g

1. Apply Lemma 2 on G with l = d logne. Let G1; : : : ; Gs be the
resulting subgraph cover of G.

2. For each Gi, i = 1; : : : ; s, �nd the length ci of the shortest cycle in Gi

(ci =1 if Gi is acyclic) by applying Algorithm Small Separator.

3. Return girth(G) := minfci j i = 1; : : : ; sg.

Lemma 4. Algorithm Small Girth �nds the girth of a planar graph G in O(n log2 n)
time, assuming girth(G) � 

.

Proof: The correctness follows from Lemma 2 and the correctness of Algorithm
Small Separator. The time for Step 1, and Step 3 is O(n). By Lemma 3, the
time for computing ci in Step 2 is O( lognni logni), where ni is the number of
the vertices of Gi, since by Lemma 2 each graph Gi has a separator of size O(l),
where l =  logn. Thus the total time for Step 2 is

sX

i=1

O( lognni logni) � O( log2 n)
sX

i=1

ni

= O( log2 n)O(n) = O(n log2 n):

ut

5 The general case

In the case of an arbitrary planar input graph G we �nd the girth of G simply
by applying one of the algorithms from the previous two sections depending on
the maximum face size of a given embedding of G.

Algorithm Find Girth

fFinds the girth of an arbitrary n-vertex planar graph Gg

1. If G is not biconnected, then compute its biconnected components
and apply the remaining steps of this algorithm on any of the bicon-
nected components (since each cycle in a graph belongs to exactly
one of its biconnected components).

2. TransformG into a weighted planar graphG0 with n0 = O(n) vertices
and of a maximum vertex degree three (as discussed in Section 3 and
illustrated on Figure 1).

3. Embed G0 in the plane and �nd the maximum face size h of the
embedding.
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4. If h = O(n1=4= logn), then compute the girth of G by applying on
G0 Algorithm Small Girth.

5. Else (if h = 
(n1=4= logn)) compute the girth by applying on G0

Algorithm Large Girth.

Theorem 3. Algorithm Find Girth �nds the girth of an n-vertex planar graph
in O(n5=4 logn) time.

Proof: The correctness of the algorithm follows from Lemma 4 and Lemma 1.
If h = O(n1=4= logn), then the time of the algorithm will be determined

by the time for running Algorithm Small Girth. By Lemma 4, that time is
O(n log2 n), where  = girth(G). Since  � h = O(n1=4 logn), then the time
of the algorithm in this case is O((n1=4= logn)n log2 n) = O(n5=4 logn).

If h = 
(n1=4= logn), then by Lemma 1 the time for running Algorithm
Find Girth will be O(n3=2=) = O(n3=2= (n1=4= logn) ) = O(n5=4 logn). ut

6 Related problems

The technique discussed here can be used to solve other problems related to
shortest cycles in graphs. Algorithm Find Girth can be used to �nd a shortest
non-facial cycle of a planar graph in O(n5=4 logn) time. Furthermore, using graph
separation and divide-and-conquer, we can compute the girth of a directed graph
in O(n3=2) time. Finally, making use of the O(

p
gn) separator theorem for graphs

of genus g > 0 [8, 14, 10], one can construct eÆcient algorithms for the above
problems for graphs of genus g = o(n). We will describe algorithms for solving
the above problems in the full version of the paper.

This paper leaves several open problems, including the following:

1. Construct an o(n3=2) time algorithm for computing the girth of a directed
planar graph.

2. Develop eÆcient algorithms for �nding shortest cycles in graphs with arbi-
trary nonnegative costs (lengths) on edges.

3. Construct o(nm) algorithms for �nding the girth of general graphs.

It will be also interesting to implement the algorithm from this paper and
test its practicality.
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Abstract. We prove that all NP problems over the reals with addition
and order can be solved in polynomial time with the help of a boolean
NP oracle. As a consequence, the “P = NP?” question over the reals with
addition and order is equivalent to the classical question. For the reals
with addition and equality only, the situation is quite different since P is
known to be different from NP. Nevertheless, we prove similar transfer
theorems for the polynomial hierarchy.

1 Introduction

Just as in discrete complexity theory, the main goal of algebraic complexity the-
ory is to prove superpolynomial lower bounds for certain “natural” problems.
In several algebraic settings this goal has not been achieved yet. For instance, it
is not known whether the resultant of two sparse univariate polynomials can be
computed by straight-line programs of polynomial length (see [12] for a motiva-
tion); the problem “VP = VNP?” in Valiant’s model of computation [13,14] is
still open; and the same is true of the “P = NP?” problem in the most interest-
ing versions of the Blum-Shub-Smale model. It is not always clear whether these
algebraic questions are easier than the well-known open questions from discrete
complexity theory. Indeed, it was shown in [3] that problems such as Knapsack
can be solved in polynomial time on a real (multiplication-free) Turing machine
under the hypothesis P = PSPACE. Therefore a superpolynomial lower bound
(on the circuit size, or on the running time of a real Turing machine) for Knap-
sack would imply a separation of P from PSPACE. In this paper we investigate
similar questions for smaller complexity classes. Our main result is the following
transfer theorem.

Theorem 1. P0
Rovs

= NP0
Rovs

if and only if P = NP.

This implies for instance that Knapsack is in P0
Rovs

under the hypothesis P = NP,
which is a weaker hypothesis than P = PSPACE. Here P0

Rovs
stands for the class

of decision problems that can be solved in polynomial time by parameter-free
real Turing machines over the structure Rovs (i.e., the only legal operations are
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+, − and <). The main result of [3] was that P0
Rovs

= PAR0
Rovs

is equivalent
to P = PSPACE (PAR stands for “parallel polynomial time”). The complexity
theory of Rovs has been studied in [5,2]. More background on computation over
the reals and other algebraic structures can be found in the textbooks [1,9].

In this paper, real Turing machines will be parameter-free unless stated other-
wise. Results for machines with parameters follow from those for parameter-free
machines. For instance:

Corollary 1. PRovs = NPRovs if and only if P/poly = NP/poly.

Our proof of Theorem 1 relies on Meyer auf der Heide’s construction of linear
decision trees for point location in arrangements of hyperplanes [7,8]. Roughly
speaking, we show in Theorem 2 that his construction can be made uniform
if a boolean NP oracle is available. This result is established in section 2, and
complexity-theoretic consequences are drawn in section 3 (as a byproduct, we
obtain the unexpected result that problems such as the real Traveling Salesman
Problem or Knapsack are NPRovs

-complete for Turing machine reductions). Here
Theorem 3 is a key result: problems in NP0

Rovs
can be solved in polynomial

time with the help of a boolean NP oracle. Theorem 1, its corollary, and the
completeness results just mentioned then follow immediately.

In the order-free structure Rvs (where addition, subtraction and equality
tests are the only operations allowed) the situation is quite different than in
Rovs since it is possible to prove the unconditional result PRvs

6= NPRvs
, as

shown originally by Meer [6]. It would be interesting to obtain other separation
results in this structure. Unfortunately, for several questions (such as the collapse
of the polynomial hierarchy PHRvs

and the separation of PHRvs
from PARRvs

)
this turns out to be impossible with current techniques: the transfer theorems
in section 4 show that these questions are as hard as outstanding open problems
from discrete complexity theory.

2 Point Location in an Arrangement of Hyperplanes

We first recall some terminology regarding arrangements of hyperplanes. Let
H = {h1, . . . , hm} be a set of hyperplanes in Rn. We denote by h+

i and h−
i the

two open half-spaces defined by hi. For a point x ∈ Rn, we set zi(x) = 0 if
x ∈ hi and zi(x) = 1 (respectively, −1) if x ∈ h+

i (respectively, x ∈ h−
i ). We

define ϕ(x) = (z1(x), . . . , zm(x)). The faces of the arrangement A(H) are by
definition the classes of the equivalence relation x ∼ y ⇔ ϕ(x) = ϕ(y) on Rn.
The dimension of a face is the dimension of its affine closure; a face of dimension
0 is called a vertex, and a face of dimension n a cell.

We can now state the problem. Let Hn be the set of all hyperplanes defined
by equations with integer coefficients in {−2t(n), . . . , 2t(n)}, where t is some fixed
polynomial. We say that an algorithm solves the location problem (for the family
of arrangements Ht = (Hn)n∈N) if, on an input point (x1, . . . , xn) ∈ Rn, it



834 H. Fournier and P. Koiran

computes a system

S =
{

fi(y) < 0 i = 1, . . . , p
gj(y) = 0 j = 1, . . . , r

made up of p + r = nO(1) affine (in)equations with integer polynomial-size coef-
ficients such that the set of points PS of Rn satisfying S is included in a face of
A(Hn), and x ∈ PS .

Theorem 2. The location problem for Ht is in FP0
Rovs

(NP) for any polynomial
t ∈ Z[X]. This means that a system locating the input point can be computed in
polynomial time by a Turing machine over Rovs using a boolean NP oracle.

Defining formally the model of “real Turing machine with a boolean oracle”
used in this theorem would be tedious but completely straightforward. The idea
is that such a Turing machine can only use the instructions “write-0” or “write-
1” to write on its oracle tape. This ensures that the oracle query is a word of
{0, 1}∗, despite the fact that the other tapes of the Turing machine may contain
arbitrary real numbers.

Before proving the theorem we have to make an observation about (parameter-
free) algorithms over the structure Rovs. By running such an algorithm on the
formal input (X1, . . . , Xn) and taking all possible paths into account, it is clear
that each test is of the form

∑n
i=1 aiXi + an+1 > 0 (ai ∈ Z). Thus, to a test

on an input of length n corresponds an oriented hyperplane of Rn (having an
equation with integer coefficients). This allows us to define a notion of size for
the coefficients of tests:

Remark 1 All tests performed by a program running in time q(n) have coeffi-
cients bounded by 2q(n).

Let t be a polynomial in Z[X], and Ln ⊆ Rn the union of the hyperplanes in the
arrangement Hn defined in section 2. Before solving the point location problem
for Hn we will describe an algorithm for recognizing Ln. The union of the Ln
for n ≥ 1 is a language of R∞ denoted Lt.

Proposition 1. For any polynomial t, Lt is in P0
Rovs

(NP).

The remainder of this section is devoted to the proof of Proposition 1 and Theo-
rem 2. The algorithms are based on a construction of Meyer auf der Heide [7,8],
who has described families of polynomial depth linear decision trees deciding
unions of hyperplanes.1 We shall build a uniform machine with an oracle in NP
performing the same computation. The proof of Proposition 1 is in three steps:
in section 2.1 we describe an algorithm for deciding a union of hyperplanes on
[−1, 1]n. The size of the tests in this algorithm is analyzed in section 2.2, and
the algorithm for deciding a union of hyperplanes in Rn is then obtained in
section 2.3. Finally, this algorithm is turned into a point location algorithm in
section 2.4.
1 As mentioned in the introduction, he has also described families of linear decision

trees solving the whole location problem.
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2.1 Deciding a Union of Hyperplanes on a Cube

We now describe a recursive method for deciding Ln =
⋃
h∈Hn

h on [−1, 1]n.

Lemma 1. There is a P0
Rovs

(NP) algorithm which, for any input x ∈ Rn, decides
whether x ∈ Ln ∩ [−1, 1]n.

For the complete proof that the algorithm described below really is P0
Rovs

(NP)
we need polynomial size bounds on the coefficients of tests. These bounds are
established in section 2.2.

Given a point y ∈ Rn and a set A ⊆ Rn, we denote by Aff(y, A) the affine
closure of {y} ∪ A, and by P (y, A) = {λy + (1 − λ)x, x ∈ A, λ < 1} the pyramid
of top y and base A. Recursion on the dimension n of the cube is made possible
by the following lemma.

Lemma 2 (Meyer auf der Heide). Let S = {h1, . . . , hp} be a set of hy-
perplanes in Rn such that the intersection I =

⋂p
i=1 hi is nonempty. Let A be

a polytope on a hyperplane h0 which does not contain I, and let s be a point
in I \ h0. If a program decides L′ =

⋃p
i=1 hi ∩ h0 on A, then the program ob-

tained by replacing each test h′ by Aff(s, h′) (with the appropriate sign) decides
L =

⋃p
i=1 hi on P (s, A).

Let x ∈ P (s, A). The previous lemma is clear when we notice the equivalence

x ∈ h1 ∪ . . . ∪ hp ⇔ (sx) ∩ h0 ∈ (h1 ∩ h0) ∪ . . . ∪ (hp ∩ h0) .

Now we need a definition. A number r > 0 is a coarseness of a set of hyper-
planes h1, . . . , hk of Rn if, for any ball B of radius r, either {hi, hi ∩ B 6= ∅} = ∅
or

⋂
hi∩B 6=∅ hi 6= ∅. Let rn be a coarseness of Hn. In [8] it is shown that one can

take 1/rn = nn
2
22n2t(n)+O(n2).

Here is how the algorithm works.
If n = 1 we can decide whether x ∈ Ln by binary search (no NP oracle is needed).
We now assume that n > 1, and set H0

n = Hn.
. Step 1.
We subdivide the cube C1

n = [−1, 1]n in little cubes with radius smaller than
rn (i.e., with edge length smaller than 2rn/

√
n). By binary search on each co-

ordinate, we find a little cube c1
n such that x ∈ c1

n. Let us call H1
n = {h ∈

H0
n, h ∩ c1

n 6= ∅}. There are two cases :

(i) H1
n = ∅.

(ii) Otherwise,
⋂
h∈H1

n
h 6= ∅ by definition of coarseness.

We can check with a boolean NP algorithm whether (i) holds, and reject
the input if this is the case. If it turns out that we are in case (ii) we com-
pute in polynomial time with the help of a boolean NP oracle a point s1

n in
I1 =

⋂
h∈H1

n
h. In order to do this we will in fact compute a strictly decreasing

sequence E1, . . . , Ej of affine subspaces such that E1 is an element of H1
n and



836 H. Fournier and P. Koiran

Ej = I1 (note that j ≤ n). Since the condition H1
n 6= ∅ is in NP, we can com-

pute E1 by prefix search with an NP oracle. Ei+1 can be computed from Ei as
follows. If it turns out that Ei ⊆ h for all h ∈ H1

n we can halt with I1 = Ei.
This condition can again be checked with a boolean NP oracle. Otherwise there
exists h ∈ H1

n such that dim(h ∩ Ei) = dim Ei − 1 (since we are in case (ii) the
case h ∩ Ei = ∅ is not possible). Such an h can be determined by prefix search,
and we set Ei+1 = Ei ∩ h. Finally, when Ej = I1 has been determined we can
easily compute a point s1

n on this affine space (e.g. by fixing some coordinates
0). If x = s1

n we accept the input. Otherwise we repeat the same procedure in
dimension n − 1 as explained below.

First we determine a face f1
n of the cube C1

n such that x is in P (s1
n, f

1
n), the

pyramid of top s1
n and base f1

n. Let g1
n be the affine closure of f1

n (the equa-
tion of g1

n is of the form xi = ±1). Then Lemma 2 applies, so it remains to
solve a (n− 1)-dimensional problem: decide whether the point (s1

nx) ∩ f1
n lies on⋃

h∈H1
n
(g1
n ∩ h) on the (n − 1)-dimensional cube [−1, 1]n−1 of g1

n. An important
point is that if r is a coarseness of a set {h, h1, . . . , hp} of hyperplanes, then r
is a coarseness of h ∩ h1, . . . , h ∩ hp on h. Since the hyperplane which plays the
role of h (namely g1

n) is an element of Hn, this will allow us to subdivide the
(n − 1)-dimensional cube with the same rn (and this remains true at further
steps of the recursion).

. Step k (1 < k ≤ n).
At this step, we work on the cube Ck

n = [−1, 1]n−k+1 of the affine space {xi1 =
ε1, . . . , xik−1 = εk−1} with a projected point xk (the values of εj ∈ {−1, 1} and
of the ij depend on which face of Cj

n was chosen as base of the pyramid at step j).
We subdivide Ck

n in smaller cubes, and then locate xk in a little cube ckn of Ck
n.

Note that the coordinates of xk need not be computed explicitly. Instead, a test
h′ on xk is done by performing the test Aff(s1

n, (Aff(s2
n, Aff(. . . , Aff(sk−1

n , h′) . . .)
on x. Let Hk

n be the subset of hyperplanes of Hn that intersect all little cubes
c1
n, . . . , c

k
n found up to step k. We know that if x lies on an hyperplane of Hn,

this point must in fact lie on an hyperplane of Hk
n. If Hk

n = ∅ we reject x as in
step (i). Otherwise we compute a point skn ∈ ⋂

h∈Hk
n

h as in step (ii). If k = n we
accept x if x = skn, and reject otherwise. If k < n we determine ik and εk, and
go one step further into the recursion.

2.2 Coefficients of Tests in the Location Algorithm

What is the running time of the procedure described in section 2.1? As rn =
2n

O(1)
, locating a point in a small cube by binary search always takes polynomial

time. Moreover, it is clear that the number of operations performed (over Z) to
compute the coefficients of tests is polynomially bounded. To make sure that
the algorithm is really P0

Rovs
(NP), it just remains to check that the coefficients

of these tests are of polynomial size. Details can be found in [4].
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2.3 Deciding a Union of Hyperplanes on Rn

Following Meyer auf der Heide, we can extend the method described previously to
decide a union of hyperplanes on Rn. This must be done without multiplication,
and we have to keep the coefficients small. Details can be found in [4]. This ends
the proof of proposition 1.

2.4 Proof of the Location Theorem

We are now ready for the proof of Theorem 2. Let x = (x1, . . . , xn) be the point
to be located. We use a perturbation method to turn the algorithm of section 2.3
into a point location algorithm. Set x̃ = (x1 + ε1, . . . , xn + εn) where ε1, . . . , εn
are infinitely small, positive, and ε1 � ε2 � · · · � εn. Now we run on input x̃
the algorithm of Proposition 1 for deciding Ln =

⋃
h∈Hn

h. Of course we know
in advance that x̃ will be rejected since this input does not lie on any hyperplane
with integer coefficients; the point is that the collection of all tests performed on
x̃ during the execution of this algorithm is a system which locates x̃ in A(Hn).
Let S̃ = {f1(y) < 0, . . . , fq(y) < 0} be this system. Then for each i we test
whether fi(x) < 0 or fi(x) = 0: this yields a new system S, which locates x
in A(Hn). Moreover the size conditions are fulfilled: S is made of nO(1) affine
(in)equations with integers coefficients of size nO(1).

3 Transfer Theorems for Rovs

We first recall some notations and results on the structure Rovs = (R, +,−, <) of
the reals with addition and order. A real language (or real problem) is a subset of
R∞ =

∐
n∈N

Rn. The boolean part BP(L) of a language L ⊆ R∞ is by definition
L ∩ {0, 1}∞. For a class C of real languages, BP(C) = {BP(L), L ∈ C}.

Fact 1 BP(P0
Rovs

)=P, BP(NP0
Rovs

)=NP, BP(PRovs)=P/poly and BP(NPRovs)
= NP/poly.

We recall that NDP0
Rovs

is a “digital” version of NP0
Rovs

where certificates
are required to be boolean. More precisely, a problem A ⊆ R∞ is in NDP0

Rovs
if

there exists B ∈ P0
Rovs

and a polynomial p such that

x = (x1, . . . , xn) ∈ A ⇔ ∃z ∈ {0, 1}p(n)〈x, z〉 ∈ B .

Fact 2 NP0
Rovs

= NDP0
Rovs

.

The proofs of these results can be found in [5] and [2]. We can now state and
prove a key transfer theorem.

Theorem 3. NP0
Rovs

⊆ P0
Rovs

(NP).
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Proof. Let L ∈ NP0
Rovs

. By Fact 2, there exists A ∈ P0
Rovs

and a polynomial r
such that

(x1, . . . , xn) ∈ L ⇔ ∃z ∈ {0, 1}r(n)〈x, z〉 ∈ A.

For any x ∈ Rn and z ∈ {0, 1}r(n), the condition 〈x, z〉 ∈ A can be checked in
polynomial time t(n) by a Turing machine T over Rovs, and the polynomial t
depends only on A. Let Hn be the set of all hyperplanes of Rn with coefficients
in {−2t(n), . . . , 2t(n)}. For any z ∈ {0, 1}r(n), if we run A〈., z〉 on the formal
input (X1, . . . , Xn), each test is of the form

∑n
i=1 aiXi + an+1 > 0, with ai in

{−2t(n), . . . , 2t(n)}. As a consequence, L ∩ Rn is a union of faces of A(Hn). The
P0

Rovs
(NP) algorithm deciding L works in two steps.

First, the input x = (x1, . . . , xn) is located in A(Hn). By Theorem 2, this can
be done in FP0

Rovs
(NP). The output is a system S of nO(1) (in)equations of the

form hi(x) < 0 or hi(x) = 0 such that the hi’s have polynomial size coefficients
and the set PS of the points of Rn satisfying S is included in a face of A(Hn).

Then it remains to check whether PS is included in L or in its complement.
This can be done by a standard NP algorithm: we guess a certificate z ∈ {0, 1}r(n)

and an accepting computation path of T . The set of inputs of Rn which given
z follow this computation path is a polyhedron P defined by a system of linear
inequalities of polynomial size. We accept x if P ∩ PS 6= ∅. This linear program-
ming problem can be solved in polynomial time. (Another method consists in
guessing a rational point q ∈ PS with small coordinates – such a point exists,
see [5] – and then running T on 〈q, z〉).

Remark 2 Other inclusions can be obtained with this method. The point loca-
tion algorithm described above can be used for any real language L in a complexity
class C0

Rovs
⊆ PAR0

Rovs
. Then it remains to check whether the resulting polyhedron

PS is included in L or in its complement. If C is “reasonable”, this will be fea-
sible in CZ2 . For example, we have PP0

Rovs
⊆ P0

Rovs
(PP), (Σk

Rovs
)0 ⊆ P0

Rovs
(Σk)

for k ∈ N and PAR0
Rovs

⊆ P0
Rovs

(PSPACE). Of course we have (Πk
Rovs

)0 ⊆
P0

Rovs
(Πk) too. For BPP, we only obtain BPP0

Rovs
⊆ P0

Rovs
(NP ⊕ BPP) where ⊕

is the join operation.

The results stated in the introduction (Theorem 1 and its corollary) are direct
consequences of Theorem 3.

Proof (of Theorem 1). If P0
Rovs

= NP0
Rovs

, P = NP by Fact 1. The converse
follows immediately from Theorem 3.

Proof (of Corollary 1). If PRovs = NPRovs , P/poly = NP/poly by Fact 1. For
the converse, consider a problem A in NPRovs . There exists B ∈ NP0

Rovs
and

parameters α1, . . . , αp such that (x1, . . . , xn) ∈ A ⇔ (x1, . . . , xn, α1, . . . , αp) ∈
B. By Theorem 3 B ∈ P0

Rovs
(NP), hence B ∈ P0

Rovs
(P/poly) by the assumption

P/poly = NP/poly. Encoding the advice function in an additional parameter
yields B ∈ PRovs

, therefore A ∈ PRovs
too.
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We will now give a completeness result. For a real language L ⊆ R∞, let us
define the integer part of L as

IP(L) =
⋃
n∈N

{〈p1, . . . , pn〉, (p1, . . . , pn) ∈ L and p1, . . . , pn ∈ Z}.

For a real complexity class C, we set IP(C) = {IP(L), L ∈ C}.

Lemma 3. Let A ⊆ R∞ be such that IP(A) is Turing NP-hard. Then A is
Turing NP0

Rovs
-hard.

Proof. By Theorem 3, NP0
Rovs

⊆ P0
Rovs

(NP). As IP(A) is NP-hard, P0
Rovs

(NP) ⊆
P0

Rovs
(IP(A)), and of course P0

Rovs
(IP(A)) ⊆ P0

Rovs
(A). Here IP(A) is a boolean

language used as a boolean oracle: as explained after Theorem 2, such an oracle
only handles inputs made of 0’s and 1’s. We conclude that NP0

Rovs
⊆ P0

Rovs
(A).

Let us recall the definitions of two classical real languages. The real knapsack
problem KnapsackR is defined by

KnapsackR ∩ Rn+1 = {(x1, . . . , xn, s), ∃u1, . . . , un ∈ {0, 1},
n∑
i=1

uixi = s} .

The traveling salesman problem TSPR is the set of pairs (A, d) where A is a
distance matrix of {1, . . . , n} and d ∈ R+, such that there exists a Hamiltonian
tour over {1, . . . , n} of length at most d. The final result of this section follows
immediately from Lemma 3.

Proposition 2. KnapsackR and TSPR are Turing NP0
Rovs

-complete.

4 The Polynomial Hierarchy over Rvs

The result PRvs 6= NPRvs was proved by Meer [6]. In this section we show that
similar arguments can be used to separate the lowest levels of the polynomial
hierarchy PHRvs

. Separating the higher levels of the hierarchy is essentially “im-
possible” due to the transfer theorems established in section 4.2. These results
rely on elementary observations on the structure of subsets of Rn definable in
Rvs (see Lemma 5 and Lemma 6 in particular). In the following, these subsets
will simply be called “definable sets”. Remember that definable sets are defin-
able without quantifiers since Rvs admits quantifier elimination. Consequently,
a definable set is nothing but a boolean combination of hyperplanes.

As in the rest of the paper, we work with parameter-free machines unless
stated otherwise. We point out in Remark 4 at the end of the paper that it is
straightforward to generalize our transfer theorems to the case of machines with
parameters.

We first recall the generic path method. Let M be a machine over Rvs stop-
ping on all inputs, and L the language decided by M . Given n ∈ N \ {0}, we set
Ln = L∩Rn. The generic path in M for inputs of size n is the path obtained by
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answering no to all tests of the form ′′h(x) = 0 ?′′ (unless h = 0, in which case
we answer yes).

This definition is effective in the sense that the generic path can be followed
by running M on the formal input (X1, . . . , Xn). If M is parameter-free this
computation can be carried out on a classical Turing machine. Moreover, if M
works in time t(n), it takes time O(nt(n)2) to apply the generic path method, and
the tests that are performed by M along this path can be computed effectively.
Let us call {h1, . . . , hr} these tests. We have r ≤ t(n), and these hyperplanes
have the following property: if the inputs following the generic path are rejected,
Ln ⊆ h1 ∪ . . . ∪ hr; otherwise these inputs are accepted and Lcn ⊆ h1 ∪ . . . ∪ hr.

Note that the generic path method can be applied to an affine subspace
X ⊆ Rn instead of Rn, in which case we answer yes to a test ′′h(x) = 0 ?′′ if
and only if X ⊆ h. Remember also that a definable subset A of Rn is dense
on X iff it contains an open dense subset of X, and that this is equivalent to
dim A ∩ X = dim X. We summarize these observations in a lemma which will
be used in section 4.2. In this lemma, Sysn denotes the set of systems of affine
equations in n variables with coefficients in Z. For S ∈ Sysn, PS denotes the
affine subspace of Rn defined by S.

Lemma 4. Let A be a language of R∞ and An = A ∩ Rn. We denote by Ln

the set of systems S ∈ Sysn such that An is dense in PS, and by L the language⋃
n≥1 Ln. Assume that A ∈ C0

Rvs
, with C = PAR or C = Σk for some k ∈ N.

Then L ∈ CZ2 .

Proof. Note that An is definable for any A ∈ C0
Rvs

(this is in fact true for any
recursive language of R∞

vs). We can therefore apply the generic path method
described above to decide wether An is dense in PS . More precisely, consider
first the case A ∈ P0

Rvs
. Given a test hyperplane h, we can decide in polynomial

time whether PS ⊆ h by linear algebra (for instance, we precompute d = dim(PS)
and d + 1 points x1, . . . , xd+1 such that PS = Aff(x1, . . . , xd+1); then we declare
that PS ⊆ h if xi ∈ h for all i = 1, . . . , d + 1). The same remark applies to the
case C = PAR since test hyperplanes still have polynomial-size coefficients in
this case. We conclude that L is in P if A ∈ P0

Rvs
, and L is in PARZ2 = PSPACE

if A ∈ PAR0
Rvs

.
If A ∈ (Σk

Rvs
)0 for some k ≥ 1 we use the equivalence between real and

boolean alternation for Rvs [2]: there exists a polynomial p and B ∈ P0
Rvs

such
that for any x ∈ Rn, x ∈ A iff

Q1y1 ∈ {0, 1}p(n) · · ·Qkyk ∈ {0, 1}p(n)〈x, y1, . . . , yk〉 ∈ B

(the quantifiers Qi alternate, starting with Q1 = ∃). The set An is dense in PS
iff the statement

Q1y1 ∈ {0, 1}p(n) · · ·Qkyk ∈ {0, 1}p(n)Fn(y1, . . . , yk) (1)

is true. Here Fn(y1, . . . , yk) stands for: “{x ∈ Rn; 〈x, y1, . . . , yk〉 ∈ B} is dense in
PS”. Since B ∈ P0

Rvs
, we know that Fn(y1, . . . , yk) can be decided in polynomial

time by the generic path method. Therefore (1) shows that L ∈ Σk.
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Note that in the case C = Σk it is really necessary to go to boolean quantification
before applying the generic path method (think for instance of the set of points
x ∈ R defined by the formula ∃y x = y).

4.1 Separation of Lower Levels

It was pointed out in [11] that the Twenty Questions problem might be a plau-
sible witness to the separation PC 6= NPC. Formally, this problem is defined as
follows:

TQ =
⋃
n∈N

{(x1, . . . , xn) ∈ Rn, x1 ∈ {0, . . . , 2n − 1}}.

Twenty Questions can be used to separate Σ1
Rvs

from Π1
Rvs

.

Proposition 3. (Σ2
Rvs

∩ Π2
Rvs

) − (Σ1
Rvs

∪ Π1
Rvs

) 6= ∅.
Proof is omitted.

4.2 Transfer Theorems for the Polynomial Hierarchy

In this section we show that it will be considerably harder to separate the higher
levels of PHRvs

than the lower levels. We begin with two lemmas. Lemma 5 is a
remark on the structure of definable subsets of Rn, and in Lemma 6 we build a
generic Σ2

Rvs
formula deciding a definable set A with the help of the predicate

dim S ∩ A = dim S (the variable S represents an affine subset of Rn).

Lemma 5. Any nonempty definable set A ⊆ Rn can be written as

A = Ek \ (Ek−1 \ (. . . \ E0))

where Ei is a finite union of affine subspaces, Ei−1 ( Ei, Ei = Ei \ Ei−1, and
k ≤ dim A.

Proof. If dim A = 0 the result is clearly true since A is a finite set of points.
Assume by induction that the result is true for all definable sets of dimension at
most d − 1, and let A be a definable set of dimension d. The topological closure
A of A is a finite union of affine subspaces. If A = A we set k = 0 and Ek = A.
Otherwise, consider the definable set A1 = A\A. Since dim A1 ≤ d−1, for some
k ≤ d one can write by induction hypothesis A1 = Ek−1 \ (Ek−2 \ (· · · \ E0))
with Ei a finite union of affine subspaces, Ei−1 ( Ei, Ei = Ei \ Ei−1. Since
A = A \ A1, we can take Ek = A.

Lemma 6. For any definable set A ⊆ Rn we have:

(x1, . . . , xn) ∈ A ⇔ ∃S1∀S2

x ∈ S1 ∧ dim A ∩ S1 = dim S1

∧(dim A ∩ S1 ∩ S2 < dim S1 ∩ S2 ⇒ x 6∈ S1 ∩ S2)

where S1 et S2 are affine subspaces of Rn.
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Proof. The result is clearly true if A = ∅. Otherwise, write A = Ek \ (Ek−1 \
(. . . \ E0)) as in Lemma 5. Let x ∈ A and i0 = min{i; i = k mod 2, x ∈ Ei}.
Then x 6∈ Ei0−1: if x belonged to Ei0−1, since x ∈ A there would exist i < i0
such that i = k mod 2 and x ∈ Ei. This would be in contradiction with the
minimality of i0.

We first show the implication from left to right: let S1 be a maximal affine
subspace in Ei0 containing x. Since x ∈ S1 and x6∈Ei0−1 the strict inclusion
S1 ∩Ei0−1 ( S1 holds. Hence dim S1 \Ei0−1 = dim S1 and dim A∩S1 = dim S1.
At last, if dim A∩S1 ∩S2 < dim S1 ∩S2, then S1 ∩S2 ⊆ Ei0−1. Thus x 6∈ S1 ∩S2.

Conversely, assume now that x satisfies the formula for S1 = S. Since A ∩ S
is definable, by Lemma 5 we can write A ∩ S = Ek \ (Ek−1 \ (. . . \ E0)). Here
Ek = A ∩ S = S (the second equality follows from dim A ∩ S = S). Ek−1 is
a finite union of affine subspaces. For any subspace S2 in this union we have
dim A∩S ∩S2 < dim S ∩S2, therefore x6∈S ∩S2. This shows that x6∈Ek−1, hence
x ∈ A ∩ S.

Remark 3 If the definable set A in the above lemma is a boolean combination
of hyperplanes with coefficients in some subset D ⊆ R, then we can quantify only
on affine subspaces defined by systems of affine equations with coefficients in D.

We can now state and prove our transfer theorems for Rvs. Note that there
is a two level shift in Theorem 4 and Theorem 5.

Theorem 4. P = PSPACE ⇒ PAR0
Rvs

= (Σ2
Rvs

)0 ∩ (Π2
Rvs

)0.

Proof. Let us assume that P = PSPACE, and let L ∈ PAR0
Rvs

be decided by a
family of P-uniform circuits with depth t(n). It is enough to show that PAR0

Rvs
=

(Σ2
Rvs

)0 since PAR0
Rvs

is closed under complement. By Lemma 6, L is decided
by the following (Σ2

Rvs
)0 formula:

(x1, . . . , xn) ∈ L ⇔ ∃S1∀S2

x ∈ PS1 ∧ dim Ln ∩ PS1 = dim PS1

∧(dim Ln ∩ PS1∪S2 < dim PS1∪S2 ⇒ x 6∈ PS1∪S2)

where Ln = L ∩ Rn, S1 and S2 are systems of at most n affine equations with
coefficients in {−2t(n), . . . , 2t(n)} (Remark 3), and PS is the subspace of Rn

defined by S. By Lemma 4 the condition dim Ln ∩ PS = dim PS can be checked
in PSPACE, and therefore in P by hypothesis.

Theorem 5. For all k ≥ 0:

PH = Σk ⇒ PH0
Rvs

= (Σk+2
Rvs

)
0
.

Proof. Consider a problem L ∈ PH0
Rvs

: we have L ∈ (Σq
Rvs

)0 for some q ≥ 0. As
in the proof of the previous theorem, we use the Σ2 formula from Lemma 6. Since
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PH0
Rvs

⊆ PAR0
Rvs

, by Remark 3 we can still quantify on systems of equations
with coefficients in {−2p(n), . . . , 2p(n)}, for some polynomial p. By Lemma 4
the condition dim PS ∩ Ln = dim PS can be checked in Σq, and thus in Σk

by hypothesis. Putting the resulting formula in prenex form shows that L ∈
(Σk+2

Rvs
)
0
.

Our final transfer theorem is based on a slightly different technique.

Theorem 6. P = NP ⇒ (Σ1
Rvs

)0 ∩ (Π1
Rvs

)0 = P0
Rvs

.

Proof is omitted.

Remark 4 The three transfer theorems of this section can be extended to the
case of machines with parameters. For example, let us show that PH = Σk ⇒
PHRvs

= Σk+2
Rvs

. For any problem L ∈ PHRvs
there exist parameters α1, . . . , αp

and a problem L′ ∈ PH0
Rvs

such that (x1, . . . , xn) ∈ L iff (x1, . . . , xn, α1, . . . , αp)
∈ L′. By Theorem 5, L′ ∈ (Σk+2

Rvs
)0 under the assumption PH = Σk. This implies

that L ∈ Σk+2
Rvs

.
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Abstract. Overregularization seen in child language learning, re verb
tense constructs, involves abandoning correct behaviors for incorrect ones
and later reverting to correct behaviors. Quite a number of other child
development phenomena also follow this U-shaped form of learning, un-
learning, and relearning. A decisive learner doesn’t do this and, in gen-
eral, never abandons an hypothesis H for an inequivalent one where
it later conjectures an hypothesis equivalent to H. The present paper
shows that decisiveness is a real restriction on Gold’s model of itera-
tively (or in the limit) learning of grammars for languages from positive
data. This suggests that natural U-shaped learning curves may not be a
mere accident in the evolution of human learning, but may be necessary
for learning. The result also solves an open problem.
Second-time decisive learners conjecture each of their hypotheses for a
language at most twice. By contrast, they are shown not to restrict Gold’s
model of learning, and correspondingly, there is an apparent lack of re-
ports in child development of the opposite, W-shaped learning curves.

1 Introduction

In developmental and cognitive psychology there are a number of child devel-
opment phenomena in which the child passes through a sequence of the form:
child learns behavior X, child unlearns X, and then child relearns X [13]. This
performance is described as U-shaped. For example, we have the important case
of X = regularization in language acquisition [7]. We explain. In the learning of
the proper forms for past tense (say, in English), children learn correct syntactic
forms (for example, ‘called’ with ‘call’ and ‘caught’ with ‘catch’), then they over-
regularize and begin to form past tenses by attaching regular verb endings such
as ‘ed’ to the present tense forms (even in irregular cases like ‘catch’ where that
is not correct), and lastly they correctly handle the past tenses (both regular
and irregular). We also see U-shaped sequences for child development in such
diverse domains as understanding of temperature, understanding of weight con-
servation, the interaction between understanding of object tracking and object
permanence, and face recognition [13]. Within some of these domains we also see
temporally separate U-shaped curves for the child’s qualitative and quantitative
assessments [13].

One wonders if the seemingly inefficient U-shaped sequence of learning, un-
learning, and relearning is a mere accident of the natural evolutionary process

U. Montanari et al. (Eds.): ICALP 2000, LNCS 1853, pp. 844–856, 2000.
c© Springer-Verlag Berlin Heidelberg 2000
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that built us (e.g., language learning) humans or something that must be that
way to achieve the learning at all.1 We do not answer this very difficult empir-
ical question. But, in the present paper, in the context of Gold’s formal model
of language learning (from positive data) [5], we show there are cases where
successful learning requires U-shaped sequences of learning, unlearning, and re-
learning. More precisely, but informally, decisive learning [8] is learning in which
the learner cannot (inefficiently) conjecture an hypothesis H1, then conjecture a
behaviorally inequivalent hypothesis H2, and then conjecture an hypothesis H3
which is behaviorally equivalent to H1. Hence, a decisive learner never returns
to abandoned hypotheses and therefore continues to output correct hypotheses
from the time it has output its first correct hypothesis. A consequence of our
main results in the present paper (Theorem 6 and Corollary 7) is that there
are some classes of r.e. languages learnable from positive data which cannot be
learned decisively. Hence, there are cases where U-shaped curves, featuring un-
learning, are necessary. It would be interesting in the future to characterize these
cases in a way that provides insight into why we see so many cases of unlearning
in child development.

A text for a language L is an infinite sequence of all and only the elements
of L (together with some possible #’s).2 A text for L should be thought of as
a presentation of the positive data about L. Gold’s model of language learning
from positive data [5] is also called EX-learning from text. A machine M EX-
learns from text a language L iff (by definition) M , fed any text for L, outputs
a sequence of grammars3, and this sequence eventually converges to some fixed
grammar for L. A machine M BC-learns from text [1,9] a language L iff (by
definition) M , fed any text for L, outputs a sequence of grammars, and this
sequence eventually converges to nothing but grammars for L.4

Our main result, i.e., Theorem 6 in Section 3, shows that there are classes
of r.e. languages which can be EX-learned from text, but cannot be decisively
BC-learned from text. From this we obtain in Corollaries 7 and 8 that deci-
sive learning limits learning power for EX-learning and BC-learning from text,
respectively. The latter result on BC-learning has been nicely shown by Fulk,
Jain and Osherson [3], whereas the result on EX-learning is apparently new and
answers an open question from [8]. Note that it has already been known before
that when learning programs for functions, decisiveness does not limit learning
power, see Remark 10 for references and further explanation.

We informally define second-time decisive learning as learning in which, for
each text input to the learner, there is no conjectured subsequence of hypotheses
H1, H2, H3, H4, H5 such that H1 is behaviorally equivalent to H3 and H5 but

1 In [7,13] the concern is not this evolutionary question. It is, instead, about how
humans are actually doing U-shaped learning (and not about why humans bother
to employ U-shaped learning in the first place).

2 The elements of L might occur arbitrarily often and in any order. The #’s represent
pauses. The only text for the empty language is an infinite sequence of such pauses.

3 We have in mind type-0 grammars, or, equivalently, r.e. indices.
4 EX-learning from text involves syntactic converge to correct grammars. BC-learning

from text involves semantic or behaviorally correct convergence.
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inequivalent to H2 and H4.5 Contrasting interestingly with our main result we
show in Proposition 15 in Section 4 that the learning power of second-time
decisive EX-learners is the same as that of unrestricted EX-learners. Hence,
the additional power of non-decisive learning is already achieved if we allow
the learner to “return” to each abandoned hypothesis at most once. Hence,
interestingly coinciding with the apparent lack of reports of W-shaped learning
in child development, we see that in Gold’s paradigm (generally influential in
cognitive science [10]), W-shaped learning is not necessary.

We also show (Proposition 16 in Section 4) that EX-learnable classes which
contain the entire set of natural numbers, N, do have a decisive EX-learner.6

2 Decisive Learning

Next we present the definition of decisiveness formally. We use the variable σ
(with or without subscripts) for finite initial segments of texts and call them
strings. The range of a string σ is the set of non-pauses in σ and is denoted
by rng(σ). We write � for the prefix relation between strings and texts, i.e.,
for example σ1 � σ2 just in case σ1 is a prefix of σ2. We write στ for the
concatenation of the strings σ and τ . The index M(σ) is machine M ’s conjectured
grammar based on the information contained in σ and WM(σ) is the language
defined by the grammar M(σ).

Definition 1. A learner M is decisive on a set S of strings iff there are no
three strings σ1, σ2 and σ3 such that σ1 and σ3 are in S, σ1 � σ2 � σ3 and
WM(σ1) differs from WM(σ2) but is equal to WM(σ3).

A learner M is decisive iff it is decisive on the set of all strings.

So a decisive learner avoids U-shaped learning curves as discussed in the in-
troduction. We conclude this section with a series of remarks and their proofs
describing some standard techniques for the construction of decisive learners.

Remark 2. A finite class C can always be decisively EX-learned.
In order to obtain a corresponding learner, we fix a total ordering on C which

extends the partial ordering given by set theoretic inclusion. For every distinct
pair of sets in C we let I contain the least number which is in the larger (in
our total ordering) but not in the smaller set. The learner then is equipped
with a finite table which contains canonical indices7 for I and for all sets in
{C ∩ I : C ∈ C} . On input σ, the learner outputs the index of the least set in
C which contains the intersection of rng(σ) with I, and, in case there is no such
set, retains the preceding index.

5 Equivalent hypotheses are just grammars generating identical languages; inequiva-
lent hypotheses are grammars generating distinct languages.

6 A basic trick from [12] is employed, modified, in the proofs of both our Proposi-
tions 15 and 16.

7 A canonical indexing [11] numerically encodes for each finite set both a procedure
to list it and its size (the latter so one knows when the listing is finished).
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Remark 3. If a learner M is decisive on two sets S1 and S2 of strings such that
the classes {WM(σ) : σ in S1} and {WM(σ) : σ in S2} are disjoint, then M is
actually decisive on the union of S1 and S2.

For a proof, assume that there were strings σ1, σ2, and σ3 with σ1 � σ2 � σ3
where σ1 and σ3 are in the union of S1 and S2 and WM(σ1) is equal to WM(σ3).
In case σ1 and σ3 were either both in S1 or both in S2, M could not be decisive
on the corresponding set Si, whereas in case one of the strings were in S1 and
the other in S2, this would contradict the assumption on M , S1, and S2.

Remark 4. By delaying the learning process, we can transform a learner M1
into a new learner M2 for the same class such that the outputs of M2 satisfy
certain properties. Here on input σ the learner M2 outputs M1(γ) where γ is the
maximal prefix of σ such that M2 has already been able to verify that M1(γ)
has the property under consideration. In the remainder of this remark, we make
this idea more precise and we argue that while delaying the learning process this
way we can preserve decisiveness.

Formally, we fix a binary computable predicate on strings, written in the
form Pσ(τ), such that for all strings σ1, σ2, and γ,

[Pσ1(γ) and σ1 � σ2] implies Pσ2(γ) (1)

and we define a partial function s on strings by

s(σ) := max{γ : γ � σ and Pσ(γ)}
where it is to be understood that s(σ) is defined iff the maximization in its
definition is over a nonempty set. Then by (1), the function s is nondecreasing
in the sense that if s is defined on strings σ1 and σ2 with σ1 � σ2, then s(σ1) is
a prefix of s(σ2).

In case s(σ) is defined, we let M2(σ) = M1(s(σ)) and, otherwise, we let
M2(σ) = e for some fixed index e. We will refer to such a transformation of M1
by the expression delaying with initial value e and condition P and, informally,
we will call the learner M2 a delayed learner with respect to M1. For example, in
the sequel we will consider delayings with conditions P , firstly, such that Pσ(τ)
is true iff the range of τ is contained in WM1(τ),|σ| and, secondly, such that Pσ(τ)
is true for all σ and τ where the computation of M1 on input τ terminates in at
most |σ| steps. The rationale for choosing these condition will become clear in
connection with the intended applications.

Now assume that we are given a class C where for every text T for a set in
C, the values of the function s have unbounded length on the prefixes of T , that
is, there are arbitrarily long prefixes τ and σ of T with τ � σ such that Pσ(τ) is
true. Then it is immediate from the definition of M2 that in case the learner M1
learns C under the criterion EX or BC, the delayed learner M2 learns C under
the same criterion.

Finally, assume that M1 is decisive and that either We 6= WM1(σ) for all
strings σ or We = WM1(λ), where λ denotes the empty string. Exploiting that in
both cases by assumption on e the set E = {σ : WM2(σ) = We} is closed under
taking prefixes, one can show that M2 is again decisive.
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3 The Limits of Decisive Learning

In this section, we show that decisiveness is a proper restriction for EX-learning
from text. In the proof of the latter result we will use Lemma 5, which relates
to a result stated in [6, Exercise 5–3]: every class which does not contain N and
can be EX-learned, can in fact be EX-learned by a nonexcessive learner. Here a
learner M is said to be nonexcessive if and only if M never outputs an index for
N, that is, for all σ, WM(σ) differs from N. Observe that Lemma 5 can be shown
with BC-learning replaced by EX-learning by essentially the same proof.

Lemma 5. Let C be an infinite class where every finite set is contained in all
but finitely many sets in C. If the class C can be decisively BC-learned from
text, then it can be decisively BC-learned from text by a nonexcessive learner.

Proof. By assumption there is a decisive BC-learner M0 which learns C from
text. In case M0 never outputs an index for N we are done. So fix a string τ0 such
that WM0(τ0) = N and, by assumption on C, choose A 6= N in C which contains
rng(τ0). For every text for A, the learner M0 must eventually output an index for
A and consequently we can fix an extension τ of τ0 such that M0(τ) is an index
for A. But A differs from N and thus for all extensions of τ , the decisive learner
M0 can never again output an index for N (whence, in particular, N /∈ C). In the
construction of a nonexcessive BC-learner M as asserted in the lemma, the key
idea now is to restrict the output of M to indices of the form M0(τσ), except
for at most finitely many additional indices of sets in C which do not contain
the set D = rng(τ). We partition the set of all strings into the sets

S1 = {σ : D 6⊆ rng(σ)} and S2 = {σ : D ⊆ rng(σ)}
and we partition C into the classes

C1 = {L in C : D 6⊆ L} and C2 = {L in C : D ⊆ L} .

By assumption on C, the class C1 is finite and we can fix an decisive EX-
learner M1 for C1 as in Remark 2, which in particular outputs only indices for
sets in C1. Concerning the class C2, first consider a learner M̃2 which on input
σ outputs M0(τσ). We leave to the reader the routine task of showing that M̃2
BC-learns C2 and inherits the property of being decisive from M . Let M2 be
the learned obtained according to Remark 4 by delaying M̃2 with initial index e
and condition P where e is an index for some set which neither contains D nor
is in C1 and the condition P is defined by

Pσ(γ) iff D is contained in W
M̃2(γ),|σ| .

By the discussion in Remark 4, the delayed learner M2 is again a decisive BC-
learner for C2. Now we obtain a learner M as required where

M(σ) =

{
M1(σ) in case σ is in S1 ,
M2(σ) otherwise .
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In order to see that M BC-learns C, assume that M is presented to a text T
for a set L in C. In case L is in C1, the learner M agrees on all prefixes of T
with the learner M1 for C1 while, similarly, in case L is in C2, the learner M
agrees on almost all prefixes of T with the learner M2 for C2. In order to see
that M is decisive it suffices to observe that S1 and S2 witness that M satisfies
the assumption of Remark 3. The latter holds because M1 and M2 are both
decisive and because every set of the form WM2(σ) contains D, whereas no set
of the form WM1(σ) contains D. ut
Theorem 6 and Corollary 7 are the main results of this paper.

Theorem 6. There is a class which can be EX-learned from text, but cannot be
decisively BC-learned from text.

From Theorem 6 the following corollaries are immediate. Here Corollary 7 an-
swers an open problem stated in [8] and [3], while Corollary 8 has been previously
shown by Fulk, Jain and Osherson [3]. We will argue in Remark 17 that the proof
of Corollary 8 in [3] neither yields Theorem 6 nor Corollary 7.

Corollary 7. The concept of decisive EX-learning from text is a proper restric-
tion of EX-learning from text, that is, there is a class which can be EX-learned
from text, but cannot be decisively EX-learned from text.

Corollary 8. The concept of decisive BC-learning from text is a proper restric-
tion of BC-learning from text, that is, there is a class which can be BC-learned
from text, but cannot be decisively BC-learned from text.

Proof of the theorem. In order to construct a class C as required we define, for
the scope of this proof, for all subsets A of N a notion of id by

id(A) := min{m in N ∪ {∞} : m is not in A} .

In terms of the id of a set we can already now summarize the features of the
class C which are relevant for making it EX-learnable. We will have

C = H ∪ {Wg(m) : m in N} with H = {rng(σ) : σ in Z} (2)

where Z and g are defined below such that they have the following properties.
The set Z is recursively enumerable and the function g is computable in the
limit, that is, there is a computable function g̃ in two arguments such that g(m)
is equal to lims→∞ g̃(m, s). Furthermore for all m, the set Wg(m) has id m and
there are at most finitely many σ in Z where rng(σ) has id m.

Claim 1. The class C can be EX-learned from text.

Proof. We construct a learner M which EX-learns C from text. Given a language
L of id m in C, let Hm contain the sets of id m in H. By construction of C,
the number m and the class Hm are both finite and L must be equal to Wg(m)
or to one of the sets in Hm. Moreover, for every text for L almost all prefixes
of the text have id m and, by assumption on Z and g, from m we can compute
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in the limit g(m) and a list of canonical indices for the members of Hm. Thus
we can simply assume that M has access to m, g(m), and Hm, as long as we
ensure that M is defined even on prefixes of the given text for L for which its
approximations to these values are not yet correct. So the learner M can simply
output some fixed index for rng(σ) in case this set is in Hm while, otherwise, M
outputs g(m). ut

Claim 2. If C can be decisively BC-learned, then it can be decisively BC-
learned by a primitive recursive learner.

Proof. Assume that a learner N1 BC-learns C decisively. Consider the delayed
learner N2 obtained by delaying N1 with initial index N1(λ) and condition P
where Pσ(τ) is true iff the computation of N1 on input τ terminates after at most
|σ| steps. Then N2 is again a BC-learner for C which, by Remark 4, is again
decisive. Moreover, N2 can obviously be chosen to be primitive recursive. ut
Fix an enumeration M0, M1, . . . of all primitive recursive learners such that
Mi(σ) is uniformly computable in i and σ. According to Claim 2, in order to
achieve that C cannot be decisively BC-learned, it suffices to ensure by diago-
nalization that for all i, the class C is not decisively BC-learned by Mi. While
diagonalizing against Mi we will exploit that for every string σ with

rng(σ) $ WMi(σ) , (3)

if the learner Mi learns rng(σ) and WMi(σ), then it cannot be decisive. In order
to see the latter observe that by extending σ to a text for rng(σ) we eventually
reach a string τ where Mi(τ) is an index for rng(σ), while on every text for
WMi(σ) which extends τ , the learner Mi converges to nothing but indices for the
previously abandoned guess WMi(σ).

For the scope of this proof, a string σ which satisfies (3) will be called an
i-witness. During the construction we try to diagonalize, for all indices i, against
the learner Mi by putting rng(σ) and WMi(σ) into C for some i-witness σ. Here,
however, we have to observe that the remaining choices in the definition of the
class C amount to specify a set Z and a function g which have the properties
stated above.

We fix an effective enumeration of all pairs (σ, i) such that σ is an i-witness.
For every i, we let Zi be the (possibly finite or even empty) set such that for
every natural number l ≥ i, among all the i-witnesses with range of id l, the
set Zi contains the one which is enumerated first and we let Z be the union
of the sets Zi. Then Z is recursively enumerable by construction. Moreover, for
every m, there are at most finitely many strings σ in Z such that rng(σ) has
id m because each Zi contains at most one such witness and every set Zi with
i > m contains no such witness. From the definition of the concept i-witness it
is immediate that for all i,

id(rng(σ)) ≤ id(WMi(σ)) for all σ in Zi . (4)

We have arranged by the definition of Z that the class C contains rng(σ) for all
i and all witnesses in Zi. Thus in order to diagonalize against the learner Mi it
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suffices to put WMi(σ) into C for some σ in Zi, where by definition of C this
can be done by ensuring that the index Mi(σ) appears in the range of g. Here,
however, for every m, we can only put a single set Wg(m) of id m into C. In
order to define g accordingly, we let for all i,

Ei := {id(WMi(σ)) : σ in Zi}
be the set of all ids which are realized by sets of the form WMi(σ) with σ in Zi.
Moreover, we fix a recursive function k : N3 → N such that for all i and m where
m is in Ei, firstly, the limit

κ(i, m) = lim
s→∞ k(i, m, s)

exists, secondly, κ(i, m) = Mi(σ) for some σ in Zi and, thirdly, Wκ(i,m) has id m.
Such a function k can be constructed by running on input i, m, and s for s steps
some fixed procedure which enumerates in parallel the sets WMi(σ) with σ in Zi

and outputs the index Mi(σ) which first enumerated all numbers less than m
but hasn’t yet enumerated m itself. Next we define sets Sm and a function h by
a straightforward priority construction, which, however, is non-effective

Sm = {i : m in Ei and h(l) 6= i for all l < m},

h(m) =

{
min Sm if Sm 6= ∅,

∗ otherwise.

Intuitively speaking, the set Sm contains the indices i such that, firstly, we have
not yet diagonalized explicitly against learner Mi and, secondly, we have a chance
to diagonalize now because Zi contains a witness σ such that WMi(σ) has id m.
Moreover, for all i in Sm, such an index Mi(σ) is given by κ(i, m). We pick an
appropriate easily computable index em for the set N \ {m} and define

g(m) :=

{
κ(h(m), m) if h(m) 6= ∗,

em otherwise.

Claim 3. The function g is computable in the limit.

Proof. By definition, g(m) is computable in the limit from h(m) and m, whence
it suffices to show that the function h is computable in the limit. Now for given
m, the inductive definition of h on 0, . . . , m depends only on the membership of
numbers less than or equal to m in the sets E0, E1, . . . . Furthermore, each set
Ei contains exactly the ids of sets of the form WMi(σ) with σ in Zi. Now for
every string σ in Zi, the id of rng(σ) and hence by (4) also the id of WMi(σ)
is bounded from below by i, whence the set Ei does not contain numbers less
than i. In summary, we can compute h(m) if we are given canonical indices of
the sets F0, . . . , Fm with Fi = Ei ∩ {0, . . . , m}. Here, by the definition of Ei,
the set Fi contains exactly the numbers l ≤ m such that for some σ in Zi the
id of WMi(σ) is l and by (4) the range of such a string σ has id at most m. Now
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by definition of the sets Zi, we can effectively in i enumerate the finitely many
σ in Zi such that rng(σ) has id at most m. Moreover, for each such σ, the ids of
the sets WMi(σ),0, WMi(σ),1, . . . converge to the, possibly infinite, id of WMi(σ),
whence in the limit this approximation converges to the finite value id(Mi(σ)) or
reveals that the latter value is strictly larger than m. So we are done because by
combining the two approximation processes just described we obtain an effective
procedure which on input i converges to a canonical index for Fi. ut

Claim 4. Let i be such that Ei is infinite. Then the class C contains a set of the
form WMi(σ) with σ in Zi, whence in particular Mi cannot learn C decisively
from text.

Proof. If there is an i-witness σ in Zi such that C contains WMi(σ), then by
construction the class C contains also rng(σ) and hence cannot be learned deci-
sively by Mi. So if there is an m with h(m) = i then g(m) is equal to Mi(σ) for
some σ in Zi and we are done by definition of C. But assuming that h(m) differs
from i for all m yields a contradiction because in this case h(m) is by definition
an element of {0, . . . , i − 1} for all m in the infinite set Ei, while on the other
hand the function h attains every value in N at most once. ut

Claim 5. The set {id(L) : L ∈ C and L infinite} is infinite.

Proof. It suffices to show that for every given l, there is an infinite set in C which
has finite id larger than l. We fix an index i such that on input σ, the learner
Mi outputs an index for the set N \ {mσ} where mσ is the least number which
is strictly greater than l and all the numbers in rng(σ). Then every string σ is
an i-witness where the set WMi(σ) has finite id mσ. Thus the set Ei is infinite,
whence by Claim 4 the class C contains a set of the form WMi(σ) as required. ut

Claim 6. Let i be such that Mi BC-learns the class C from text. Then the set
Zi is infinite.

Proof. Fix an arbitrary natural number m0 and by Claim 5, let L 6= N be an
infinite set in C of id m ≥ m0. On every given text T for L, the learner Mi

eventually converges to nothing but indices for L, whence almost all prefixes of
T are i-witnesses with range of id m. Now m0 has been chosen arbitrarily and
consequently there are i-witnesses with range of arbitrarily large id, whence the
set Zi is infinite by its definition. ut

Claim 7. Let i be such that Mi does never output an index for N. If Zi is infinite,
then also Ei is infinite.

Proof. By construction, the strings in Zi all have different id, whence in case Zi

is infinite, the set {id(rng(σ)) : σ ∈ Zi} is infinite, too. Then the set Ei, which
by definition contains just the ids of the sets WMi(σ) with σ in Zi, must contain
arbitrarily large values because of (4). Hence the set Ei is infinite because by
assumption on Mi the sets of the form WMi(σ) all have finite id. ut
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Now assume for a contradiction that the class C can be decisively BC-learned
from text. Then by Lemma 5 and the proof of Claim 2, this fact would be
witnessed by an decisive learner Mi which never outputs an index for N. Thus
the sets Zi and Ei are both infinite by Claims 6 and 7, whence by Claim 4 the
learner Mi cannot learn C as assumed. ut
Theorem 6 above and the following Remark 9 show that the concepts of EX-
learning from text and decisive BC-learning from text are incomparable in the
sense that for each of these concepts there are classes which can be learned under
this concept but not under the other one. In Remark 9, which we state without
proof, we exploit that one of the standard constructions of a class which can be
BC- but not EX-learned from text actually yields a class which can be decisively
BC-learned from text.

Remark 9. The class of all sets of the form K ∪ D where K is the halting
problem and D is a finite subset of N can be decisively BC-learned from text,
but cannot be EX-learned from text.

Remark 10. Schäfer-Richter (see [12] and [8, Section 4.5.5]) showed that ev-
ery class of functions which can be EX-learned can in fact also be decisively
EX-learned. The same holds for BC-learning as shown by Fulk, Jain, and Osh-
erson [3] and, implicitly, by Freivalds, Kinber, and Wiehagen [4].

4 The Power of Decisive Learning

While we have shown in the last section that decisiveness properly restricts
EX-learning, we will show now that in certain respects decisive and general
EX-learning are rather close. We show that every EX-learnable class C can be
learned under a criterion which is slightly more liberal than decisive EX-learning
in so far as every abandoned hypothesis can be “reconjectured” at most once
and that, furthermore, C can indeed be decisively EX-learned if it contains N.

Definition 11. A learner M is second-time decisive iff there are no five strings
σ1, . . . , σ5 with σ1 � σ2 � σ3 � σ4 � σ5 such that WM(σ1) is equal to WM(σ3)
and WM(σ5) but differs from WM(σ2) and WM(σ4).

So a second-time decisive learner avoids W-shaped learning but in general may
show U-shaped learning. Due to lack of space, we omit the proof of Remark 12.

Remark 12. A learner M is second-time decisive if and only if there is a set S
of strings such that M is decisive on S, as well as on the complement of S.

In connection with Lemma 14 below we recall the concept of locking sequence.

Definition 13. Let a learner M , a set L and a string σ be given. Then σ is a
locking sequence for M and L iff rng(σ) is contained in L = WM(σ) and M(στ)
is equal to M(σ) for all strings τ over WM(σ). Furthermore, σ is a locking
sequence for M iff σ is a locking sequence for M and WM(σ).

A learner M learns via locking sequences iff every text for a language L which
is EX-learned by M has a prefix which is a locking sequence for M and L.
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The subsequent proofs in this section will use Lemma 14 below. Our proof of
this lemma is an adaptation of the proof of the well-known fact that every class
which can be EX-learned from text at all, can actually be EX-learned from text
via locking sequences (see for example Theorem 13 in [2] and the references cited
there). To save space, we omit the proof of Lemma 14.

Lemma 14. Let g be a computable function such that every finite set is con-
tained in infinitely many of the pairwise distinct sets Wg(0), Wg(1), . . . and let
the class C be EX-learned from text by some learner M0.

Then there is a learner M and a set S such that M EX-learns C from text
via locking sequences, M is decisive on S and on its complement and

WM(σ) is in

{
{Wg(i) : i in N} if σ is in S ,
{WM0(τ) : τ is a string} if σ is not in S .

(5)

We have seen in Sect. 3 that there are classes which can be EX-learned from text,
but cannot be learned so decisively. Proposition 15 shows that the additional
power of non-decisive learning is already achieved if we allow the learner to
“return” to each abandoned hypothesis at most once.

Proposition 15. Every class which can be EX-learned from text can also be
EX-learned from text by a second-time decisive learner.

Proof. By Remark 12, Proposition 15 is a special case of Lemma 14 where we fix
a computable function g such that for all i, the set Wg(i) is just {0, . . . , i}. ut
The class constructed in the proof of Theorem 6 in order to separate the concepts
of general and decisive EX-learning does not contain the set N. By Proposi-
tion 16, which is again a direct consequence of Lemma 14, this is no coincidence.

Proposition 16. Every class which contains N and can be EX-learned from
text can be decisively EX-learned from text.

Proof. Let C be EX-learnable and contain N. Fulk [2] showed that C has a
prudent learner M0 – such a learner outputs only indices of sets which it also
learns. Since there is a locking-sequence τ for N, M0 does not identify any finite
language containing rng(τ). Thus, defining Wg(i) = {0, 1, . . . , i + max rng(τ)}
makes the sets Wg(i) different from all sets learned by M0 and thus also different
from all sets conjectured by M0.

We apply Lemma 14 to M0 and g. We obtain an EX-learner M for C and
a set S of strings such that M is decisive on S and its complement. Moreover,
WM(σ) and WM(η) are different for all σ ∈ S and η /∈ S, whence M is already
decisive by Remark 3. ut

Remark 17. Fulk, Jain and Osherson [3, Theorem 4] give an example of a
class L which can be BC-learned from text but cannot be learned so decisively.
While their construction bears some similarities to the construction of the class
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C in the proof of Theorem 6, their class L is not EX-learnable from text and
consequently neither yields Theorem 6 nor a separation of decisive and general
EX-learning as stated in Corollary 7.

For a proof, note that there is no set in L which contains the numbers 〈0, 0〉
and 〈1, 0〉, whence by switching to some fixed index for N as soon as the data
contains both numbers, every EX-learner for L can be transformed into an EX-
learner for L which also identifies N. But then by Proposition 16, if the class L
were EX-learnable, it were decisively EX-learnable, whereas by construction L
is not even decisively BC-learnable.
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1 1ntr0duct10n 
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5pann1n9 5• a5 the (Euc11dean) m1n1mum-c05t k-ed9e c0nnected 5pann1n9 5u6-mu1t19raph 
pr061em. 
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pr0x1mat10n5. We a1m at deve10p1n9 a p01yn0m1a1-t1me appr0x1mat10n 5cheme, a P7A5. 
7h15 15 a fam11y 0f a190r1thm5 {A~} 5uch that, f0r each f1xed e > 0, ,A~ run5 1n t1me 
p01yn0m1a1 1n the 512e 0f the 1nput and pr0duce5 a (1 + e)-appr0x1mat10n [15]. 

Prev10u5 w0rk. De5p1te the pract1ca1 re1evance 0f the mu1t1-c0nnect1v1ty pr061em5 f0r 
9e0metr1ca1 9raph5 and the va5t am0unt 0f pract1ca1 heur15t1c re5u1t5 rep0rted (5ee, e.9., 
[9,10,22,23]) very 11tt1e the0ret1ca1 re5earch ha5 6een d0ne t0ward5 deve10p1n9 eff1c1ent 
appr0x1mat10n a190r1thm5 f0r the5e pr061em5. 7h15 c0ntra5t5 w1th the very r1ch and 
5ucce55fu1 the0ret1ca1 1nve5t19at10n5 0f the c0rre5p0nd1n9 pr061em5 1n 9enera1 metr1c 
5pace5 and f0r 9enera1 we19hted 9raph5 (5ee, e.9., [10,12,15,17]). Even f0r the 51mp1e5t 
(and m05t fundamenta1) pr061em c0n51dered 1n 0ur paper, that 0f f1nd1n9 a m1n1mum-c05t 
61c0nnected 9raph 5pann1n9 a 91ven 5et 0f p01nt5 1n the Euc11dean p1ane, f0r a 10n9 t1me 

3 rat10 had 6een e1u51ve and 0n1y very 06ta1n1n9 appr0x1mat10n5 ach1ev1n9 6etter than a 
recent1y ha5 a P7A5 6een deve10ped [6]. F0r any f1xed e > 0, th15 a190r1thm 0utput5 
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a (1 + ~)-appr0x1mat10n 1n expected t1me n (109 n) °((1°91°9~)9). 7he appr0x1mat10n 
5cheme deve10ped 1n [6] can 6e extended t0 ar61trary h and d, 6ut 1n the 9enera1 ca5e the 
dependence 0n h and part1cu1ar1y 0n d make5 the a190r1thm 1mpract1ca1. F0r an e > 0, the 

a190r1thm run5 1n expected t1me n.  2 (1°9 f09 r~) 2 d+ (2~). ((0(d/~2/e))d f09~ 1))•. N0te that d 
p1ay5 a 1ar9e r01e 1n the runn1n9 t1me 0f the5e 5cheme5.1n fact, the re5u1t fr0m [6] 1mp11e5 
that f0r every d 22(109 n), even f0r h 2 n0 P7A5 ex15t5 un1e55 72 A/•72. 7hu5, 
the pr061em 0f f1nd1n9 a m1n1mum-c05t 61c0nnected 5pann1n9 5u69raph d0e5 n0t have 
a P7A5 (un1e55 72 A/•72) even 1n the metr1c ca5e. Hence, 0ur re5tr1ct10n t0 Euc11dean 
9raph5 1n 10w d1men510n5 p1ay5 an e55ent1a1 r01e 1n the5e 5cheme5. 

A re1ated, 6ut 519n1f1cant1y weaker re5u1t ha5 6een a150 pre5ented 1n [5]. Here an 
0pt1ma1 501ut10n t0 the pr061em w1th0ut a110w1n9 5te1ner p01nt5 15 appr0x1mated t0 an 
ar61trar11y c105e de9ree v1a the 1nc1u510n 0f 5te1ner p01nt5. 

When 5te1ner p01nt5 are a110wed 1n the m1n1mum-c05t 5te1ner k-vertex- (0r k-ed9e-) 
c0nnect1v1ty pr061em, the 0n1y n0n-tr1v1a1 re5u1t5 are kn0wn f0r h 1, 1.e., f0r the 
m1n1mum 5te1ner tree pr061em (5M7). 1n the 6reakthr0u9h paper [3], Ar0ra de519ned a 
P7A5 f0r 5M7 f0r a11 c0n5tant5 d. M1tche11 1ndependent1y 06ta1ned a 51m11ar re5u1t f0r 
d 2 [19]. 500n after Ra0 and 5m1th [20] 0ffered a 519n1f1cant1y fa5ter P7A5 f0r 5M7 
runn1n9 1n t1me 0(n  109 n) f0r a c0n5tant d. F0r h •> 2, the 0n1y re5u1t we are aware 0f 
15 a x/3-appr0x1mat10n 1n p01yn0m1a1-t1me f0r h 2 [14]. 

New re5u1t5. 1n th15 paper we pre5ent new p01yn0m1a1-t1me appr0x1mat10n 5cheme5 f0r 
5evera1 0f the af0rement10ned c0nnect1v1ty pr061em5 1n 9e0metr1c 9raph5. We f0cu5 0n 
10w c0nnect1v1ty re4u1rement5. Each 0f 0ur appr0x1mat10n 5cheme5 e1ther 519n1f1cant1y 
1mpr0ve5 the prev10u51y kn0wn upper t1me-60und 0r 15 the f1r5t P7A5 f0r the c0n51dered 
pr061em. 

0ur  ma1n new re5u1t 15 a fa5t p01yn0m1a1-t1me (rand0m12ed) appr0x1mat10n 5cheme 
f0r f1nd1n9 a 61c0nnected 9raph 5pann1n9 a 5et 0f p01nt5 1n a d-d1men510na1 Euc11dean 
5pace and hav1n9 expected c05t w1th1n (1 + e) 0f 0pt1mum. F0r any c0n5tant d and e, 
0ur a190r1thm run5 1n expected t1me (9(n 109 n). 0ur  5cheme 15 a P7A5 f0r the pr061em 
1n R d f0r a11 d 5uch that 2 dc d2 p01y(n), f0r 50me a6501ute c0n5tant c. We can turn 
0ur rand0m12ed 5cheme 1nt0 a La5 Ve9a5 0ne w1th0ut affect1n9 1t5 a5ympt0t1c t1me 
c0mp1ex1ty. W1th a very 5119ht 1ncrea5e 0f the runn1n9 t1me (a c0n5tant fact0r pr0v1ded 
that d and e are c0n5tant) we can a150 06ta1n a determ1n15t1c (1 + e)-appr0x1mat10n. 0ur 
5cheme 15 519n1f1cant1y, 1.e., 6y a fact0r 0f at 1ea5t (109 n) °((1°9109 ~)9), fa5ter than that 
fr0m [6]. 

51nce a m1n1mum-c05t 61c0nnected 9raph 5pann1n9 a 5et 0f p01nt5 1n a metr1c 5pace 
15 a150 a m1n1mum-c05t tw0-ed9e c0nnected 9raph 5pann1n9 th15 5et, 0ur P7A5 y1e1d5 
a150 the c0rre5p0nd1n9 P7A5 f0r the Euc11dean m1n1mum-c05t tw0-ed9e c0nnect1v1ty. 

We extend the techn14ue5 deve10ped f0r the 61c0nnect1v1ty a190r1thm5 and pre5ent a 
fa5t rand0m12ed P7A5 f0r f1nd1n9 a m1n1mum c05t k-ed9e c0nnected mu1t19raph 5pan- 
n1n9 a 5et 0f p01nt5 1n a d-d1men510na1 Euc11dean 5pace. 7he runn1n9 t1me 0f 0ur La5 
Ve9a5 5cheme 15 (9(n 109n) + n 2  ~(~) f0r any c0n5tant d and e. 

We are a150 a61e t0 1mpr0ve up0n the k-ed9e c0nnect1v1ty re5u1t5 fr0m [6] 519n1f1- 
cant1y. 8y  5h0w1n9 a 10w-c05t tran5f0rmat10n 0f a k-ed9e c0nnected 9raph ma1nta1n1n9 
the k-ed9e c0nnect1v1ty and deve10p1n9 n0ve1 dec0mp051t10n pr0pert1e5, we der1ve a 
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P7A5 f0r Euc11dean m1n1mum-c05t/c-ed9e c0nnect1v1ty wh1ch f0r any c0n5tant d, e, 
and/c, run5 1n expected t1me n (109 n) °(1). 7he c0rre5p0nd1n9 5cheme 1n [6] re4u1re5 
n (109 n) Q((1°9109 ~)9) t1me when d 2 and f0r any c0n5tant e, /c. 

Furtherm0re, we pre5ent a 5er1e5 0fnew 5tructura1 re5u1t5 a60ut m1n1mum-c05t 61c0n- 
nected Euc11dean 5te1ner 9raph5, e.9., a dec0mp051t10n 0f a m1n1mum-c05t 61c0nnected 
5te1ner 9raph 1nt0 m1n1ma15te1ner tree5. We u5e the5e re5u1t5 t0 der1ve thef1r5t P7A5 f0r 
the m1n1mum-c05t 5te1ner 61c0nnect1v1ty and 5te1ner tw0-ed9e c0nnect1v1ty pr061em5. 
F0r any c0n5tant d and e, 0ur 5cheme run5 1n expected t1me (9(n 109 n). A5 a 6ypr0duct 
0f the af0rement10ned dec0mp051t10n, we a150 06ta1n the f1r5t kn0wn n0n-tr1v1a1 upper 
60und 0n the m1n1mum num6er 0f 5te1ner p01nt5 1n an 0pt1ma1 501ut10n t0 an n-p01nt 
1n5tance 0f Euc11dean m1n1mum-c05t 5te1ner 61c0nnect1v1ty, wh1ch 15 3n - 2. 

7echn14ue5. 7he 0n1y tw0 kn0wn P7A5 appr0ache5 t0 Euc11dean m1n1mum-c05t /c- 
vertex- (0r,/c-ed9e-) c0nnect1v1ty (5ee [5,6]) are 6a5ed 0n dec0mp051t10n5 0f/c-c0nnected 
Euc11dean 9raph5 c0m61ned w1th the 9enera1 framew0rk pr0p05ed recent1y 6y Ar0ra [3] 
f0r de519n1n9 P7A5 f0r Euc11dean ver510n5 0f 75R M1n1mum 5te1ner 7ree, M1n-C05t 
Perfect Match1n9,/c-75R etc. (F0r an0ther re1ated framew0rk f0r 9e0metr1c P7A5 5ee 
[19].) 1n c0ntra5t t0 a11 prev10u5 app11cat10n5 0f Ar0ra•5 framew0rk u51n9 5te1ner p01nt5 
1n the 50-ca11ed patch1n9 pr0cedure5 [3,5], a patch1n9 meth0d free 0f 5te1ner p01nt5 15 
91ven [6]. (5te1ner p01nt5 0fde9ree at 1ea5t three are d1ff1cu1t t0 rem0ve f0r/c-c0nnect1v1ty 
when/c •> 2.7h15 5h0u1d 6e c0mpared t0 the pr061em5 c0n51dered 6y Ar0ra [3] and Ra0 
and 5m1th [20] where the 0utput 9raph5 have very 51mp1e c0nnect1v1ty 5tructure.) 7h15 
d15a110wance 1n [6] make5 1t hard t0 pr0ve 5tr0n9 9106a1 5tructura1 pr0pert1e5 0f c105e 
appr0x1mat10n5 w1th re5pect t0 a 91ven 9e0metr1c part1t10n. 

5tructura1 the0rem5 1n Ar0ra•5 framew0rk typ1ca11y a55ert the ex15tence 0f a recur- 
51ve part1t10n 0f a 60x c0nta1n1n9 the n 1nput p01nt5 (pertur6ed t0 neare5t 9r1d p01nt5) 
1nt0 cu6e5 5uch that the 0pt1ma1 501ut10n can 6e c105e1y appr0x1mated 6y a 50 ca11ed 
(m, r)-119ht 501ut10n 1n wh1ch, f0r every cu6e, there are very few ed9e5 cr0551n9 1t5 
60undar1e5.7he 5tructura1 the0rem 1n [6] y1e1d5 0n1y weaker 5tructura1 pr0pert1e5 0f 
appr0x1mate 501ut10n5 ((m, r)-9rayne55 and (m, r)-61uene55) wh1ch 60und 501e1y the 
num6er 0f cr0551n95 6etween the cu6e 60undar1e5 and the ed9e5 hav1n9 exact1y 0ne end- 
p01nt w1th1n the cu6e. 7hat 60und 15 c0n5tant f0r ••5h0rt ed9e5•• (1.e., ed9e5 hav1n91en9th 
w1th1n a c0n5tant fact0r 0f the 51de-1en9th 0f the cu6e) and 1t 15 (9(109109 n) f0r ••10n9 
ed9e5•• (a55um1n9 that/c, d, and e are c0n5tant). Furtherm0re, m05t 0f the cr0551n95 are 
10cated 1n 0ne 0f 2 d pre5pec1f1ed p01nt5.7he weaker 5tructura1 pr0pert1e5 (e5pec1a11y the 
fact that there m19ht 6e a5 many a5 ~(109109 n) ed9e5 hav1n9 exact1y 0ne endp01nt 1n a 
cu6e 1n the part1t10n) 1ead t0 the h19h t1me c0mp1ex1ty 0f the ma1n dynam1c pr09ramm1n9 
pr0cedure 1n the P7A5 pre5ented 1n [6]. 

We take a n0ve1 appr0ach 1n 0rder t0 9uarantee 5tr0n9er 5tructura1 pr0pert1e5 0f 
appr0x1mate 501ut10n5 d15a110w1n9 5te1ner p01nt5.0ur appr0ach 15 part1y 1n5p1red 6y the 
recent u5e 0f 5panner5 t0 5peed-up P7A5 f0r Euc11dean ver510n5 0f 75P 6y Ra0 and 
5m1th [20]. 1n effect, f0r/c 2, we are a61e t0 pr0ve a 5u65tant1a11y 5tr0n9er 5tructura1 
pr0perty (r-10ca1-119htne55, 5ee 7he0rem 3.1) than that 1n [6]. 1t y1e1d5 a c0n5tant upper 
60und 0n the num6er 0f 10n9 ed9e5 w1th exact1y 0ne endp01nt 1n a cu6e 1n the part1t10n 
pr0v1ded that d and e are c0n5tant. 
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0ur  pr00f re11e5 0n a 5er1e5 0f tran5f0rmat10n5 0f a ( 1 + 6)-5panner f0r the 1nput p01nt 
5et, hav1n910w c05t and the 50 ca11ed 1501at10npr0perty [ 1 ], 1nt0 an r-10ca11y-119ht/c-ed9e 
c0nnected mu1t19raph 5pann1n9 the 1nput 5et and hav1n9 near1y 0pt1ma1 c05t. W1th0ut 
any 1ncrea5e 1n the c05t, 1n ca5e k 2, the af0rement10ned mu1t19raph 15 eff1c1ent1y 
tran5f0rmed 1nt0 a 61c0nnected 9raph 5pann1n9 the 1nput p01nt 5et. Furtherm0re, f0r 
the purp05e 0f dynam1c pr09ramm1n9, we 5ucceed t0 u5e a m0re eff1c1ent 5u69raph 
c0nnect1v1ty character12at10n 1n ca5e k 2 than that u5ed 1n [5,6]. 

8y  u51n9 mere1y the af0rement10ned 5panner tran5f0rmat10n5, we a150 06ta1n the fa5t 
rand0m12ed P7A5 f0r f1nd1n9 a m1n1mum-c05t/c-ed9e c0nnected mu1t19raph 5pann1n9 
a 5et 0f p01nt5 1n a mu1t1-d1men510na1 Euc11dean 5pace. 

1t 5eem5 un11ke1y that a c05t-eff1c1ent tran5f0rmat10n 0f a/c-ed9e c0nnected mu1t1- 
9raph 1nt0 a/c-ed9e c0nnected 9raph 0n the 5ame p01nt 5et ex15t5. F0r th15 rea50n, 1n ca5e 
0f/c-ed9e c0nnect1v1ty, we c0n51der an ar61trary/c-ed9e c0nnected 9raph 0n the 1nput 
p01nt 5et 1n5tead 0f a 5panner, and der1ve a 5er1e5 0f c05t-eff1c1ent tran5f0rmat10n5 0f 
the f0rmer 1nt0 an r-10ca11y-119ht/c-ed9e c0nnected 9raph 0n the 1nput 5et. 7he tran5f0r- 
mat10n5 y1e1d the fa5te5t kn0wn rand0m12ed P7A5 f0r Euc11dean m1n1mum-c05t/c-ed9e 
c0nnect1v1ty. 

0ur  1nve5t19at10n5 0f 5panner5 w1th the 1501at10n pr0perty, the exp11c1t u5e 0f mu1t1- 
9raph51n5tead 0f 9raph5, and the pr00f that near1y 0pt1ma1,10w c05t 5panner5 p055e551n9 
the 1501at10n pr0perty 1nduce r-10ca11y-119ht 5u6-mu1t19raph5 hav1n9 900d appr0x1ma- 
t10n pr0pert1e5 are the ma1n 50urce5 0f the eff1c1ency 0f the appr0x1mat10n 5cheme5 f0r 
Euc11dean m1n1mum-c05t c0nnect1v1ty pr061em5 (w1th0ut 5te1ner p01nt5) pre5ented 1n 
th15 paper. 

8y  extend1n9 the af0rement10ned techn14ue5 t0 1nc1ude 5te1ner p01nt5, der1v1n9 the 
dec0mp051t10n 0f a m1n1mum-c05t 61c0nnected 5te1ner 9raph 1nt0 m1n1ma15te1ner tree5, 
and u51n9 the 9enera112at10n 0f (1 + e)-5panner t0 1nc1ude 5te1ner p01nt5 ca11ed (1 + e)- 
6anyan5 1n [20,21], we 06ta1n the f1r5t P7A5 f0r m1n1mum-c05t 5te1ner 61c0nnect1v1ty 
and 5te1ner tw0-ed9e c0nnect1v1ty. 

0r9an12at10n 0f  the paper. 5ect10n 2 pr0v1de5 6a51c term1n0109y u5ed 1n 0ur appr0x1- 
mat10n 5cheme5.1n 5ect10n 3 we 0ut11ne 0ur new P7A5 f0r Euc11dean m1n1mum-c05t 
61c0nnect1v1ty. 5ect10n 4 5ketche5 the P7A5 f0r Euc11dean m1n1mum-c05t/c-ed9e c0n- 
nect1v1ty 1n mu1t19raph5.1n 5ect10n 5 we der1ve 0ur P7A5 f0r Euc11dean m1n1mum-c05t 
/c-ed9e c0nnect1v1ty 1n 9raph5.5ect10n 6 pre5ent5 the P7A5 f0r m1n1mum-c05t 5te1ner 
61c0nnect1v1ty and 5te1ner tw0-ed9e c0nnect1v1ty. Due t0 5pace 11m1tat10n5 m05t 0f 0ur 
techn1ca1 c1a1m5 and the1r pr00f5 are p05tp0ned t0 the fu11 ver510n 0f the paper. 

2 Def1n1t10n5 

We c0n51der 9e0metr1ca1 9raph5. A 9e0metr1ca1 (mu1t1-)9raph 0n a 5et 0f p01nt5 5 1n 
R d 15 a we19hted (mu1t1-)9raph wh05e 5et 0f vert1ce5 15 exact1y 5 and f0r wh1ch the 
c05t 0f an ed9e 15 the Euc11dean d15tance 6etween 1t5 endp01nt5.7he (t0ta1) c05t 0f the 
(mu1t1-)9raph 15 the 5um 0f the c05t5 0f 1t5 ed9e5. A (mu1t1-)9raph 6 0n 24 5pan5 24 1f 1t 
15 c0nnected (1.e., there 15 a path 1n 6 c0nnect1n9 any tw0 p01nt5 1n 5). A5 1n [3,5,6,20], 
we a110w ed9e5 t0 dev1ate fr0m 5tra19ht-11ne 5e9ment5 and 5pec1fy them a5 5tra19ht-11ne5 
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path5 (1.e., path5 c0n515t1n9 0f 5tra19ht-11ne 5e9ment5) c0nnect1n9 the endp01nt5.7h15 
re1axat10n ena61e5 the ed9e5 t0 pa55 thr0u9h 50me pre5pec1f1ed p01nt5 (ca11ed p0rta15) 
where they may 6e ••6ent.•• When a11 ed9e5 are 5tra19ht-11ne 5e9ment5, 6 15 ca11ed a 
5tra19ht-11ne 9raph. F0r a mu1t19raph 6 ,  the 9raph 1nduced 6y 6 15 the 9raph 06ta1ned 
6y reduc1n9 the mu1t1p11c1ty 0f each ed9e 0f 6 t0 0ne. 

We 5ha11 den0te the c05t 0f the m1n1mum 5pann1n9 tree 0n a p01nt 5et X 6y 9 (M57 (X) ). 
A t-5panner 0f a 5et 0f p01nt5 5 1n R d 15 a 5u69raph 0f the c0mp1ete 5tra19ht-11ne 9raph 
0n 5 5uch that f0r any tw0 p01nt5 x, y E 5 the 1en9th 0f the 5h0rte5t path fr0m x t0 y 1n 
the 5panner 15 at m05t t t1me5 the Euc11dean d15tance 6etween x and y [1]. 

1111111 [ 1 

8 ,  

F19.1. D155ect10n 0f a 60und1n9 cu6e 1n R 2 (1eft) and the c0rre5p0nd1n9 22-axy tree (r19ht). 1n 
the tree, the ch11dren 0f each n0de are 0rdered fr0m 1eft t0 r19ht: 70p/Left 54uare, 80tt0m/Left 
54uare, 80tt0m/R19ht 54uare, and 70p/R19ht 54uare. 

We h1erarch1ca11y part1t10n the 5pace a5 1n [3]. A 60und1n9 60x 0f a 5et 5 0f p01nt5 
1n R d 15 a 5ma11e5t d-d1men510na1 ax15-para11e1 cu6e c0nta1n1n9 the p01nt5 1n 5•. A (2 d- 
ary) d155ect10n [3] (5ee F19ure 1) 0f a 5et 0f p01nt5 1n a cu6e L d 1n R d 15 the recur51ve 
part1t10n1n9 0fthe cu6e 1nt0 5ma11er 5u6-cu6e5, ca11ed re910n5. Each re910n U d 0f v01ume 
> 1 15 recur51ve1y part1t10ned 1nt0 2 d re910n5 (U/2) d. A 2 < a r y  tree (f0r a 91ven 2<ary  
d155ect10n) 15 a tree wh05e r00t c0rre5p0nd5 t0 L d, and wh05e 0ther n0n-1eaf n0de5 
c0rre5p0nd t0 the re910n5 c0nta1n1n9 at 1ea5t tw0 p01nt5 fr0m the 1nput 5et (5ee F19ure 1). 
F0r a n0n-1eaf n0de v 0f the tree, the n0de5 c0rre5p0nd1n9 t0 the 2 d re910n5 part1t10n1n9 
the re910n c0rre5p0nd1n9 t0 v, are the ch11dren 0f v 1n the tree. 

F0r any d-vect0r a ( a1 , . . .  , ad), where a11 a~ are 1nte9er5 0 •< a~ •< L, the 
a-5h1fted d155ect10n [3,6] 0f a 5et X 0f p01nt5 1n the cu6e L d 1n R d 15 the d155ect10n 0f 
the 5et X* 1n the cu6e (2 L) d 1n R d 06ta1ned fr0m X 6y tran5f0rm1n9 each p01nt x E X 
t0 x + a. A rand0m 5h1fted d155ect10n 0f a 5et 0f p01nt5 X 1n a cu6e L d 1n R d 15 an 
a-5h1fted d155ect10n 0f X w1th a (a1, . . .  , ad) and the e1ement5 a 1 , . . .  , ad ch05en 
1ndependent1y and un1f0rm1y at rand0m fr0m {0, 1 , . . .  , L}. 

A cr0551n9 0f an ed9e w1th a re910n facet 0f 51de-1en9th W 1n a d155ect10n 15 ca11ed 
re1evant 1f 1t ha5 exact1y 0ne endp01nt 1n the re910n and 1t5 1en9th 15 at m05t 2 x/d W.  
A 9raph 15 r-9ray w1th re5pect t0 a 5h1fted d155ect10n 1f each facet 0f each re910n 1n the 
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d155ect10n ha5 at m05t r re1evant cr0551n95. A 9raph 15 r-10ca11y-119ht w1th re5pect t0 a 
5h1fted d155ect10n 1f f0r each re910n 1n the d155ect10n there are at m05t r ed9e5 hav1n9 
exact1y 0ne endp01nt 1n the re910n. A 9raph 15 r-119ht [3,20,6] w1th re5pect t0 a 5h1fted 
d155ect10n 1f f0r each re910n 1n the d155ect10n there are at m05t r ed9e5 cr0551n9 any 0J 
1t5f1tcet5. (1t 15 1mp0rtant t0 under5tand the d1fference 6etween the5e tw0 1atter n0t10n5.) 

An m-re9u1ar 5et 0fp0rta15 1n a (d - 1)-d1men510na1 re910n facet N d 1 15 an 
0rth090na1 1att1ce 0f rr~ p01nt5 1n the facet where the 5pac1n9 6etween the p0rta15 15 
(N + 1) • rr~ 1/(d 1) (cf. [3]). 1f a 9raph 15 r-10ca11y-119ht and f0r each facet 1n any 
re910n every ed9e cr055e5 thr0u9h 0ne 0f the rr~ p0rta15 1n the facet then the 9raph 15 
ca11ed (m, r)-10ca11y-119ht. 

3 A190r1thm f0r Euc11dean 81c0nnect1v1ty 

1n th15 5ect10n we 5ketch a rand0m12ed a190r1thm that f1nd5 a 61c0nnected 9raph 5pann1n9 
a 5et 5 0f n p01nt51n R d wh05e c05t 15 at m05t (1 + e) t1me5 0f the m1n1mum. We 5pec1fy 
here 0n1y a key 1emma and the 5tructura1 the0rem and defer the deta11ed de5cr1pt10n 0f 
the a190r1thm and 1t5 ana1y515 t0 the fu11 ver510n 0f the paper. 

0ur  a190r1thm 5tart5 6y f1nd1n9 a 5ma11e5t 60und1n9 60x f0r the 1nput p01nt 5et 5, 
re5ca11n9 the 1nput c00rd1nate5 50 the 60und1n9 60x 15 0f the f0rm [0, 0 ( n  x/d(1 + 
1/~))] d, and m0v1n9 the p01nt51n 5 t0 the c105e5t un1t 9r1d p01nt5. We 5ha11 term the per- 
tur6ed p01nt 5et a5 we11-r0unded (5ee a150 [3,6]). Next, the a190r1thm f1nd5 an appr0pr1ate 
( 1 + 0 (e))-5panner 0f the we11-r0unded p01nt 5et wh1ch ha5 the 50-ca11ed (~, c)-1501at10n 

pr0perty f0r appr0pr1ate parameter5 ~ and c [1]. 

Def1n1t10n 3.1. Let c, 0 < c < 1, 6e a c0n5tant and 1et ~ >• 1. A 9e0metr1ca1 9raph 6 
0n a 5et 0f)001nt5 1n R d 5at15f1e5 the (ec, c)-1501at10n pr0perty, 1f•f0r each ed9e e 0 f  6 0J 
1en9th 1, there 15 a cy11nder C 0f•1en9th and rad1u5 c 1 and w1th 1t5 ax15 1nc1uded 1n e 5uch 
that C 1nter5ect5 at m05t ec ed9e5 0 f  6 .  

1n the next 5tep, the a190r1thm ch005e5 a rand0m 5h1fted d155ect10n and 6u11d5 the 
c0rre5p0nd1n9 5h1fted 2d-ary tree f0r the pertur6ed 5. 

7he f0110w1n9 key 1emma y1e1d5 a 10w upper 60und 0n the num6er 0f cr0551n95 0f 
the 60undar1e5 0f a re910n 1n the d155ect10n 6y 10n9 ed9e5 0f the 5panner hav1n9 exact1y 
0ne endp01nt w1th1n the re910n. 

Lemma 3.1. Let 6 6e a 9e0metr1ca19raph 5pann1n9 a 5et 5 0f)001nt5 1n R d and 5at15Jj:- 
1n9 the (ec, c)-1501at10npr0perty, where 0 < c < 1 15 a c0n5tant. 7here ex15t5 a c0n5tant 
c 15uch thatf6r any re910n 1n a 5h1fted d155ect10n 0 f 5  the num6er 0fed9e5 0 f 6  0f•1en9th 
at 1ea5t c ~ x/d t1me5 the 51de-1en9th 0 f  the re910n that have prec15e1y 0ne endp01nt w1th1n 
the re910n 15 ec. (d/~) °(d). 

C0m61n1n9 th15 1emma, w1th 5evera1 1emma5 that de5cr16e 9raph tran5f0rmat10n5 
reduc1n9 the num6er 0f cr0551n95 0f the 60undar1e5 0f a re910n 1n the d155ect10n 6y 5h0rt 
ed9e5, we 06ta1n the f0110w1n9 5tructura1 the0rem. 

7he0rem 3.1. Let ~, A 6e any p051t1ve rea15 and 1et 1c 6e any p051t1ve 1nte9er. Next, 1et 
6e a (1 + ~ )-5panner f0r  a we11-r0unded 5et 5 0f)001nt5 1n R d that 5at1~f1e5 the ( ec, c)- 

1501at10n pr0perty w1th c0n5tant c, 0 < c < 1, ec (d/~) °(d), and ha5 n • (d/~) °(d) 
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ed9e5 wh05e t0ta1 c05t e4ua15 L6.  Ch005e a 5h1fted d155ect10n un1J0rm1y at rand0m. 
7hen 0ne can m0d1fy ~ t0 a 9raph 6 5pann1n9 5 5uch that 

- 6 15 r-10ca11y-119ht w1th re5pect t0 the 5h1fted d155ect10n ch05en, where r 2 d+1 • 
d.  h 2 + d. (0 (A .  d3/2)) d + (d/~) °(d), and 

- there ex15t5 a h-ed9e c0nnected mu1t19raph H wh1ch 15 a 5pann1n9 5u69raph 0 f 6  
w1th p055161e para11e1 ed9e5 (0f•mu1t1p11c1ty at m05t h), wh05e expected (0ver the 
ch01ce 0 f  the 5h1fted d155ect10n) c05t 15 at m05t (1 + e + ~,.e(M57) J~ t1me5 c05t 0f  the 
m1n1mum-c05t 0f•h-ed9e c0nnected mu1t19raph 5pann1n9 5. 

Furtherm0re, th15 m0d1f1cat10n can 6e perf6rmed 1n t1me 0 (  d. L . 109 L) + n .  2 d°(d) + 
n . (d/~) °(d), where L 15 the 51de-1en9th 0 f  the 5ma11e5t 60und1n9 60x c0nta1n1n9 5. 

Further, 0ur a190r1thm m0d1f1e5 the 5panner acc0rd1n9 t0 7he0rem 3.1 pr0duc1n9 
an r-10ca11y-119ht 9raph 6 where r 15 c0n5tant f0r c0n5tant e and d. 1n the c0n5ecut1ve 
5tep, the a190r1thm run5 a dynam1c pr09ramm1n9 5u6r0ut1ne f0r f1nd1n9 a m1n1mum-c05t 
tw0-ed9e c0nnected mu1t19raph f0r wh1ch the 1nduced 9raph 15 a 5u69raph 0f 6 (n0te 
that 6y 7he0rem 3.1 the mu1t19raph ha5 expected c05t very c105e t0 that 0f the m1n1mum- 
c05t 0f a/c-ed9e c0nnected mu1t19raph 5pann1n9 the pertur6ed 5). 7he eff1c1ency 0f the 
5u6r0ut1ne re11e5 0n a new, f0re5t-11ke character12at10n 0f the 50 ca11ed c0nnect1v1ty type 
0f a mu1t19raph w1th1n a re910n 0f the d155ect10n. 1t 15 5u65tant1a11y m0re c0nc15e than 
the c0rre5p0nd1n9 0ne u5ed 1n [5,6]. Next, the a190r1thm tran5f0rm5 the mu1t19raph t0 
a 61c0nnected (5tra19ht-11ne) 9raph w1th0ut any 1ncrea5e 1n c05t. F1na11y, 1t m0d1f1e5 the 
61c0nnected 9raph t0 a 61c0nnected 9raph 0n the 1nput 5et 6y re-pertur61n9 1t5 vert1ce5. 

7he0rem 3.2. 7he a190r1thm f1nd5 a 61c0nnected 9raph 5pann1n9 the 1nput 5et 0 f  n 
p01nt5 1n R d and hav1n9 expected c05t w1th1n (1 + e)f~0m the 0pt1mum. 7he runn1n9 
t1me 0 f  the a190r1thm 15 0 ( n  • d 3/2 • ~ 1. 109(nd/~) ) + n . 2 (d/~)°(d2). 1n part1cu1ar, 
when d and ~ are c0n5tant, then the runn1n9 t1me 15 0 ( n  109 n). F0r a c0n5tant d and 
ar61trary 5 1 > 1 the runn1n9 t1me 15 0 ( n  5 109(n 5) + n 2 ~°(1) ). 7he a190r1thm can 
6e turned 1nt0 a La5 Ve9a5 0ne w1th0ut affect1n9 the 5tated a5ympt0t1c t1me 60und5. 

A1th0u9h we have u5ed many 1dea5 fr0m [6] 1n the de519n 0f 0ur a190r1thm, we have 
ch05en the meth0d 0f p1ck1n9 a rand0m 5h1fted d155ect10n 91ven 1n [3,20,21 ]. 7heref0re 
we can app1y a1m05t the 5ame ar9ument5 a5 th05e u5ed 6y Ra0 and 5m1th [21,5ect10n5 2.2 
and 2.3] t0 derand0m12e 0ur a190r1thm at 5ma11 1ncrea5e 0f the c05t 

7he0rem 3.3. F0r every p051t1ve ~ there ex15t5 a determ1n15t1c a190r1thm runn1n9 1n 
t1me n ( d/~ ) °(1) 109n + n2  (d/~)°(d% that f6r every 5et 0 f  n p01nt5 1n R d pr0duce5 a 
61c0nnected 9raph 5pann1n9 thep01nt5 and hav1n9 the c05t w1th1n (1 + ~ ) 0 f  the m1n1mum. 
1n part1cu1ar, when d and ~ are c0n5tant, the runn1n9 t1me 15 0 ( n  109 n). F0r a c0n5tant 
dandar61trary5 • > 1 therunn1n9t1me150(n5 °(1) 109n +n2~°(1)).  

4 Euc11dean k-Ed9e C0nnect1v1ty 1n Mu1t19raph5 

We can extend the techn14ue5 deve10ped 1n the prev10u5 5ect10n5 t0 the pr061em 0f f1nd1n9 
a 10w-c05t k-ed9e c0nnected mu1t19raph 5pann1n9 a 5et 0fp01nt51n R d f0r k •> 2.70 6e91n 
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w1th, we f0110w the P7A5 fr0m 5ect10n 3 up and 1nc1u51ve the 5panner-m0d1f1cat10n 5tep, 
0n1y chan91n9 50me parameter5.7he re5u1t1n9 9raph 6 15 r-10ca11y-119ht 9raph f0r r 
h d. (d/~) Q(d~) . 8y  7he0rem 3.1, there ex15t5 a/c-ed9e c0nnected mu1t19raph H 5uch that 
the 1nduced 9raph 15 a 5u69raph 0f 6 and the expected c05t 0f H 15 at m05t (1 + ~) t1me5 
1ar9er than the m1n1mum-c05t/c-ed9e c0nnected mu1t19raph 5pann1n9 5. A5 wa5 the ca5e 
f0r the P7A5 fr0m 5ect10n 3, we can app1y dynam1c pr09ramm1n9 t0 f1nd a m1n1mum- 
c05t/c-ed9e c0nnected mu1t19raph H* f0r wh1ch the 1nduced 9raph 15 a 5u69raph 0f 6 .  
7h15 t1me we u5e a m0re 9enera1 (6ut 1e55 eff1c1ent) c0nnect1v1ty character12at10n fr0m 
[5] y1e1d1n9 2 Q~)  d1fferent c0nnect1v1ty type5.1n effect, the dynam1c pr09ramm1n9 15 
m0re expen51ve, and the t0ta1 runn1n9 t1me 15 n.  2 Q~) .  N0w, 1t 15 5uff1c1ent t0 re-pertur6 
the vert1ce5 0f the mu1t19raph H* (c0rre5p0nd1n91y t0 the 1a5t 5tep 0f the P7A5 fr0m 
5ect10n 3) 1n 0rder t0 06ta1n the f0110w1n9 the0rem. 

7he0rem 4.1. Let k 6e an ar61trary p051t1ve 1nte9er. 7here ex15t5 an a190r1thm that 
f1nd5 a k-ed9e c0nnected mu1t19raph 5pann1n9 the 1nput 5et 0 f  n p01nt51n ]R d and hav1n9 
expected c05t w1th1n (1 + e) f•0m the 0pt1mum. 7he runn1n9 t1me 0 f  the a190r1thm 15 
(9(n • d 3/2 • ~ 1 . 109(nd/~))  + n • 2 Q((~<(d/~)~(d2))~). 1n part1cu1ar, when d and 
are c0n5tant, then the runn1n9 t1me 15 (9(n 109 n) + n 2 ~(~) . F0r a c0n5tant d and an 
ar61trary 5 1 > 1 the runn1n9 t1me 15 (9(n 5 109(n 5)) + n 2 (~ ~)~(~ ~). 7he a190r1thm 
can 6e turned 1nt0 a La5 Ve9a5 0ne w1th0ut affect1n9 the 5tated a5ympt0t1c t1me 60und5. 

Reca11 the u5e 0f 5te1ner p01nt5 1n the f1r5t attempt 0f der1v1n9 P7A5 f0r the Eu- 
c11dean m1n1mum-c05t/c-c0nnect1v1ty 1n [5] 6y a110w1n9 them 501e1y 0n the appr0x1ma- 
t10n 51de. A5 a 6ypr0duct, we can 5u65tant1a11y 5u65ume the re5u1t5 0n m1n1mum-c05t 
/c-c0nnect1v1ty fr0m [5] 1n the c0mp1ex1ty a5pect 6y u51n9 7he0rem 4.1. 

5 Euc11dean h-Ed9e C0nnect1v1ty 1n 6raph5 

0ur  5panner appr0ach t0 61c0nnect1v1ty re11e5 0n an eff1c1ent tran5f0rmat10n 0f a tw0- 
ed9e c0nnected mu1t19raph 1nt0 a 61c0nnected 9raph 0n the 5ame p01nt 5et w1th0ut 
any c05t 1ncrea5e. Unf0rtunate1y, 1t 5eem5 that f0r k > 2 there 15 n0 any 51m11ar c05t- 
eff1c1ent tran5f0rmat10n 6etween k-ed9e c0nnected mu1t19raph5 and k-vertex- 0r k-ed9e 
c0nnected 9raph5. We 5h0w 1n th15 5ect10n that an ar61trary (1n part1cu1ar, m1n1mum- 
c05t) k-ed9e c0nnected 9raph 5pann1n9 a we11-r0unded p01nt 5et adm1t5 a 5er1e5 0f 
tran5f0rmat10n5 re5u1t1n9 1n an r-10ca11y-119ht k-ed9e c0nnected 9raph 0n th15 5et w1th a 
5ma111ncrea5e 1n c05t. 8y  50me further 5ma11 c05t 1ncrea5e, we can make the 1atter 9raph 
(rn, r)-10ca11y-119ht 1n 0rder t0 fac111tate eff1c1ent dynam1c pr09ramm1n9. 

7he f0110w1n9 1emma p1ay5 a cruc1a1 r01e 1n 0ur ana1y515. 1ntu1t1ve1y, 1t a1m5 at 
pr0v1d1n9 a 51m11ar tran5f0rmat10n 0f the 1nput 9raph a5 that pre5ented 1n Lemma 3.1. 
7he ma1n d1ff1cu1ty here 15 1n the fact that the 1nput 9raph may 6e ar61trary (wh11e 1n 
Lemma 3.1 we have ana1y2ed 9raph5 hav1n9 the 1501at10n pr0perty). 

Lemma 5.1. Let 6 6e a 5pann1n9 9raph 0 f  a we11-r0unded p01nt 5et 24 1n R d. F0r any 
5h1fted d155ect10n 0f•5, 6 can 6e tran5J6rmed 1nt0 a 9raph 61 5at15Jj~1n9 the f6110w1n9 
three c0nd1t10n5: 

- 1J~6 ~ 15 d1fferentf1~0m 6 then the t0ta1 c05t 0f~6 ~ 15 5ma11er than that 0f•6, 
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- f6ranyre910n0f512eW1nthed155ect10ntherearep051t1verea15x1, 1 1 , . . .  , 2 Q(d), 
9reater than 4,~1 W 5uch that the num6er 0f  ed9e5 hav1n9 the1r5 1en9th5 0ut51de 
any 0J the 1nterva15 [:c~, 2 :c~ ), and each hav1n9 prec15e1y 0ne en•01nt w1th1n the 
re910n 15 2 °(d), 

- 1 f6  15 k-ed9e c0nnected then 50 15 61. 

Lemma 5.1 9uarantee5 that 1n the 9raph re5u1t1n9 fr0m the tran5f0rmat10n pr0v1ded 
1n the 1emma n0 re910n 1n the d155ect10n 15 cr055ed 6y t00 many 10n9 ed9e5 hav1n9 the1r 
1en9th 0ut51de f1n1te num6er 0f 1nterva15 0f the f0rm [x, 2x), x > 4 ~ W and 0ne p01nt 
1n51de the re910n. 7he f0110w1n9 1emma reduce5 the num6er 0f the rema1n1n9 ed9e5. 

Lemma 5.2. Let 6 6e an r-9ray 5pann1n9 9raph 0f  a we11-r0unded 5et 5; 0f7)01nt5 1n 
R d. Let Q 6e a re910n 0f•512e W 1n the d155ect10n 0f•5, and 1et x1, 1 1, . . .  , 2 Q(d), 
6e p051t1ve rea15 9reater than 4 ,~1W. 1f there are £ ed9e5 hav1n9 the1r 1en9th5 0ut51de 
the 1nterva15 [0, 2 x/d W], [x1, 2 x1), 1 1 , . . .  , 2 Q(d), and 5uch that each ha5prec15e1y 
0ne endp01nt 1n Q, then there are at m05t £ + r 2 Q(d) ed9e5 cr0551n9 the fhcet5 0f  Q and 
hav1n9 0ne endp01nt 1n Q. 

8y  the5e tw0 1emma5, we 06ta1n 0ur 5tructure the0rem f0r/c-ed9e c0nnect1v1ty. 

7he0rem 5.1. Let ~ > 0, and 1et 5 6e a we11-r0unded 5et 0f  np01nt51n R d. A m1n1mum- 
c05t k-ed9e c0nnected 9raph 5pann1n9 5; can 6e tran5J6rmed t0 a k-ed9e c0nnected 
9raph H 5pann1n9 5; 5uch that 

- H 15 (m, r)-10ca11y-119ht w1th re5pect t0 the 5h1fted d155ect10n, where m (0(~ 1. 
, /~.  109 ~))d 1 and r (0(h2. d3/2 /~))d, and 

- the expected (0ver the ch01ce 0fthe 5h1fted d155ect10n) c05t 0 f H  15 at m05t (1 + e) 
t1me5 1ar9er than that 0f  the m1n1mum-c05t 9raph. 

7he c0ncept 0f (m, r)-10ca1-119htne5515 a very 51mp1e ca5e 0f that 0f (m, r)-61uene55 
u5ed 1n [6]. 7heref0re, we can u5e a 51mp11f1ed ver510n 0f the dynam1c pr09ramm1n9 
meth0d 0f [6] 1nv01v1n9 the h-c0nnect1v1ty character12at10n fr0m [5] 1n 0rder t0 f1nd an 
(m, r)-10ca11y-119ht/c-ed9e c0nnected 9raph 0n a we11-r0unded p01nt 5et 5at15fy1n9 the 
re4u1rement5 0f 7he0rem 5.1.7h15 y1e1d5 a 5u65tant1a11y fa5ter P7A5 f0r the Euc11dean 
m1n1mum-c05t/c-ed9e c0nnect1v1ty than that pre5ented 1n [6]. 

7he0rem 5.2. Let k 6e an ar61trary p051t1ve 1nte9er and 1et ~ > 0. 7here ex15t5 a ran- 
d0m12ed a190r1thm thatf1nd5 a k-ed9e c0nnected 9raph 5pann1n9 the 1nput 5et 0f  np01nt5 
1n R d and hav1n9 expected c05t w1th1n (1 + ~) f1vm the 0pt1mum. 7he expected runn1n9 
t1me 0J the a190r1thm 15 n • (109 n) (Q(~2d3/2 /~))d . 2Q(((~2 d3/~ /~)d)~). 1n part1cu1ar, 
when k, d, and ~ are c0n5tant, then the runn1n9 t1me 15 n (109 n) Q(1). 

6 Euc11dean 5te1ner 81c0nnect1v1ty 

1n th15 5ect10n we pr0v1de the f1r5t P7A5 f0r Euc11dean m1n1mum-c05t 5te1ner 61c0nnec- 
t1v1ty and Euc11dean m1n1mum-c05t tw0-ed9e c0nnect1v1ty. F0r any c0n5tant d1men510n 
and ~, 0ur 5cheme run5 1n t1me 0 ( n  109 n). 0ur  pr00f re11e5 0n a dec0mp051t10n 0f a 
m1n1mum-c05t 61c0nnected 5te1ner 9raph 1nt0 m1n1ma1 5te1ner tree5 and the u5e 0f the 
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50 ca11ed (1 + ~)-6anyan5 1ntr0duced 6y Ra0 and 5m1th [20,21]. A5 a 6ypr0duct 0f 
the dec0mp051t10n, we der1ve the f1r5t kn0wn n0n-tr1v1a1 upper 60und 0n the m1n1mum 
num6er 0f 5te1ner p01nt5 1n an 0pt1ma1 501ut10n t0 an n-p01nt 1n5tance 0f Euc11dean 
m1n1mum-c05t 5te1ner 61c0nnect1v1ty wh1ch 15 3n - 2. 

51nce f0r any 5et 0f p01nt5 X 1n R d the m1n1mum-c05t 0f a 61c0nnected 9raph 
5pann1n9 X 15 the 5ame a5 the m1n1mum-c05t 0f a tw0-ed9e c0nnected 9raph 5pann1n9 
X,  1n the rema1n1n9 part 0f th15 5ect10n we 5ha11 f0cu5 0n1y 0n the Euc11dean m1n1mum- 
c05t 5te1ner 61c0nnect1v1ty pr061em. 8y  a 5er1e5 0f techn1ca1 1emma5, we 06ta1n the 
f0110w1n9 character12at10n 0f any 0pt1ma1 9raph 501ut10n t0 the Euc11dean m1n1mum- 
c05t 5te1ner 61c0nnect1v1ty pr061em. 

7he0rem 6.1. Let 6 6e a m1n1mum-c05t Euc11dean 5te1ner 61c0nnected 9raph 5pann1n9 
a 5et 5 0 f n  >• 4p01nt5 1n R d. 7hen 6 5at15f1e5 thef0110w1n9 c0nd1t10n5: 
(1) Each vertex 0 f  6 (1nc1u51ve 5te1ner p01nt~9 15 0 f  de9ree e1ther tw0 0r three. 

(10 8y 5p11tt1n9 each vertex v 0f  6 c0rre5p0nd1n9 t0 an 1nputp01nt 1nt0 de9(v) 1ndepen- 
dent endp01nt5 0 f  the ed9e5, 9raph 6 can 6e dec0mp05ed 1nt0 a num6er 0f•m1n1ma1 
5te1ner tree5. 

(110 6 ha5 at m05t 3n - 2 5te1ner p01nt5. 

6.1 P7A5 

0ur  5panner-6a5ed meth0d f0r Euc11dean m1n1mum-c05t 61c0nnect1v1ty cann0t 6e ex- 
tended d1rect1y t01nc1ude Euc11dean m1n1mum-c05t 5te1ner 61c0nnect1v1ty 51nce 5panner5 
d0 n0t 1nc1ude 5te1ner p01nt5. Neverthe1e55, the dec0mp051t10n 0f an 0pt1ma1 5te1ner 50- 
1ut10n 1nt0 m1n1mum 5te1ner tree5 91ven 1n 7he0rem 6.1 0pen5 the p05516111ty 0f u51n9 
the af0rement10ned 6anyan5 t0 a110w 5te1ner p01nt5 f0r the purp05e 0f appr0x1mat1n9 
the Euc11dean m1n1mum 5te1ner tree pr061em 1n [20]. 

Def1n1t10n 6.1. [20] A (1 + ~)-6anyan 0f  a 5et 5 0 f  p01nt5 1n R d 15 a 9e0metr1ca1 
9raph 0n a 5uper5et 0 f  5 (1.e., 5te1ner p01nt5 are a110wed) 5uch that f0r any 5u65et U 
0f•5, the c05t 0 f  the 5h0rte5t c0nnected 5u69raph 0 f  the 6anyan wh1ch 1nc1ude5 U, 15 at 
m05t (1 + e) t1me5 1ar9er than the m1n1mum 5te1ner tree 0fU. 

Ra0 and 5m1th have pr0ved the f0110w1n9 u5efu1 re5u1t 0n 6anyan5 1n [20]. 

Lemma 6.1. Let 0 < ~ < 1. 0ne can c0n5truct a (1 + ~)-6anyan 0 f  an n-p01nt 5et 1n 
R d wh1ch u5e5 0n1y d c9(d2) (d/~) Q(d) n 5te1nerp01nt5 and ha5 c05t w1th1n af1tct0r 0J 
dc9( d ~) ~ c9( d) 0 f  the m1n1mum 5te1ner tree 0 f  the 5et. 7he runn1n9 t1me 0 f  the c0n5truct10n 
15 d Q(d~) (d/~) Q(d) n + 0 ( d n  109 n). 

8y  c0m61n1n9 the def1n1t10n 0f (1 + c)-6anyan w1th 7he0rem 6.1 (2) and Lemma 6.1, 
we 9et the f0110w1n9 1emma. 

Lemma 6.2. F0r a f1n1te p01nt 5et 24 1n R d 1et ~3 6e a (1 + ~/4)-6anyan c0n5tructed 
acc0rd1n9 t0 Lemma 6.1. Let ~3~ 6e the mu1t19raph 06ta1ned f1vm ~3 6y d0u611n9 1t5 
ed9e5. 7here 15 a tw0-ed9e c0nnected 5u6-mu1t19raph 0f~3~ wh1ch 1nc1ude5 5 and wh05e 
c05t 15 w1th1n (1 + e/4) 0f  the m1n1mum c05t 0 f  tw0-ed9e c0nnected mu1t19raph 0n any 
5uper5et 0 f  5. 
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Let ~3~ 6e the mu1t19raph re5u1t1n9 fr0m 5ca11n9 and pertur61n9 a11 the vert1ce5 (1.e., 
a150 the 5te1ner p01nt5) 0f the mu1t19raph ~3~r~ 5pec1f1ed 1n Lemma 6.2 acc0rd1n9 t0 the 
f1r5t 5tep 1n 5ect10n 3 .7he  vert1ce5 0f ~3~ are 0n a un1t 9r1d [0, L] d and, 6y ar9u1n9 
ana1090u51y a5 1n 5ect10n 3, a m1n1mum-c05t tw0-ed9e c0nnected 5u6-mu1t19raph 0f 
~3~ that 1nc1ude5 5 15 w1th1n (1 + c/4) 0f a m1n1mum-c05t tw0-ed9e c0nnected 5u6- 
mu1t19raph 0f ~3~r~ that 1nc1ude5 5. 

7he patch1n9 meth0d 0f [5] app11ed t0 ~3~ y1e1d5 the f0110w1n9 5tructure the0rem. 

7he0rem 6.2. Ch005e a 5h1fted d155ect10n 0J the 5et 0J vert1ce5 0J the 6anyan ~3 at 
rand0m. 7hen ~3~ can 6e m0d1f1ed t0 a mu1t19raph ~3~ 5uch that." 

- ~3~ 15 f119ht w1th re5pect t0 the 5h1fted d155ect10n, where r (0(,/~1/c))d 1 
- the 5et 0f•vert1ce5 0f~3~ 1nc1ude5 that 0f~3~ and 50me add1t10na1 vert1ce5 p1aced 

at the cr0551n95 6etween the ed9e5 0f~3~ and the 60undar1e5 0f  the re910n5 1n the 
5h1fted d155ect10n, 

- thereex15t5atw0-ed9ec0nnected5u6-mu1t19raph0f~ 1nc1ud1n95wh05eexpected 
c05t 15 w1th1n (1 + c/4) 0f the m1n1mum-c05t 0f  tw0-ed9e c0nnected 5u6-mu1t19raph 
0f~3~ that 1nc1ude5 5. 

70 f1nd 5uch a 5u69raph 0f ~3~ eff1c1ent1y we app1y a 51mp11f1cat10n 0f the dynam1c 
pr09ramm1n9 meth0d u5ed 6y the P7A5 fr0m 5ect10n 3 t0 the 5et 0f vert1ce5 0f ~3~ 
(1t w0u1d 6e even 51mp1er t0 u5e a m0d1f1cat10n 0f the dynam1c pr09ramm1n9 appr0ach 
fr0m [5]). 1n effect we can f1nd ~3~ 1n expected t1me 0 ( n  109n) f0r c0n5tant c and d. 
8y  c0m61n1n9 th15 w1th Lemma 6.2, 7he0rem 6.2, and the eff1c1ent tran5f0rmat10n 0f 
tw0-ed9e c0nnected mu1t19raph5 1nt0 61c0nnected 9raph5, we 06ta1n the ma1n re5u1t 1n 
th15 5ect10n. 

7he0rem 6.3. 7here ex15t5 an appr0x1mat10n a190r1thm f6r the m1n1mum-c05t 5te1ner 
61c0nnect1v1ty (and tw0-ed9e c0nnect1v1ty) wh1ch f6r any c > 0 return5 a Euc11dean 
5te1ner 61c0nnected (0r tw0-ed9e c0nnected) 9raph 5pann1n9 the 1nput 5et 0f  n p01nt5 1n 
R d and hav1n9 expected c05t w1th1n (1 + c)f1vm the 0pt1mum. 7he runn1n9 t1me 0fthe 
a190r1thm 15 0 ( n  d 3/2 c 1 109(n d/e) ) + d Q(d2) (d/c) Q(d) n + n 2 (Cd/C)d (~(~/~))d 1. 
1n part1cu1ar, when d and c are c0n5tant, then the runn1n9 t1me 15 0 ( n  109n). 7he 
a190r1thm can 6e turned 1nt0 a La5 Ve9a5 0ne w1th0ut af]ect1n9 a5ympt0t1c t1me 60und5. 
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Abstract. Given as input an edge-weighted graph, we analyze two al-
gorithms for finding subgraphs with low total edge weight. The first al-
gorithm finds a separator subgraph with a small number of components,
and is analyzed for graphs with an arbitrary excluded minor. The second
algorithm finds a spanner with small stretch factor, and is analyzed for
graphs in a hereditary family G(k). These results imply (i) a QPTAS
(quasi-polynomial time approximation scheme) for the TSP (traveling
salesperson problem) in unweighted graphs with an excluded minor, and
(ii) a QPTAS for the TSP in weighted graphs with bounded genus.

Keywords: graph minor, genus, separator, spanner, TSP, approxima-
tion scheme.

1 Introduction

In the traveling salesperson problem (TSP) we are given n sites and their distance
matrix, and our goal is to find a simple closed tour of the sites with minimum
total distance. The TSP has driven both practical and theoretical algorithm re-
search for several decades [9]. Most variants are NP-hard, and therefore much
attention is given to approximate solutions for metric TSP, where the distance
matrix is a metric (nonnegative, symmetric, and satisfying the triangle inequal-
ity). An algorithm of Christofides [6] finds a metric TSP solution with cost
at most 3/2 times optimal. We would prefer a polynomial time approximation
scheme (PTAS); that is, for each ε > 0, we would like a polynomial time algo-
rithm which produces a solution with cost at most 1+ε times optimal. However,
metric TSP is MAXSNP-hard even when all distances are one or two [12], and
so there is some positive ε0 such that finding a 1+ε0 approximation is NP-hard.
Indeed, the 3/2 guarantee of Christofides has not been improved (although in
practice, other heuristics are much better).

However, there has been recent progress in certain restricted metric spaces.
In [8] we found a PTAS for the TSP on the nodes of an unweighted planar
graph, where the metric is given by shortest path lengths in the graph. We
later generalized [4] this to allow distances defined by non-negative edge costs.
? Supported by NSF Grant number CCR-9820931.
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Arora [3] (also Mitchell [11]) gave a PTAS for the TSP and related problems
for points in a Euclidean space of fixed dimension. Roughly speaking, all of
these results depend on the ability to find inexpensive and “well-connected”
separators.

In this paper we extend the methods of [4] from planar graphs to larger
graph families. This leads us to a general notion of well-connected separator
that may have other algorithmic applications. We present two subgraph finding
algorithms; in both algorithms the goal is a light subgraph, meaning that it
has low total edge weight. In Section 3 we give an algorithm finding a light
separator subgraph with few connected components, in graphs from any family
with a nontrivial excluded minor. In Section 4 we give an algorithm finding a
light spanner with low stretch factor, in graphs from a family G(k), to be defined.
This family includes graphs of bounded genus.

Finally, in Section 5 we sketch a QPTAS (quasi-polynomial time approxi-
mation scheme) for metric TSP in two situations. First, for the shortest path
metric in an unweighted graph from a family with an excluded minor. Second,
for the shortest path metric in an edge-weighted graph from family G(k), for any
fixed k. Both schemes run in time nO(log log n).

2 Preliminaries

All graphs in this paper are undirected and simple. A graph G = (V, E) is edge-
weighted if it has a non-negative weight (or length) `(e) on each edge e ∈ E; it
is vertex-weighted if it has a non-negative weight w(v) on each vertex v ∈ V . A
subgraph H of G inherits these weights on its edges and vertices. The total edge
weight and vertex weight in H are denoted by `(H) and w(H), respectively. The
number of connected components in H is denoted #(H).

When G is edge-weighted, dG(u, v) denotes the minimum length `(P ) of a
path P connecting endpoints u and v. This is zero when u = v, and +∞ when
u and v are disconnected. G′ = (V, E′) is a spanning subgraph if it spans each
component of G. Clearly dG(u, v) ≤ dG′(u, v); the stretch factor sf(G′, G) is the
minimum s such that dG′(u, v) ≤ s · dG(u, v) for all u, v ∈ V (it suffices to
consider only edge pairs {u, v} ∈ E). When sf(G′, G) ≤ s, we say that G′ is an
s-spanner in G.

Given a graph G, a minor of G is a graph resulting from some sequence of edge
deletion, vertex deletion, or edge contraction operations (denoted G− e, G− v,
and G/e respectively). Since we only consider simple graphs, we discard self-
loops and parallel edges. We say G has an H-minor (denoted H < G) if G has a
minor isomorphic to H. A hereditary graph property is a class P of graphs closed
under isomorphism, such that whenever G is in P, so are its minors. In a series
of papers, Robertson and Seymour show that every hereditary graph property
is characterized by a finite set of forbidden minors (see [7] for an overview).
The prime example is Kuratowski’s characterization of planar graphs by the
forbidden minors {K5, K3,3}.
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For a subset X of vertices in G, an X-flap is the vertex set of a connected
component of G−X. Given a vertex-weighted graph G, a separator is a subgraph
S such that every V (S)-flap has weight at most w(G)/2. Note that separators
are usually defined as just a vertex set, but in this paper we are interested in a
tradeoff between `(S) and #(S).

Let V (G)≤k denote the collection of sets of at most k vertices in G. A haven
of order k is a function β assigning an X-flap to each X ∈ V (G)≤k, such that
β(Y ) ⊆ β(X) whenever X ⊆ Y ∈ V (G)≤k. Given a vertex-weighted graph G
and a non-separator vertex subset X, let βw(X) denote the unique X-flap with
weight exceeding w(G)/2. If X is a separator, let βw(X) = ∅. Note that if G has
no separator of size k, then βw (restricted to V (G)≤k) is a haven of order k.

3 A Well-Connected Separator

Alon, Seymour, and Thomas [1] give a polynomial time algorithm to find a
separator in a graph with an excluded minor. Specifically, given as input a vertex-
weighted graph G and a graph H, their algorithm either finds an H-minor in
G, or it finds a separator in G with at most h3/2n1/2 vertices, where h is the
number of vertices in H. In particular, if we fix a non-trivial hereditary graph
property P and only consider inputs G ∈ P, then this algorithm finds separators
of size O(n1/2); this generalizes the planar separator theorem [10].

They (and we) only consider the case H = Kh, since a Kh-minor implies an
H-minor. A covey is a forest C in G such that each pair of component trees is
connected by an edge of G. A covey with #(C) = h witnesses a Kh-minor.

In our application, G is also edge-weighted. We modify their algorithm to
allow a trade-off between the total edge weight of the separator and the number
of its connected components. We claim the following:

Theorem 1. There is a polynomial time algorithm taking as input a vertex-
weighted edge-weighted graph G, a positive integer h, and a positive real ε ≤ 1,
and which produces as output either:
(a) a Kh-minor in G, or
(b) a separator S of G such that `(S) ≤ ε h `(G) and #(S) ≤ h2/ε.

We use much of their algorithm unchanged, so in this abstract we simply describe
and analyze our changes. Our basic subroutine is the following slight modification
of [1, Lemma 2.1]:

Lemma 2. Let G be an edge-weighted graph with m edges, let A1, . . . , Ak be
subsets of V (G), and let ε be a positive real number. There is a polynomial time
algorithm which returns either:
(i) a tree T in G such that `(T ) ≤ ε `(G) and V (T )∩Ai 6= ∅ for i = 1, . . . , k; or
(ii) a set Z ⊆ V (G) such that |Z| ≤ (k − 1)/ε and no Z-flap intersects all of
A1, . . . , Ak.

The proof of this lemma is essentially the same, except that we use a shortest
paths tree rather than breadth first search. The rest of the proof is omitted.
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The algorithm is iterative. After t steps of the algorithm, we have a sub-
graph Xt and a covey Ct; initially X0 and C0 are empty. In step t of the algo-
rithm, we halt if either #(Ct−1) ≥ h or Xt−1 is a separator. Otherwise, we let
Bt−1 = βw(Xt−1) and we invoke Lemma 2 on G[Bt−1], where the Ai’s are the
neighborhoods of the component trees in Ct−1; we call this step either a T -step
or a Z-step, depending on which is returned. The returned T or Z is then used
to define Xt and Ct, according to several cases as described in [1]. We have these
invariants:

1. Xt is a subgraph of Ct.
2. For each component tree C in Ct, either Xt ∩ C equals some T returned in

a T -step, or Xt ∩ C is a set of disconnected vertices contained in some Z
returned in a Z-step.

3. Bt ⊆ Bt−1; and if these are equal, then Xt ⊂ Xt−1.
4. V (Ct) and Bt are disjoint.

By the first invariant, Xt is the union of at most h parts of the form Xt ∩C.
By the second invariant and Lemma 2, each part has `(Xt ∩ C) ≤ ε · `(G) and
#(Xt ∩ C) ≤ (k − 1)/ε. Therefore `(Xt) ≤ h ε `(G) and #(Xt) ≤ h2/ε, as
required in Theorem 1(b).

By invariant 3 above, we see that the sequence of pairs (|Bt|, |Xt|) is lexico-
graphically decreasing; therefore the algorithm halts after at most n2 iterations.
In fact an improved time analysis is possible, but we omit it here.

Remark. Our algorithm (and the original) may also be useful in situations where
we have a G with no Kh-minor, but the vertex-weighting w is unknown. Observe
that w affects the algorithm in only two ways. First, it can tell us when to
stop because Xt is a separator. Second, when we update Xt−1, Bt−1 splits into
disjoint flaps, and w tells us which flap to take as the next Bt. Since the Bt’s
decrease, the tree of possible computations (depending on w) has at most n
leaves. The tree depth is at most the maximum number of iterations, considered
above. Therefore there is a polynomial size collection of vertex sets in G, such
that for any weighing w, one of them is a separator satisfying the conditions of
Theorem 1(b).

4 The Span Algorithm

Althöfer et al. [2] introduced the following greedy algorithm to find an s-spanner
in an edge-weighted graph G. The parameter s is at least one, and dG′(e) denotes
the length of the shortest path in G′ connecting the endpoints of edge e (the
length may be +∞):

Span(G = (V, E), s):
G′ ← (V, ∅)
for all e ∈ E in non-decreasing ` order do

if s · `(e) < dG′(e) then add e to G′

return G′



Approximate TSP in Graphs with Forbidden Minors 873

In the resulting G′, we have dG′(e) ≤ s · `(e) for every edge e ∈ E; therefore G′

is an s-spanner. By comparison with Kruskal’s algorithm, we see that T (G) def=
Span(G, n− 1) is a minimum spanning forest in G, and Span(G, s) always con-
tains T (G). The Span algorithm is idempotent in this sense: if G′ = Span(G, s),
then G′ = Span(G′, s).

Define the tree weight of G′ as tw(G′) = `(G′)/`(T (G′)) (note that T (G′) =
T (G)). We seek a tradeoff between sf(G′, G) and tw(G′). The algorithm has two
extremes: Span(G, n− 1) has tree weight one but may have stretch factor n− 1;
Span(G, 1) has stretch factor one but may have tree weight nearly n2/4. For
intermediate s, the following tradeoff is known [2, Thm. 2]:

Theorem 3. If s > 1 and G is planar then tw(Span(G, s)) ≤ 1 + 2/(s− 1).

With s close to one, this theorem is a critical element of the approximation
scheme for the TSP in weighted planar graphs [5]. Motivated by this application,
we seek to extend the result to larger graph families.

Definition 4. Suppose G is a graph, ` is an edge weighting in G, and T is a
spanning forest. Define:

1. gap`(e) = dG−e(e)− `(e).
2. gap(G, T ) = max`(

∑
e 6∈T gap`(e))/`(T ), where ` ranges over all edge weight-

ings such that T = T (G).
3. gap(G) = maxT gap(G, T ), where T ranges over all spanning forests.
4. the graph class G(k) = {G| gap(G) ≤ k}.

Remark. Given G and T , gap(G, T ) is the value of a linear program; suppose `
achieves the maximum. If e is a cut edge then gap`(e) is infinite, but it does not
matter since e ∈ T (and we may set `(e) = 0). For other edges e we may assume
gap`(e) ≥ 0, because otherwise we could improve ` by setting `(e) = dG−e(e).

Theorem 5. G(k) is a hereditary graph property.

Proof. G(k) is easily closed under isomorphism; we need to show gap(H) ≤
gap(G) whenever H < G. Take ` and T ′ in H such that gap(H, T ′) = gap(H).
In G we will define an edge weighting (also denoted `) and a spanning forest T .
By induction it suffices to consider these three cases:
Case H = G−e: If e connects two components of G−e, let `(e) = 0 and include
e in T so T − e = T ′. Otherwise let `(e) = dG−e(e) and T = T ′.
Case H = G− v: By deleting edges first, we may assume v is isolated. Then `
is unchanged, and we add the isolated v to T .
Case H = G/e: By deleting edges first, we may assume that no two edges in G
merge to one in G/e. Let `(e) = 0 and include e in T so that T/e = T ′.

In all cases we have constructed ` and T such that (
∑

e 6∈T gap`(e))/`(T ) =
gap(H, T ′), therefore gap(G) ≥ gap(H) as required. ut

Let g(H) denote the girth of a graph H. By considering the uniform edge
weighting ` ≡ 1, we have:
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Corollary 6. gap(G) ≥ maxH(g(H) − 2)(|E(H)|/(|V (H)| − 1) − 1), where H
ranges over all 2-connected minors of G.

We now relate gap(G) to the Span algorithm. Let gap′
`(e) denote the edge

gap in G′, that is dG′−e(e)− `(e).

Lemma 7. If G′ = Span(G, s), then `(e) < 1/(s− 1) · gap′
`(e) for all e in G′.

Proof. We follow [2, Lem. 3]. Let P be the shortest path in G′−e connecting the
endpoints of e. Just before the algorithm inserts the longest edge f ∈ {e} ∪ P ,
we have s · `(e) ≤ s · `(f) < dG′−f (f) ≤ `(P ) = dG′−e(e). ut

Theorem 8. If s > 1 and G ∈ G(k), then tw(Span(G, s)) ≤ 1 + k/(s− 1).

Proof. We are given G with some weighting `. Let G′ = Span(G, s); we need to
show tw(G′) ≤ 1 + k/(s − 1). Theorem 5 implies gap(G′) ≤ k. Let T = T (G′).
By the definition of gap(G′),

∑
e 6∈T gap′

`(e) ≤ k`(T ). By the lemma we have∑
e 6∈T `(e) ≤ k/(s− 1)`(T ), and the result now follows. ut

Remark. Theorem 3 is proved by showing G(2) contains all planar graphs. Al-
though not stated in this way, they construct a feasible point in a linear program
dual to the definition of gap(G, T ) (it is feasible even if we drop the T = T (G)
constraint).

Lemma 6 implies that Kh is a forbidden minor in G(h/2−1−ε); we conjecture
a converse relation.

Conjecture 9. There is a function f(·) such that G(f(h)) contains all graphs with
no Kh-minor.

Absent this conjecture, we offer weaker evidence that G(k) is interesting:

Lemma 10. Suppose G has genus g; that is, G may be drawn without crossings
on an orientable surface with g handles. Then G ∈ G(12g − 4).

Proof. (Sketch.) Suppose G is drawn in an orientable surface with g handles.
Choose a spanning tree T such that gap(G, T ) = gap(G). For edges e, f 6∈ T ,
say they are equivalent if the cycles in e + T and f + T are homotopic. If we
take T and all the edges of one equivalence class, we get a planar subgraph
of G. Suppose there are h equivalence classes; then G is the union of h planar
subgraphs G1, . . . , Gh with a common spanning tree T . By Definition 4 we see
gap(G, T ) ≤∑h

i=1 gap(Gi, T ), and this is at most 2h.
It now suffices to show h ≤ 6g − 2. We contract T to a point p, so the arcs

become non-crossing non-homotopic loops based at p. We pick one loop of each
class, and consider the faces defined by these h loops. We may assume that each
face is a 2-cell, otherwise we could add another loop. Since no two loops are
homotopic, no face has two sides. There may be one face bounded by one loop
e, but then the other side of e has at least four sides; all other faces have at least
three sides. Therefore 2e =

∑
∆ |∆| ≥ 3f − 1, where e is the number of loops, f

is the number of faces, and |∆| is the number of sides of face ∆. Combining this
with Euler’s formula v − e + f = 2− 2g gives our bound (here v = 1). A simple
construction shows h = 6g − 2 is achievable for g ≥ 1. ut
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5 The Approximation Schemes

We will reuse the methods introduced for planar graphs [8,4], and only sketch
them here. We are given as input a connected graph G, and a parameter ε > 0.
Our goal is to find a circuit in the graph visiting each vertex at least once, and
with length within 1 + ε times the minimum (this is equivalent to the original
metric TSP formulation). The minimum lies between `(T (G)) and 2`(T (G)), so
it suffices to find a solution with additive error at most ε`(T (G)). We need to
handle these two cases:
Case G is unweighted and has no Kh-minor: We introduce the uniform edge
weighting ` ≡ 1. By Mader’s Theorem [7, 8.1.1] there is a constant K such that
`(G) ≤ K`(T (G)) (the best K is Θ(h

√
log h) [14]).

Case G is weighted and in G(k): We replace G by Span(G, 1 + ε/4); this sub-
stitution introduces at most (ε/2)`(T (G)) additive error. Theorem 8 implies
`(G) ≤ K`(T (G)), where K = 1 + 4k/ε. Also by Lemma 6 we know G contains
no Kh-minor, for h ≥ 2(k + 1).

Now in either case we know that G has no Kh-minor, and that `(G) ≤ K`(T ).
We now need to find a circuit within (ε/2)`(T (G)) of optimal in time nO(log log n),
where the hidden constant depends on ε, h, and K.

Given a separator S of G, it is easy to find a separation: that is a triple
(S, A1, A2) such that S is a subgraph, A1 ∪A2 = V (G), A1 ∩A2 = V (S), there
are no edges between A1 − S and A2 − S, and each Ai − S has vertex weight at
most (2/3)w(G). So by Theorem 1, we have:

Corollary 11. Suppose G is an edge-weighted graph with `(G) ≤ `(T (G)) and
no Kh-minor, and δ ≤ 1 is a positive real number. Then there is a polynomial
time algorithm finding a separation (S, A1, A2) of G such that `(S) ≤ δ `(G) and
#(S) ≤ h3/δ.

We give G a uniform vertex-weighting w. We will build a linear size decom-
position tree T of G, by repeated application of Corollary 11 with the parameter
δ = γε/ log n, where γ > 0 is a constant to be determined.

If a weighted graph F in T has less than Θ(δ−2) vertices, then it is a leaf.
Otherwise, we apply Corollary 11 to find a separation (SF , A1, A2) in F . For
each Ai we let Fi denote the graph that results from F [Ai] by contracting each
component of SF to a point; F1 and F2 are the children of F in T . We call the
new contracted points portal points, and give them (for now) zero weight. Note
that Fi may also inherit portal points from F , and that each edge of F appears
in at most one child.

Since w(Fi) ≤ 2/3w(F ), the depth of T is O(log n). We introduce at most
f = h3/δ new portals in each split, so every graph in T has at most p portals,
where p = O(f log n) = O(h3(log2 n)/ε). Since each original edge of G appears
at most once in a level of T , the edges of all SF contracted in a single level have
total weight at most δ `(G). Summing over all levels, the total weight of all the
contracted spanners is O(ε`(G)). By a suitable choice of γ = Θ(1/K), we may
ensure that this is at most (ε/4)`(T (G)).
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Consider the optimum circuit τ in G. After performing the splits and contrac-
tions, τ has an image τF in each graph F of T ; τF enters and leaves F through
its portals in some order, defining a sequence of portal-terminated paths within
F , covering its vertices. Furthermore, by a simple patching argument [4, Lemma
3.2], we may rearrange τ (without changing its cost) so that each τF uses each
portal of F at most twice as an endpoint.

Therefore, we are led to the following problem, which we will solve approx-
imately by dynamic programming in the tree T . Given a graph F ∈ T and an
sequence σ of its portals where each portal appears at most twice in σ, a σ-tour
of F is a sequence of paths covering F , with path endpoints as specified by the
list σ. For each σ, we want to find a near-optimal σ-tour in F .

If F is a leaf in T , then we exactly solve each such problem in 2O(1/δ) time,
using the ordinary minor separator theorem [1]. If F has children, then after
we have solved all such problems for F1 and F2, we may solve them for F as
follows. Consider all pairings of a σ1-tour in F1 and a σ2-tour in F2; if they are
compatible, their paths patch together to give us some σ-tour in F . For each σ,
we record the cheapest combination obtained; we then recover a true σ-tour in
F by “uncontracting” the edges of SF and charging each uncontracted edge at
most twice.

As shown above, the total weight of all these charged edges (over all of T ) is
at most (ε/4)`(T (G)), therefore the total additive error in these contributed by
this uncontraction is (ε/2)`(T (G)). We can show that this is the only source of
additive error in our solution, so we have the promised approximation scheme.

The time of the above algorithm is roughly the number of dynamic program-
ming subproblems, which is nO(1)pO(p). With our previous bound for p, this is
nO((Kh3/ε) log n log log n). In fact we can do better; by using the portal weighing
scheme of [8], we can ensure that each graph in T has at most p = 6f portals,
while T still has O(log n) depth. With this improvement, our time bound is
nO((Kh3/ε) log log n).

6 Open Problems

Of course proving Conjecture 9 would help unify our present results.
We would prefer a true polynomial time approximation scheme, rather than

quasi-polynomial. Our obstacle is the number of portal orderings σ that we must
consider for each F . In the case of planar graphs [4], we overcame the obstacle
by observing that we only needed to consider those σ-tours corresponding to
non-crossing paths in an embedding of F on a sphere with O(1) holes. This
observation reduces the number of σ considered to a simple exponential 2O(p),
and consequently the total time is polynomial in n. In the present situation, a
bound like the above is unknown, but it is at least plausible. This is because
graphs with a forbidden minor are characterized [13] in terms of blocks that can
be “nearly drawn” on a 2-manifold with a bounded genus and number of holes.

We would also like to solve the Steiner version of the problem, where along
with G we are given a set of “terminal” vertices, and we want to find a minimum
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length tour visiting all the terminals. The remark at the end of Section 3 is a
preliminary step in that direction.
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Abstract. We study preemptive and non-preemptive versions of the
general multiprocessor job shop scheduling problem: Given a set of n
tasks each consisting of at most µ ordered operations that can be pro-
cessed on different (possibly all) subsets of m machines with different
processing times, compute a schedule with minimum makespan where
operations belonging to the same task have to be scheduled according to
the specified order. We propose algorithms for this problem that com-
pute approximate solutions of any positive ε accuracy and run in O(n)
time for any fixed values of m, µ and ε. These results include (as spe-
cial cases) many recent developments on polynomial time approximation
schemes for scheduling jobs on unrelated machines [12], multiprocessor
tasks [5,11,13], and classical open, flow and job shops [14,15].

1 Introduction

We consider the multiprocessor job shop scheduling problem: Given a set of n
independent tasks T = {T1, . . . , Tn} and a set of m machines M = {1, . . . , m}.
Each task Tj consists of µj ≤ µ multiprocessor operations Oj1, . . . , Ojµj

that
have to be scheduled in the given order. For each operation Oji there is a set
mji consisting of at most 2m different modes, where each processing mode ρ ∈
mji corresponds to a non-empty subset ρ ⊆ M of processors and specifies the
operation’s execution time pji(ρ) on that particular processor set. The objective
is to minimize the makespan, i.e. the maximum completion time over all feasible
schedules.

We focus here on the large and non-trivial (NP-hard) subclass of the prob-
lem, where both m and µ are fixed. Following the standard notation scheme of
the scheduling literature (see e.g. [16]), the non-preemptive (preemptive) ver-
sion of the latter problem is denoted by Jm|setij , op ≤ µ|Cmax (Jm|setij , op ≤
µ, pmtn|Cmax). This problem can be viewed as a generalization of two well
(but mainly independently) studied scheduling problems, job shop with µ op-
erations per job (Jm|op ≤ µ|Cmax) and general set-constrained multiprocessor
task scheduling (Pm|setj |Cmax). In classical job shop scheduling each operation
is required to be processed on a single prespecified machine, so in terms of the
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above formulation, for each operation there is only one processing mode corre-
sponding to a single machine. In all of the different variants of multiprocessor
task scheduling (dedicated, parallel, malleable, set-constrained), tasks are pro-
cessed by subsets of processors, but there are no precedence relations specified for
them. Therefore these can also be obtained (as special cases) from the previously
defined general problem by requiring each task to consist of a single operation.
Since both of the above special cases (jobshop and multiprocessor task schedul-
ing) are NP-hard even if there are only a constant number of machines [6,7,9,16],
it is natural to study how closely the optimum can be approximated by efficient
algorithms. Focusing on the case where m and µ are fixed, we will show that
there are linear time approximation schemes for the problem providing a unified
extension of recent approximability results for both of the above special cases.

Job shop scheduling is considered to be one of the most difficult problems
in combinatorial optimization, both from the theoretical and practical points of
view. Even very restricted versions of the problem are strongly NP-hard [16]. For
those instances where m and µ are fixed (the restricted case we are focusing on
in this paper), Shmoys et al. [18] gave approximation algorithms that compute
(2 + ε)-approximate solutions in polynomial time for any fixed ε > 0. This result
has recently been improved by Jansen et al. [14,15] who have shown that ε-
approximate solutions of the problem can be computed in linear time for any
fixed ε > 0.

In classical scheduling theory, each task is processed by only one processor at
a time. However recently, due to the rapid development of parallel computer sys-
tems, new theoretical approaches have emerged to model scheduling on parallel
architectures. One of these is scheduling multiprocessor tasks, see e.g. [6,7]. The
general (in contrast to dedicated, malleable, parallel) variant of non-preemptive
scheduling for independent multiprocessor tasks on a fixed number of proces-
sors is denoted by Pm|setj |Cmax. Regarding the complexity, P3|setj |Cmax is
strongly NP-hard [3,9], thus already this restricted version has no fully polyno-
mial approximation schemes, unless P=NP. For Pm|setj |Cmax, Bianco et al. [2]
presented an approximation algorithm whose approximation ratio is bounded
by m. Later Chen and Lee [4] improved their algorithm by achieving an ap-
proximation ratio m

2 + ε, for any ε > 0. Until very recently, this was the best
approximation result for the problem, and it was not known whether there is a
polynomial-time approximation scheme or even a polynomial-time approxima-
tion algorithm with an absolute constant approximation guarantee. Chen and
Miranda [5] have proposed a dynamic programming based polynomial-time ap-
proximation scheme for Pm|setj |Cmax whose running time is nO(1) where the
hidden constant in the big-O notation is proportional with mO(m2/ε). Indepen-
dently from their work the authors have also proposed [11,13] a polynomial time
approximation scheme for Pm|setj |Cmax that computes an ε-approximate so-
lution in O(n) time for any fixed positive accuracy ε. The hidden constant in
the previous bound - similarly as before - depends exponentially on the fixed
parameters m and ε, but here the constant appears as a multiplicative factor
of n and not as an exponent. Hence this linear programming based approach
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leads to a substantially better (worst-case theoretical) running time than the
one in [5], and also answers an open question of the latter paper by providing
an polynomial time approximation scheme not based on dynamic programming.

In this paper we integrate many of the above mentioned recent results [5,11,13],
[14,15] that have shown the existence of polynomial-time approximation schemes
for various shop and multiprocessor scheduling problems. We present linear-
time approximation schemes for both Jm|setij , op ≤ µ|Cmax and Jm|setij , op ≤
µ, pmtn|Cmax (under the assumption that m and µ are fixed), making these
the currently known most general problems in shop and multiprocessor task
scheduling with makespan minimization that posses polynomial-time approxi-
mation schemes. Some of the previous results [14,15] on job shop scheduling
were based on a general vector summation result of Sevastianov. While this ap-
plication of vector summation in scheduling is very interesting, it made the above
papers highly dependent on the fairly involved underlying algorithm.

Sevastianov’s algorithm computes a schedule for the job shop problem with
makespan at most Lmax + µ3mpmax, where Lmax is the maximum load of op-
erations assigned to any machine and pmax = maxj,i pji. The following simple
example shows that we cannot use Sevastianov’s algorithm in the general mul-
tiprocessor job shop model, in contrast to its applications in [10,14,15]. In these
papers, it was applied only for operations with small pmax value to obtain sched-
ules of length at most (1+ε)Lmax. Suppose that m = 3 and there are three types
of tasks τ1, τ2, τ3 each with µ = 1 and one mode per operation. Also assume that
each task of type τj requires processor set πj , where π1 = {1, 2}, π2 = {2, 3} and
π3 = {1, 3}. Consider instances where we have the same number n of tasks of
each type and every operation is of length 3. Then the maximum load Lmax = 2n
and the optimum makespan OPT = 3n. In this case, all operations are small
and therefore no algorithm can achieve (1 + ε)Lmax.

Here we not only generalize and combine the previous results, but also show
by introducing a new shifting procedure that the use of Sevastianov’s algorithm
can be avoided making the algorithms and the whole presentation simpler and
selfcontained.

2 Non-preemptive Scheduling

In this section we consider the non-preemptive version of the problem, where a
task - once started - has to be completed without interruption. Thus a schedule
consists of a processor assignment ρji ∈ mji (i.e. one of the feasible processor
sets) and a starting time τji for each operation Oji such that at any time there is
no processor assigned to more than one operation, the operations Oj1, . . . , Ojµ

of task Tj are executed one after another, i.e. τji +pji(ρji) ≤ τj,i+1 for every 1 ≤
i < µ). The objective is to compute a non-preemptive schedule that minimizes
the overall makespan Cmax = max{τjµ + pjµ(ρjµ) : Tj ∈ T }.
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2.1 Snapshots, Relative Schedules, Blocks, and Configurations

Let k be a constant (depending on m, µ and ε) that will be specified later. First,
the algorithm will select a subset L of k long tasks with the largest values d1 ≥
d2 ≥ . . . ≥ dk and dk ≥ dj for k + 1 ≤ j ≤ n where dj =

∑µ
i=1 minρ∈mji

[pji(ρ)].
Let D =

∑n
j=1 dj , S = T \ L, M = {1, . . . , m} and OPT the length of an

optimum schedule. Then, we have D/m ≤ OPT ≤ D. By normalization (divide
all execution times by D), we may assume without loss of generality that D = 1
and that 1/m ≤ OPT ≤ 1.

A processor assignment for L is a mapping f : {Oji|Tj ∈ L} → 2M with
f(Oji) ∈ mji. Two operations Oji and Oj′i′ for Tj , Tj′ ∈ L are compatible if
j 6= j′ and if they are processed on different machines (i.e. f(Oji)∩f(Oj′i′) = ∅).
For a given processor assignment of L, a snapshot of L is a subset of compatible
operations. A relative schedule R = (f, M(1), . . . , M(g)) of L is a processor
assignment f along with a sequence M(1), . . . , M(g) of snapshots of L such that:
M(1) = M(g) = ∅; each operation Oji of task Tj ∈ L occurs in a subsequence of
consecutive snapshots M(αji), . . . , M(βji), 2 ≤ αji ≤ βji < g, (where M(αji) is
the first and M(βji) is the last snapshot that contains Oji); for operations Oji

and Oj,i+1 of task Tj ∈ L, βji < αj,i+1; and consecutive snapshots are different.
We observe that g can be bounded by 2kµ + 1. For a snapshot M(`), let P (`) =
∪Oji∈M(`),Tj∈L f(Oji) be the set of processors that are used by operations from
long tasks during snapshot M(`).

Each of these snapshots M(`) will be divided inductively into a number of
subintervals. For each ` = 1, . . . , g, let t` denote the length of snapshot M(`),
where we may assume that each t` ≤ 1. Let δ < 1 be a constant that will be
specified later. In the first step, we divide M(`) into 1/δ subintervals of length
δt` ≤ δ. We call these subintervals blocks of depth 1. Next, each block of depth 1
is divided into 1

δ subintervals of length δ2t` ≤ δ2. These subintervals are called
blocks of depth 2. We iterate this subdivision µ times and end up for each
snapshot M(`) with 1/δµ blocks of depth µ (each with length δµt`). Let Mµ(`)
denote the set of all blocks of depth µ in snapshot M(`). The total number ḡµ

of blocks of depth µ is bounded by (2kµ + 1)/δµ.
For each block q ∈ Mµ(`), we consider a set of configurations: Let P (q) be

the processor set used by operations of long jobs in block q (i.e. P (q) = P (`)
for every block q in snapshot M(`)). Furthermore let Pq,i, i = 1, . . . , nq, denote
the different partitions of F (q) = M \ P (q), and let Pq = {Pq,1, . . . , Pq,nq}. For
each partition Pq,i we introduce a variable xqi to indicate the total length of
Pq,i where only processors of F (q) are executing short tasks and each subset of
processors F ∈ Pq,i executes at most one operation of a short task in S at each
time step in parallel.

Let Lqρ be the total processing time for all small operations in S executed on
processor set ρ in block q. For each task Tj ∈ S we use a set of decision variables
yjab ∈ [0, 1] for vectors a ∈ A and b ∈ B, where A = {a : 1 ≤ a1 ≤ a2 ≤ . . . ≤
aµ ≤ ḡµ} and B = {b : bi ∈ 2M , bi 6= ∅, i = 1, . . . , µ}. Variable yjab = 1, if and
only if each operation Ojk of task Tj is scheduled in block ak on processor set
bk for each 1 ≤ k ≤ µ; otherwise yjab represents the corresponding fraction of
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task Tj ’s processing. For a given block q, processor set ρ, a ∈ A and b ∈ B, let
Kab

qρ = {k : 1 ≤ k ≤ µ, ak = q, bk = ρ}. Then by using the previous notation, the
load Lqρ can be written as:

∑
Tj∈S

∑
a∈A,b∈B

∑
k∈Kab

qρ
pjk(ρ) yjab.

2.2 Linear Programming Formulation

The linear program LP (R) for a given relative schedule R = (f, (M(1), . . . , M(g))
of L is as follows:

Minimize
∑g

`=1 t` s.t.
(1) t` ≥ 0, ` = 1, . . . , g,
(2)

∑βji

`=αji
t` = pji(f(Oji)), ∀Tj ∈ L, i = 1, . . . , µ,

(3) yjab ≥ 0, ∀Tj ∈ S, a ∈ A, b ∈ B,
(4)

∑
a∈A,b∈B yjab = 1, ∀Tj ∈ S,

(5) xqi ≥ 0, ∀q ∈ Mµ(`), i = 1, . . . , nq,
(6)

∑
1≤i≤nq|ρ∈Pq,i

xqi ≥ Lqρ, ∀q ∈ Mµ(`), ρ ∈ 2M \ {∅},
(7)

∑
Tj∈S

∑
a∈A,b∈B

∑
k∈Kab

qρ
yjabpjk(ρ) ≤ Lqρ, ∀q ∈ Mµ(`), ρ ∈ 2M \{∅},

(8)
∑nq

i=1 xqi = δµt`, ∀q ∈ M(`), ` = 1, . . . , g,
(9) yjab = 0, ∀Tj ∈ S with bk 6∈ mjk or bk ∩ P (ak) 6= ∅.

In (9) we set some of the variables yjab to zero, since processors in P (ak) can
not be used for operations of small tasks, and if bk 6∈ mjk, then it is a non-feasible
processor set for operation Ojk.

Lemma 1. The optimum of LP (R) is not larger than the makespan of any
schedule of T that respects the relative schedule R.

Proof. Start with an optimum schedule S∗ for T that respects R. First, we show
how to define the variables yjab for each small task Tj ∈ S. Assume that S∗

schedules each operation Ojk on processor set ρjk ∈ mjk (on a feasible processor
set) for a time interval pjk(ρjk) that spans consecutive blocks q(sjk), . . . , q(ejk)
where sjk might be equal to ejk. Let fjk(i) be the fraction of operation Ojk that
is scheduled in block q(i) and define b̄k = ρjk for 1 ≤ k ≤ µ. Let b̄ = (b̄1, . . . , b̄µ),
sj = (sj1, . . . , sjµ), and assign values to the variables yjab̄ as follows: Set yjsj b̄ =
r, where r = min{fjk(sjk) : 1 ≤ k ≤ µ}. To cover the remaining 1− r fraction of
each operation, we assign values to the other yjab̄ variables. To do this, we set
fjk(sjk) = fjk(sjk) − r. For at least one operation Ojk the new value fjk(sjk) is
zero; for those operations with fjk(sjk) = 0 we set sjk = sjk +1. Then, we assign
values to the new variable yjsj b̄ as above and repeat the procedure until r = 0.
Each iteration of this procedure assigns a value to a different variable, since from
one iteration to the next at least one block sjk is changed. The assignment of
values to variables yjab generates the load Lqρ of small operations for each block
q and subset ρ. Now consider a block q in snapshot M(`) of length δµt`. The
optimum schedule S∗ gives us directly the partitions Pq,i used inside block q
and the corresponding lengths xqi. The assignment of values to these variables
satisfies the constraints of the linear program LP (R) where the total length∑g

`=1 t` is equal to the makespan of S∗. Therefore, the optimum objective value
of LP (R) is less than or equal to the makespan of S∗.
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Let OPTR be the length of an optimum schedule that respects relative sched-
ule R. Now we describe how to compute an approximate solution of LP (R). First
we guess the length s of an optimum schedule and add the constraint

(0)
∑g

`=1 t` ≤ s,

to LP (R). Then, we replace (6) and (7) with the following constraints (one for
each block q and subset ρ):

(6-7)
∑

Tj∈S
∑

a∈A,b∈B

∑
k∈Kab

qρ
pkj(ρ) yjab −∑1≤i≤nq|ρ∈Pq,i

xqi + 1 ≤ λ.

The new linear program denoted by LP (R, s, λ) has a special block angular
structure. The blocks Bj = {yj : yjab ≥ 0,

∑
a,b yjab = 1} for Tj ∈ S are simpli-

cies (of fixed dimension), and B|S|+1 = {(t`, xqi)| conditions (0), (1), (2), (5), (8)}
is a block with only a constant number of variables and constraints. The cou-
pling constraints are the inequalities (6-7). Note that for each q and ρ, the
function fqρ =

∑
Tj∈S

∑
a∈A,b∈B

∑
k∈Kab

qρ
pkj(ρ) yjab −∑1≤i≤nq|ρ∈Pq,i

xqi + 1 is
non-negative over the blocks, since

∑
1≤i≤nq|ρ∈Pq,i

xqi ≤ δµt` ≤ δµs ≤ δµ ≤ 1.
The Logarithmic Potential Price Directive Decomposition Method developed

by Grigoriadis and Khachiyan [8] can be used to get an ε̄ relaxed decision pro-
cedure for LP (R, s, λ). This procedure either determines that LP (R, s, 1) is in-
feasible, or computes a feasible solution of LP (R, s, 1 + ε̄). For any fixed m and
ε̄ > 0, the overall running time of the procedure is O(n). We disregard the relative
schedule R, if LP (R, 1, 1) is infeasible. Using binary search on s ∈ [1/m, 1] we can
compute in a constant number O(log m

ε ) of iterations a value s̄ ≤ OPTR(1 + ε
8 )

such that LP (R, s̄, 1 + ε̄) is feasible.

2.3 Rounding

In this subsection, we show how to generate a feasible schedule using an approxi-
mate solution of the previously defined linear program. For the solution obtained
after the binary search on s, let ε̄qρ =

∑
Tj∈S

∑
a∈A,b∈B

∑
k∈Kab

qρ
pkj(ρ) y∗

j,a,b −∑
1≤i≤nq|ρ∈Pq,i

x∗
q,i. The inequalities (6 − 7) imply that for any block q and non-

empty subset ρ, ε̄q,ρ ≤ ε̄. If ε̄q,ρ ≤ 0, then we have nothing to do for the pair (q, ρ).
Let L̄q,ρ =

∑
1≤i≤nq|ρ∈Pq,i

x∗
q,i the free space for small tasks that use processor

set ρ. In the first step, we shift a subset S̄ ⊆ S of small tasks to the end of the
schedule such that

∑
Tj∈S\S̄

∑
a∈A,b∈B

∑
k∈Kab

qρ
pkj(ρ) y∗

j,a,b ≤ L̄q,ρ. Then, the
subset S \ S̄ of remaining small tasks fits into the free space for the ρ-processor
tasks. Notice that this step is not sufficient to generate a feasible schedule. In a
second phase, we use a new technique to transform the schedule into a feasible
one. In the following, we show how to compute S̄ in linear time for any fixed
m. First, we modify the y-components of the solution. The y-components of
the solution of LP (R, s̄, 1 + ε̄) can be considered as fractional assignments. The
lengths of y are defined as L̃q,ρ =

∑
Tj∈S

∑
a∈A,b∈B

∑
k∈Kab

qρ
pkj(ρ) y∗

j,a,b, for

each block q and subset ρ. For every q and ρ, we have L̃q,ρ ≤ L̄q,ρ + ε̄. Consider
now the following system:
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(a) yjab ≥ 0, ∀Tj ∈ S, a ∈ A, b ∈ B,
(b)

∑
a∈A,b∈B yjab = 1, ∀Tj ∈ S,

(c)
∑

Tj∈S
∑

a∈A,b∈B

∑
k∈Kab

qρ
pkj(ρ) yjab = L̃q,ρ, ∀q ∈ Mµ(`), ρ ∈ 2M\{∅}.

This system can be written also in matrix form Cz = c, z ≥ 0. Using linear
programming we can obtain a solution in polynomial time with only a constant
number of fractional assignments. We give now a rounding technique that needs
only linear time. Let us assume that the columns of C are indexed such that
the columns corresponding to variables yjab for each task Tj appear in adjacent
positions. First, we may assume that variables yjab with zero value and the
corresponding columns are removed from z and C, respectively. We will show
that there exists a constant size subset C̄ of these columns in which the number
of non-zero rows is smaller than the number of columns. The non-zero entries
of C̄ induce a singular matrix of constant size. Therefore, we can find a non-
zero vector z′ with C̄z′ = 0 in constant time. Let γ > 0 be the smallest value
such that at least one component of the vector z + γz′ is either zero or one (if
necessary we augment z′ by adding some zero entries).

We assume that each task Tj (during the procedure) has at least two columns
in C. If task Tj has only one column in C, then the corresponding variable yjab

must have value 1. The number of inequalities of type (c) is bounded by the
constant K = (2m − 1)(2kµ + 1)/δµ [the first factor is the number of non-empty
subsets and the second the number of blocks]. Let C̄ be the set formed by the
first 2K + 2 columns of C. We note that at most 2K + 1 rows of C̄ have non-
zero entries. By the above assumption on the number of columns for each job,
at most K + 1 of these entries come from the constraints (b) and at most K
non-zero entries come from the constraints (c). Let C̄ ′ be the submatrix of C̄
induced by the non-zero rows. Since C̄ ′ has at most 2K + 1 rows and exactly
2K + 2 columns, the matrix C̄ ′ is singular and there is a non-zero vector z′ such
that C̄ ′z′ = 0. Using linear algebra and the constant size of C̄ ′, such a vector z′

can be found in constant time. We can repeat this procedure until there are at
most 2K + 1 columns in C. Therefore, the total number of iterations is at most
|S| ·Kµ − 2K − 1 and each iteration can be done in constant time. By the above
argument, there are at most 2K +1 variables yjab that may have values different
from 0 or 1. Since at the end of the rounding procedure each task has either 0
or at least 2 columns in C, at most K tasks receive fractional assignments.

Lemma 2. For the set F of small tasks with fractional assignments after the
rounding procedure, it holds that |F| ≤ K.

Let ā(j) ∈ A and b̄(j) ∈ B the unique vectors such that yjā(j)b̄(j) = 1 for
Tj ∈ S \ F . In the next step, we compute for every non-empty subset ρ ⊆ M
and block q with ε̄qρ > 0 a subset Sqρ ⊆ S \ F of tasks such that the total
execution length

∑
Tj∈Sqρ

∑
1≤k≤µ|ā(j)

k
=q,b̄

(j)
k

=ρ
pkj(ρ) ≥ ε̄qρ, and there is one

task Tj(q,ρ) ∈ Sqρ for which
∑

Tj∈Sqρ\{Tj(q,ρ)}
∑

1≤k≤µ|ā(j)
k

=q,b̄
(j)
k

=ρ
pkj(ρ) < ε̄qρ.

Let U = {Tj(q,ρ)| block q, subset ρ}. In total, we get a set U ∪ F of tasks with
cardinality at most 2K, and a subset V = (

⋃
q,ρ Sqρ)\U of total execution length
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at most
∑

q,ρ |ε̄q,ρ| ≤ ε̄K. By choosing ε̄ = ε
4mK , the total execution length of V

can be bounded by ε
4m ≤ ε

4OPT . Using that s̄ ≤ (1 + ε/8)OPTR this implies:

Lemma 3. The objective function value of the computed linear program solution
restricted to T ′ = T \ (U ∪ F) is at most OPTR + 3ε

8 OPT , and |U ∪ F| ≤ 2K.

In the next step, we have to show how to compute a feasible schedule for the
tasks in T ′′ = T \ (U ∪ V ∪ F). The other tasks in (U ∪ V ∪ F) will be scheduled
afterwards at the end of the schedule.

2.4 Shifting Procedure

The main difficulty is the case with more than one operations per task inside
of a snapshot or a block. In this case, the algorithm in the last step might
generate infeasibilities between these operations. Therefore, we introduce and
use a shifting procedure for each snapshot to avoid this difficulty. Recall that we
have a hierarchy of blocks of different depths (i.e. a block of depth i consists of
1/δ blocks of depth i + 1).

Consider one snapshot M(`), ` ∈ {1, . . . , g}. Let seq = (set1, . . . , setµ) be a
fixed sequence of processor sets seti ⊆ M , seti 6= ∅ for 1 ≤ i ≤ µ. Furthermore,
let Tseq ⊆ T ′′ be the set of small tasks Tj where operation Oji is scheduled on
processor set seti for 1 ≤ i ≤ µ. For each task Tj ∈ T ′′ such a sequence can
be derived from the LP solution. Finally, let Tseq(`) ⊆ Tseq be the subset of
tasks Tj where at least one operation of the task is assigned to a block inside of
snapshot M(`), 1 ≤ ` ≤ g. Since the LP has generated for each Tj ∈ Tseq(`), a
unique vector (ā(j)

1 , . . . , ā
(j)
µ ) such that ā

(j)
1 ≤ . . . ≤ ā

(j)
µ , for each Tj ∈ Tseq(`), a

sequence of consecutive operations O
j,s

(j)
`

, . . . , O
j,e

(j)
`

lies inside snapshot M(`).
In the shifting procedure, we modify the assignments of blocks only for these
operations.

For each snapshot M(`), we insert different blocks of different depths. All
inserted blocks will have the same set of free processors as M(`). We add one
block of depth 1 to the left side of the snapshot. The length of this block will be
δt`. Next we add one block of depth 2 with length δ2t` to the left side of each
original block of depth 1. We repeat this process until depth µ−1. In iteration i,
1 ≤ i ≤ µ − 1, we have inserted ( 1

δ )i−1 blocks of depth i. The total enlargement
of the whole interval can be bounded by

∑µ−1
i=1

δit`

δi−1 =
∑µ−1

i=1 δt` ≤ µδt`.
Next we apply our shifting procedure for the first µ − 1 operations. The key
idea is to shift the ith operation at least one block of depth i to the left but
not into one of the blocks of depth i − 1 to the left side. Notice that we do
not consider inserted block of depth 1, . . . , i − 1, i + 1, . . . , µ − 1 in iteration i.
In the first iteration, we consider all 1st operations of tasks Tj ∈ Tseq(`) with
s
(j)
` = 1. We start with the leftmost original block q of depth µ in M(`) and

shift all operations Oj1 executed on set1 into the first inserted block qnew(1, 1)
to the left side. To do this, we reduce the length L̃q,set1 and store the free
space

∑
Tj∈Tseq(`),s(j)

`
=1 pj1(set1) in block q. The free space in block qnew(1, 1)
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is now δt` −∑
Tj∈Tseq(`),s(j)

`
=1 pj1(set1). Then, we go over to the next original

block to the right side and shift again the corresponding operations into block
qnew(1, 1). We repeat this procedure until the block qnew(1, 1) is completely used
corresponding set1. At this time, we may interrupt one operation and shift the
remaining part of this operation and the next operations into the first original
block of depth µ with some free space. During the shifting we have to update
the free spaces in the blocks. Notice that we do not use inserted blocks of depth
2, . . . , µ − 1.

After the first iteration, every 1st operation of a task Tj ∈ Tseq(`) (with
s
(j)
` = 1) is shifted at least one block of depth 1 to the left. On the other hand,

several operation are preempted but the lengths L̃q,set1 are not increased. The
total number of preemptions can be bounded by 1 + 1/δµ. Now we go over to
the second operations of tasks Tj ∈ Tseq(`) [only tasks with s

(j)
` ≤ 2 ≤ e

(j)
`

are considered]. Again, we start with the leftmost original block q of depth
µ and shift all operations Oj2 executed on set2 into the first inserted block
qnew(2, 1) of depth 2. Again, we reduce the length L̃q,set2 and store the free
space generated by the processing times pj2(set2) of all shifted operations Oj2.
Again, we iteratively consider all blocks of depth µ inside the leftmost block of
depth 1. Similar to above, the procedure shifts the second operations at least
one block of depth 2 to the side. After considering the last block inside of the
leftmost block of depth 1, we go over to the second block of depth 1. But now
we shift the 2nd operations into the second inserted block qnew(2, 2) of depth
2. Notice that we do not shift operations into the neighbour block (to the left
side) of depth 1. Using this idea, we eliminate infeasibilities between the first and
second operations and we obtain different assigned blocks. Again, we have not
increased the original values L̃q,set2 but some operations are preempted (during
the procedure). The number of preemptions in the 2nd iteration is bounded by
1/δ+1/δµ. After µ−1 iterations, we have

∑µ−1
i=1 (1/δ)i−1 + 1

δµ ≤ 2
δµ preemptions

(using that µ ≤ 1
δ and δ < 1). Among all snapshots M(`), this gives us at most

(2kµ + 1) 2
δµ preempted operations and an enlargement of the schedule of at

most µδOPTR(1 + ε/8). We apply this shifting procedure for all job types. Since
there are at most (2m − 1)µ different sequences of non-empty subsets of M , the
number of preemptions is at most (2kµ + 1)2(2m−1)µ

δµ , and the total enlargement
is bounded by µδ(2m − 1)µOPTR(1 + ε/8).

Let X be the set of small tasks that are preempted during the shifting proce-
dure and let T ′′′ = T ′′ \X . The tasks in X will be scheduled again at the end of
the schedule. During the shifting procedure, we update the assignments of the
blocks to the operations. Let (ã(j)

1 , . . . , ã
(j)
µ ) be the generated new sequence of

blocks. The main result of the shifting procedure is that ã
(j)
1 < . . . < ã

(j)
µ . Re-

member that the number of blocks is increased by
∑µ−1

i=1 ( 1
δ )i−1 ≤ 1

δµ−1 for each
snapshot. On the other hand, operations (of tasks in T ′′′) that are completely
assigned to a new block can be executed one after another without preemptions
and without generating conflicts [they have all the same processor set seti in the
new block]. This implies that in the final step we have to generate a schedule
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(or pseudo schedule PS(B)) only for the original blocks of depth µ. If we define
δ = ε

4µ(2m−1)µ , the total enlargement is bounded by ε
4 (1 + ε

8 )OPTR.

2.5 Computation of Pseudo Schedules

In the final phase, the algorithm computes a pseudo schedule PS(q) for each
block q. We consider in this phase only the tasks in T ′′′. The tasks in T ′′′ and
their operations are assigned unique to blocks. For each block q and non-empty
subset ρ ⊆ M , we have a set of operations

Oqρ = {Ojk|Tj ∈ T ′′′, ã(j)
k = q, b̄

(j)
k = ρ}.

The set Oqρ will be scheduled in block q on subset ρ, where ρ ⊆ F (q). Let
L̂qρ =

∑
Tj∈T ′′′

∑
1≤k≤µ,Ojk∈Oqρ

pjk(ρ), the total processing time of operations

in Oqρ. Using the steps before, we know that L̂qρ ≤ L̄qρ =
∑

1≤i≤nq,ρ∈Pq,i
x∗

q,i ≤
δµ · t`. From the left to the right, we place now the operations of Oqρ on the
free processors in F (B). To do this, we consider each partition Pq,i with value
x∗

q,i > 0. For each set ρ in the partition Pq,i, we place a sequence of operations
that use processor set ρ with total execution length x∗

q,i. If necessary, the last (and
first) operation assigned to ρ is preempted. Since

∑
1≤i≤nq,ρ∈Pq,i

x∗
q,i ≥ L̂qρ, the

procedure completely schedules all operations in Oqρ for every ρ ⊆ F (q), and it
runs in O(n) time. Let Wq be the set of preempted (and therefore incorrectly
scheduled) tasks in PS(q), and let W = ∪qWq. The following lemma gives an
upper bound on the cardinality of W.

Lemma 4. |W| ≤ mm+1(2kµ + 1)/δµ.

We remove the tasks in W of tasks and execute them at the end of the
schedule. This gives a feasible schedule of length at most OPTR(1 + 3ε

4 ) + S(U ∪
F ∪ W ∪ X ), where S(Y) denotes the length of subset Y ⊆ T , where each task
Tj ∈ Y is executed on the fastest processor set corresponding to the dj value. In
the following, we will bound the length of U ∪ F ∪ W ∪ X . The previous bounds
also imply the following inequality:

Corollary 1. |U ∪ F ∪ W ∪ X| ≤ [15mm+1(4µ2mµ)µ+1/εµ] · k.

Finally, we have to choose k such that the removed tasks can be scheduled
with length at most ε

4m ≤ ε
4OPT . This can be achieved by a combinatorial

lemma proved by the authors in [12]. This concludes the proof of our main
result:

Theorem 1. For any fixed m and µ, there is an approximation scheme for
Jm|setij , op ≤ µ|Cmax (the general multiprocessor job shop scheduling problem)
that for any fixed ε > 0 computes an ε-approximate schedule in O(n) time.

Recent results showing the existence of (linear-time) approximation schemes
for Jm|op ≤ µ|Cmax (job shop problem) in [14,15], Pm|fixj |Cmax (dedicated
machines) in [1], Pm|sizej |Cmax (parallel scheduling) in [11], Pm|fctnj |Cmax

(malleable tasks) in [11], Pm|setj |Cmax in [5,13] and Rm||Cmax (unrelated par-
allel machines) in [12] can all be obtained as special cases of Theorem 1.
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3 Preemptive Scheduling

In the preemptive model of scheduling, the processing of any job is allowed to be
interrupted any time at no cost and restarted later. Two variants of this model
can be considered according to the possibility of changing processor sets after
preemptions. Preemptive scheduling without migration requires each operations
to be processed by the same processor set during the whole schedule, i.e. if the
operation is preempted, later it has to be resumed on the same set of processors.
Preemptive scheduling with migration allows preempted operations to be later
resumed on a different subset of processors than the one(s) used before.

In both variants we use fixed sequences of start- and end-events for opera-
tions of long jobs (to allow preemptions). For the model without migration, we
fix in the relative schedule the assignment of processor sets for all operations of
long jobs, but we use the same type of variables yjab for both long and small
jobs. For schedules with possible migration, we also have to allow the change
of processor sets for operations of long jobs. To do this, we split each snapshot
into 2m intervals corresponding to the different subsets of M such that during
interval Ip only processors in the corresponding processor set Pp can be used for
long operations, and all the other processors in M \Pp are used for small opera-
tions. Furthermore, we partition each of these intervals into different subintervals
corresponding to the different mappings f of processors to operations that map
the processors in Pp to operations of long jobs that are feasible for snapshot `.
By using slightly more complicated linear programming formulations and then
applying the shifting procedure, the following results can be shown. (The proof
along with the complete descriptions of the linear programming formulations
will be given in the full version of this paper.)

Theorem 2. For any fixed m and µ, there is a polynomial-time approximation
scheme for Jm|setij , op ≤ µ, pmtn|Cmax (both with and without migration) that
for any fixed ε > 0 computes an ε-approximate schedule in O(n) time.

4 Conclusion

In this paper we have proposed linear-time approximation schemes for preemp-
tive and non-preemptive variants of the general multiprocessor job shop schedul-
ing problem, showing that this is the most general currently known problem
in shop and multiprocessor task scheduling with makespan minimization that
posses polynomial time approximation schemes. This result also provides inte-
grations (extensions) of many recent results in both job shop [14,15] and multi-
processor task scheduling [5,11,13]. We have introduced a general shifting pro-
cedure which is an essential component of the algorithms above and will likely
to find further applications in scheduling. This new procedure also allowed us
to avoid using the quite involved vector summation algorithm of Sevastianov
that is a key ingredient in the previously proposed approximation schemes for
job shop scheduling [14,15], making the algorithms and presentation simpler and
self-contained.



Job Shop Scheduling 889

References

1. A.K. Amoura, E. Bampis, C. Kenyon and Y. Manoussakis, Scheduling indepen-
dent multiprocessor tasks, Proceedings of the 5th European Symposium on Algo-
rithms (1997), LNCS 1284, 1-12.

2. L. Bianco, J. Blazewicz, P. Dell Olmo and M. Drozdowski, Scheduling multi-
processor tasks on a dynamic configuration of dedicated processors, Annals of
Operations Research 58 (1995), 493-517.

3. J. Blazewicz, P. Dell Olmo, M. Drozdowski and M. Speranza, Scheduling multi-
processor tasks on the three dedicated processors, Information Processing Letters
41 (1992), 275-280.

4. J. Chen and C.-Y. Lee, General multiprocessor tasks scheduling, Naval Research
Logistics, in press.

5. J. Chen and A. Miranda, A polynomial time approximation scheme for general
multiprocessor job scheduling, Proceedings of the 31st ACM Symposium on the
Theory of Computing (1999), 418-427.

6. M. Drozdowski, Scheduling multiprocessor tasks - an overview, European Journal
on Operations Research, 94 (1996), 215-230.

7. J. Du and J. Leung, Complexity of scheduling parallel task systems, SIAM Journal
on Discrete Mathematics, 2 (1989), 473-487.

8. M.D. Grigoriadis and L.G. Khachiyan, Coordination complexity of parallel price-
directive decomposition, Mathematics of Operations Research 21 (1996), 321-340.

9. J.A. Hoogeveen, S.L. van de Velde and B. Veltman, Complexity of scheduling mul-
tiprocessor tasks with prespecified processor allocations, Discrete Applied Math-
ematics 55 (1994), 259-272.

10. K. Jansen, M. Mastrolilli and R. Solis-Oba, Approximation algorithms for flexible
job shop problems, Proceedings of the 4th Latin American Theoretical Informatics
(2000), LNCS 1776, Springer Verlag, 68-77.

11. K. Jansen and L. Porkolab, Linear-time approximation schemes for scheduling
malleable parallel tasks, Proceedings of the 10th ACM-SIAM Symposium on Dis-
crete Algorithms (1999), 490-498.

12. K. Jansen and L. Porkolab, Improved approximation schemes for scheduling un-
related parallel machines, Proceedings of the 31st ACM Symposium on the Theory
of Computing (1999), 408-417.

13. K. Jansen and L. Porkolab, General multiprocessor task scheduling: approximate
solution in linear time, Proceedings of the 6th International Workshop on Algo-
rithms and Data Structures (1999), LNCS 1663, Springer Verlag, 110-121.

14. K. Jansen, R. Solis-Oba and M.I. Sviridenko, Makespan minimization in job shops:
a polynomial time approximation scheme, Proceedings of the 31st ACM Sympo-
sium on the Theory of Computing (1999), 394-399.

15. K. Jansen, R. Solis-Oba and M.I. Sviridenko, A linear time approximation scheme
for the job shop scheduling problem, Proceedings of the 2nd Workshop on Approx-
imation Algorithms (1999), LNCS 1671, Springer Verlag, 177-188.

16. E.L. Lawler, J.K. Lenstra, A.H.G. Rinnoy Kan and D.B. Shmoys, Sequencing and
scheduling: algorithms and complexity, in: Handbook of Operations Research and
Management Science, Vol. 4, North-Holland, 1993, 445-522.

17. S.A. Plotkin, D.B. Shmoys and E. Tardos, Fast approximation algorithms for
fractional packing and covering problems, Mathematics of Operations Research
20 (1995), 257-301.

18. D.B. Shmoys, C. Stein and J. Wein, Improved approximation algorithms for shop
scheduling problems, SIAM Journal on Computing, 23 (1994), 617-632.



The Many Faces of a Translation

Pierre McKenzie1?, Thomas Schwentick2,
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Abstract. First-order translations have recently been characterized as
the maps computed by aperiodic single-valued nondeterministic finite
transducers (NFTs). It is shown here that this characterization lifts
to “V-translations” and “V-single-valued-NFTs”, where V is an arbi-
trary monoid pseudovariety. More strikingly, 2-way V-machines are in-
troduced, and the following three models are shown exactly equivalent
to Eilenberg’s classical notion of a bimachine when V is a group variety
or when V is the variety of aperiodic monoids: V-translations, V-single-
valued-NFTs and 2-way V-transducers.

1 Introduction

The regular languages have been characterized in many ways, in particular us-
ing DFAs, NFAs, and 2-way DFAs [RS59,She59], monadic second order logic
[Büc60,Tra61] and finite semigroups [Eil76b], with an incisive algebraic parame-
trization arising from the latter. For instance, aperiodic DFAs recognize exactly
the star-free languages [Sch65], and these are precisely captured by FO, i.e.
first-order logic with order [MP71].

In a separate vein, renewed interest in FO was sparked by the development
of descriptive complexity (see [Imm99]), and the old concept of a translation
became the natural way to reduce one problem to another. FO-translations and
projections, in particular, became the lowest level reductions used in the theory.

Experience with the regular languages would suggest characterizing FO-
translations using aperiodic deterministic finite transducers. But this fails, be-
cause such transducers cannot even map w1w2 · · ·wn to wn

n. Lautemann and
three of the present authors [LMSV99] showed that the appropriate automata-
theoretic model required to capture FO-translations is the aperiodic nondeter-
ministic transducer, restricted to output a unique string on any input.
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Here we extend this result in several directions. We first generalize from FO-
translations to V-translations, where V is an arbitrary monoid variety (a monoid
variety is the most convincing notion imaginable of a natural set of monoids).
FO-translations are obtained when V is the variety of aperiodic monoids, and
other special cases of such V-logical formulas were studied before, for example
when ∃ and ∀ quantifiers were replaced by MODq quantifiers in the work of
[STT88,BCST92,Str94].

Second, we define an NFA to be a V-NFA if applying the subset construction
to it yields (the familiar notion of) a V-DFA.

Third, we consider 2-way DFAs, and define what constitutes a 2-way V-
machine. This is delicate because the appropriate definition of the extended
transition function of such an automaton is not obvious, which in fact explains
the absence of an algebraic treatment of 2-way DFAs in the literature.

Our main result is a striking equivalence between the above notions and the
old notion of a bimachine developed by Eilenberg [Eil76a, p. 320]:

Theorem 1. Let f : Σ∗ → Γ ∗, let V be the variety A of aperiodic monoids or
an arbitrary variety of groups. The following statements are equivalent:

(i) f is a V-translation.
(ii) There is a sequential V-bimachine that computes f .
(iii) There is a single-valued nondeterministic V-transducer that computes f .
(iv) There is a 2-way V-machine that computes f .

Moreover, for the much larger class of varieties V closed under reversal, (i) ⇔
(ii) ⇔ (iii).

In the case VA, Theorem 1 states that FO-translations, aperiodic bima-
chines, single-valued nondeterministic aperiodic transducers, and deterministic
aperiodic 2-way transducers, all compute exactly the same functions.

Intuitively, the main ingredients of Theorem 1 are that NFAs can simulate
bimachines by guessing the behavior of the second machine on the unread part
v of an input string uv (and they can simulate FO by guessing the possible
sets of inequivalent formulas consistent with u satisfied by uv). The link with
2-way DFAs, in the non-group case, comes from simulating NFAs in the slick way
developed by Hopcroft and Ullman [HU67], yet a considerable amount of care is
needed to ensure that the simulation preserves the required algebraic properties.
(In this paper, we limit our claim to the statement of Theorem 1, although we
suspect that the equivalence between the four models of the theorem holds for
many more varieties.)

Section 2 contains preliminaries and the precise definitions of our computa-
tion models. Section 3, presenting our results, first addresses the models equiva-
lent for any V closed under reversal, and then we bring in the 2-way model. Due
to space restrictions, most proofs have to remain sketchy or are even omitted
from this abstract. For full proofs we refer the reader to [MSTV00].
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2 Definition of Models and Preliminary Results

An associative binary operation on a set containing an identity for this operation
defines a monoid. By a monoid variety, we mean a pseudovariety in the sense of
Straubing [Str94, pp. 72ff] or Eilenberg [Eil76b, pp. 109ff]: it is a set of monoids
closed under the finite direct product, the taking of submonoids and of homo-
morphic images. Examples of varieties include the commutative monoids, the
groups G, the aperiodics A (i.e., the monoids containing only trivial groups),
the solvable groups Gsol , or any set of monoids satisfying a set of identities, as
we explain next.

Let U{u1, u2, u3, . . . } be a countable alphabet of variables, and let l, r ∈ U∗.
Then an equation of the form lr is a monoid identity. A monoid M satisfies
the above identity if, for every homomorphism h : U∗ → M , we have h(l)h(r).
Monoid identities are used to define pseudovarieties of monoids, we refer the
reader to the excellent presentation in [Str94, Chapter V.6]. Precisely, a set V of
monoids is a variety, if and only if there exists a sequence (liri)i ≥ 1 of equations
such that a monoid M belongs to V iff it satisfies all but finitely many equations
liri, see [Eil76b, Sect. V.2].

If M is a finite automaton (one-way or two-way) such that the transformation
monoid of M satisfies the identity lr, then we say that lr holds in M .

Deterministic finite automata are, as usual [HU79, p. 17], given by M(S,Σ, δ,
s, F ), where the different components denote the state set, the input alphabet,
the transition function, the initial state, and the set of final states, respectively.
The extended transition function [HU79, p. 17] of M is denoted by δ̂. The trans-
formation monoid ofM is the set

{
δ̂(·, w) : S → S

∣∣ w ∈ Σ∗} with the operation
of composition of functions. We say that M is a V-DFA if its transformation
monoid is in V. A V-language is a language accepted by a V-DFA.

An equivalence relation ∼ on Σ∗ is a congruence if u ∼ v implies (∀x, y ∈
Σ∗)[xuy ∼ xvy]. A congruence ∼ induces a monoid Σ∗/∼ isomorphic to the
transformation monoid of the pre-automaton (Σ∗/∼, Σ, ([u]∼, a) 7→ [ua]∼). An
example of a congruence is the syntactic congruence of a language L: u ∼L v
iff (∀x, y ∈ Σ∗)[xuy ∈ L iff xvy ∈ L]. Let a DFA M(S,Σ, δ, s, F ) be given.
Another example of a congruence is: u ∼M v iff δ̂(·, u)δ̂(·, v). Then Σ∗/∼M is
isomorphic to the transformation monoid of M . Writing ∼pq for the syntactic
congruence of the language L(p, q)

{
w

∣∣ δ̂(p, w)q
}

, there is an injective morphism
Σ∗/∼M−→ Πp,q∈S(Σ∗/∼pq) and a surjective morphism Σ∗/∼M−→ Σ∗/∼pq.
These facts can be shown to imply that M is a V-DFA iff L(p, q) is a V-language
for each p, q ∈ S.

2.1 FO-Translations and V-Translations

We consider first-order logic with linear order, denoted by FO (in the literature,
this is often denoted FO[<], see, e.g., [Imm99]). We restrict our attention to
string signatures, i. e., signatures of the form 〈Ca1 , . . . , Cas

〉, where all the pred-
icates Cai are unary, and in every structure A, A |= Cai(j) iff the jth symbol
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in the input is the letter ai. Such structures are thus words over the alphabet
Σ{a1, . . . , as}, and first-order variables range over positions within such a word,
i. e. from 1 to the word length n. A formula from this logic is called a formula
over Σ. Our basic formulas are built from variables in the usual way, using the
Boolean connectives {∧,∨,¬}, the relevant predicates Cai

together with {, <},
the quantifiers {∃,∀}, and parentheses.

Let Σ be as above, and consider a second alphabet Γ{b1, . . . , bt+1}. Fix an
order b1 < · · · < bt+1 on Γ . Let ϕ1, . . . , ϕt be first-order formulas over Σ, each
with one free variable x. These formulas define a mapping [ϕ1, . . . , ϕt] : Σ∗ → Γ ∗

as follows: Let ww1 · · ·wn ∈ Σn. Then, [ϕ1, . . . , ϕt](w)v1 · · · vn ∈ Γn, where

vi




b1 if w |= ϕ1(i),
b2 if w |= ¬ϕ1(i) ∧ ϕ2(i),

. . .
bt+1 if w |= ¬ϕ1(i) ∧ ¬ϕ2(i) ∧ · · · ∧ ¬ϕt(i),

for 1 ≤ i ≤ n. In this definition, ϕj(i) is the formula that is obtained when in
ϕj variable x takes value i.

This function is called a FO-translation or first-order definable translation,
see [LMSV99]. (In the more general case, where the formulas ϕ1, . . . , ϕt are
allowed to have more than one free variable, these functions are called first-order
reductions or first-order interpretations, see [Imm99].)

Now let Σ and Γ be as above and A ⊆ Γ ∗. Then we say that QAx[ϕ1, . . . , ϕt]
is a Qun

A FO formula (over Σ). For w ∈ Σ∗, we define w |= QAx[ϕ1, . . . , ϕt] if
[ϕ1, . . . , ϕt](w) ∈ A.

In this paper, the sets A defining quantifiers will most of the time be monoid
word problems. For a monoidM and a subset F ⊆ M , we define the word problem
W (M,F ) as the language {m1 · · ·mk ∈ M∗ | k ∈ N,m1 ◦ · · · ◦mk ∈ F }, where
◦ denotes multiplication in M .

Let V be a pseudovariety of monoids. We will now use V word problems to
define translations as follows. First, define V-formulas inductively by:

– Every quantifier-free formula is a V-formula.
– If ϕ is quantifier-free, x a variable, M ∈ V, and F ⊆ M , then QW (M,F )x ϕ

is a V-formula.
– Every Boolean combination of V-formulas is a V-formula.

A V-translation is a translation [ϕ1, . . . , ϕt], where ϕ1, . . . , ϕt are V-formulas
with one free variable.
Examples. The quantifier ∃ is the quantifier QW (OR,{1}), where OR is the
aperiodic monoid defined by the binary OR. Straubing [Str94] surveys an elegant
theory in which FO is supplemented with “monoidal” quantifiers such as MODq,
where MODqxϕ holds iff ϕ(x) holds in a multiple of q word positions x. Such
quantifiers are QW (Zq,{0}) quantifiers. Hence [QW (Zq,{0})y(y < x ∧ Cay)] is a
translation, mapping w1w2 · · ·wn ∈ {a, b, c}∗ to v1 · · · vn ∈ {0, 1}n, such that
vi1 iff w1 · · ·wi−1 contains a multiple of q occurrences of a. Other monoidal
quantifiers, e.g., QW (S5,{e}) where S5 is the (nonsolvable) symmetric group on
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5 points (see, e.g., [BIS90]), have been used in the literature to capture the
complexity class NC1 using FO.

2.2 Bimachines and Bisequential Functions

Eilenberg [Eil76a, p. 320] defined a bimachine to be a triple M(M1,M2, g)
where M1(S1, Σ, δ1, s1), M2(S2, Σ, δ2, s2) are DFAs without final states, and
g : S1 × S2 ×Σ → Γ . For i ∈ {1, . . . , |w|}, the output of M on input ww1 · · ·wn

at position i is oM (w, i)g(δ̂1(s1, w1 · · ·wi−1), δ̂2(s2, wn · · ·wi+1), wi). The output
of M on input w is TM (w)oM (w, 1) · · · oM (w, n). M is a V-bimachine if the
transformation monoids of both M1 and M2 are in V.

We define a bisequential function as a pair f(α,m), where α is a congruence
over some alphabet Σ, and m is a function m : Σ∗/α×Σ∗/α×Σ → Γ for some
alphabet Γ , and for all ww1 · · ·wn ∈ Σ∗, f(w)v1 · · · vn where vim

(
[w1 · · ·wi−1]α,

[wi+1 · · ·wn]α, wi

)
. We say that f is a V-bisequential function if the quotient set

Σ∗/α with the usual multiplication is in V.
Observe that if V is closed under reversal, a function is V-bisequential

if and only if it is computed by some V-bimachine. Indeed, to compute the
bisequential function f(α,m), define M(M1,M2,m), where M1(S1, Σ, δ1, s1)
and M2(S2, Σ, δ2, s2) are given by S1S2Σ

∗/α, s1s2[ε]α, δ1
(
[w]α, a

)
[wa]α and

δ2
(
[w]α, a

)
[aw]α for all a ∈ Σ, w ∈ Σ∗. The reader may check that fTM and

that the transformation monoids of M1 and M2 are in V.
The converse, given M to find a V-bisequential function f such that TMf ,

is proved in a very similar way.

2.3 Single-Valued Nondeterministic Transducers

In [LMSV99], a nondeterministic finite transducer is defined to be a tuple M(S,
Σ, Γ, δ, I, F ), where S is the set Q of states, Σ is the input alphabet, Γ is the
output alphabet, δ ⊆ Q×Σ×Γ ×Q is the transition relation, I ⊆ Q is the set of
initial states and F ⊆ Q is the set of final states. For a string ww1 · · ·wn ∈ Σ∗

we define the set TM (w) of outputs of M on input w as follows. A string v ∈ Γ ∗

of length n is in TM (w), if there is a sequence s0, s1, . . . , sn of states, such that
s0 ∈ I, sn ∈ F and, for every i, 1 ≤ i ≤ n, we have (si−1, wi, vi, si) ∈ δ.

We say that a nondeterministic finite transducer (S,Σ, Γ, δ, I, F ) is a V-
transducer, or that a NFA (S,Σ, δ, s0, F ) is a V-NFA, if applying the subset
construction to the pre-NFA (S,Σ, δ) yields a pre-DFA (2S , Σ, δ′) whose trans-
formation monoid is in V.

Proposition 2. The following statements are equivalent for a transducer M
having (S,Σ, δ) as pre-NFA:
(i) M is a V-transducer,
(ii) For each p, q ∈ S, the language L(p, q) accepted by the NFA (S,Σ, δ, p, {q})
is a V-language.

We say that a nondeterministic transducer M is single-valued, if, for every
ww1 · · ·wn ∈ Σ∗ there is a single computation (s0, w1, v1, s1)(s1, w2, v2, s2) · · ·
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(sn−1, wn, vn, sn) such that s0 ∈ I, sn ∈ F , and (si−1, wi, vi, qi) ∈ δ for 1 ≤ i ≤ n.
Note that in this case, |TM (w)|1 for all w ∈ Σ∗; if TM (w){u}, then we write
TM (w)u.

Remark 3. We remark that the definition above of single-valuedness is different
from the one given in [LMSV99], since there it was only required that the set of
values TM (w) consists of at most one word, for every w ∈ Σ∗. This still leaves the
possibility that there may be different paths in M for a particular input w which
produce the same output, which is forbidden in the present definition. [LMSV99]
equate the power of aperiodic machines according to their definition with that of
FO-translations. Since our main result in Sect. 3 gives an analogous statement
for aperiodic machines according to our stricter definition, we conclude that for
the aperiodic case, both definitions coincide.

2.4 Two-Way Automata

A two-way automaton with output is a 7-tuple M(L]R, Σ, Γ, δ, λ, l0, F ), where

– the set S of states is the disjoint union L ] R of a set L (the states “entered
from the left”) and a set R (the states “entered from the right”),

– l0 ∈ L is the initial state,
– F ⊆ S is the set of final states which, as in the case of one-way transducers,

will play no role in defining the operation of a two-way automaton with
output,

– Σ is the input alphabet, Γ is the output alphabet,
– δ : (S×Σ)∪ (L×{C})∪ (R×{B}) → S is a total transition function, where
B /∈ Σ and C /∈ Σ are the leftmarker and the rightmarker respectively,

– λ : (S ×Σ) → Γ is the output function.

The meaning of δ(s, σ) ∈ L is that M in state s scanning σ moves its head
to the right upon entering state δ(s, σ); M moves its head to the left when
δ(s, σ) ∈ R.

The initial configuration of M on input ww1w2 · · ·wn ∈ Σ∗ is the situation
in which the state of M is l0 and M scans w1 within the string Bw1w2 · · ·wnC
(M scans C when |w|0). We say that M eventually exits BwC if it eventually
encounters a transition δ(r,B) ∈ R or a transition δ(l,C) ∈ L (of course M will
generally bounce off the end markers several times before exiting). We require
that, for any ww1w2 · · ·wn ∈ Σ∗,

– M from its initial configuration on w eventually leaves every wi to the right,
1 ≤ i ≤ n, and eventually exits BwC; this is analogous to the (unspoken)
requirement that a one-way transducer must traverse its input and halt,

– from any state l ∈ L scanning w1, M eventually exits BwC; this requirement
is analogous to the (unspoken) fact that a one-way transducer eventually
runs out of input regardless of its initial configuration,

– from any state r ∈ R scanning wn, M also eventually exits BwC; this is
justified by the natural desire to maintain symmetry between left and right
in a two-way machine.
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Each ww1w2 · · ·wn ∈ Σ∗ coerces M into a behavior described by a behavior
function

δw : L ] R → L ] R

s 7→




state in which M exits w1w2 · · ·wn when started
in state s scanning w1,

if s ∈ L;

state in which M exits w1w2 · · ·wn when started
in state s scanning wn,

if s ∈ R.

The base case is given by δw(s)s if |w|0, and δw(s)δ(s, w) if |w|1. The induction
step divides into two similar cases according to whether s ∈ L or s ∈ R. Let
u ∈ Σ+ and a ∈ Σ. We only illustrate the case s ∈ L, namely M entering ua
from the left. The case breaks off into two subcases according to whether M
eventually falls off ua to the left (δu(sk) ∈ R) or to the right (δa(lk) ∈ L):

δua(s)




δu(sk) if (∃k ≥ 0)(∃s0s)(∃l1, l2, . . . , lk ∈ L)(∃s1, s2, . . . , sk, δu(sk) ∈
R) such that liδu(si−1) and siδa(li) for 1 ≤ i ≤ k;

δa(lk) if (∃k ≥ 0)(∃l0δu(s), l1, l2, . . . , lk, δa(lk) ∈ L)(∃r1, r2, . . . , rk ∈
R) such that riδa(li−1) and liδu(ri) for 1 ≤ i ≤ k.

Finally we define the behavior monoid B(M) of M to be the monoid {δw |
w ∈ Σ∗} under composition. M is a V-machine iff B(M) ∈ V.

The output of M on input ww1w2 · · ·wn is λ(s1, w1)λ(s2, w2) · · ·λ(sn, wn),
where si is the state entered by M as it lands on wi for the last time when
started from its initial configuration on w (when |w|0 the output is the empty
string).

3 Results

Here we present our different results which together prove Theorem 1. First
we state that for all varieties closed under reversal, translations, bisequential
functions, bimachines, and single-valued nondeterministic transducers yield the
same class of functions. This proves the equivalence of the first three statements
of Theorem 1, since group varieties and A are closed under reversal.

Theorem 4. The following are equivalent when V is a monoid variety closed
under reversal:

(i) f is a V-translation.
(ii) f is a V-bisequential function.
(iii) There is a sequential V-bimachine that computes f .
(iv) There is a single-valued nondeterministic V-transducer that computes f .

The proof, which can be found in the full version of this paper [MSTV00],
consists of a sequence of simulations among the different models that preserve
monoid identities in the sense of Sect. 2. It even turns out that equivalence of
(i) and (ii) holds for all varieties of monoids. Here, we only present the following
implication:
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Lemma 5. Let ϕ1, . . . , ϕt be V-formulas. Then there is a V-bisequential func-
tion f such that [ϕ1, . . . , ϕt]f .

Proof. We first assume that t1, i.e. that the image of the translation is over a
two-letter alphabet, which we take to be {Y,N}. Initially, let ϕϕ1 be a formula
over some alphabet Σ of the form ϕ(x)QAyψ(x, y), where A is a V-language
and ψ is quantifier-free. Let α be the congruence relation that defines A ⊆ Γ ∗,
i.e., Γ ∗/α ∈ V. For simplicity, we assume that Γ{1, 0}; the case of non-binary
alphabets is treated similarly.

For every letter a ∈ Σ, we define from ψ three formulas ψ<
a , ψa and ψ>

a as
follows:

replace Ca(x) by Cb(x), b 6= a, by y < x by yx by x < y by

To get ψ<
a true, false, true, false, false.

To get ψa true, false, false, true, false.

To get ψ>
a true, false, false, false, true.

Observe that all these formulas have the only free variable y, since x no longer
appears. Moreover, for each a ∈ Σ, we write ψa for the constant formula obtained
by further evaluating ψa with the knowledge that Ca(y). Now recall that the ith
symbol in [ϕ](w1 . . . wn) is equal to Y iff

ψ(i, 1) ψ(i, 2) · · · ψ(i, n) ∈ A, (1)

where for convenience we wrote ψ(i, j) for the zero-one truth value of ψ(i, j)
evaluated on w1 . . . wn. But the {0, 1}-word appearing in (1) is precisely the
{0, 1}-word

ψ<
wi

(1) ψ<
wi

(2) · · · ψ<
wi

(i− 1) ψwi ψ>
wi

(i+ 1) · · · ψ>
wi

(n− 1) ψ>
wi

(n).(2)

Fortunately, every ψR
a (for a ∈ Σ, R ∈ {<,>}) defines a length-preserving ho-

momorphism, also denoted ψR
a : Σ∗ → {0, 1}∗. So let a congruence ∼ on Σ∗

be defined as follows: u ∼ v iff ψR
a (u) α ψR

a (v) holds for each a ∈ Σ and for
each R ∈ {<,>}. This is a V-congruence, being the intersection of finitely
many V-congruences (indeed each separate homomorphism ψR

a defines a con-
gruence whose induced monoid is the image of a submonoid of {0, 1}∗/α). The
V-bisequential function f(∼,m) therefore computes [ϕ], where

m : (Σ∗/∼) × (Σ∗/∼) ×Σ → {Y,N}

([u]∼, [v]∼, a) 7→
{
Y if [ψ<

a (u)]α ◦ [ψa]α ◦ [ψ>
a (v)]α ⊆ A,

N otherwise.

Here ◦ computes in {0, 1}∗/α, and m is well defined because w1 ∼ w2 implies
that ψR

a (w1) α ψR
a (w2).

Now if ϕ is a Boolean combination of formulas, we consider the homomor-
phisms defined by all subformulas of ϕ of the form QAyψ(x, y) for quantifier-free
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ψ. In the case of several formulas [ϕ1, . . . , ϕt] instead of one formula [ϕ], we again
have to deal with more homomorphisms as above. In both cases, the definition of
m becomes more complicated, but the congruence ∼ remains an intersection of
constantly many V-congruences. Hence we still obtain a V-bisequential f . 2

When are 2-way machines equivalent to the models of Theorem 4? In the
next lemma, we show that a 2-way V-automaton can always be simulated by
a V-bimachine. The converse, however, requires additional assumptions about
V. Lemma 7 deals with the variety of all aperiodic monoids and the variety of
all groups. The construction that is used in the proof of Lemma 7 results in
particularly simple 2-way automata if V is an arbitrary group varity. This is
stated as Corollary 8.

Lemma 6. Let M(L ] R, Σ, Γ, δ, λ, l0, F ) be a two-way V-automaton with out-
put. Then there exists a V-bimachine (M1,M2, g) that computes TM .

Proof. Given M , we first show how to construct automata M1(S1, s1, Σ, δ1),
M2(S2, s2, Σ, δ2) and function g. Let ◦ denote multiplication in B(M) and let e
be the corresponding identity.

We define M1 as by S1B(M), s1e, and for each f ∈ B(M), a ∈ Σ, we set
δ1(f, a)f ◦ δa. Intuitively, after reading w1 · · ·wi−1 the automaton M1 has com-
puted the function δw1···wi−1 .

The definition of M2 is analogous: S2B(M), s2e, and for each f ∈ B(M), a ∈
Σ, we set δ2(f, a)δa ◦ f .

It is easy to show that, for each string ww1 · · ·wn and each position i ∈
{1, . . . , n}, we obtain δ̂1(s1, w1 · · ·wi−1)δw1···wi−1 and δ̂2(s2, wn · · ·wi+1)δwi+1···wn

.
By combining this information with wi and the fixed behavior of M on the end-
markers, the sequence of states that M takes at position i can be determined.
From the very definition of the output of a two-way automaton it follows that a
function g as claimed exists and can be obtained directly from the definition of
M .

Next we show that all monoid identities that hold in M hold in M1 and M2
as well. Let u, v ∈ Σ∗ be such that δuδv. We even prove the stronger claims that
δ̂1(·, u)δ̂1(·, v) and δ̂2(·, uR)δ̂2(·, vR).

From the definition of M1 we obtain for all f ∈ B(M), w ∈ Σ, that δ̂1(f, w)f ◦
δw, which immediately yields the first claim. From the definition of M2 we con-
clude that for each f ∈ B(M) and w ∈ Σ∗, we obtain δ̂2(f, w)δwR ◦ f , where wR

denotes the reversal of the word w. This immediately implies the second claim.
Hence we showed that M1 and M2 are V-DFAs. 2

Next we turn a converse of this lemma. An important tool here is a result of
Hopcroft and Ullman [HU67], showing how a two-way automaton can, for each
symbol in its input, determine the states of one left-to-right and one right-to-left
automaton, when they reach the corresponding input symbol. The next lemma
shows that this result carries over to the case of restricted types of automata.
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Lemma 7. Let (M1,M2, g) be a sequential bimachine. Then there exists a 2-
way automaton M(L ] R, Σ, Γ, δ, λ, l0, ∅) which computes the same function as
(M1,M2, g) and has the following property: If δ̂1(·, u)δ̂1(·, v) and δ̂2(·, uR)δ̂2(·, vR)
and uvvu then

δuuδuvδvuδvv.

Proof. We sketch the idea of the proof, and we refer the reader to [MSTV00]
for the full details. Let M ′(M1,M2, g), M1(Q1, s1, Σ, δ1), and M2(Q2, s2, Σ, δ2).

Informally, the behavior of the automaton M on input ww1 · · ·wn is split into
two phases. Roughly, the first phase consists of a complete left-to-right scan in
which M simulates M1 and the second phase consists of n subcomputations each
of which is a right-to-left movement followed by a (possibly empty) left-to-right
movement. In the second phase M simulates the behavior of M2 (which is easy)
and keeps track of the states of M1 (which is more complicated).

In more detail, each of the n subcomputations starts from a situation in which
the automaton is at a position i of its input and knows piδ̂1(s1, w1 · · ·wi) and
qiδ̂2(s2, wn · · ·wi+1) and ends in the corresponding situation at position i− 1.

The obvious problem is how to compute pi−1δ̂1(s1, w1 · · ·wi−1). If there is
only one state p of Q1 with δ1(p, wi)pi then, of course pi−1p. Otherwise M
proceeds as follows. It moves to the left and maintains, for each state p with
δ1(p, wi)pi, a set Pp of states. At a position j < i, Pp contains all states from
which M1 can reach p by reading wj+1 · · ·wi−1. It is easy to see that, for each
j, these sets are pairwise disjoint. This process ends in one of the following two
situations. Either all but one of the sets Pp become empty or M reaches the
left delimiter. In either case M can easily conclude pi−1 (in the latter case it is
the state p for which Pp contains s1). Now it only needs to find its way back to
position i. In order to do so, it goes one step to the right and chooses one state
from Pp and one state from a nonempty Pp′ at that position (these two sets were
remembered by M). Then it simulates the behavior of M1 starting from these
two states until the two computations flow together into a single state. At this
time M has reached position i again and now it also knows pi−1, as this is given
by the outcome of the simulation of M1 which started from the correct state.
It has remembered qi during the whole subcomputation, hence it can retrieve
the output symbol of M at position i. Then it starts the next subcomputation
from position i − 1. It is this last step of a subcomputation where M actually
simulates the behavior of M2.

The formal definition of M and the (technically involved) proof that it has
the properties claimed in the lemma can be found in [MSTV00]. 2

If V is a variety of groups then the construction in the proof of Lemma 7
leads to a very simple 2-way automaton. The simple reason is that, for such
V, V-automata have injective transition functions. Hence, for each state p of
the automaton M1 and each symbol σ there is exactly one state p′ such that
δ1(p′, σ)p. Therefore, M can always deduce pi−1 from pi by one step to the left.
It follows directly that all word equations that hold in M1 and (reversed) in M2
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also hold in M and we can conclude the following corollary which considerably
strengthens Lemma 7 for group varieties.

Corollary 8. Let (M1,M2, g) be a sequential V-bimachine computing a func-
tion f , where V an arbitrary group variety. Then f is computable by a 2-way
V-automaton.

Theorem 9. Let V be the variety A or an arbitrary variety of groups. A func-
tion is computed by a sequential V-bimachine iff it is computed by a 2-way
V-machine.

Proof. Lemma 6 shows that a sequential V-bimachine can simulate a 2-way
V-machine. For the converse, there are two cases. The first case is when V
is the variety A of all aperiodic monoids. Let a V-bimachine (M1,M2, g) be
simulated by the 2-way automaton M promised by Lemma 7. Since M1 and M2
are aperiodic, there exists n ≥ 0 such that for all words w, δ̂i(·, wn)δ̂i(·, wn+1),
i1, 2. But then B(M) ∈ A because Lemma 7 applies with uwn and vwn+1:

∀w, (δw)2nδw2nδuuδuvδw2n+1(δw)2n+1,

where (δx)i is the i-fold composition of δx with itself.
The second case is when V is an arbitrary group variety. In this case the

result follows from Corollary 8. 2

4 Conclusion

We have characterized FO-translations in several natural ways, and we have
extended the characterization to handle group varieties. The strong equivalences
obtained, with the exception of the 2-way automaton characterization, extend
to any monoid variety V closed under reversal.

We believe that Theorem 1 generalizes to many more varieties. The hurdle
lies in the fine details required to ensure that a 2-way automaton simulating
any one of the other models preserves enough of the algebraic structure. We feel
here that we have not exhausted all the tricks. For example, crossing sequence
arguments may be applicable to improve the construction and its analysis.

Our careful definition of what constitutes a 2-way V-automaton opens the
way for an algebraic treatment of 2-way automata. The translations studied
here are akin to the maps underlying the wreath product and the block product
constructions. This suggests approaches to handle the nesting of monoidal quan-
tifiers in the logical framework, or equivalently to handle the series connections
of 2-way automata. This emerges as a promising avenue for future research.
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Abstract. A constructive version of Hausdorff dimension is developed
and used to assign to every individual infinite binary sequence A a con-
structive dimension, which is a real number cdim(A) in the interval [0, 1].
Sequences that are random (in the sense of Martin-Löf) have construc-
tive dimension 1, while sequences that are decidable, r.e., or co-r.e. have
constructive dimension 0. It is shown that for every ∆0

2-computable real
number α in [0, 1] there is a ∆0

2 sequence A such that cdim(A) = α.
Every sequence’s constructive dimension is shown to be bounded above
and below by the limit supremum and limit infimum, respectively, of
the average Kolmogorov complexity of the sequence’s first n bits. Every
sequence that is random relative to a computable sequence of rational
biases that converge to a real number β in (0, 1) is shown to have con-
structive dimension H(β), the binary entropy of β.
Constructive dimension is based on constructive gales, which are a nat-
ural generalization of the constructive martingales used in the theory of
random sequences.

Keywords: algorithmic information, computability, constructive dimen-
sion, gales, Hausdorff dimension, Kolmogorov complexity, martingales,
randomness.

1 Introduction

One of the most dramatic achievements of the theory of computing was Martin-
Löf’s 1966 use of constructive measure theory to give the first satisfactory defi-
nition of the randomness of individual infinite binary sequences [16]. The search
for such a definition had been a major object of early twentieth-century research
on the foundations of probability, but a rigorous mathematical formulation had
proven so elusive that the search had been all but abandoned more than two
decades earlier. Martin-Löf’s definition says precisely which infinite binary se-
quences are random and which are not. The definition is probabilistically con-
vincing in that it requires each random sequence to pass every algorithmically
implementable statistical test of randomness. The definition is also robust in that
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subsequent definitions by Schnorr [22, 23, 24], Levin [11], Chaitin [4], Solovay
[28], and Shen’ [25, 26], using a variety of different approaches, all define exactly
the same sequences to be random. It is noteworthy that all these approaches,
like Martin-Löf’s, make essential use of the theory of computing.

One useful characterization of random sequences is that they are those se-
quences that have maximal algorithmic information content. Specifically, if
K(A[0..n − 1]) denotes the Kolomogorov complexity (algorithmic information
content) of the first n bits of an infinite binary sequence A, then Levin [11] and
Chaitin [4] have shown that A is random if and only if there is a constant c such
that for all n, K(A[0..n − 1]) ≥ n − c. Indeed Kolmogorov [8] developed what is
now called C(x), the “plain Kolmogorov complexity,” in order to formulate such
a definition of randomness, and Martin-Löf, who was then visiting Kolmogorov,
was motivated by this idea when he defined randomness. (The quantity C(x) was
also developed independently by Solomonoff [27] and Chaitin [2, 3].) Martin-Löf
[17] subsequently proved that C(x) cannot be used to characterize randomness,
and Levin [11] and Chaitin [4] introduced a technical modification of C(x), now
called K(x), the “Kolmogorov complexity,” in order to prove the above charac-
terization of random sequences. Schnorr [24] proved a similar characterization
in terms of another variant, called the “monotone Kolmogorov complexity.”

One conclusion to be drawn from these characterizations is that the def-
inition of random sequences distinguishes those sequences that have maximal
algorithmic information content from those that do not. It offers no quantitative
classification of the sequences that have less than maximal algorithmic informa-
tion content. From a technical point of view, this aspect of the definition arises
from its use of constructive measure, which is an algorithmic effectivization of
classical Lebesgue measure. Specifically, an infinite binary sequence A is random
if the singleton set {A} does not have constructive measure 0, and is nonran-
dom if {A} does have constructive measure 0. Neither Lebesgue measure nor
constructive measure offers quantitative distinctions among measure 0 sets.

In 1919, Hausdorff [6] augmented classical Lebesgue measure theory with a
theory of dimension. This theory assigns to every subset X of a given metric
space a real number dimH(X), which is now called the Hausdorff dimension
of X. In this paper we are interested in the case where the metric space is the
Cantor space C, consisting of all infinite binary sequences. In this case, the Haus-
dorff dimension of a set X ⊆ C (which is defined precisely in section 3 below)
is a real number dimH(X) ∈ [0, 1]. The Hausdorff dimension is monotone, with
dimH(∅) = 0 and dimH(C) = 1. Moreover, if dimH(X) < dimH(C), then X is
a measure 0 subset of C. Hausdorff dimension thus offers a quantitative classifi-
cation of measure 0 sets. Moreover, Ryabko [19, 20, 21] Staiger [29, 30], and Cai
and Hartmanis [1] have all proven results establishing quantitative relationships
between Hausdorff dimension and Kolmogorov complexity.

Just as Hausdorff [6] augmented Lebesgue measure with a theory of dimen-
sion, this paper augments the theory of individual random sequences with a
theory of the constructive dimension of individual sequences. Specifically, we
develop a constructive version of Hausdorff dimension and use this to assign ev-
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ery sequence A ∈ C a constructive dimension cdim(A) ∈ [0, 1]. Sequences that
are random have constructive dimension 1, while sequences that are decidable,
r.e., or co-r.e. have constructive dimension 0. For every real number α ∈ [0, 1]
there is a sequence A such that cdim(A) = α. Moreover, if α is ∆0

2-computable,
then there is a ∆0

2 sequence A such that cdim(A) = α. (This generalizes the
well-known existence of ∆0

2 sequences that are random.)
Regarding algorithmic information content, we prove that for every sequence

A ∈ C,

lim inf
n→∞

K(A[0..n − 1])
n

≤ dim(A) ≤ lim sup
n→∞

K(A[0..n − 1])
n

.

This justifies the intuition that the constructive dimension of a sequence is a
measure of its algorithmic information density.

We also relate constructive dimension to Shannon entropy. If −→
β =(β0, β1, . . . )

is any computable sequence of rational numbers βi ∈ [0, 1] that converge to a
real number β ∈ (0, 1) (which must therefore be ∆0

2-computable), we show that
every sequence that is random relative to −→

β has constructive dimension H(β),
the binary entropy of β.

Our development of constructive dimension is based on gales, which are nat-
ural generalizations of the constructive martingales used by Schnorr [22, 23, 24]
to characterize randomness. In a recent paper [15] we have shown that gales can
be used to characterize the classical Hausdorff dimension, and that resource-
bounded gales can be used to define dimension in complexity classes. In the
present paper we use constructive (lower semicomputable) gales to develop con-
structive dimension. Constructive dimension differs markedly from both classi-
cal Hausdorff dimension and the resource-bounded dimension developed in [15],
primarily due to the existence of gales that are optimal. These optimal gales,
defined in section 4, are analogous to universal tests of randomness in the theory
of random sequences.

2 Preliminaries

We work in the Cantor space C consisting of all infinite binary sequences. The
n-bit prefix of a sequence A ∈ C is the string A[0..n − 1] ∈ {0, 1}∗ consisting of
the first n bits of A. We say that a string w ∈ {0, 1}∗ is a prefix of a sequence
A ∈ C, and we write w v A if A[0..|w| − 1] = w. The cylinder generated by a
string w ∈ {0, 1}∗ is Cw = {A ∈ C | w v A}. Note that Cλ = C, where λ is the
empty string.

Definition. A probability measure on C is a function ν : {0, 1}∗ → [0, 1] with
the following two properties.

(i) ν(λ) = 1.
(ii) For all w ∈ {0, 1}∗, ν(w) = ν(w0) + ν(w1).
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Intuitively, ν(w) is the probability that A ∈ Cw when A ∈ C is “chosen
according to the probability measure ν.”

Definition. A bias sequence is a sequence −→
β = (β0, β1, β2, . . . ), where each

βi ∈ [0, 1]. A bias sequence −→
β = (β0, β1, . . . ) is strongly positive if there exists

δ > 0 such that for all i ∈ N, δ ≤ βi ≤ 1 − δ.

Definition. If −→
β is a bias sequence, then the −→

β -coin-toss probability measure
on C is the probability measure

µ−→
β : {0, 1}∗ → [0, 1]

µ−→
β (w) =

|w|−1∏
i=0

βi(w),

where βi(w) = (2βi−1)w[i]+(1−βi), i.e., βi(w) = if w[i] = 1 then βi else 1−βi.

Note that µ−→
β (w) is the probability that A ∈ Cw when A ∈ C is chosen

according to a random experiment in which for each i, independently of all other
j, the ith bit of A is decided by tossing a 0/1-valued coin whose probability of 1
is βi.

Definition. If β ∈ [0, 1], then the β-coin-toss probability measure on C is the
probability measure µβ = µ−→

β , where −→
β = (β, β, β, . . . ).

Definition. The uniform probability measure on C is the probability measure µ
defined by µ(w) = 2−|w| for all w ∈ {0, 1}∗. (Note that µ = µ 1

2
.)

We use several conditions involving the computability of real numbers and
real-valued functions in this paper.

Definition. Let α ∈ R,

1. α is computable if there is a computable function f : N → Q such that for
all r ∈ N, |f(r) − α| ≤ 2−r.

2. α is lower semicomputable if its Dedekind left cut left(α) = {s ∈ Q | s < α}
is recursively enumerable.

3. α is ∆0
2-computable if α is computable relative to the halting oracle.
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It is well known and easy to verify that every computable real is lower semi-
computable, that every lower semicomputable real is ∆0

2-computable, and that
the converses of these statements do not hold.

Definition. Let f : D → R, where D is some discrete domain such as {0, 1}∗ or
N. Then f is lower semicomputable if its lower graph

Graph−(f) = {(x, s) ∈ D × Q | s < f(x)}
is recursively enumerable.

A prefix set is a set B ⊆ {0, 1}∗ such that no element of B is a prefix of any
other element of B.

The reader is referred to the text by Li and Vitányi [12] for the definition
and basic properties of the Kolmogorov complexity K(x), defined for strings
x ∈ {0, 1}∗. Falconer [5] provides a good overview of Hausdorff dimension.

3 Gales and Hausdorff Dimension

In this section we define gales and supergales and use these to define classical
Hausdorff dimension in the Cantor space C. Our definitions are slightly more
general than those in [15] because here we need to define gales and supergales
relative to an arbitrary (not necessarily uniform) probability measure on C.

Definition. Let ν be a probability measure on C, and let s ∈ [0,∞).

1. A ν-s-supergale is a function d : {0, 1}∗ → [0,∞) that satisfies the condition

d(w)ν(w)s ≥ d(w0)ν(w0)s + d(w1)ν(w1)s (∗)

for all w ∈ {0, 1}∗.
2. A ν-s-gale is a ν-s-supergale that satisfies (∗) with equality for all w ∈

{0, 1}∗.
3. A ν-supermartingale is a ν-1-supergale.
4. A ν-martingale is a ν-1-gale.
5. An s-supergale is a µ-s-supergale.
6. An s-gale is a µ-s-gale.
7. A supermartingale is a 1-supergale.
8. A martingale is a 1-gale.

The following obvious but useful observation shows how gales and supergales
are affected by variation of the parameter s.

Observation 3.1 Let ν be a probability measure on C, let s, s′ ∈ [0,∞), and
let d, d′ : {0, 1}∗ → [0,∞). Assume that

d(w)ν(w)s = d′(w)ν(w)s′

for all w ∈ {0, 1}∗.
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1. d is a ν-s-supergale if and only if d′ is a ν-s′-supergale.
2. d is a ν-s-gale if and only if d′ is a ν-s′-gale.

For example, Observation 3.1 implies that a function d : {0, 1}∗ → [0,∞) is
an s-gale if and only if the function d′ : {0, 1}∗ → [0,∞) defined by d′(w) =
2(1−s)|w|d(w) is a martingale.

The following useful lemma is a generalization of Kraft’s inequality.

Lemma 3.2. Let d be a ν-s-supergale, where ν is a probability measure on C
and s ∈ [0,∞). Then for all w ∈ {0, 1}∗ and all prefix sets B ⊆ {0, 1}∗,∑

u∈B

d(wu)ν(wu)s ≤ d(w)ν(w)s.

Definition. Let d be a ν-s-supergale, where ν is a probability measure on C
and s ∈ [0,∞).

1. We say that d succeeds on a sequence A ∈ C if lim supn→∞ d(A[0..n − 1]) =
∞.

2. The success set of d is S∞[d] = {A ∈ C | d succeeds on A}.

We now show how to use the success sets of gales and supergales to define
Hausdorff dimension.

Notation. Let X ⊆ C.

1. G(X) is the set of all s ∈ [0,∞) such that there is an s-gale d for which
X ⊆ S∞[d].

2. Ĝ(X) is the set of all s ∈ [0,∞) such that there is an s-supergale d for which
X ⊆ S∞[d].

Lemma 3.3. For all X ⊆ C, G(X) = Ĝ(X).

It was shown in [15] that the following definition is equivalent to the classical
definition of Hausdorff dimension in C.

Definition. The Hausdorff dimension of a set X ⊆ C is dimH(X) = inf G(X).

Note that by Lemma 3.3 we could equivalently use Ĝ(X) in place of G(X) in
the above definition.

4 Constructive Dimension of Individual Sequences

In this section we constructivize the above definition of Hausdorff dimension and
use this to define the constructive dimensions of individual sequences. We then
develop some fundamental properties of constructive dimension.

Terminology. A ν-s-supergale is constructive if it is lower semicomputable.
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Notation. Let X ⊆ C.

1. Gconstr(X) is the set of all s ∈ [0,∞) such that there is a constructive s-gale
d for which X ⊆ S∞[d].

2. Ĝconstr(X) is the set of all s ∈ [0,∞) such that there is constructive s-
supergale d for which X ⊆ S∞[d].

The following constructive analog of Lemma 3.3 is proven using Observation
3.1 and known properties of constructive martingales.

Lemma 4.1. For all X ∈ C, Gconstr(X) is a dense subset of Ĝconstr(X).

In light of the foregoing, the following definition is quite natural.

Definition. The constructive dimension of a set X ⊆ C is cdim(X)
= inf Gconstr(X).

By Lemma 4.1, we also have cdim(X) = inf Ĝconstr(X).
Recall that a set X ⊆ C has constructive measure 0 if there is a constructive

martingale d such that X ⊆ S∞[d]. The following useful observations are clear.

Observations 4.2 1. For all X ⊆ Y ⊆ C, cdim(X) ≤ cdim(Y ).
2. For all X ⊆ C, cdim(X) ≥ dimH(X).
3. cdim(C) = 1.
4. For all X ⊆ C, if cdim(X) < 1, then X has constructive measure 0.

We now introduce the crucial concept of optimal constructive gales.

Definition. Let s ∈ [0,∞). A constructive s-gale d is optimal if for every con-
structive s-gale d′ there is a constant ε > 0 such that for all w ∈ {0, 1}∗,
d(w) ≥ εd′(w).

Schnorr [22, 23] has established the existence of an optimal constructive
martingale, which we call d(1). For each s ∈ [0,∞), we define the function

d(s) : {0, 1}∗ → [0,∞)

d(s)(w) = 2(s−1)|w|d(1)(w).

The following important result follows immediately from Observation 3.1 and
the optimality of d(1).

Theorem 4.3. For every computable real number s ∈ [0,∞), the function d(s)

is an optimal constructive s-gale.
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We now define the constructive dimensions of individual sequences.

Definition. The constructive dimension of a sequence A ∈ C is cdim(A) =
cdim({A}). For each α ∈ [0, 1], we write DIMα = {A ∈ C | cdim(A) = α} and
DIM≤α = {A ∈ C | cdim(A) ≤ α}.

We first give a simple diagonalization proof that for every real number α ∈
[0, 1], there is a sequence whose constructive dimension is α.

Lemma 4.4. For all α ∈ [0, 1], DIMα 6= ∅.

The constructive dimension of a set can be completely characterized in terms
of the constructive dimensions of its elements in the following way.

Lemma 4.5. For all X ⊆ C, cdim(X) = supA∈X cdim(A).

Lemma 4.5, which has no analog either in classical Hausdorff dimension or in
the resource-bounded dimension developed in [15], depends crucially on Theorem
4.3. Lemma 4.5 yields an easy proof that constructive dimension has the following
property (which is also a property of classical Hausdorff dimension).

Corollary 4.6. For all X0, X1, X2, . . . ⊆ C, cdim(∪∞
k=0Xk)=supk∈N cdim(Xk).

Lemmas 4.4 and 4.5 also have the following consequence, which states that
for each α ∈ [0, 1], DIM≤α is the largest set of dimension α.

Corollary 4.7. For every real number α ∈ [0, 1], the set DIM≤α has the follow-
ing two properties.

1. cdim(DIM≤α) = α.
2. For all X ⊆ C, if cdim(X) ≤ α, then X ⊆ DIM≤α.

We also have the following.

Corollary 4.8. For every real number α ∈ [0, 1], cdim(DIMα) = α.

Recall that a sequence A ∈ C is random if the singleton set {A} does not have
constructive measure 0. We write RAND for the set of all random sequences.
The following is obvious.

Observation 4.9 RAND ⊆ DIM1.

It is well known that there are no random sequences in the set Σ0
1 ∪ Π0

1 ,
consisting of all characteristic sets of r.e or co-r.e. sets. We now show that much
more is true.

Lemma 4.10. Σ0
1 ∪ Π0

1 ⊆ DIM0.



910 J.H. Lutz

An important result in the theory of random sequences is the existence of
random sequences in ∆0

2. By Observation 4.9, this immediately implies the exis-
tence of ∆0

2 sequences of constructive dimension 1. We would like to extend this
result to other positive dimensions. We first note that, since ∆0

2 is countable,
there can only be ∆0

2 sequences of countably many different constructive dimen-
sions. We also note that the proof that RAND ∩ ∆0

2 6= ∅ using Kreisel’s Basis
Lemma [10, 32, 18] and the fact that RAND is a Σ0

2 class does not directly carry
over to the present question because the class DIMα does not appear to be Σ0

2 .
(Note: Indeed, Terwijn [31] has very recently proven that it is not.) Instead, we
first prove a dimension reduction theorem, which has independent interest, and
then use this to derive the existence of ∆0

2 sequences of constructive dimension
α (for suitable α) from the existence of ∆0

2 sequences that are random.
Define an approximator of a real number α ∈ [0, 1] to be an ordered pair

(a, b) of computable functions a, b : N → Z+ with the following properties.

(i) For all n ∈ N, a(n) ≤ b(n).
(ii) limn→∞

a(n)
b(n) = α.

It is well known and easy to see that a real number α ∈ [0, 1] has an ap-
proximator if and only if it is ∆0

2-computable. Moreover, every ∆0
2-computable

real number has an approximator (a, b) that is nice in the sense that if we let
b̃(k) =

∑k−1
n=0 b(n), then b(k) = o(b̃(k)) as k → ∞.

Given an approximator (a, b) of a ∆0
2-computable real number α ∈ [0, 1], we

define the (a, b)-dilution function

g(a,b) : C → C

as follows. Given A ∈ C, if we write

A = w0w1w2 . . . ,

where |wn| = a(n) for each n ∈ N, then

g(a,b)(A) = w00b(0)−a(0)w10b(1)−a(1) . . . .

Note that g(a,b)(A) ≡1 A for all A ∈ C.

Theorem 4.11. Let α ∈ [0, 1]be ∆0
2-computable, and let (a, b) be a nice approx-

imator of α. Then for all A ∈ C,

cdim(g(a,b)(A)) = α · cdim(A).

By Theorem 4.11, Observation 4.9, and the known existence of ∆0
2 sequences

that are random, we now have the following.

Theorem 4.12. For every ∆0
2-computable real number α ∈ [0, 1], DIMα ∩∆0

2 6=
∅, i.e., there is a ∆0

2 sequence A such that cdim(A) = α.
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Note that the proof of Theorem 4.12 via Theorem 4.11 yields even more,
namely, that if α, β ∈ [0, 1] are ∆0

2-computable with α ≥ β, then every sequence
in DIMα is 1-equivalent to some sequence in DIMβ .

We now relate constructive dimension to Kolmogorov complexity.

Theorem 4.13. For all A ∈ C,

lim inf
n→∞

K(A[0..n − 1])
n

≤ cdim(A) ≤ lim sup
n→∞

K(A[0..n − 1])
n

.

Much of the technical content of the proof of Theorem 4.13 can be found in
the investigations by Ryabko [19, 20, 21] and Staiger [29, 30] of the relationships
between Kolmogorov complexity and classical Hausdorff dimension, and also in
the calculation by Cai and Hartmanis [1] of the Hausdorff dimension of the graph
of the average Kolmogorov complexities of real numbers.

Theorem 4.13 justifies the intuition that the constructive dimension of a
sequence is its algorithmic information density.

Our last result on constructive dimension relates randomness over non-uni-
form distributions to constructive dimension. Recall that a sequence A ∈ C is
random relative to a probability measure ν on C if there is no constructive ν-
martingale d such that A ∈ S∞[d]. Given a bias sequence −→

β , we write RAND−→
β

for the set of all sequences that are random relative to the −→
β -coin-toss proba-

bility measure µ−→
β defined in section 2. Recall also the binary entropy function

H(β) = β log
1
β

+ (1 − β) log
1

1 − β

of Shannon information theory.

Theorem 4.14. If −→
β is a computable sequence of rational biases that converges

to a real number β ∈ (0, 1), then

RAND−→
β ⊆ DIMH(β).

Note that Observation 4.9 is exactly the case −→
β = ( 1

2 , 1
2 , 1

2 , . . . ) of Theorem
4.14. Note also that Theorem 4.14 can be used to give a second (albeit less
informative) proof of Theorem 4.12.

Computable bias sequences that converge slowly to 1
2 have played an im-

portant role in the investigation of stochasticity versus randomness. First, van
Lambalgen [32] and, independently, Vovk [33] proved that if −→

β is a bias sequence
such that

∑∞
i=0(βi − 1

2 )2 = ∞, then RAND−→
β ∩RAND = ∅. Also, van Lambalgen

[32] proved that if −→
β is any computable bias sequence that converges to 1

2 , then
every element of RAND−→

β is Church-stochastic. Taking −→
β to converge to 1

2 , but
to do so slowly enough that

∑∞
i=0(βi − 1

2 )2 = ∞ (e.g., βi = 1
2 + 1√

i+2 ), this gave
a new proof that not every Church-stochastic sequence is random. More signif-
icantly, Shen′ [26] strengthened van Lambalgen’s latter result by showing that
if −→

β is any computable bias sequence that converges to 1
2 , then every element
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of RAND−→
β is Kolmogorov-Loveland stochastic. Again taking −→

β to converge to
1
2 slowly enough that

∑∞
i=0(βi − 1

2 )2 = ∞, this allowed Shen′ to conclude that
not every Kolmogorov-Loveland stochastic sequence is random, thereby solving
a twenty-year-old problem of Kolmogorov [7, 9] and Loveland [13, 14]. Theorem
4.14 has the following consequence concerning such sequences −→

β .

Corollary 4.15. If −→
β is a computable sequence of rational biases that converges

to 1
2 slowly enough that

∑∞
i=0(βi − 1

2 )2 = ∞, then

RAND−→
β ⊆ DIM1 − RAND.

That is, every sequence that is random with respect to such a bias sequence−→
β is an example of a sequence that has constructive dimension 1 but is not
random.
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[12] M. Li and P. M. B. Vitányi. An Introduction to Kolmogorov Complexity and its

Applications. Springer-Verlag, 1997.
[13] D. W. Loveland. The Kleene hierarchy classification of recursively random se-

quences. Transactions of the American Mathematical Society, 125:497–510, 1966.
[14] D. W. Loveland. A new interpretation of von Mises’ concept of a random sequence.

Zeitschrift für Mathematische Logik und Grundlagen der Mathematik, 12:279–294,
1966.



Gales and the Constructive Dimension of Individual Sequences 913

[15] J. H. Lutz. Dimension in complexity classes. In Proceedings of the Fifteenth
Annual IEEE Conference on Computational Complexity. IEEE Computer Society
Press, 2000.
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Abstract. We consider separations of reducibilities by random sets.
First, we show a result on polynomial-time bounded reducibilities which
query their oracle non-adaptively: for every p-random set R, there is a
set which is reducible to R with k+1 queries, but is not reducible to any
other p-random set with at most k queries. This result solves an open
problem stated in a recent survey paper by Lutz and Mayordomo [17].
Second, we show that the separation result above can be transferred from
the setting of polynomial time bounds to a setting of rec-random sets and
recursive reducibilities. This extends the main result of Book, Lutz, and
Martin [8], who, by using different methods, showed a similar separation
with respect to Martin-Löf-random sets. Moreover, in both settings we
obtain similar separation results for truth-table versus bounded truth-
table reducibility.

1 Introduction and Related Work

We consider separations of reducibilities in the context of resource-bounded mea-
sure theory. In the following, we use the symbol ≤ with appropriate sub- or
superscripts to denote reducibilities, i.e., binary relations on Cantor space, the
class of all sets of natural numbers. We say two reducibilities ≤r and ≤s are
separated by an oracle A if the lower spans of A with respect to these reducibil-
ities, i.e., the classes {X : X ≤r A} and {X : X ≤s A}, differ. It is easy to see
that two reducibilities are different (as binary relations on Cantor space) if and
only if they are separated by some oracle. Beyond this simple observation, the
question of which reducibilities are separated by what kind of oracles has been
the object of intensive studies. Here, for a given pair of reducibilities, typical
question are the following. Are there separating oracles of low complexity? How
comprising is the class of separating oracles? Which properties are sufficient for
being a separating oracle?

Ladner, Lynch, and Selman [13] considered separations of the usual poly-
nomial-time bounded reducibilities in the range between p-m- and p-T-reduci-
bility (see Sect. 2 for definitions). They showed that for every distinct pair of
such reducibilities, there is a separating oracle which can be computed in expo-
nential time. Subsequently, in their seminal paper [6], Bennett and Gill obtained
results about separations by almost all oracles, i.e., they showed that for certain

U. Montanari et al. (Eds.): ICALP 2000, LNCS 1853, pp. 914–926, 2000.
c© Springer-Verlag Berlin Heidelberg 2000
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pairs of reducibilities the class of separating oracles has measure 1 with respect
to uniform measure on Cantor space. In fact, for every k > 0, every pair of
distinct reducibilities chosen among p-T-, p-tt, p-btt, p-btt(k +1), and p-btt(k)-
reducibility can be separated by random oracles, see [16,21], as well as [10] for a
separation of p-btt(k + 1)- and p-btt(k)-reducibility by almost all tally oracles.

A separation by almost all oracles can be expressed equivalently by saying
that the class of oracles which do not separate the reducibilities under con-
sideration has uniform measure 0. Lutz and Mayordomo [16] could show for
certain pairs of polynomial-time bounded reducibilities of truth-table type that
the class of non-separating oracles does not just have uniform measure 0 but
is in fact covered by a polynomial-time computable martingale. In particular,
they showed that for every natural number k, there is a polynomial-time com-
putable martingale which covers all oracles which do not separate p-btt(k + 1)-
and p-btt(k)-reducibility, whence, in particular, these reducibilities are separated
by every p-random oracle. The latter can be rephrased by saying that these re-
ducibilities are locally separated by the class of p-random oracles. Here, formally,
a nonempty class C locally separates two given reducibilities iff for every set A
in C, the lower spans of A with respect to these reducibilities are different.

We say a class C globally separates two given reducibilities in case for every
set A in C there is a set B which is reducible to A with respect to one of the given
reducibilities but B is not reducible to any set in C with respect to the other
reducibility. Moreover, in case such a set B exists not for all but just for some
sets A in C, we say that C yields a weak global separation of the reducibilities
under consideration. The definition of global separation is symmetric in the
reducibilities involved, however, for reducibilities ≤r and ≤s where X ≤r Y
implies X ≤s Y , sets A and B as above must satisfy B ≤s A and B 6≤r A (in
fact, B 6≤r Z for all Z in C), and similar remarks hold for the other concepts
of separation mentioned so far. In distinguishing local and global separation we
follow Book, Lutz, and Martin [8], who discuss such separations for the classes
of Martin-Löf-random, tally, and sparse sets.

In the sequel we will consider global separations by various classes of random
sets. Such investigations can be viewed as part of a more comprising research
project where one asks which types of reductions are able to transform random
objects into what types of far from random objects – see [12] and [18] for results
in this direction and for further discussion and references.

Remark 1. By definition, every local or global separation by a class C extends
trivially to every nonempty subclass of C.

In Theorem 4, we show that the class of p-random oracles yields a global sep-
aration of p-btt(k + 1)- and p-btt(k)-reducibility. This, together with Remark 6,
solves Problem 7 in the recent survey article [17], where it has been asked to
prove or disprove that, in our terms, the class of p-random oracles yields a weak
global separation of these reducibilities. In Sect. 5, then we obtain by basically
the same proof as for Theorem 4 that for every natural number k, the class of rec-
random sets globally separates p-btt(k + 1)-reducibility from btt(k)-reducibility,
i.e., from the reducibility restricted to at most k non-adaptive queries where the
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reductions are computed by total Turing machines which might run in arbitrary
time and space. By Remark 1, this yields as a special case the main result of
Book, Lutz, and Martin [8], who showed, by using different methods, a corre-
sponding global separation with respect to the class of Martin-Löf-random sets,
which is a proper subclass of the class of rec-random sets. Moreover, we will argue
that in both settings, i.e., for polynomial-time bounded, as well as for recursive
reductions and martingales, the corresponding random sets globally separate the
corresponding notions of truth-table and bounded truth-table reducibility.

2 Notation

The notation used in the following is mostly standard, for unexplained nota-
tion refer to [4], [7], and [15]. All strings are over the alphabet Σ = {0, 1}.
We identify strings with natural numbers via the isomorphism which takes the
length-lexicographical ordering on {λ, 0, 1, 00, . . . } to the usual ordering on ω,
the set of natural numbers. If not explicitly stated differently, the terms set and
class refer to sets of natural numbers and to sets of sets of natural numbers,
respectively.

A partial characteristic function is a (total) function from some subset of the
natural numbers to {0, 1}. A partial characteristic function is finite iff its domain
is finite. The restriction of a partial characteristic function β to a set I is denoted
by β|I, whence in particular for a set X, the partial characteristic function X|I
has domain I and agrees there with X. We identify strings of length n in the
natural way with a partial characteristic function with domain {0, . . . , n − 1},
whence in particular strings can be viewed as prefixes of sets. For a partial
characteristic function α with domain {z0 < . . . < zn−1}, the string associated
with α is the (unique) string β where β(j) = α(zj) for j = 0, . . . , n − 1. For a
set X and a partial characteristic function σ we write 〈X, σ〉 for the set which
agrees with σ for all arguments in the domain of σ and which agrees with X,
otherwise.

We will consider the following polynomial-time bounded reducibilities: Tur-
ing reducibility (p-T), truth-table reducibility (p-tt), where the queries have to
be asked non-adaptively, bounded truth-table reducibility (p-btt), where for each
reduction the number of queries is bounded by a constant, and, even more re-
strictive, p-btt(k)-reducibility, where for all reductions this constant is bounded
by the natural number k. The relation symbol ≤p

btt refers to p-btt-reducibility,
and relation symbols for other reducibilities are defined in a similar fashion. Ex-
pressions such as p-T-reduction and ≤p

T-reduction will be used interchangeably.
We represent p-btt-reductions by a pair of polynomial time computable func-
tions g and h where g(x) gives the set of strings queried on input x and h(x)
is a truth-table of a Boolean function over k variables which specifies how the
answers to the queries in the set g(x) are evaluated. Here we assume, firstly,
via introducing dummy variables, that the cardinality of g(x) is always exactly
k and, secondly, by convention, that for i = 1, . . . , k, the ith argument of the
Boolean function h(x) is assigned the ith query in g(x).
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3 Resource-Bounded Measure

We give a brief introduction to resource-bounded measure which focusses on
the concepts that will be used in subsequent sections. For more comprehensive
accounts of resource-bounded measure theory see the recent survey papers by
Ambos-Spies and Mayordomo [4] and by Lutz [15].

The theory of resource-bounded measure is usually developed in terms of
martingales, which can be viewed as payoff functions of gambles of the following
type. A player successively places bets on the individual bits of the characteristic
sequence of an unknown set A or, for short, the player bets on A. The betting
proceeds in rounds i = 1, 2, . . . where during round i, the player receives the
length i − 1 prefix of A and then, firstly, decides whether to bet on the ith bit
being 0 or 1 and, secondly, determines the stake by specifying the fraction of
the current capital which shall be bet. Formally, a player can be identified with
a betting strategy b : {0, 1}∗ → [−1, 1] where the bet is placed on the next bit
being 0 or 1 depending on whether b(w) is negative or nonnegative, respectively,
and where the absolute value of the real b(w) is the fraction of the current capital
that shall be at stake.

The player starts with strictly positive, finite capital. At the end of each
round, in case the current guess has been correct, the capital is increased by
this round’s stake and, otherwise, is decreased by the same amount. So given a
betting strategy b, we can inductively compute the corresponding payoff function
d by applying the equations

d(w0) = d(w) − b(w) · d(w) d(w1) = d(w) + b(w) · d(w) .

Intuitively speaking, the payoff d(w) is the capital the player accumulates till the
end of round |w| by betting on a set which has the string w as a prefix. Conversely,
every function d from strings to nonnegative reals which for all strings w, satisfies
the fairness condition

d(w) =
d(w0) + d(w1)

2
, (1)

induces canonically a betting function b, where

b(w) =
d(w1) − d(w0)

2
· 1
d(w)

in case d(w) differs from 0 and b(w) = 0, otherwise. We call a function d from
strings to nonnegative reals a martingale iff d(λ) > 0 and d satisfies the fairness
condition (1) for all strings w.

By the preceding discussion it follows for gambles as described above that the
possible payoff functions are exactly the martingales and that in fact there is a
one-to-one correspondence between martingales and betting strategies. We will
frequently identify martingales and betting strategies via this correspondence
and, if appropriate, notation introduced for martingales will be extended to the
induced betting strategies.
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We say a martingale d succeeds on a set A if d is unbounded on the prefixes
of A, i.e., if lim supn in ω d(A|{0, . . . , n}) = ∞, and d succeeds on or covers a
class iff d succeeds on every set in the class. It has been shown by Ville that a
class has uniform measure 0 iff the class can be covered by some martingale (see
[26,4]). Thus every countable class and, in particular, most of the classes consid-
ered in complexity and recursion theory can be covered by martingales, whence
in order to distinguish such classes in terms of coverability one has to restrict
the class of admissible martingales. In the context of recursion theory, this led
to the consideration of recursive martingales, whereas in connection with com-
plexity classes one has to impose additional resource-bounds, see [23,24,25,27]
and [1,4,14,15,20], respectively.1 Here, in general, for a given class C one is in-
terested in finding a class of martingales which allows the covering of interesting
subclasses of C, but not of C itself.

In connection with measure on complexity classes, most attention has been
received by measure concepts for the exponentially time-bounded classes E =
DTIME(2lin) and EXP = DTIME(2poly). For example, in the case of the class
E, Lutz proposed to use martingales which on input w are computable in time
polynomial in the length of w.

We say a set is p-random if the set cannot be covered by a polynomial-time
computable martingale, and we write p-RAND for the class of all p-random
sets. The notion rec-random set and the class rec-RAND of all rec-random sets
are defined likewise with recursive martingales in place of polynomial-time com-
putable ones. Moreover, we will consider Martin-Löf-random sets, which have
been introduced in [19] and have been characterized equivalently by Schnorr [24]
as the sets which cannot be covered by so-called subcomputable martingales.
The classes of p-random, rec-random, and Martin-Löf random sets all have uni-
form measure 1, whence each of these classes of random sets can, in a sense, be
viewed as class of typical sets. For a proof it suffices to observe that the class of
sets on which a single martingale succeeds always has uniform measure 0 and,
by σ-additivity, the same holds for every countable union of such classes.

We conclude this section by two remarks in which we describe standard
techniques for the construction of martingales.

Remark 2. Let a finite set D be given, as well as a list 〈D1, . . . , Dm〉 of pairwise
disjoint subsets of D which all have the same cardinality k > 0. Then for a partial
characteristic function σ with domain D and a string w of length k we might
ask for the frequency

α(σ, w, 〈D1, . . . , Dm〉) :=
|{j : w is the associated string of σ|Dj}|

m

with which w occurs in σ as associated string at the positions specified by the
Di. In case the sets Di are clear from the context, we suppress mentioning them
and write α(σ, w), for short.
1 An effective martingale d is always confined to rational values and is computed

by a Turing machine which on input w outputs an appropriate finite representation
of d(w).
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If we choose the bits of σ by independent tosses of a fair coin, then for every w
of length k, the expected value of α(σ, w) is 1/2k. It is suggestive to assume that
for large m, only for a small fraction of all partial characteristic functions with
domain D the frequency of w will deviate significantly from the expected value.
Using Chernoff bounds (see for example Lemma 11.9 in [22]), one can indeed
show that given k and a rational ε > 0, we can compute a natural number
m(k, ε) such that for all m ≥ m(k, ε) and for all D and D1, . . . , Dm as above we
have

|{σ : D → {0, 1} : ( 1
2 · 1

2k < α(σ, w, 〈D1, . . . , Dm〉) < 3
2 · 1

2k }|
2|D| ≥ 1 − ε .

(2)

Remark 3. Let I be a finite set and let Θ be a subset of all partial characteristic
functions with domain I. We can easily construct a martingale which by betting
on places in I, increases its capital by a factor of 2|I|/|Θ| for all sets B where
B|I is in Θ. Here the martingale takes the capital available when betting on the
minimal element of I and distributes it evenly among the elements of Θ, then
computing values upwards according to the fairness condition for martingales.

4 Separations by p-Random Oracles

Theorem 4 extends Lutz and Mayordomo’s local separation of p-btt(k + 1)- and
p-btt(k)-reducibility in [16] to a global separation. Recall that the lower ≤-span
of a class C is the class of all sets which are ≤-reducible to some set in C.

Theorem 4. Let R be a p-random set and let k be a natural number. Then
the lower p-btt(k + 1)-span of R is not contained in the lower p-btt(k)-span of
p-RAND.

Proof. In order to define a set A and a p-btt(k + 1)-reduction (g0, h0) from A to
R we let h0(x) be the truth-table of the (k + 1)-place conjunction and we let

g0(x) := {x011k+1, x021k, . . . , x0k+111} , A := {x : g0(x) ⊆ R} . (3)

We are done if we can show that if A is p-btt(k)-reducible to a set, then this
set cannot be p-random. So let B be an arbitrary set and assume that A is
reducible to B via the p-btt(k)-reduction (g, h). We will construct a polynomial-
time computable martingale d which succeeds on B. To this end, we define a
sequence n0, n1, . . . with

n0 = 0 , ni+1 > 2ni , log ni+1 > m

(
k + 1,

1
2i+1

)
(4)

(here m(., .) is the function defined in Remark 2) and such that given x of length
n, we can compute in time O(n2) the maximal i with ni ≤ n. Such a sequence
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can be obtained by standard methods, for details refer to the chapter on uniform
diagonalization and gap languages in [7].

It is helpful to view the betting strategy of the martingale d as being per-
formed in stages i = 0, 1, . . . where the bets of stage i depend on the g-images of
the strings of length ni. While considering the queries made for strings of length
ni with i > 0, we will distinguish short queries with length strictly less than

li :=
⌊ ni

2k

⌋
(5)

and long queries, i.e. queries of length at least li. We call two strings x and y
equivalent iff, for some i, both have identical length ni and in addition we have

(i) h(x) = h(y) , (ii) {z in g(x) : |z| < li} = {z in g(y) : |z| < li} , (6)

i.e., two strings of length ni are equivalent iff they have the same truth-table
and the same set of short queries. Then for some constant c, the number of
equivalence classes of strings of length ni can be bounded as follows

22k
k∑
j=0

(
2li − 1

j

)
≤ 22k

(k + 1) · 2li·k ≤ c · 2
ni
2k ·k = c · 2

ni
2 .

So the 2ni strings of length ni are partitioned into at most c · 2
ni
2 equivalence

classes, whence for all sufficiently large i, there is an equivalence class of car-
dinality at least mi := blog nic. For all such i, among all equivalence classes of
strings of length ni we choose one with maximal cardinality (breaking ties by
some easily computable but otherwise arbitrary rule), we let Ji contain the first
mi strings in this equivalence class, and we let

αi =
|A ∩ Ji|

|Ji| . (7)

Claim 1. For almost all i,

1
2

· 1
2k+1 < αi <

3
2

· 1
2k+1 . (8)

Proof. Fix an index i and assume that (8) is false. Let z1 < . . . < zmi be
the elements of Ji, let Dj = g0(zj) for j = {1, . . . , mi}, and let D be the
union of D1 through Dmi

. If we let w = 1k+1, then by definition of h0 we have
αi = α(R|D, w), whence (8) remains false with αi replaced by α(R|D, w). On the
other hand, (8) is false with αi replaced by α(σ, w) for at most a 1/2i-fraction
of all partial characteristic functions σ with domain D because by (4) and the
choice of the mi, we have mi ≥ m(k + 1, 1/2i). Remark 3 then shows that while
betting on R, a martingale can increase its capital by a factor of 2i by betting for
all places in D on the 1/2i-fraction of partial characteristic functions for which
(8) is false. Based on the latter fact we now construct a martingale, where we
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leave it to the reader to show that the martingale can be computed in polynomial
time. The initial capital 1 is split into c1, c2, . . . where ci = 1/2i is exclusively
used to place bets on the strings in the set D which corresponds to the index i,
i.e., the strings which are in g0(x) for some x in Ji. By the preceding discussion,
the martingale can increase the capital ci to at least 1 for all i such that (8)
is false. But if this were the case for infinitely many values of i, the martingale
would succeed on R, thus contradicting the assumption that R is p-random. ut
While constructing the martingale d which is meant to succeed on B, we will
exploit that by Claim 1 for almost all i, the density of the set A on Ji is confined
to a small interval around the comparatively low value 1/2k+1. Let Γ be the
functional which corresponds to the btt(k)-reduction given by (g, h) – whence
for example A is equal to Γ (B) – and for all i ≥ i0, let

Hi =
⋃

x in Ji

{z : z in g(x) and |z| ≥ li} ,

i.e., Hi is the set of all long queries made by strings in Ji. Then we can argue
that only for a fraction of all partial characteristic functions σ with domain Hi

the set Γ (〈B, σ〉) has such low density on Ji. Formally, for every i > i0 and for
every partial characteristic function σ with domain Hi, we let

βi(σ) =
|Γ (〈B, σ〉) ∩ Ji|

|Ji| , ρ =
3
2

· 1
2k+1 ,

and, further,

Θi = {σ : σ partial characteristic function with domain Hi and βi(σ) < ρ} .

By Claim 1 for almost all i, the restriction of B to Hi must be contained in Θi.
We will argue next that there is some δ < 1 such that for almost all i, the set Θi

comprises at most a δ-fraction of all partial characteristic functions with domain
Hi. We will then exploit the latter fact in the construction of the martingale d
by betting against the (1 − δ)-fraction of partial characteristic functions outside
of Θi which have already been ruled out as possible restriction of B to Hi.

For the moment, let τx be the Boolean function obtained from h(x) by hard-
wiring B(z) into h(x) for all short queries z in g(x). Recall that by conven-
tion queries are assigned to variables in length-lexicographical order, whence for
equivalent strings x and y, the Boolean functions τx and τy are identical. Thus
for every i, all strings in Ji are mapped to the same Boolean function, which we
denote by τi. We call a Boolean function constant iff it evaluates to the same
truth value for all assignments to its arguments (whence in particular all 0-placed
Boolean functions are constant).

Claim 2. For almost all i, τi is not constant.

Proof. If τi is constant, then the value A(x) must be the same for all x in Ji.
But then αi is either 0 or 1, whence Claim 1 implies that this is the case for at
most finitely many indices i. ut
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Claim 3. There is a constant δ < 1 such that for almost all i, the set Θi comprises
at most a δ-fraction of all partial characteristic functions with domain Hi.

Proof. For given i such that τi is not constant, consider the random experiment
where we use independent tosses of a fair coin in order to choose the individual
bits of a random partial characteristic function σ̂ with domain Hi. Then all
partial characteristic functions of the latter type occur with the same probability,
whence the fraction we want to bound is just the probability of picking an
element in Θi.

For every string x in Ji, define a 0-1-valued random variable bx and, moreover,
define a random variable γi with rational values in the closed interval [0, 1] by

bx(σ̂) := Γ (〈B, σ̂〉, x) , γi(σ̂) :=
1

|Ji|
∑
x in Ji

bx(σ̂) .

Consider an arbitrary string x in Ji. By assumption, τi is not constant, whence
there is at least one assignment to σ̂ such that bx is 1. Moreover such an assign-
ment occurs with probability at least 1/2k because h(x), and thus also τi, has at
most k variables. Thus the expected value of bx is at least 1/2k and by linearity
of expectation we obtain

E(γi) =
1

|Ji|
∑
x in Ji

E(bx) ≥ 1
|Ji|

∑
x in Ji

1
2k

=
1
2k

. (9)

If we let p be the probability of the event “γi < ρ”, we have

1
2k

≤ E(γi) ≤ p · ρ + (1 − p) · 1 ≤ ρ + (1 − p) =
3
4

· 1
2k

+ (1 − p) , (10)

where the relations follow, from left to right, by (9), by definition of p and by
γi ≤ 1, because the probability p is bounded by 1, and by definition of ρ. But
(10) is obviously false in case (1 − p) is strictly less than 1/2k+2, whence p can
be bounded from above by δ := 1 − 1/2k+2. ut
For all i, let Ii = {x : li ≤ |x| < li+1}. The ni grow sufficiently fast such that for
some i1 and for all i > i1, the set Hi is contained in Ii. Moreover, by Claim 3,
for some i2 and all i > i2, there is a set Θi of partial characteristic functions
with domain Hi where, firstly, Θi contains only a δ-fraction of all such partial
characteristic functions, and, secondly, Θi contains the restriction of B to Hi.
Let i3 be the maximum of i1 and i2.

Now we are in a position to describe a betting strategy which succeeds on B.
On input w, let x be the (|w|+1)th string, i.e., the string on which we might bet.
We first compute the index i such that x is in Ii, together with the corresponding
set Hi. In case i ≤ i3 or if x is not in Hi, we abstain from betting. Otherwise,
we place a bet on x according to a betting strategy as described in Remark 3,
which, while placing bets on the strings in Hi, increases the capital by a factor
of at least 1/δ by betting against the partial characteristic functions which are
not in Θi. Here all necessary computations can be performed in time 2O(ni) and
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hence, by |x| ≥ li = bni/2kc, in time 2O(|x|). It follows that this betting strategy
induces a polynomial-time computable martingale which on interval Ii preserves
its capital in case i ≤ i3 and increases its capital by a factor of at least 1/δ for
all i > i3. This finishes the proof of Theorem 4. ut

Remark 5. The assertion of Theorem 4 remains valid if we simply require the
set R to be n-random instead of p-random, (i.e., if we require that there is no
martingale computable in time O(n) which succeeds on R). For a proof, note that
Ambos-Spies, Terwijn, and Zheng have shown in [5] that for every n2-random
set R, there is a p-random set R0 which is p-m-reducible to R while, in fact, the
latter assertion is true for n-random R. Now the relaxed version of Theorem 4
follows because the existence of a separating set A as required in the theorem
extends directly from R0 to R.

Remark 6. Theorem 4 states that the lower p-btt(k+1)-span of every p-random
set R contains a set A which is not in the lower p-btt(k)-span of any p-random
set. As already noted in [8], for a set R which is not just p-random but is even
Martin-Löf-random, such a set A cannot be recursive. This follows from the fact
that every recursive sets which is p-btt(k + 1)-reducible to a Martin-Löf-random
set is in fact computable in polynomial time. The latter fact is attributed to
folklore in [18] and can be obtained as a special case of a result of Book, Lutz,
and Wagner in [9].

Corollary 7. For every p-random set R, the lower p-tt-span of R is not con-
tained in the lower p-btt span of p-RAND.

Proof. For a given p-random set R and for every k, let Ak+1 be defined in the
same way as the set A has been defined in (3) in the proof of Theorem 4, whence
Ak+1 is p-btt(k+1)-reducible to R, but is not p-btt(k)-reducible to any p-random
set. If we let

B = {x : x = 1k0y and y in Ak}
then by the definition of the sets Ak the set B is p-tt-reducible to R. On the
other hand, if B were p-btt-reducible to some p-random set R0, then B were
in fact p-btt(k)-reducible to R0 for some k. But then, in particular, Ak+1 were
p-btt(k)-reducible to R0, thus contradicting the choice of Ak+1. ut

5 Separations by Rec-random Oracles

Lutz [14] showed that recursive martingales yield a reasonable measure concept
for the class of recursive sets, where in particular the class of all recursive sets
cannot be covered by a recursive martingale (see [24,25,27] for discussion of
measure concepts for the class of recursive sets).

Next we state two results on rec-random sets which correspond rather closely
to Theorem 4 and Corollary 7 on p-random sets. In connection with Theorem 8
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and Corollary 9, recall from the introduction that rec-RAND is the class of sets
which cannot be covered by a recursive martingale. Moreover, let btt-reducibility
be defined like p-btt-reducibility, except that a btt-reduction is required to be
computed by a total Turing machine which might run in arbitrary time and
space, and let btt(k)-reducibility be the restriction of btt-reducibility where the
number of queries is bounded by k.

Theorem 8. Let the set R be in rec-RAND and let k be a natural number.
Then the lower p-(k + 1)-tt-span of R is not contained in the lower btt(k)-span
of rec-RAND.

Corollary 9. For every set R in rec-RAND, the lower p-tt-span of R is not
contained in the lower btt-span of rec-RAND.

Due to space considerations, we omit the proofs of Theorem 8 and Corollary 9,
which are essentially the same as in the case of p-random sets.

Remark 10. Recall from Remark 1 that a global separation by a class C ex-
tends to all nonempty subclasses of C. Furthermore, note that Schnorr [24] has
implicitly shown that the class of Martin-Löf-random sets is a proper subclass
of rec-RAND. As a consequence, the global separation by the class rec-RAND
stated in Theorem 8 yields as a corollary the main result of Book, Lutz, and
Martin in [8] who showed that for all k, the lower p-btt(k + 1)-span of a Martin-
Löf-random set is never contained in the lower btt(k)-span of the class of all
Martin-Löf-random sets.
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Abstract. In standard implementations of the Gröbner basis algorithm, the origi-
nal polynomials are homogenized so that each term in a given polynomial has the
same degree. In this paper, we study the effect of homogenization on the proof
complexity of refutations of polynomials derived from Boolean formulas in both
the Polynomial Calculus (PC) and Nullstellensatz systems. We show that the PC
refutations of homogenized formulas give crucial information about the complex-
ity of the original formulas. The minimum PC refutation degree of homogenized
formulas is equal to the Nullstellensatz refutation degree of the original formu-
las, whereas the size of the homogenized PC refutation is equal to the size of
the PC refutation for the originals. Using this relationship, we prove nearly lin-
ear (Ω(n/logn) vs. O(1)) separations between Nullstellensatz and PC degree,
for a family of explicitly constructed contradictory 3CNF formulas. Previously, a
Ω(n1/2) separation had been proved for equations that did not correspond to any
CNF formulas, and a log n separation for equations derived from kCNF formulas.

1 Introduction

Buchberger’s algorithm is a very popular technique from algebraic geometry, which
is used to find a Gröbner basis for a family of polynomial equations over variables
x1, . . . , xn.

Buchberger’s algorithm can be applied to solve SAT. Starting with an initial boolean
formula in conjunctive normal form, C = C1 ∧ C2 ∧ . . . ∧ Cm, convert each clause
Ci into an equivalent polynomial equation (over some field F ), and add the additional
equations x2

i − xi = 0 to force 0/1 solutions. The corresponding family of polynomial
equations will have a solution over F if and only if C is satisfiable. Conversely, C is

? Research partially supported by NSF grant CCR-9457782 and a scholarship from the Arizona
Chapter of the ARCS Foundation.

?? Research supported by NSF grant CCR-9457782 and US-Israel BSF Grant 95-00238.
? ? ? Research supported by NSF CCR-9734911, Sloan Research Fellowship BR-3311, and by a

cooperative research grant INT-9600919/ME-103 from NSF and the MŠMT (Czech Republic),
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unsatisfiable if and only if 1 is in the ideal generated by these polynomials, and hence is
in the Gröbner basis.

Buchberger’s algorithm has many unspecified aspects, such as a term order, and the
order in which S-remainders are computed. Any specification of these parameters yields
a valid Gröbner basis algorithm, but the running time can vary highly depending on these
issues. Many heuristics and modifications have been suggested and implemented to make
the algorithm simpler or faster. However, typically the algorithm is applied in the context
of infinite fields, and thus the heuristics commonly considered may be meaningless or
counter-productive in our setting. We are interested in understanding which heuristics
work well and why in our setting. One basic heuristic is homogenization. The original
system of polynomials is replaced by an equivalent system that is homogeneous, i.e., all
terms of a polynomial in the system have the same degree. For systems of polynomials
derived from Boolean tautologies, we show that homogenization basically creates a
hybrid between two well-studied proof systems, Nullstellensatz (HN) and Polynomial
Calculus (PC).

The Nullstellensatz (HN) and Polynomial Calculus (PC) proof systems, first defined
in [BIK+96, CEI96], are algebraic proof systems for refuting systems of unsolvable
polynomial equations. They have been extensively studied in the past several years,
due to their connections to standard proof systems, [Pit97, BIK+97] and NP-search
classes, as well as Buchberger’s algorithm. The two common complexity measures
for proofs in these systems are degree and size. We show that the size of PC proofs is
preserved under homogenization. However, the degree can increase dramatically. In fact,
the degree of PC proofs for the homogenized polynomials is exactly that of HN proofs
for the original polynomials. Using this characterization, we are able to derive an almost
optimal separation for PC and HN degrees. We give explicit 3-CNF contradictions whose
translations have O(1) degree PC proofs, but require Ω(n/ log n) degree HN proofs.
Previously, a Ω(n1/2) separation had been proved for a system of Boolean polynomials
that did not correspond to any CNF ([CEI96, Bus97]), and a log n separation for equations
derived from kCNF formulas [BP96].

It follows, from the first result, that if our term order uses only the degree of the ho-
mogenizing variable as a tie-breaker, homogenization is guaranteed not to substantially
change the time of Buchberger’s algorithm for Satisfiability. However, the second result
indicates this might not be the case for degree-respecting term orders, as are used in
standard implementations.

2 Background

2.1 Gröbner Bases

The theory of Gröbner bases requires an ordering on the terms of the polynomial ring in
which we operate. In this case, we choose an arbitrary ordering on the variables and use
any induced order on the terms (such as lex, grlex, etc). We use the following definition
and theorem, which are both standard to the theory of Gröbner bases (deg(f) is the
degree of f , LT is the largest term under the ordering, and LCM is the least common
multiple):
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Definition 1. A finite subset G of an ideal I (over a polynomial ring R) is called a
Gröbner basis if it generates I , and if the set {LT(g) | g ∈ G} generates the monomial
ideal LT(I) = {LT(f) | f ∈ I}.

Theorem 1. [CO92] For G a basis for I and g1, g2 ∈ G, let

S(g, g′) =
LCM(LT(g), LT(g′))

LT(g)
g − LCM(LT(g), LT(g′))

LT(g′)
g′.

G is a Gröbner basis for I if and only if for all g, g′ ∈ G, there exist {af}f∈G ⊂ R,
such that

S(g, g′) =
∑
f∈G

aff

and deg(aff) ≤ deg(S(g, g′)) for all f ∈ G.

S(g, g′) is called the S-polynomial ofg andg′. The S-remainder, writtenS(g, g′) mod
G, is the remainder of S(g, g′) divided by (the elements of) G (listed in some fixed or-
der). Informally the above theorem states that if G is a basis for I , then G is Gröbner if
and only if, for all g, g′ ∈ G, the S-remainder of g and g′ is zero. This theorem gives rise
to the following algorithm, commonly called Buchberger’s algorithm, for constructing
a Gröbner basis. The input to the algorithm is a set of polynomials F = (f1, . . . , fs).
Initially, the basis (called G) contains F . At each step, we select a pair of polynomials
in G, compute their S-remainder and, if it is non-zero, we add it to G. The algorithm
terminates when all pairs of polynomials in G have S-remainders of zero.

This algorithm is a cornerstone of computational algebraic geometry. Many heuristics
have been invented and analyzed for improving the runtime. However, in most appli-
cations, the algorithm is applied to infinite fields, and thus it is not clear whether these
heuristics make sense in our setting, where the underlying field is finite and solutions
are 0/1 valued.

We also mention a well-known lemma for computing S-remainders:

Lemma 1. [CO92] Let g and g′ be two polynomials such that

gcd(LT(g), LT(g′)) = 1.

The S-remainder of g and g′ is 0.

2.2 Homogeneous Gröbner Bases

Let F be a finite set of polynomials. Let IF be the ideal generated by F , and let IF (d)
be the subset of the ideal consisting of all those polynomials in IF of degree at most
d. For solving instances of SAT, we are interested in knowing whether or not IF (0) is
empty.

It is natural to consider a truncated version of the Gröbner basis algorithm where we
ignore all S-polynomials of degree greater than d. We will let [d] −Grobner(F ) denote
the output of this truncated version of the algorithm applied to F . It would be nice if
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[d]−Grobner(F ) had all of the nice properties of a Gröbner basis for those polynomials
in IF (d). In particular, we would like the largest terms of [d]−Grobner(F ) to generate
the largest terms of IF (d). However, in general this is not the case since S-remainders
of high degree can lead to new basis elements of very low degree.

On the other hand, the truncated Gröbner basis algorithm does have this nice prop-
erty when applied to homogeneous polynomials. For our purposes, a polynomial P is
homogeneous if every term in P has the same degree. If every polynomial in F is homo-
geneous, it can easily be seen that all non-zero S-polynomials will also be homogeneous,
and all polynomials output by the Gröbner basis algorithm will be homogeneous. More-
over, to test a particular polynomial f for membership in IF , it suffices to compute
[d] − Grobner(F ), where deg(f) = d.

Because of this and other nice properties, common implementations of the Gröbner
basis algorithm begin by homogenizing F , if it is not already homogeneous. To do this,
a new variable Z is introduced, that is last in the variable ordering. Before running the
algorithm, each initial equation fi ∈ F is modified (by multiplying each term by a power
of Z) so that each term in fi has degree equal to deg(fi).

The trade-off ensues from the fact that, in the homogenized setting, the polynomials
in the ideal may have higher degree than their corresponding polynomials in the non-
homogenized setting (i.e. there could be extra factors ofZ increasing their degree. We will
see that, while a non-homogenized PC-proof consists of testing for elements in IF (0),
we must check for membership of Zc, for some a priori unknown constant c, to prove
the homogenized case.) In this paper we analyze the complexity of the homogenized
versus non-homogenized approach, applied to equations derived from 3CNF formulas.

2.3 Algebraic Proof Systems

In this paper, we consider two particular algebraic proof systems (i.e. systems under
which clauses of an unsatisfiable logical formula are translated into algebraic equations
which are then proven to be contradictory). The first is the Hilbert Nullstellensatz (HN)
system and the second, the Polynomial Calculus (PC) system. Both rely on the fact that
given a contradictory set of polynomials, Q1, . . . , Qm ∈ K[X] for some field K, those
polynomials generate the unit ideal in the ring K[X]. In other words, the equations do
not have a solution in the algebraic closure of K if and only if 1 is in the ideal generated
by Qi(x). There are several ways of characterizing the elements of this ideal in terms
of linear combinations of the generators. Such a demonstration that 1 is in the ideal is
thus a proof of the unsolvability of the equations Qi. The Nullstellensatz and Polynomial
Calculus systems are based on two such characterizations. The standard versions of both
assume the variables are Boolean, that is, they take x2 − x as axiomatic. However, the
homogenizing variable will not be Boolean, so we need to consider the extensions of
these systems to non-Boolean systems.

Under HN, a proof or refutation is given by exhibiting a sum,
∑m

i=1 PiQi = 1, for any
{Pi}m

i=1 ⊂ K[X]. The degree of this derivation, then, is max{deg(PiQi) | 1 ≤ i ≤ m}.
Its size is

∑m
i=1 size(Pi) where size(Pi) is the number of monomials in the polynomial

Pi. The HN degree of a set of contradictory polynomials is the degree of the minimum-
degree HN proof.
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A PC derivation of Q ∈ K[X] from Q1, . . . , Qn ∈ K[X] is a sequence of polyno-
mials P1, . . . , Pm = Q, where each Pi is either

1. Qj for some j.
2. mPj for j < i and m a term in K[X].
3. aPj + bPl for j, l < i and a, b ∈ K.

The size of this derivation is l. Its degree is max{deg(Pi) | 1 ≤ i ≤ l}. The PC degree
of Q from a set of polynomials is the degree of the minimum-degree PC derivation of Q
from those polynomials. If no such derivation exists (i.e. Q /∈ 〈Q1, . . . , Qm〉), then the
PC degree of Q is ∞. A PC proof or refutation of a set of contradictory polynomials is
a PC derivation of 1 from those polynomials. A PC refutation of a set of contradictory
polynomials homogenized by Z is a PC derivation of Zc for any integer c ≥ 0. The
PC degree of a set of contradictory, non-homogenized polynomials is the degree of the
minimum-degree proof of those polynomials. The PC degree of a set of contradictory,
homogenized polynomials is the minimum over all c of the PC degree of Zc from those
polynomials. Notice that, since a PC proof allows cancellation of terms at each step, its
degree is always at most the HN-degree for the same set of polynomials.

3 Relationships between Complexity Measures

The following theorem shows that the homogenized PC degree and the HN-degree are
basically the same.

Theorem 2. Let {q1, . . . , qm} ⊂ K[x1, . . . , xn]. Let {Q1, . . . , Qm} ⊂
K[X1, . . . , Xn, Z] be the homogenizations of the above polynomials. Then, Zk ∈
〈Q1, . . . , Qm〉 iff {q1, . . . , qm} has a degree k Hilbert Nullstellensatz (HN) refutation.

Proof. First assume {q1, . . . , qm} has a degree k HN refutation: f = Σpiqi = 1, for
some {p1, . . . , pm} ⊂ K[x1, . . . , xn] such that max deg(piqi) = k. Let fα be the terms
of f with multidegree α = (d1, . . . , dn) and Σdi = d. Clearly fα = 0 for all non-trivial
α. Now let F = ΣZk−deg(pq)PiQi, where Pi is the homogenization of pi. Now, the
terms of fα have become the terms of multidegree α′ = (d1, . . . , dn, k − d). Thus, for
non-trivial α, Fα′ = 0. For α = 0, fα = 1, so Fα′ = Zk. Hence, F = Zk.

Now assume Zk ∈ 〈Q1, . . . , Qm〉. Then we have ΣpiQi = Zk for some
{p1, . . . , pm} ⊂ K[X1, . . . , Xn, Z]. But we can remove all the terms from pi such
that deg(piQi) ≥ k since they must all cancel. Let’s say this yields p′

i. Then we set
Z = 1 on both sides of the equation, so we have Σ(p′

i|Z=1)qi = 1 where each term in
the sum has degree k. Hence {q1, . . . , qm} has a degree k HN refutation.

Corollary 1. The degree of the Polynomial Calculus (PC) refutation for {Q1, . . . , Qm}
is equal to the degree of the HN refutation for {q1, . . . , qm}.

Proof. A PC refutation for {Q1, . . . , Qm} consists of deriving Zk for some k. Clearly the
degree of this derivation must be at leastk. But by the theorem, there is a degreek HN refu-
tation of {q1, . . . , qm}, so degPC(Q1, . . . , Qm) ≥ degHN (q1, . . . , qm). On the other
hand, if there is a degree k HN refutation of {q1, . . . , qm}, then {Q1, . . . , Qm} derive Zk

and we saw in the above proof that this can be done in degree k, so
degPC(Q1, . . . , Qm) ≤ degHN (q1, . . . , qm).
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The following theorem, proven in [BIK+97] shows that the degree of tree-like PC
refutations is very close to the degree of HN refutations.

Theorem 3. If there is a degree d HN refutation of Q, then there is a tree-like, degree d
PC refutation of Q. Conversely, if there is a tree-like, degree d, size S PC refutation of
Q, then there is a HN refutation of Q of degree O(d log S).

Lastly, we show that the size of a homogenized PC refutation is no larger than the
size of a PC refutation.

Theorem 4. Let q = {q1, . . . , qm} be a family of polynomial equations and let Q =
{Q1, . . . , Qm} be the homogenizations of the above polynomials, with Z being the new
variable introduced by homogenization. Then there exists an i such that if q has a size s
PC refutation, then QZi has a size O(s) PC refutation.

Proof. Let P be a PC refutation of q. We will show by induction on the number of lines
in P , |P |, that for all polynomials r, if there exists a size s proof of r from q, then there
exists an i and a size O(s) proof of RZi from Q, where R is the homogenization of r. For
the base case, suppose that r has a one line proof from q. Then r is an equation of q, so R
is an initial equation of Q and we are done. Assume the inductive hypothesis holds for l
lines, and now let r have an l + 1-line proof from q. There are two cases to consider. The
first case is where r = xt, where t has an l-line proof from q. In this case, by induction
there exists i such that TZi has a small proof from Q. But then R = TZix is a proof
from Q and we are done. The other case is when r = r1 +r2, where r1 and r2 each have
short proofs from q. Without loss of generality, suppose that deg(r1) = deg(r2) + c.
Then R = R1 + R2Z

c. By induction, there exist i, j such that there are small proofs
of R1Z

i, and R2Z
j from Q. If j = c + i, we have (R1 − R2Z

c)Zi and we are done.
Otherwise, if j > c + i, multiply R1Z

i by Zδ where δ = j − c − i. Then we have
(R1 − R2Z

c)Zi+δ . Finally, if j < c + i, let δ = c + i − j and multiply R2Z
j by Zδ

and get (R1 − R2Z
c)Zi.

4 Lower Bound for HN-Degree

4.1 Tautologies on Graphs

The idea behind the tautologies first appeared in [RM97], and has also appeared in
subsequent papers [BEGJ98, BSW99]. We begin with a directed, acyclic graph, D,
where each node has constant indegree. This graph is viewed as a general implication
graph as follows: (1) there is one variable, X(v), corresponding to each vertex v in the
graph; (2) for each vertex v in S, the set of sources, the corresponding variable X(v)
is true; (3) for each non-source vertex v with parent vertices P (v), we have that if all
of the variables corresponding to vertices in P (v) are true, then X(v) is also true; (4)
finally, to make the tautology false, for some sink vertex t, X(t) is false.

Throughout this section, we will assume there is only one sink (if not, identify all
the sinks to one node). Also, we will abuse notation and use v for X(v). The meaning
should be clear from the context. Formally, we define the following clauses: for any
v /∈ S, we have the implication

∧
u∈P (v) u → v. Also, we have the axioms s for each
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s ∈ S. Finally, we insist on t̄. If the indegree of D is k, then the above formula is a
k + 1-CNF formula.

For algebraic proof systems, we fix a field K and convert the above implications into
equations in the ring K[X(V )] (we use the notation prod(U) to mean

∏
u∈U X(u) for

U a set of nodes):
v prod(P (v)) − prod(P (v)) = 0.

We also include equations restricting the variables to boolean values: v2 −v = 0. Again,
if the indegree of D is k, then these equations have degree k + 1.

The natural way to refute the above formula/equations is to begin at the source
vertices, and derive successively that each layer of vertices must be true, until finally we
can conclude that each sink vertex must be true. This gives us the desired contradiction
since there is some sink vertex that is false. For any graph D with indegree k, this
natural refutation can be formalized as a PC refutation of degree k + 1, and also as a
polynomial-size tree-like Resolution refutation. However, we show here that if the graph
is sufficiently complicated (it has high pebbling number), then any HN refutation must
have high degree.

Our lower bound strategy will be to take advantage of Corollary 1. That is, we
will implicitly describe a Gröbner basis for the above equations, and then prove that
the degree of this basis is at least as large as the pebbling number associated with the
underlying graph.

4.2 Gröbner Basis for Graph Tautologies

Consider the homogenized implications and restrictions (for each v):

v prod(P (v)) − Z prod(P (v)) = 0, v2 − vZ = 0.

Here Z is the variable added for homogenization. We also have the assertions (for each
source s):

s − Z = 0,

which will be considered implications saying that the empty set implies s, and (for one
sink t):

t = 0.

Let I be the ideal generated by these equations. In practise, the proof of our lower bound
is focused on implications. Hence, instead of deriving Zd (for some d), we simply try
to derive the equation

f = (t prod(S) − Z prod(S))Zd.

To see that this works and is still a proof, assume that we have derived Zd. Then clearly
we can derive f (or any other multiple of Zd). On the other hand, if we have derived f
then

−f + (Z − t)(
|S|∑
i=1

(si − Z)
|S|∏

j=i+1

sj) + t = Zd+|S|+1.

Although we have derived a higher power of Z than we assumed, the proof remains
valid. As for the degree of the proof, we use the concept of Z-degree:
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Definition 2. Let P ∈ K[X, Z] be a homogenized polynomial. We define the Z-degree
of P , zdeg(P ) to be the maximal m ∈ N such that P/Zm ∈ K[X, Z].

The Z-degree of f , then, is d and we shall consider this the de facto degree of the
proof. Notice that a lower bound for zdeg(f) is a lower bound for the power of Z which
we can derive and hence is a lower bound on the HN-degree. Now we are ready to explore
the Gröbner basis for our ideal. We first exhibit certain polynomials in the ideal:

Proposition 1. Let V1, V2 ⊂ V , u1, u2 ∈ V , d1, d2 ≥ 0 and assume that the implica-
tions

f1 = (u1 prod(V1) − Z prod(V1))Zd1 , f2 = (u2 prod(V2) − Z prod(V2))Zd2

are in I . If u1 ∈ V2, then let U = V1 ∪ V2 − {u1} and let d = max{d1, d2}. We can
then conclude that f3 = (u2 prod(U) − Z prod(U))Zd+1 is in I .

Proof. (Zd−d2 prod(V1 − V2))f2 − (u2 − Z)(Zd−d1 prod(V2 − V1 − {u1}))f1 =
(u2 prod(U) − Z prod(U))Zd+1 = f3.

Let V → u denote the formula stating that if all of the variables in V are true, then
u is also true. Informally the above proposition says that if we have a degree d1 PC
derivation of V1 → u1, and a degree d2 PC derivation of V2 → u2, where u1 ∈ V2,
then we can derive V1 ∪ V2 − {u1} → u2 in degree max(d1, d2) + 1 (notice that this
is still true for the degenerate case where V1 = ∅). Let G be the set of equations formed
recursively as follows:

1. G contains all of the generators of I .
2. For all implications f1 and f2 (see above) in G, f3 is in G.

G, then, is just the closure under applications of Proposition 1. It is not hard to
see that, invariably, the conclusion node of each implication is not included among the
hypothesis nodes, since the hypothesis nodes are all predecessors of the conclusion node
and the graph is acyclic. We shall use this fact in proving that G is a very fundamental
set:

Theorem 5. G is a Gröbner basis for I .

Proof. Clearly G is a basis since it contains all of the generators of I . We show that it
is Gröbner using Theorem 1 (recall that we defined Z to be last in the ordering of the
variables). Consider two implications,

f1 = (u1 prod(V1) − Z prod(V1))Zd1 ,

f2 = (u2 prod(V2) − Z prod(V2))Zd2 .

The S-remainder is

S(f1, f2) = ( prod(V1 ∪ V2 ∪ {u2} − {u1})Z − prod(V2 ∪ V1 ∪ {u1} − {u2})Z)Zd.

Here and throughout, we omit any cases of two polynomials with relatively prime
largest terms by Lemma 1. Hence there are three remaining possibilities for implications:
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1. u1 = u2: If u1 = u2, then the S-remainder becomes

( prod(V1 ∪ V2)Z − prod(V1 ∪ V2)Z)Zd.

But the two terms are clearly equal, so the S-remainder is 0.
2. u1 ∈ V2: Recall from above that u2 /∈ V1 since V1 consists of predecessors of u1,

u1 is a predecessor of u2 and the graph is acyclic. Consider the first term of the
S-remainder:

t1 = prod(V1 ∪ V2 ∪ {u2} − {u1})Zd+1.

But we know that

g = (u2 prod(V1 ∪ V2 − {u1}) − Z prod(V1 ∪ V2 − {u1}))Zd+1

is in G by definition. So t1 can be reduced to a lower-degree term:

t1 − g = prod(V1 ∪ V2 − {u1})Zd+2.

The second term is t2 = prod(V2 ∪V1 ∪{u1}−{u2})Zd+1. Since u2 /∈ V1, this is
the same as prod(V2 ∪ V1 ∪ {u1})Zd+1. Also, we have f1 ∈ G, so we can reduce
the second term:

t2 − prod(V2 − (V1 ∪ {u1}))Zd−d1+1f1 = prod(V1 ∪ V2 − {u1})Zd+2.

These two expressions are the same, so we have reduced S(f1, f2) to 0.
3. u1 6= u2, u1 /∈ V2 and u2 /∈ V1, but V1 ∩ V2 6= ∅: Now, the S-remainder is

( prod(V1 ∪ V2 ∪ {u2})Z − prod(V1 ∪ V2 ∪ {u1})Z)Zd.

Let t1 be the first term and t2 be the second. Then,

t1 − prod(V1 − V2)Zd+1−d2f2 = prod(V1 ∪ V2)Zd+2.

Similarly,

t2 − prod(V2 − V1)Zd+1−d1f1 = prod(V1 ∪ V2)Zd+2.

Again, we have reduced the S-remainder to 0.

This concludes the S-remainders for every pair of implications in G. We now consider
the S-remainders involving the boolean restrictions. Let h = u2 − uZ. Then,

S(h1, f2)= prod(V2∪{u2}−{u})uZd2+1−u prod({u}−{u2}−V2) prod(V2)Zd2+1.

Again we have cases:

1. u = u2: We can then assume that u /∈ V2, so the S-remainder becomes

u prod(V2)Zd2+1 − u prod(V2)Zd2+1 = 0.
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2. u ∈ V2 and u 6= u2: In this case, the S-remainder is

prod(V2 ∪ {u2})Zd2+1 − u prod(V2)Zd2+1.

If we call the first term t1 and the second t2, consider t1 −Zf2 = prod(V2)Zd2+2.
We can rewrite t2 as u2 prod(V2 − {u})Zd2+1. But then t2 − prod(V2 − {u})
Zd2+1h1 = u prod(V2 − {u})Zd2+2. But this is just prod(V2)Zd2+2 so we are
done.

Finally, we have the odd case of the equation t = 0.

1. Consider h1, where u = t. S(h1, t) = tZ, but t is in G, so it reduces to 0.
2. Similarly, we have f1, where u1 = t. S(f1, t) = tZd1+1, so again it reduces to 0.

We have now shown that all the S-remainders are 0 modulo G and can conclude (by
Theorem 1) that G is Gröbner .

4.3 Optimal Lower Bounds and Pebbling

Strong lower bounds for specific graphs will easily follow by showing that any HN
derivation can easily be converted into an efficient pebbling strategy for the correspond-
ing graph. Interesting connections between pebbling and propositional proofs were made
previously in [ET99, BSW99].

Definition 3. Let D = (V, E) be a directed, acyclic graph. A configuration is a subset
of V . A legal pebbling of a vertex v in D is a sequence of configurations, the first being
the empty set and the last being {v} and in which each configuration C ′ follows from
the previous configuration C by one of the following rules:

1. v can be added to C to get C ′ if all immediate predecessors of v are in C.
2. Any vertex can be removed from C to obtain C ′.

The complexity of a legal pebbling of v is the maximal size of any configuration
in the sequence. The pebbling number of a graph D with a single sink vertex s is the
minimal number n such that there exists a legal pebbling of s with complexity n.

Lemma 2. Let D be a directed, acyclic graph, and let QD be the corresponding un-
satisfiable system of homogeneous equations corresponding to the implication formula
associated with D. If QD has a degree d PC refutation, then D has pebbling complexity
O(d).

Proof. In Theorem 5, we gave a recursive characterization of the polynomials in the
Grobner basis. We’ll show by induction on the depth of a polynomial in this recursion,
that if (u prod(U)−Z prod(U))Zd is in the Groebner basis, then u can be pebbled from
U with d+k pebbles. The base case is the axioms v prod(P (v))−Z prod(P (v)), which
can always be pebbled with k pebbles (if k is the maximum in-degree of D). Otherwise,
(u prod(U) − Z prod(U))Zd, was derived from (v prod(V1) − Z prod(V1))Zd

1 , and
(u prod(V2) − Z prod(V2))Zd

2 , where d = max d1, d2 + 1, v ∈ V2, v /∈ V1 and
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U = V1 ∪V2 −{v}; these formulas having been already derived. Thus, by the induction
assumption, we can pebble v from V1 with d1 + k pebbles and u from V2 with d2 + k
pebbles. Then we can pebble u from U as follows. First, pebble v from V1 ⊆ U . Then,
leaving a pebble on v, pebble u from V2 ⊆ U ∪ {v}. The number of pebbles is at most
the larger of d1 + k and d2 + k + 1, which is at most d + k.

We note that the above lemma is not tight, as can be seen with the linear graph
corresponding to the induction principle. In this case, the pebbling number is 2, whereas
the degree is log n. We do, however, get the following result:

Theorem 6. There is a directed acyclic graph with constant in-degree that requires HN
degree Ω(n/logn).

Proof. [CPT77] exhibits a graph based on a construction by Valiant that has n nodes
and in-degree 2, but has pebbling measure Ω(n/logn). By the lemma, we are done.

5 Comparison with Resolution

The PC system gives rise to Buchberger’s algorithm to solve SAT as mentioned above.
The HN system gives rise to a simpler algorithm for SAT whereby one solves a system of
linear equations. That is, if we start with a system of equations Q (including x2 −x = 0
for all variables x), and we assume they have a degree d HN proof, then it can be found
as follows. Consider an alleged degree d proof,

∑
i PiQi = 1, where the polynomials

Pi are indeterminants, represented by vectors of variables, xt
i, where xt

i represents the
coefficient in front of term t in the polynomial Pi. Solving for the Pi’s amounts to solving
a sparse system of linear equations (in the variables xt

i), where we have one equation for
each term of degree at most d. This algorithm has runtime nO(d), and hence is efficient
if d is small ([CEI96] gives similar upper bounds for this algorithm and Buchberger’s
algorithm, although in the case of Buchberger’s algorithm, the parameter d might be
smaller).

Complete algorithms for SAT with the best empirical performance are Resolution
based, and typically are variations on the Davis-Loveland-Logeman (DLL) procedure.
Here we show that with respect to worst-case complexity, the algorithms are incompa-
rable.

Lemma 3. The graph tautologies mentioned above (with maximum pebbling number)
have polynomial-size Tree-like Resolution (DLL) proofs but require nearly linear degree
HN proofs.

Proof. To see that the graph tautologies always have small Tree-like Resolution proofs,
simply order the vertices of the graph in such a way that if v is a vertex with parents P (v),
then all vertices in P (v) appear before v in the ordering. Then a tree-like Resolution
proof can be constructed as a decision tree, where we query the vertices according to the
ordering described above. The height of the tree will be equal to the number of vertices,
but the width will be constant.
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Lemma 4. The Tseitin graph principles (mod p) have constant degree HN proofs in the
field GFp but require exponential-size Resolution proofs.

Proof. [Urq87] has shown that the Tseitin graph principles require exponential-size
Resolution proofs. To see that they have polynomial-size HN proofs, consider the clauses
that correspond to a particular vertex, expressing that the number of edges incident to
that vertex is odd. Each such clause converts into an initial equation, and the set of
equations assocated with a vertex v can be used to derive the equation stating that the
sum of the vertices incident to that vertex is 1 mod 2. Since the total number of variables
mentioned in these equations is constant, the HN degree of this derivation is constant.
Do this for every vertex, and then simply add up the resulting equations to derive 1 = 0.
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